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The basic unit of computation in the nervous system is the transformation of input into

output spikes performed by an individual neuron. The spiking response of the neuron to

a complex, time-varying input can be characterized with two different classes of models:

nonlinear dynamical systems represent the detailed biophysical properties a neuron, and

probabilistic black box coding models identify abstract representations of the computation

performed. However, the relationships between biophysical mechanisms and neural coding

properties have very rarely been resolved.

Here, the focus is on the task of feature selection, where a neuron extracts and encodes

from its complex inputs a small number of relevant signal components. Feature selection is

generally adaptive: both the relevant features and the encoding depend on the background

statistical context in which the signal appears. This thesis presents a theory of conditional

dynamical processes that associate abstract representations of the signal with sub-ensembles

of states of the corresponding dynamical system. The theory provides a bridge to use meth-

ods from either coding or dynamics to simultaneously study both. The unifying framework

is used to derive how the interactions of the statistical properties of the input and the neural

dynamics determine which features of the input are encoded by spikes. Adaptation of the

encoding to changes in input statistics is shown to arise from corresponding changes in how

the state space of the nonlinear system is probed by the input.





First, we identify the mechanisms of adaptive feature selection in integrate-and-fire mod-

els. Then, we demonstrate that integrate-and-fire models without any additional currents

can perform a novel type of stochastically-emergent perfect contrast gain control—a sophis-

ticated adaptive computation. We identify the general dynamical principles responsible and

design from first principles a nonlinear dynamical model that implements automatic gain

control. We conclude by fitting models to experimental data and relating the models to

measurable biophysical properties to demonstrate that our proposed theoretical mechanism

is consistent with the adaptive gain control observed in the developing cortex.
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PREFACE

The necessary background and motivation is presented in Chapter 1, along with brief

guidance regarding the novel material presented herein. The remaining chapters are de-

rived from manuscripts that have either been published, submitted, or are independently in

preparation. Chapter 2 presents our early understanding of stochastic feature adaptation in

simple spiking neural models. If the reader only has the will to make it through one chapter,

it should be Chapter 3, which presents the fundamental intellectual content of this thesis,

developed and applied in the simplest non-trivial contexts: one-dimensional coding models

and integrate-and-fire spiking models. In Chapter 4, we apply the theory developed in the

previous chapter, in conjunction with biophysical modeling to elucidate the mechanism of

contrast adaptation observed experimentally in developing cortical neurons by Dr. Rebecca

Mease.

The list below summarizes the relationships between the chapters and articles:

Chapter 2

Michael Famulare and Adrienne Fairhall. “Feature selection in simple neurons: how coding

depends on spiking dynamics.” Neural Computation, 22: p. 581–598 (2010).

Chapter 3

Michael Famulare and Adrienne Fairhall. “Adaptive probabilistic neural coding from de-

terministic spiking neurons: analysis from first principles.” arXiv:1111.0097.

Chapter 4

Rebecca Mease, Michael Famulare, Julijana Gjorgjieva, William Moody, and Adrienne

Fairhall. “Emergence of adaptive computation by single neurons in the developing cor-

tex.” In prep.
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A NOTE ABOUT NOTATION

All proper probabilities associated with the states of some object, x, are denoted P [x],

while all probability distributions are denoted p[x]. When necessary, subscripts denote

ensemble information. For example, the probability distribution of a Gaussian random

variable with standard deviation σ is denoted pσ[x].

Wherever it commits no grave aesthetic offense, the convention is used that dynamical

variables are denoted in miniscule and fixed parameters are capitalized. For example, a

recorded voltage trace is always v(t) while a membrane capacitance is always C. Exceptions

occur when expressions with mixed cases are difficult to parse and when multiple objects

would naturally take the same symbol. Furthermore, chapters sometimes differ slightly in

notation, reflecting the different emphases placed on model properties in each. Context

should always make the intended meaning clear.

x
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Chapter 1

INTRODUCTION TO SINGLE NEURON COMPUTATION

1.1 Summary

Neurons are arguably the fundamental units of information processing in the nervous system.

A neuron is a nonlinear electrical device that transforms a pattern of inputs into a series of

discrete output events called spikes. Much of our knowledge of the structure and function

of neurons falls under two headings: a great deal is known about the detailed biophysics

of neuronal dynamics, and there is a rapidly growing body of research into their abstract

computational roles. However, the underlying physical and mathematical principles best

suited for understanding dynamics and computation appear to be quite distinct and very

little work has been done to unify both perspectives. Because of this separation, little is

understood about how specific biophysical properties correlate with observed computational

roles.

This thesis presents significant advances in the development of a unifying framework in

the context of feature selection in single neurons. The overarching view taken is that the

computational role is the purpose of the neuron and the biophysical dynamics serve as the

implementation of the computation. This dual nature—mechanism and purpose—is the

gift biology provides to the physicist: the opportunity to study naturally-occurring physical

systems that exist to serve higher-level functional purposes.

This chapter provides the essential background material required to engage meaningfully

with the following chapters. First, there is a brief review of the basic biophysical properties

and modeling framework used to study single neuron dynamics. Following is a targeted in-

troduction to single neuron computation, focusing on feature selection and adaptive coding.

The chapter is peppered with references to the most relevant antecedents to this thesis and
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a brief outline of the key novel results is provided at the end.

Regarding citations: much of the material in this chapter is widely known and there are

excellent books available. In lieu of displaying many redundant citations, all source books

will be cited in the first paragraph of a subsection. In-line citations are only provided for

facts that are readily available only in a specific book and for primary journal sources. In

many cases, statements sourced to primary sources are also supported in all the cited books.

Any statements without citations that should be sourced can be found in all books cited in

the first paragraph and often in many others as well.

1.2 Single Neuron Biophysics

A great deal is known about the structure of neurons at many spatial scales. We start small

and work up.

1.2.1 A patch of membrane

A cell membrane a few nanometers thick separates the intra- and extracellular material, Fig.

1.1A. Of primary importance are the differences across the membrane in the concentrations

of sodium (Na+) and potassium (K+) cations, which are charge-balanced by intracellular

proteins, chloride (Cl−), and other anions. The cell membrane is essentially impermeable

and so acts as a capacitor separating the intra- and extracellular ionic solutions. The voltage

across the membrane is the primary experimental observable [1–6].

Embedded in the membrane are numerous ion-conducting channels that act as conduc-

tances in parallel with the membrane capacitance. Many important ion channels are highly

selective, permitting only a single ion species to flow through. In addition, molecular pumps

maintain ionic concentration gradients across the membrane. Conductances and concentra-

tion gradients lead to ionic currents that flow through the membrane, which can be modeled

with Ohm’s Law relating current, i, voltage, v, and conductance, G: i = Gv. In addition to

transmembrane currents mediated by channels, the intracellular medium transmits diffusion

currents to a patch of membrane from activity further away.

Many ion channels are strongly nonlinear. Of primary importance are sodium-specific

and potassium-specific channels with voltage-dependent conductances; conductances may
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Figure 1.1. Single neuron structure at various spatial scales. A. A patch of
membrane. In steady-state, negative charge accumulates at the interior of the membrane
and positive accumulates outside. Outside the cell is an excess sodium concentration
relative to the interior, and inside is excess potassium. Various types of channels perforate
the membrane and facilitate conduction. B. A neuron can be coarsely decomposed into
three regions: input-receiving dendritic branches, the soma (cell body), and the axon.
Image from Wikimedia Commons. C. Voltage response at a dendrite and soma to current
injected into the dendrite of a CA1 pyramidal neuron (electrode locations in panel C3).
C1: subthreshold step current. Dendrite drives soma with step: soma integrates (linear
decreasing slopein response to constant negative input) to ∼ 4 times dendritic amplitude
before step is turned off. Dendritic equilibration time is much faster, indicating lower
impedance than at the soma. C2: super-threshold input. Dendritic spikes propagate
strongly into the soma. D. Voltage response at a dendrite and soma to current injected
into the soma. D1: subthreshold step. Soma is less effective at driving the dendrite:
maximum dendritic voltage is ∼ 1/4 somatic voltage. D2: somatic spikes propagate only
weakly into the dendrite. Images in C&D from Wong and Stewart, 1992 [7].

also be modulated by ionic concentrations, especially calcium (Ca2+), and chemical mes-

sengers [8]. As is discussed further below and in Sec. 1.3, the relevant timescales considered

in this thesis are of order 10 milliseconds. Channels that are quasi-stationary on the rele-

vant timescales express constant conductances and are referred to as leak channels. In the

steady-state when the total transmembrane current is zero, the interior of a typical neu-

ron is net negatively charged, and so the steady-state voltage is negative (the extracellular
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potential is usually set to zero by convention).

Models of neural dynamics represent our knowledge of the biophysical mechanisms un-

derlying neural activity. The above facts imply that a patch of membrane can be modeled

as an RC circuit. The membrane voltage, v(t), is determined by the membrane capacitance

per unit area, C, the Ohmic ionic currents associated with each ion species, ix, and any

diffusive “input” current from the intracellular medium, i(t):

Cv̇ = −iL − iNa − iK + i(t),

= GL

(
EL − v

)
+ gNa(v)

(
ENa − v

)
+ gK(v)

(
EK − v

)
+ i(t), (1.1)

where GL, gNa(v), and gK(v) are the constant leak and variable sodium and potassium con-

ductances; EL, ENa, and EK are the reversal potentials that arise from the transmembrane

concentration gradients; the sign convention for the ionic currents is traditional.

Reversal potentials are set by the concentration gradients and, for ion-specific channels,

are given by the Nernst equation. The reversal potential follows from the condition that in

equilibrium, the net current through the channel is zero. For an ion species with charge ze

and concentrations [outside] and [inside], the reversal potential is:

E =
kBT

ze
ln

(
[outside]

[inside]

)
, (1.2)

which follows directly from equating the probability that an ion in solution at temperature

T crosses from inside to outside to the probability the reverse occurs [1]. The typical voltage

scale set by kBT
e is 27 mV. Typical concentration ratios put ENa around 50 mV and EK be-

tween -90 and -70 mV. For channels that conduct multiple ion species, the reversal potential

follows from the Goldman equation, an approximate non-equilibrium generalization of Eq.

(1.2) [4]. Typical leak reversal potentials, which account for non-specific ion flow and im-

plicitly include the pump currents, are around -70 mV, near the typical steady-state resting

potential of a neuron. Note that reversal potentials are of order 2–3 kBT
e . As maintaining

concentration gradients is metabolically costly [9–11], they are set to allow conduction to

take advantage of entropic forces without being dominated by noise [1].
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Voltage-gated ion channels

Hodgkin and Huxley introduced the canonical framework to model the voltage-dependent

conductances [12]. We start with the modern understanding. The fundamental idea is

that individual ion channels are stochastic elements that switch between non-conductive

(closed) states and a conductive (open) state, and that transition rates are voltage- and

state-dependent. The total transmembrane conductance across a patch of membrane for

ion species x is determined by the fraction of open channels at any instant in time, fopen:

gx(t) = Gxfopen(t),

where Gx is the maximal conductance when all channels are in the open state. Furthermore,

it is known that many voltage-dependent ion channels are composed of multiple effectively

independent sub-units. Each sub-unit can individually be in an open or closed state, and

the channel is only open when all sub-units are in an open configuration simultaneously.

For example, the canonical Hodgkin-Huxley delayed-rectifier potassium current is built from

four identical sub-unit proteins [13]. The probability any one potassium channel sub-unit is

in the open configuration is traditionally denoted n, and so the probability a channel is open

is popen = n4. The open fraction at any instant in time follows from randomly sampling

N channels, with the state of each independently sampled from the binomial distribution

controlled by popen.

The dynamics of the probability that any individual sub-unit is in the open state can

be described by a master equation. For the potassium channel example, sub-units can

transition to the open state from closed states and vice versa. The corresponding master

equation for the open probability is:

ṅ = α(v)
(
1− n

)
− β(v)n

≡ 1

τn(v)
(n∞(v)− n) (1.3)

where the α(v) and β(v) are the voltage-dependent transition rates into and out of the

closed state, and can be re-expressed in terms of the time constant, τn(v), and equilibrium

value, n∞(v). The canonical Hodgkin-Huxley sodium channel is described similarly, but
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as a combination of two different effectively independent sub-structures: three “activation”

sub-units denoted m and one “inactivation” sub-unit denoted h; the probability any one

sodium channel is open is popen = m3h.

In the simplest case, when the transition between open and closed sub-unit states in-

volves only two relevant molecular configurations, the transition rates are Boltzmann factors,

Ae
−B ev

kBT . More commonly, the transition rates are observed to take the form:

α(v) =
A(v − V1/2

)(
1− eB

e(V1/2
−v)

kBT

) ,

reflecting the progression along an effective reaction coordinate with many non-conductive

configurations and an open state [14].

In the large-N limit where the density of channels in a patch of membrane is high, the

fraction of open channels is given deterministically by the probability any one channel is

open. This limit gives the canonical Hodgkin-Huxley model:

Cv̇ = GL

(
EL − v

)
+GNam

3h
(
ENa − v

)
+GKn

4
(
EK − v

)
+ i(t), (1.4)

ṁ = αm(v)
(
1−m)− βm(v)m,

ḣ = αh(v)
(
1− h)− βh(v)h,

ṅ = αn(v)
(
1− n)− βn(v)n,

where the αx(v) and βx(v) can be found in many standard references [12]. In Chap. 4, we

study a similar model specific to mouse cortical neurons that was introduced by Mainen et

al [15].

While there exist many interesting effects due to the inherent stochasticity when large-

N does not hold [6, 16–22] (and this author has done published [23] and unpublished work

(oscillator reliability) in this area), ion channel noise is not addressed in this thesis.

Spikes

The most important dynamical property of a patch of neural membrane with large nonlin-

ear conductances is excitability. An excitable membrane shows two qualitatively different
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operating regimes: a strongly input-dependent subthreshold regime and a transient, input-

independent spiking regime. This can be seen clearly in Figs. 1.1 C2 & D2 and 1.2.

Excitability is created by the dynamics of the sodium and potassium channels. The

course of events in the Hodgkin-Huxley model is qualitatively typical:

1. In steady-state, the voltage is approximately vo = −65 mV, which is set primarily

by the leak and potassium currents (gNa(vo) ≈ 0.002 gtotal(vo)). An input current

drives the voltage. The membrane capacitance and the resting conductance cause

the membrane to act as a low-pass filter that reduces sensitivity to input timescales

shorter than 10 milliseconds.

2. When the drive pushed the voltage to near -55 mV, the sodium conductance opens

rapidly (on the order of a half-millisecond) from rest to a maximal value of gNamax ≈

6 gtotal(vo). The large conductance causes sodium current to dominate the voltage

response and the input ceases to be relevant.

3. Since the sodium reversal potential is at +50 mV, the opening of the sodium channel

dumps positive charge into the cell, driving the voltage to near +50 mV in less than

a millisecond.

4. Within 2 milliseconds of the sodium influx, the potassium conductance becomes much

larger (GKmax ≈ 80 gtotal(vo)) and the sodium channels rapidly inactivate and close.

5. As the potassium reversal potential is -77 mV, the voltage rapidly jumps back down

from near +50 mV to -77 mV.

6. Both channels recover to steady-state in 5–10 milliseconds. During this time, the

membrane is insensitive to the input until the conductances re-approach the resting

values.

The 2 ms event taking the voltage from an approximate threshold at -55 mV to +50 mV and

back to -77 mV is the action potential, or spike. Immediately after the spike is a refractory
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period of about 10 milliseconds where the cell has reduced sensitivity to the input and cannot

readily fire another spike. In between spikes, the membrane low-pass filters the input.1 As

the characteristic input size of a time-varying is reduced, the intervals between spikes can

be arbitrarily long. While the numbers above are specific to the Hodgkin-Huxley model, the

qualitative features are typical. Thus, for patches of membrane similar to what has been

described, there is generally a separation in the voltage dynamics between subthreshold

filtering and spiking.

1.2.2 The neuron as a whole

Given the fundamental understanding of a patch of membrane, turn now to the neuron

as a whole. At a resolution of order 10 µm, a typical neuron is composed of a cell body,

or soma, from which extend input-receiving dendritic branches and an output-transmitting

axon, Fig. 1.1B. Note that while we provide the description relevant to this thesis of a

“typical” neuron below [1,2,6,27], a great deal of recent research is showing that violations

of the “typical” properties are common—perhaps more common than not [28–34].

The surface area of the entire dendritic region is typically many times the area of the

soma, and the radii of a dendritic branch is typically much smaller than the radius of the

soma. While the cell membrane forms the outer surface of the dendrites and soma, many

vertebrate axons are covered with an insulating sheath call myelin, except at gaps called the

nodes of Ranvier. The insulated regions have conductance densities of order 10−4 smaller

than the typical conductance densities in the soma while the nodes have conductances of

order 102 times larger [1].

As discussed in detail below, many neurons have a feed-forward structure. The ma-

jority of input from other neurons is received on the dendritic branches, in the form of

neurotransmitter-modulated channel conductances called synapses. These inputs drive cur-

rents in the dendrites which in turn drive the rest of the neuron. It can often be assumed

that spikes are generated in the soma and sent down the axon. The nodes of Ranvier are

1In the Hodgkin-Huxley model, subthreshold nonlinearity in the potassium conductance creates a res-
onance at around 60 Hz; while the resonance has significant consequences to the behavior of the neu-
ron [3, 24–26], it is not important to this qualitative discussion.
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repeaters that regenerate and homogenize the spike to ensure high-fidelity signal propaga-

tion [35].

The morphological division of the cell into dendritic branches, soma, and axon provides

a neuron with a modular electrical structure: many neurons can be thought of as composed

from discrete connected compartments, within which spatial details can often be ignored.

At the coarsest resolution, the electrical response to input in the dendritic branches drives

the soma which drives the axon. This can be understood from the physics of current flow

through the membrane and intracellular medium. The effective size defining a homogeneous

patch of membrane is the electrotonic length, λ; this determines the maximum length scale

over which the membrane can be approximated as an equipotential surface. The electrotonic

length is determined by the ratio of current diffusing across the membrane to the current

diffusing through the intracellular medium, which is determined by the characteristic length

scale of the cellular structure, a, the membrane conductance per unit area, Gm, and the

resistivity of the intracellular medium, ρi. Dimensional analysis gives:

λ ∼
√

a

Gmρi
,

as is supported by more careful analysis [27]. Typical values for the intracellular resistivity

are approximately ρi ≈ 1−3 Ωm [1]. Resting conductance densities in unmyelinated regions

are of order Gm ∼ 1 [Ωm2]−1 and smaller in myelinated segments [1] . Radii of primary

dendritic branches are of order 0.1 to 1 micron and soma are of order 10 micron, so resting

electrotonic lengths are often of order 1 millimeter or larger. Thus, in the absence of spiking

dynamics or significant geometrical impedance mismatches in the dendrites [27], the large

neuronal structures are approximately equipotential.

Maximal conductances may be much larger, however, leading to transiently small λ,

enhancing the relevance of the spatial structure to the electrical dynamics. In dendrites

with active nonlinearities, maximal conductances can be of order 102–103 the resting value,

and so minimal electrotonic lengths are of order 10 micron, which is often shorter than

the branch length. Thus, in active dendrites, the importance of spatial structure is strongly

enhanced. While much of the early modeling of dendrites assumed they were mostly passive,

research into dendritic dynamics is rapidly advancing and many interesting results have
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appeared (for a recent review with extensive references, see ref. [28]).

In contrast, the somatic membrane is typically approximately an equipotential sur-

face despite spiking dynamics. Maximal conductances are again typically of order Gm ∼

103 [Ωm2]−1 and minimal λ are of order 30–100 micron, comparable to and larger than

typical soma sizes. Thus, the soma can be approximately modeled as a single patch of

membrane and the spatial structure can be ignored. Furthermore, the large electrotonic

length supports the large-N averaging of the stochastic ion channels mentioned above and

is responsible for the effectively deterministic dynamics of many neurons [16,17,19,20,23].

Similarly, axonal segments are approximately equipotential. It can be shown that the

length of a node of Ranvier is matched to its electrotonic length (∼ 1 micron). The length

of an internodal region scales linearly with its λ, but is generally shorter so that the passive

equipotential region extends over a few nodes to provide a safety factor in the event of

problems with a repeater node [2].

In a typical neuron, signals predominantly flow in a feed-forward manner. While the

dendrites and soma may have similar equilibrium conductance densities, the input resistance

looking into the soma from the dendrites is larger than the input resistance looking into the

dendrites from the soma because of the difference in total surface area [2]. Correspondingly,

the dendritic region is generally more effective at driving the somatic voltage than the soma

is at driving the dendrites, as is shown in Fig. 1.1 C&D. In particular, while dendritic

input regularly drives the soma to spike, the large somatic currents associated with the

spike do not lead to a significant back-propagating influence in the dendrite unless there

is enhancement by large dendritic nonlinearities [28, 29, 36–38] or the dendritic roots have

large radii that reduce the impedance mismatch [28,37,39].

Similarly, the input resistance looking into the axon from the soma is larger than the

input resistance looking into the soma from the axon, and so the soma drives the axon

and not the reverse. This is true because of the much smaller axonal conductance density

[1, 2]. Furthermore, as most spikes are triggered from dendritic input at the somatic end

of the axon, the uni-directional propagation of spikes is greatly enhanced by the refractory

behavior of ion channels: spikes cannot back-propagate to nearby nodes because of post-

spike refractory behavior.
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Of closing importance is that the conductance density at a node of Ranvier is typically

much larger than the conductance density of the soma [40]. Correspondingly, as the nodal

and somatic capacitances are similar, the membrane time constant at the nodes is much

smaller that at the soma. Nodes of Ranvier filter out the primary frequencies received from

the soma and only the largest events—action potentials—propagate along the axon. Spikes

alone are the relevant output.

In summary, in the natural setting, inputs from other neurons drive the dendrites. Den-

dritic preprocessing, possibly very complex, delivers a signal to the soma that drives sub-

threshold integration and spikes. Spikes alone constitute the output signal that propagates

down the axon. For these reasons, it is often possible to study somatic dynamics in isolation,

treating the soma as the final signal processing unit that takes input into output, regardless

of any dendritic computation, and that the soma can be modeled as a patch of membrane

with position-independent voltage [41]; this is the perspective taken in this thesis.

Probing the somatic dynamics: input currents with Gaussian statistics

In this thesis, we study questions of somatic dynamics only with a so-called single com-

partment model. Inputs are currents delivered to the soma and all spatial dependence is

ignored. The class of input currents considered have the statistical properties of Gaussian

noise with short correlation time. Our input current traces, i(t), are known realizations of

Gaussian stochastic processes with stationary mean and autocorrelation:

〈i(t)〉 = µ, (1.5)〈(
i(t)− µ

)(
i(t′)− µ

)〉
= σ2g(t− t′). (1.6)

In all cases, we choose the autocorrelation time, τc, to be small compared to the relevant

integration times in the neuron under investigation so we can treat the input as “white”—

uncorrelated on timescales of interest—for mathematical convenience; precise specification

of the currents used is given in each chapter. It is important to emphasize that while the

input currents considered have the statistics of white noise, we only examine inherently

deterministic dynamics. The input is always thought of as a fixed realization drawn from
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an ensemble of statistically identical inputs. Our analyses are with respect to the ensemble

and the known realization.

The modeling scenario we describe mimics the experimental protocol of white noise

current clamp [42]. In current clamp experiments, an electrode drives a specified input

current into the soma and the resulting membrane voltage trace is recorded. In neurons

that exhibit the impedance mismatch between soma and dendrites discussed previously,

current injected into the soma primarily drives the soma only [41], Fig. 1.1D, and dendritic

dynamics can be ignored. In Chap. 4, we use white noise current clamp experimental

data to fit quantitatively predictive dynamical models; the quality of the fits demonstrates

the consistency of the simplifying theoretical arguments that lead to our models with the

measured physical systems.

Ensembles of Gaussian input currents are useful because example traces are diverse stim-

uli with which to probe the complicated nonlinear dynamics of neurons. Because the input

signals contain equal average power at every timescale down to the correlation time and

significant variation in amplitude, an input with sufficiently long duration can in principle

drive dynamical processes on all timescales [43–46]. Furthermore, Gaussian input ensembles

are often relevant idealizations of natural dendritic input, as has been measured experimen-

tally [47,48] and is theoretically expected. For example, many neurons in mammalian cortex

receive input from ∼ 10, 000 neurons, with a population mean spike rate of order 1 Hz and

approximately Poisson random spiking [1, 49]. As typical membrane integration timescales

are order 10 ms, typical input currents received at the soma follow from dendritic summa-

tion of 100 quasi-random inputs; approximately Gaussian statistics emerge from the central

limit theorem [50].

1.3 Reduced Models of Neural Excitability

Much of the work in this thesis relies on reduced models of single neuron dynamics—models

that reproduce the essential dynamics with the minimal number of degrees of freedom,

possibly at the expense of direct biophysical correspondence. Reduced models are very

useful for theoretical study because they are well-suited to mathematical analysis [3,6,24,51].

Of equal importance is that single neurons are often essentially reducible: the ion channels
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expressed in a particular neuron often lead to functional robustness to quantitative changes

in expression [52, 53] (see Chap. 4). We briskly walk through two canonical reductions

below and briefly introduce their analysis as dynamical systems.

The simplest model that captures the subthreshold low pass filtering performed by the

membrane and rapid spike generation is the leaky integrate-and-fire (LIF) model. The LIF

model assumes that subthreshold dynamics are linear with integration timescale τ , and that

spike-generating dynamics from the sodium and potassium channel configuration changes

are infinitely faster than subthreshold dynamics and are perfectly separated in voltage space

at a threshold:

τ v̇ = vo − v + τ
C i(t) if v(t) < vth,

v(t)→ vs → vr when v(t) = vth;
(1.7)

a more compact notation is introduced in Eq. (3.42) and is used throughout Chaps. 3 and

4. For voltages below a threshold, vth, the dynamics are passive integration around a resting

potential, vo. However, when the voltage reaches threshold, it instantaneously jumps to the

top of the spike, vs (a spike is “pasted in” [24]), is then immediately reset to vr, after which

passive integration resumes. An example voltage trace for Gaussian input is shown in Fig.

1.2A. Because of its simple nonlinearity, the LIF model is often useful for deriving analytic

results as in Chap. 3.

Including slightly more realism leads to the exponential integrate-and-fire (EIF) model

that plays a prominent role in this thesis [54]. The EIF model can be viewed as a gener-

alization of the LIF model that still assumes the spike-generating currents are much faster

than the subthreshold dynamics, but no longer assumes perfect separation in voltage space.

The EIF model is:

τ v̇ = vo − v + f(v) + τ
C i(t) if v(t) < vs,

v(t)→ vr when v(t) = vs,
(1.8)

with f(v) = (vth − vo)e
v−vth

∆ in the most transparent parameterization.2 The EIF model

evolves continuously below the peak spike height, vs, where it is reset to vr. The exponential

2Note that, for clarity in this introductory context, the parameterization differs from that used in Chap.
2, Eq. (2.1), and Chaps. 3 and 4, Eq. (3.42).



14

Figure 1.2. The dynamics of neuronal excitability. A. Example voltage traces for
approximately equivalent systems with identical input i(t): LIF model (A1); recorded
cortical neuron (A2); EIF model (A3). For the recorded cell (A2), there is an approximate
voltage threshold near -25 mV that separates the subthreshold and spiking regimes. This
is built into the LIF (A1) and EIF (A3) models. Changes in exact spike timing and are
due to the differences in kinetics for spike generation. B. EIF model voltage trace (B1)
and (v, v̇) phase plane with steady-state voltage distribution super-imposed (B2). The
unstable fixed point at vth—the dynamical threshold—approximately separates the
spiking and subthreshold regimes. Below threshold, the dynamics are primarily linear and
the voltage is attracted to the resting potential at vo. Above threshold, in the absence of
input, v̇ > 0 always and so the system runs off toward a spike. This kind of intrinsic
instability fundamentally captures the excitability characteristic of single neuron
dynamics. Note that as there is significant probability density at threshold with Gaussian
input (B2, blue), multiple crossings are possible and the separation is not exact. This is
discussed in detail in Chap. 3. Recording in A2 performed by Dr. Rebecca Mease.

term provides intrinsic excitability. The activation parameter, ∆, sets the voltage scale

over which the exponential current turns on; the LIF model is recovered in the ∆ → 0

limit. Unlike the LIF model in Eq. 1.7, the dynamics of spike initiation are smooth:

at vth for 〈i(t)〉 = 0, there is an unstable fixed point that separates the spiking regime

from the subthreshold regime—the basin of attraction of the stable fixed point vo. This
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unstable fixed point is known as the dynamical threshold as it is an intrinsic property of the

dynamics [3, 26,55,56]. The phase portrait is shown in Fig. 1.2 B2.

In Chap. 4, we show that the EIF model quantitatively reproduces experimental data

(see also refs. [57,58]); an example voltage trace is shown in Fig. 1.2 A. The simple model can

be accurate for three reasons. First, for activation of the sodium channel that drives spiking,

there is timescale separation: channel opening takes place on half-millisecond timescales [13]

while membrane time constants are of order τ = 10 ms. Second, the exponential term is

often approximately valid due to the Boltzmann factor-like activation curves, Eq. (1.3).

Third, while no physical potassium current is well-represented in detail by the discrete

reset, the detailed time course of the return from a spike often does not matter precisely

because the system is insensitive to the input during that time and cannot fire another

spike. As long as the reset voltage, vr, is chosen so that the refractory period—the duration

over which firing another spike is improbable—is correct, the post-spike trajectory itself is

irrelevant.

Both of these integrate-and-fire models assume ion channel configuration changes oc-

cur on timescales infinitely faster than the membrane integration timescale. Allowing ion

channels to exhibit dynamics with finite timescales leads to models with more dynamical

variables and greater biophysical realism. The basic concept of the intrinsic separation be-

tween the subthreshold and spiking regimes carries over to higher dimensions. An example

appears in Chap. 4.

1.4 Neural Computation

A neuron’s purpose is computation. In any physical implementation of computation, the

states of the physical system represent the states of certain abstract objects, and the math-

ematical operations performed on the abstract objects are implemented by the dynamics on

the state space. The most familiar examples are occur in digital electronics, where Boolean

logic is implemented by manipulating voltages on a semiconductor substrate.

An archetypal example of computation in neuroscience can be found in the work of Hubel

and Weisel. When a bar of light is moved across the visual field, certain neurons, so-called

simple cells, in area V1 of the visual cortex in monkeys output spikes that are correlated
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with the angle of the velocity (orientation) of the bar [59]. The abstract computation is

the act of identifying and representing velocity orientation: the orientation is the feature of

the bar that has been selected as relevant, and the spiking response is an encoding of that

feature.

This computation is built from many sub-computations, each of which must have a phys-

ical implementation in the brain. For a V1 neuron’s spiking output to correlate with the

orientation of a moving bar, the entire visual system leading to area V1 must convert light

into neural activity (sensation), extract from the neural activity the abstract concept of a

bar (binding) and track its velocity (feature selection), represent the bar and its velocity

with neural activity (encoding), extract from that activity the orientation separate from

the magnitude (feature selection again), and express that representation of orientation with

spikes in a particular neuron (encoding again). With its spiking output, that neuron trans-

mits knowledge of the orientation to higher brain regions, and many other neurons transmit

their information about the abstract features of the visual scene the represent. Higher brain

regions can be viewed as decoding that information to build and process further higher-level

abstractions. After over 40 years, research into every step of this visual computation (and

others in parallel) is still very active, as the sheer number of elements involved is huge and

the complexity is great [60].

1.4.1 This thesis: single neuron computation

At the single neuron level, questions of what neurons can compute and how the computations

are implemented physically are more tractable but still very rich. We have already discussed

an example of how neuronal biophysics correlates with computation: the cellular morphology

often separates the dendritic branches, soma, and axon into individual circuit elements.

It is also known that the basic thresholding and integrating mechanisms in neurons and

dendritic properties can implement boolean logic and elementary arithmetical operations

when inputs consist of discrete spikes [29, 31–33, 61]. Significant progress has also been

made in understanding “envelope coding” with noise-like continuous inputs on the quasi-

stationary timescales covering many spikes: firing rate coding for input mean and variance
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is generic and ubiquitous [51, 62–65]; interesting temporal computations include interval

coding [66], Bayesian inference [67], and fractional differentiation [68].

In this thesis, we address the problem of mapping computation to biophysics for con-

tinuous noise-like inputs on the millisecond timescales of subthreshold integration and the

generation of each spike. In the cases studied, the substrate state space consists of the volt-

age (Chaps. 2–4). Spikes, idealized as discrete binary events, are the relevant output and

time-varying currents are the relevant input at the soma. Using methods to be described

shortly, much previous work has shown that a primary computation on these timescales

observed to be performed by single neurons is linear feature selection and non-linear cod-

ing [25,26,69–72]. Previous work has identified the fundamental origins of feature selection

in the subthreshold membrane dynamics [2, 25, 26, 69, 73] and has introduced asymptotic

mathematical techniques [26,54,74–79] that have helped point the way forward.

Four years ago, it was the author’s hope that single neuron computation would turn

out to be the ideal domain to properly address the problem of uniting neural dynamics

and computation for continuously-varying inputs, where known mathematical tools and

theoretical concepts have proven ineffective. The most significant achievement presented

in this thesis is the construction of the general theory that does precisely that. We now

define the computational question more specifically, before summarizing the key results in

this thesis.

1.4.2 Linear feature selection

For input currents with specified mean and autocorrelation function, reverse correlation

analysis is used to identify which features in the input are correlated with spiking [43–45,

80–84]. In reverse correlation analysis (also known as white noise analysis and Wiener anal-

ysis), the observed output is used to infer what components of the input are correlated with

the output. We define the output to be spike times. Generally, the criterion used to assign

discrete spike times to the events of short-but-finite duration in the voltage trace is phe-

nomenological: a heuristic is used to find times that best separate subthreshold integration

from input-independent spikes. In Chap. 3, this issue is discussed in detail.
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In this section, we assume the mean current is zero for notational clarity. The first-order

statistic in a single neuron current clamp experiment is the spike-triggered average current

(STA)—the average waveform in the input preceding a spike. To find the STA, we average

the input current preceding each spike:

〈i(t)|sp〉 =
1

N

N∑
j=1

i(t− tj), (1.9)

where the {tj} are the times of the spike. For uncorrelated inputs, the STA is causal

〈i(t > 0)|sp〉 = 0 [45] (see also Chap. 2, Eq. (2.26)). The second-order statistic, the spike-

triggered covariance, can be found similarly [25, 69]; when orthogonalized, the covariance

can be used to identify a set of orthogonal input components correlated with the spike.

These identified components are the features of the input that are relevant to spiking. In

this thesis, we focus on situations with a signle relevant feature.

Given a relevant feature identified by the methods above and assuming uncorrelated

input,3 the original input current can be re-expressed in terms of components proportional

to the feature, called the filtered stimulus, s(t), and the components orthogonal to it:

i(t) = s(t) +
∑

s⊥(t). (1.10)

The filtered stimulus is defined by convolving the input current with the feature:

s(t) =

∫ t

0
dt′ h(t− t′)i(t′) =

(
h ∗ i

)
(t), (1.11)

where h(t) is the normalized feature,

∫ 0

−∞
dt′ h(t′)2 = 1. Note that in Chap. 3, the integral

is taken over dt′

τ , where τ is the membrane time constant; this is done to simplify the task

of tracking dimensional consistency through derivations.

We can assume there is a single relevant feature because single neurons perform feature

selection to reduce the dimensionality of the input: spikes output information about only a

small subset of the components of the input [25,26,45]. Previous theoretical work has shown

that the features recovered by reverse correlation are typically decaying, possibly oscillating

waveforms that can be reconstructed from a low-dimensional exponential basis [26].

3This restriction is not essential, but it removes clutter from this discussion. See refs [45, 46].
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1.4.3 Nonlinear coding

Using the language introduced earlier, the filtered stimuli are the abstractions that are

somehow represented by the spike times. The concept of representing one abstract object

by another can be viewed from two perspectives: the encoding perspective asks how the

output is determined given the input while the decoding perspective asks what information

can be inferred about the inputs given the output [45].

Both perspectives are complimentary and can be formalized in the language of proba-

bility theory. Assuming a single relevant component, filtered stimulus s, the spike-triggered

stimulus distribution is:

p[s|sp] , (1.12)

which can be sampled with reverse correlation [80]. This conditional distribution provides

complete information about the decoding of a spike: an observer, upon seeing a spike, can

infer that the amplitude of the filtered stimulus immediately preceding it was drawn from

the spike-triggered distribution. From a single spike, nothing more detailed can be known.

For example, for a perfect threshold detector with threshold sth, p[s < sth|sp] = 0, and so

one can infer that the filtered stimulus is above sth when a spike occurs but the exact value

can only be guessed in proportion to its probability of occurrence.

Switching perspectives, a linear-nonlinear (LN) model of encoding can be constructed

in this probabilistic framework, where linear refers to feature extraction and nonlinear de-

scribes spike generation. We define a rate estimation function, R[s], that describes the

probability of firing a spike in a time window of duration dt in response to the appearance

of a particular value of the filtered stimulus. The rate estimation function can be found via

Bayes rule:

R[s] ≡ P [sp|s]
dt

= R̄
p[s|sp]

p[s]
, (1.13)

where p[s] is the distribution of all filtered stimuli unconditioned on spiking. The rate

estimation function models the neuron response with a baseline non-zero firing rate, R̄,

that is modulated by the filtered stimulus. For the single neurons considered here, the rate



20

estimation function is a nonlinear threshold function—neurons only fire spikes for filtered

stimuli above some sth (see Chaps. 3 & 4).

1.4.4 Model comparison with information theory

Information theory provides a model-independent framework to quantify computation [25,

45,85–88]. The mutual information shared between input and response quantifies the num-

ber of bits of information that are encoded, or can be decoded, on average about the input

from the output or vice versa. For example, conveying a sequence of N heads and tails

requires transmitting N bits. The semantic meaning of a bit depends on the dictionaries of

input and output—the set of possible values that can occur. In this thesis, the input set is

always a realization of a Gaussian noise process as described in Sec. 1.2.2 or linear reduc-

tions of that set resulting from feature selection; the output set is always the instantaneous

firing rate of individual spikes, R(t), which ranges from zero to the inverse sampling time

step, dt−1.

When the firing rate is the output and the input is stationary and ergodic, the mutual

information per spike shared between the entire input realization, i(t), and the resulting

time-varying firing rate output is given by:

I[sp; i(t)] =

∫ T

0

dt

T

R(t)

R̄
log2

[
R(t)

R̄

]
, (1.14)

where R̄ is the time-averaged firing rate and T is the duration of the trace [25, 87, 89]. In

particular, to find the information per spike encoded for a recorded neuron or a biophysical

model, Eq. (3.58) can be applied directly when the instantaneous firing rate is sampled

with bins of finite duration, giving the dynamical information ID[sp; i(t)].

For the LN models, which assume the relevant input space is reduced to include only

the filtered stimulus components identified by reverse correlation as in Eq. (1.10), the

information per spike coded about the filtered stimulus can be calculated similarly:

ILN [sp; s(t)] =

∫
ds p[s]

R[s]

R̄
log2

[
R[s]

R̄

]
, (1.15)

=

∫
ds p[s|sp] log2

[
p[s|sp]

p[s]

]
, (1.16)
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where the time average has been replaced by an ensemble average over the filtered stim-

ulus; the second equality uses the definition of the rate estimation function from reverse

correlation in Eq. (1.13).

LN models are reduced descriptions of the dynamics and so, by the data-processing

inequality [86], ILN ≤ ID. The first equality above, Eq. (1.15), takes the encoding per-

spective: how much information about the stimulus is transmitted by the spiking response.

From the encoding perspective, the ratio of the LN model information to the dynamical

model information provides a measure of the completeness of the LN model as an encoding

model of the original input, i(t). When the ratio is close to one, the LN model is func-

tionally equivalent to the dynamical model. Functional equivalence is possible because of

the separation between subthreshold integration and spiking in the dynamical models. The

primary aspect of the dynamics that the LN model cannot reproduce are inter-spike inter-

actions: where the perturbation to the voltage from a previous spike significantly modulates

the ability to fire a future spike [90].

The second equality above, Eq. (1.16), takes the decoding perspective: how much in-

formation about the filtered stimulus can be inferred from the spiking response. While

the information is symmetric with respect to perspective, decoding encourages a different

interpretation. Assume for a moment that the LN model with a specified filter defines the

computational role of a neuron. Then, the physical neuron (or dynamical model) is an

implementation of the computation represented by the LN model. In this interpretation,

the ratio, ILN

ID
, indicates how selective the dynamics are: when the ratio is close to one, the

dynamical model is only sensitive to the relevant feature. Whereas when the ratio is much

less than one, the biophysical neuron is sensitive to additional irrelevant components of the

input and is thus a sloppy implementation of the code.

Which perspective is objectively more correct cannot be decided by a single neuron

experiment. If the natural input statistics in the network context are Gaussian-like and

the information ratio is ILN

ID
≈ 1, then it is likely that the LN model identifies the relevant

computation. If the natural inputs are quite different, then while the LN model can be

a useful tool for identifying coarse biophysical details, it may not make sense to discuss

the LN model as representative of a relevant code. The relationships between the different
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coding perspectives and models are depicted in Fig. 1.3.

Figure 1.3. Feature selection, probabilistic coding, & deterministic dynamics.
In the coding framework used in this thesis, relevant feature is extracted from the input by
the neuron and information about the amplitude of the feature at any instant in time is
coded by the output spikes. From the decoding perspective, by observing a spike, one
gains knowledge about the input: the magnitude of the relevant component is more
precisely specified by p[s|sp] (solid) relative to its possible domain, p[s] (dashed). Viewed
as an encoding problem, the filtered stimulus provides information about the probability a
spike is fired given the filtered stimulus encoded in the estimated instantaneous firing rate,
R[s] (solid). However, the physical encoding is performed by the nonlinear electrical
dynamics. The work in this thesis bridges the gaps: we define and study the connection
between the filtered stimulus and the voltage, p[v|s], and the relationship between voltage
and spikes, R[v], for continuous inputs.

1.4.5 Adaptive coding

Neural systems adapt to the statistics of the input [91–95]. Adaptation is ubiquitous

throughout the nervous system, both because the space of stimuli is highly variable but
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the output dynamic range of neurons is relatively constrained [87, 91, 95, 96] and because

relatively few properties of the world remain persistently salient over time [67,88,97–99].

Single neuron computation as characterized by LN models is adaptive in the sense that

the optimal LN model for predicting neuronal response changes as the statistics of the

input change [88, 97, 100–102]. Of particular importance in this thesis is adaptation to

input standard deviation. As the input standard deviation increases, the relevant features

coded for tend to have shorter timescales and the rate estimation function changes slope,

or gain [72,95,103,104].

Of particular importance is contrast gain control : the decision function adapts to changes

in the input standard deviation (contrast) such that the fine temporal structure of the firing

rate is controlled by the size of the input relative to the input standard deviation. Of all

possible families of LN models, those that exhibit contrast gain control have the special

property that the spike-triggered filtered stimulus distribution is independent of the input

standard deviation, σ, when expressed in terms of the ratio s
σ :

p[s|sp]→ p

[
s

σ

∣∣∣∣sp] . (1.17)

Equivalently, the rate estimation function, Eq. (1.13), factors into a σ-dependent multi-

plicative gain given by the mean rate times a σ-independent threshold function, T
(
s
σ

)
:

R[s] = R̄ T
[ s
σ

]
. (1.18)

In a system that shows perfect contrast gain control, while the mean firing rate depends

on the input standard deviation—the typical fluctuation size—the temporal modulation of

the firing rate relative to the mean does not. One may consider this behavior to represent

a form of multiplexing where different aspects of the stimulus are encoded at different

observational timescales [88, 97, 105–108]: individual spikes transmit context-independent

information about the presence of a particular feature, while the mean rate averaged over

time transmits the contextual background information.

Biophysical models, on the other hand, do not adapt in the sense given above: the model

does not change form when the input statistics are changed. In Chap. 3, we study in detail

how simple dynamical neurons with fixed parameters can automatically implement perfect

contrast gain control.
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1.5 This Thesis

This thesis details the theory of the mapping between models of single neuron dynamics and

LN model descriptions of neural coding. In Chap. 3, we introduce the essential concept for

voltage-based dynamical models and coding models with single relevant stimulus feature.

The filtered stimulus is a linear estimator of the voltage and the nonlinear rate estimation

function reflects the precision of that estimate as captured by the conditional dynamical

process, p[v|s]:

R[s] =

∫
Dv R[v] p[v|s], (1.19)

and stated in more detail in Eq. (3.1). The conditional dynamical process associates an

abstract quantity, the filtered stimulus, with subsets of possible voltage states; the esti-

mated firing rate depends on the distribution of voltage trajectories that cross threshold

and are consistent with a given value of the filtered stimulus. The dynamics on the voltage

state space extract the relevant feature and proper tuning of the nonlinearities associated

with spiking automatically implements adaptive coding. The mathematics of conditional

dynamical processes is developed in Chap. 3.

Given our understanding that coding is implemented by the dynamics on the voltage

state space, we can derive the stimulus features that a given dynamical model best codes

for; this is the subject of Chap. 2 and is further developed in Chap. 3. Then, in Chap. 3,

we use our understand of the conditional dynamical process at the heart of computation to

derive the principles of perfect contrast adaptation in simple neurons. This enables us, for

the first time, to design from first principles neural dynamics that implement a known LN

computation. Experimental corroboration of the ideas in Chap. 3 is presented in Chap. 4.
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Chapter 2

FEATURE SELECTION IN SIMPLE NEURONS: HOW CODING
DEPENDS ON SPIKING DYNAMICS

Michael Famulare and Adrienne Fairhall, Neural Computation, 22:581–598 (2010), pub-

lished by The MIT Press.

2.1 Summary

The relationship between a neuron’s complex inputs and its spiking output defines the

neuron’s coding strategy. This is frequently and effectively modeled phenomenologically by

one or more linear filters that extract the components of the stimulus that are relevant for

triggering spikes, and a nonlinear function that relates stimulus to firing probability. In

many sensory systems, these two components of the coding strategy are found to adapt to

changes in the statistics of the inputs, in such a way as to improve information transmission.

Here, we show for two simple neuron models how feature selectivity as captured by the

spike-triggered average depends both on the parameters of the model and on the statistical

characteristics of the input.

2.2 Introduction

Neuronal dynamics are characterized by nonlinearities that lead to large, approximately

stereotyped voltage excursions, or spikes, that are the basis for interneuronal signaling.

Capturing the relationship between inputs and the resulting pattern of spike outputs from

a given neuron in the form of a reduced functional model is a focus of sensory neuroscience.

In the sense that such a model provides a general mapping from input to output, it can be

thought of as the neuron’s “coding strategy”.

Reverse correlation methods [44, 80, 81, 83] provide a means to sample the statistical

characteristics of stimuli that tend to trigger spikes; in the simplest case, the mean, or spike-

triggered average stimulus (STA), is the optimal linear kernel for predicting the firing rate
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from the stimulus [45]. Using reverse correlation, one may obtain an approximate functional

model for the neuronal input/output transformation in terms of the input features that drive

the system [84, 96, 109]. These methods may be applied not only to determine how neural

systems are driven by external stimuli, but to extract a model for how specific patterns of

synaptic current inputs drive single neurons. This allows one to determine the role that

a single neuron with a characteristic complement of ion channels plays in a circuit: the

integration of inputs over a certain timescale [32, 70, 110], the detection of sudden change

or highly synchronous events [33, 61, 70], or the selection of certain frequency components

in the input [56,110].

Here, we will derive explicit expressions for the outcome of such a statistical analysis

applied to two simple neuron models. We have two goals. The first is to develop a general

framework for understanding how the details of neuronal dynamics establish or influence

the features in the input that trigger spikes. Second, neuronal systems show adaptation

to statistics, in the sense that the neuron’s coding strategy often changes when driven

by stimuli with different statistical properties. In the case of single neurons, such effects

can modulate or gate the effective computation of the neuron according to the statistical

properties of the signal or the background inputs [111–113]. To identify the rules governing

this process, one would like to know to what extent the observed changes may result from

time-independent neuronal nonlinearities and to what extent they must be due to changes

in underlying neuronal parameters. To study this, we will compute how the experimentally

obtained features of two fixed models depend on the statistical properties of the stimulus,

focusing on the variance of a white noise input.

The key points of this chapter are:

• The relevant linear filter corresponding to a nonlinear spiking neuron model is deter-

mined by the nonlinear dynamics linearized in a manner consistent with the typical

operating regime of the system, which is determined both by its dynamics and by the

stimulus conditions. To characterize this regime, we compute the voltage probability

distributions from the Fokker-Planck interpretation of the models.

• We then use a novel application of the technique of stochastic linearization to map
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the nonlinear models onto a set of linear models. By studying both the mapping,

determined by an optimization function relating the linear and nonlinear models, and

the related STA predictions for the equivalent linear system, we can delineate the roles

of different nonlinearities on spike encoding.

• The form of the STA is influenced both by the subthreshold (non)linear dynamics and

the spike afterhyperpolarization.

• Models with similar phase space topology can have STAs whose form is controlled by

different mechanisms. A rapid-onset exponential integrate-and-fire model (EIF) has no

significant subthreshold nonlinearity, and so its STA is almost completely determined

by the probability current due to spiking. In contrast, the quadratic integrate-and-

fire model (QIF), while superficially similar to the EIF, has an STA whose form

is dominated by the sampling of the subthreshold nonlinearity, with spiking effects

playing a secondary role.

In Chap. 3, we present a more mature approach to stochastic linearization that was

developed two years after the material presented in this chapter. The presentation in this

chapter remains valuable despite the advances made since because it presents alternative

perspectives on the stochastic linearization technique, and the qualitative results and in-

sights do not depend strongly on the implementation details. Furthermore, the material in

this chapter reflects the intellectual history of the work in this thesis and so can provide

insight into our thought processes and development.

2.3 Models and Numerical Methods

Change in the effective feature selectivity with driving variance has been studied for the case

of the leaky integrate-and-fire (LIF) model [74,101,106]. In the LIF model, the dynamics are

linear until the voltage reaches an imposed threshold after which the voltage is immediately

reset below threshold. Thus, the LIF contains no intrinsic excitability, and further, does not

allow for the possibility that the system can cross threshold multiple times before spiking
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due to noisy inputs. This discontinous behavior with respect to spike initiation is not found

in biological neurons.

Two simple models with more realistic spike initiation are the quadratic and exponential

integrate-and-fire models (QIF and EIF, respectively) [54, 114]. Both models are similar

in spirit to the LIF insofar as they replace the afterhyperpolarization mechanism with a

discontinous jump, or after-spike reset, but the point of reset in these models occurs at

the peak of the spike instead of at the threshold voltage. This mitigates the effects of the

pathological behavior in response to noise that the discontinuity creates [74] by moving

it away from the interesting region of spike initiation. The models are described by an

equation of the form:

τ v̇ = −v + f(v) + (vr − vs) δ(v − vs)τ v̇H[v̇] + i(t), (2.1)

where v denotes the membrane voltage, τ is the passive leak time constant, vs is the voltage

that defines the spike height and vr is the post-spike reset voltage. The input current, i(t),

is a zero-mean gaussian white noise (GWN) process with correlation function 〈i(t)i(0)〉 =

σ2τδ(t). The delta-function term is shorthand for the act of resetting the voltage to vr after

it reaches vs. All of the spike-generating and nonlinear subthreshold dynamics are encoded

in f(v). For the two models studied here, we have:

f(v) =


v2 for the QIF model,

exp
[
v−1
∆

]
for the EIF model.

(2.2)

For both models, the unstable fixed point is at vth = 1. The resting potential is zero for

the QIF model and we work with ∆� 1 for the EIF model so that the resting potential is

arbitrarily close to zero. Somewhat paradoxically, despite the higher order nonlinearity, the

choice of small ∆ causes the exponential nonlinearity to turn on over a much tighter range

in voltage than the quadratic nonlinearity of the QIF. We will see that this leads to more

linear behavior of the EIF model below threshold. Thus the two models behave noticeably

differently below threshold while still having the same after-spike dynamics.
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2.3.1 Reverse correlation analysis

Reverse correlation is used to determine characteristics of the stimulus that are correlated

with neuronal response. From a long, random stimulus presentation i(t) and the resulting

spike response times tj , one collects the set of N current traces that led to a spike, i(t− tj),

over an interval of time t = [0,−T ] prior to the spike where T is chosen appropriately to

capture all the stimulus history that is relevant to triggering the spike. The spike-triggered

average or STA, ī(t), is found by averaging these samples over i:

ī(t) ≡ 〈i(t)|spike at 0〉 =
1

N

N∑
j=1

i(t− tj). (2.3)

2.3.2 Defining spike times

The results of reverse correlation analysis can depend on how the spike time is defined.

Here, we will look at the STAs with a temporal resolution that is short compared to the

average spike width. Different choices of the voltage threshold used to define spikes will

accordingly lead to STAs that differ from each other due to temporal jittering of the ensemble

of spike-triggered trajectories. Because we want to understand how the spiking of the

model determines the feature selected from the stimulus ensemble, we are interested in

choosing a threshold that yields an STA that best captures the role of the stimulus on the

approach to the spike but is not sensitive to stimulus-driven variations in the spike itself.

For both models considered here, this is achieved by selecting the unstable fixed point that

separates the subthreshold region from the spiking region in the absence of noise. Since

the location of the unstable fixed point is a function of the mean input current and the

quadratic form of the nonlinearity, we will call it the dynamical threshold in accordance

with previous work [26, 115]. For the zero-mean inputs considered here, the dynamical

threshold is vth = 1. Thus, we define spike times as the time of the last upward crossing of

the dynamical threshold preceding an after-spike reset.
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2.3.3 Model simulation

In discrete-time with time step h, the nonlinear models in equation 2.1 were realized as:

vn+1 = vn +
h

τ
(−vn + f(vn)) + σ

√
h

τ
ξn , (2.4)

if vn+1 ≥ vs, then vn+1 → vreset . (2.5)

where the ξn are drawn from a gaussian distribution with zero mean and unit variance.

For all figures in this paper, simulations were run with a time step of h = τ/200 until

2 × 105 spikes were accumulated. The noise was generated with randn in Matlab R2007b.

Parameters used in simulation: τ = 1, vs = 25, vr = −0.2, and ∆ = 1
10 .

2.4 Numerical Results

We computed the STA numerically for a range of values of the stimulus standard deviation

σ for both models. Results are shown in figure 2.1. The STA at all values of σ has two

components: an extended feature and a sharp upward step at the time of the spike. For the

feature, two different types of behavior appear. For large σ, the STAs are approximately

decaying exponentials for which, as the standard deviation increases, the decay timescale

decreases and the amplitude increases. Thus, at larger σ, the QIF and EIF models perform

approximately linear leaky integration, where the effective leakiness depends on the standard

deviation. For very small σ, the STAs are non-monotonic, with the peak amplitude occurring

well before the spike time.

2.5 Approximate STA for Finite Standard Deviations

To best understand how details of the models influence the STAs, we would like to be

able to calculate the STAs analytically. In the zero standard deviation limit, the STA can

be analytically calculated for the QIF via a large deviations principle and path integral

methods [75, 77, 78], but that type of analysis does not extend to finite σ. However, path

integral methods can be applied for arbitrary σ to perfectly linear models with no reset.

As noted previously [26], the observation that the STA is an exponential implies that the

subthreshold dynamics of the model are effectively linear. Since the STAs of the nonlinear
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Figure 2.1. Spike-triggered averages for A: the QIF model, and B: the EIF model
(normalized with the L2-norm), triggered on vth = 1, for various σ with the upward step
at t = 0 removed. Note that at small σ, the STA is non-monotonic while, at large σ, it is
approximately a decaying exponential. As representative examples, the STA in real units
is shown C for the QIF model for σ = 0.3 and D for the EIF model for σ = 3 with the last
time-step included.

models are roughly exponential for larger standard deviations, we should be able to introduce

a linear approximation to the nonlinear models that captures the qualitative behavior of

the STA and helps explain in detail how the STA arises from the form of the nonlinearity.

The main idea is as follows. While it is impossible to derive complete, time-dependent

statistical distributions for these models, we can get the steady-state distribution from the
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Fokker-Planck equation. This distribution gives us information about how the properties

of the stimulus and spiking dynamics determine how the system samples its subthreshold

nonlinearities. We will then use the steady-state distribution to map the nonlinear models

onto linear models and thus compute an approximation to the STA. Since the linear model

follows from the steady-state distribution, we can think of the linear model as describing

the “time-averaged dynamics” of the nonlinear models.

2.5.1 The steady-state distribution

A key ingredient for understanding the behavior of the spiking models and for determining

an analytically tractable mapping of a nonlinear model to a linear model is the steady-

state probability distribution for the voltage in response to an input with given statistical

characteristics. This probability distribution, pN (v), can be computed from the Fokker-

Planck equation [54,106,116,117], which for models of the form given in equation 2.1 is:

∂pN (v, t)

∂t
=

∂

∂v

[(
v − f(v)

τ

)
pN (v, t)

]
+
σ2

2τ

∂2pN (v, t)

∂v2

+R(t) [δ(v − vr)− δ(v − vs)] , (2.6)

whereR(t) is the time-dependent mean firing rate that needs to be determined self-consistently

in solving the equation. This is a continuity equation for pN (v, t) which expresses that the

evolution of the distribution is driven by the deterministic nonlinear driving force, diffusion,

and spiking. We are interested in the steady-state distribution, for which ∂pN
∂t = 0 and R(t)

goes to the mean rate R. Using standard methods [118], one can show that the steady state

distribution is:

pN (v) =
2Rτ

σ2
e
−1

σ2 (v2−2F (v))
∫ vs

max(v,vr)
dv′ e

1
σ2 (v′2−2F (v′)), (2.7)

where F (v) =
∫
f(v)dv, and the mean firing rate is the normalization constant.

This distribution is the product of a Boltzmann factor, controlled entirely by the nonlin-

ear dynamics, F (v), preceding a spike, and a spiking flux term which carries the dependence

on the spike parameters vr and vs. Since we are mainly interested in behavior below the

unstable fixed point, or dynamical threshold, and the models considered here have reset
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voltages, vr, near the resting potential, the contribution of the spiking flux term does not

depend strongly on the form of F (v), but does depend strongly on the location of vr.

2.5.2 Stochastic linearization

We turn to a set of techniques known as stochastic linearization (SL) (see [119] for an

extensive review) to model and understand the behavior of the STA of the nonlinear models.

In the SL approach, one seeks the parameters of a linear model that optimally capture the

properties of the nonlinear model in a regime of interest. In our case, we are interested

in the linear model that best captures the approach of a nonlinear model to threshold for

a given input standard deviation, but we are unconcerned with the dynamics of the spike

itself. Thus, we search for an equivalent linear model of the form:

τ v̇ = −kσv + cσ + i(t), (2.8)

where we make no attempt to model the spike or the reset [3]. This linear model is simply

an Ornstein-Uhlenbeck process [118], and it has the associated steady-state probability

distribution:

pL(v) =

√
kσ
πσ2

exp

[
−kσ
σ2

(
v − cσ

kσ

)2
]
. (2.9)

To determine the parameters of the optimal linear model, we must select an optimiza-

tion function that maps the nonlinear model onto the linear model. There are no unique

methods for choosing optimization functions that will yield good results [119], and differ-

ent functions will generally yield quantitatively different results. Here, we focus on two

alternative optimization functions which give weight to different properties of the nonlinear

model.

2.5.3 Minimizing the Kullback-Leibler divergence

The Kullback-Leibler divergence (DKL) measures the similarity of two probability distribu-

tions [86]. To map the nonlinear models to sets of linear models, we can use the DKL to

minimize the difference between the subthreshold part of the nonlinear steady-state distri-

bution and the matched linear model’s steady-state distribution. The DKL for this problem
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is:

DKL (pN ||pL) =

∫ vth

−∞
dv
pN (v)

ZN
ln

pN (v)

ZNpL(v)
, (2.10)

where ZN =

∫ vth

−∞
pN (v).

To find the optimal linear model with this criterion, we minimize the DKL with respect to

kσ and cσ. Doing so yields

kσ =
σ2

2
(
E [v2]− E [v]2

) ,
cσ = kσE [v] , (2.11)

where E [. . .] = Z−1
N

∫ vth

−∞
pN (v) [. . .] .

In the σ → 0 limit, k0 = 1 and c0 = 0, corresponding to the classical linearization around

the fixed point of a nonlinear model. These expressions show that minimizing the DKL

amounts to simply estimating the mean and variance below threshold. This criterion is

only sensitive to the probability distribution itself and has no knowledge of the underlying

dynamics.

2.5.4 Minimizing the energy below threshold

An alternative optimization criterion is to optimize the mean square error in the energy, or

first integral of the nonlinear models, below threshold. The energy of the nonlinear model

is

E =
v2

2
− F (v),

and so the optimization criterion for kσ and cσ is

I = E

[(
v2

2
(1− kσ) + cv − F (v)

)2
]
, (2.12)

where F (v) and E [. . .] are defined as before. This criterion amounts to trying to match the

Boltzmann part of the distributions, taking spiking into account only through the bias it

provides to the expectation value. This piece is primarily sensitive to the specifics of the
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dynamics below threshold and is less sensitive to the overall shape of the distribution than

the DKL is. Minimizing I yields:

kσ = 1− 2
E
[
v2F (v)

]
E
[
v2
]
− E [vF (v)]E

[
v3
]

E [v4]E [v2]− E [v3]2

cσ =
E [vF (v)]E

[
v4
]
− E

[
v2F (v)

]
E
[
v3
]

E [v4]E [v2]− E [v3]2
(2.13)

Again, in the σ → 0 limit, k0 = 1 and c0 = 0. In this case, we see that the optimal

parameters are directly sensitive to the form of the nonlinearity below threshold and that

the shape of the probability distribution only enters through the expectation values.

2.5.5 The meanings of the optimization criteria

The two optimization criteria give different weights to different roles of the nonlinearity. The

DKL criterion is sensitive to the net statistical distribution below threshold, regardless of

whether it comes about due to the spike or the subthreshold nonlinearity, whereas the energy

criterion is primarily sensitive to the form of the subthreshold nonlinearity. Accordingly, we

can expect that the linear model, for a given nonlinear model and input standard deviation,

found by the different criteria will be different. Specifically, for nonlinear models whose

optimal linear equivalents are best described by the energy criterion, the parameters kσ and

cσ will be closely related to the form of the subthreshold nonlinearity but may not be very

sensitive to the overall details of the voltage distribution below threshold that may also be

influenced by inter-spike interactions. In contrast, for models with linear equivalents that

are best described by the DKL criterion, the parameters may have essentially no relation

with the subthreshold nonlinearity, but rather describe global statistical properties set by the

mean and variance of the voltage distribution—properties that may be primarily determined

by inter-spike interactions.

2.5.6 STA of the linear model

To find the STA for the linear model and compare it to numerical simulations, we move to

discrete time by defining t = nh, where n is an integer and h is the time step. For clarity

of notation, we identify v(t) = v(nh) ≡ vn. The linear model in equation 2.8 is equivalently
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described by the forward transition probability distribution:

p (vn+1|vn) =

√
τ

2πσ2h
exp

[
− τ

2σ2h

(
vn+1 −

(
1− hkσ

τ

)
vn −

hcσ
τ

)2
]
. (2.14)

Also of use are the steady-state probability distribution, pL(v), given in equation 2.9, and

the backward transition probability distribution, p(vn|vn+1), which can be derived with

Bayes’ rule:

p (vn|vn+1) =
p(vn+1|vn)pL(vn)

pL(vn+1)
,

=

√
τ

2πσ2h
exp

[
− τ

2σ2h

(
vn −

(
1− hkσ

τ

)
vn+1 −

hcσ
τ

)2
]
, (2.15)

for small h
τ . Notice that the linear model is statistically reversible [120]: the backward

transition distribution is the time reversal of the forward, vn � vn+1. Since the model is

linear, the STA follows from the spike-triggered voltage, v̄, via:

ī(t) = τ ˙̄v(t) + kσv̄(t)− cσ, (2.16)

īn = (v̄n − v̄n−1)
τ

h
+ kσv̄n−1 − cσ. (2.17)

The spike-triggered voltages of the linear model can be found exactly with the following

recipe. We start at the spike time, t = 0 (n = 0)—the first time for which v > vth and

v̇ > 0.

The mean voltage at the spike time, v̄0, is given by:

v̄0 =

∫ ∞
−∞

dv0 v0 p(v0|spike) (2.18)

The spike-triggered voltage distribution, p(v0|spike), follows from the threshold-crossing

condition. The probability of finding a voltage v0 at the spike time is given by the probability

that v0 is above vth, multiplied by the probability that v0 was arrived at from voltages v−1

that were below threshold, summed over all possible subthreshold values of v−1:

p(v0|spike) = Z−1
0 H(v0 − vth)

∫ vth

−∞
dv−1p(v0|v−1)p(v−1), (2.19)

where p(v−1) is the unconditioned distribution of voltages prior to the spike and is given by

the steady state distribution in equation 2.9, p(v0|v−1) is the forward transition distribu-

tion, H(v0 − vth) is the Heaviside function representing the probability for v0 to be above

threshold, and Z0 is the normalization constant.
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The mean voltage at the time immediately preceding the spike, v̄−1, is determined by

averaging over all voltages below threshold that can transition to voltages above threshold

in the next time step, and can be found from

v̄−1 =

∫ ∞
−∞

dv−1 v−1 p(v−1|spike), (2.20)

p(v−1|spike) = Z−1H(vth − v−1)

∫ ∞
vth

dv0 p(v−1|v0)p(v0|spike), (2.21)

where Z is the normalization constant for this distribution. Similarly, the remaining v̄n for

n ≤ −2 are given by:

v̄n =

∫ ∞
−∞

dvn . . . dv−1 vn p(vn|vn+1) . . . p(v−1|spike). (2.22)

Equation 2.22 is exact for a linear model but is impractical to use. Without noticeable

loss of accuracy for the simulations considered in this paper, numerous simplifications can

be made. For a discussion of approximations to v̄0 and v̄−1, see the appendix.

Via the central limit theorem, the v̄n for n ≤ −2 can be simplified as:

v̄n ≈
∫ ∞
−∞

dvn vn p(vn|v̄n+1). (2.23)

Since these are all gaussian integrals over an infinite domain, the mean value is the most

likely value and so the remaining averages are arrived at recursively to give:

v̄n =

(
1− hkσ

τ

)
v̄n+1 +

hcσ
τ

for n ≤ −2. (2.24)

Using the fact that h
τ � 1, this recursion relation can be solved in terms of the exponential

function and gives:

v̄n =
cσ
kσ

+

(
v̄−1 −

cσ
kσ

)
exp

[
kσ(n+ 1)h

τ

]
for n ≤ −1. (2.25)

The STA immediately follows from equation 2.16, and is:

īn =


2kσ

(
v̄−1 − cσ

kσ

)
exp

[
kσ(n+1)h

τ

]
n ≤ −1,

kσv̄0 + (v̄0 − v̄−1) τh n = 0.

(2.26)

For the linear model, the STA is simply given by the exponential filter up to a singular piece

at the spike time that arises from requiring that threshold be crossed from below.
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2.5.7 Comparison to numerics

For the QIF, the energy criterion qualitatively captures the time constant at all σ and cor-

rectly matches the amplitude of the STA at high σ (see figures 2.2A and 2.3C). Conversely,

the DKL criterion is much less accurate. While it too predicts qualitatively correct time

constants, the amplitude of the predicted STAs is much too large (not shown). This is

because the DKL criterion strongly weights the effects of the after-spike reset and total

probability mass, and thus biases the resting potential of the linear model too far below

threshold. Thus, the STA for the QIF is primarily determined by the form of the sub-

threshold nonlinearity and is less sensitive to the escape from the subthreshold domain due

to spiking. Figure 2.3A shows how the optimal linear model relates to the subthreshold

nonlinearity in this case.
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Figure 2.2. Stochastic linearization prediction: spike-triggered averages.
Comparison between the numerical STA (solid) and the STA predicted by equation 2.26
(dashed). A. For the QIF, numerical results (solid) are compared to the prediction from
stochastic linearization via the Energy criterion (dashed). In this case, the DKL criterion
predicts STA amplitudes that are too large (not shown) B. For the EIF, numerical results
(solid) are compared to the prediction from SL via the DKL criterion. In this case, the
Energy criterion predicts kσ ≈ 1 for all σ (not shown).
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Figure 2.3. Stochastic linearization predictions: steady-state voltage
distributions. The left column refers to the QIF model and its optimization via the
energy criterion, and the right, the EIF model via DKL minimization. A. This figure
shows how the linear model corresponding to the energy criterion for σ = 2 for the QIF
corresponds to the full nonlinear model. In gray, we see the steady-state voltage
distribution of the QIF model. The quadratic nonlinearity is shown dashed and the
optimal linear model as determined by the energy criterion is the solid line. We see that
the linear model in this case is closely related to the average slope of the quadratic
nonlinearity below threshold. B. In contrast, for the EIF, using the DKL criterion, the
optimal linear model does not correspond closely with the exponential nonlinearity. This
is indicative of the fact that the adaptation of the STA in the EIF is due primarily to the
spiking reset, as evinced by the STA results (see figure 2.2). C,D. The steady state
distributions of the (QIF,EIF) models (solid lines) are compared to their linear model
approximations (dashed).
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For the EIF, however, the energy criterion gives kσ ≈ 1 for all σ. While this is not

surprising given the effectively linear subthreshold dynamics, it does not agree with the

numerics. The DKL criterion, on the other hand, applied to the EIF leads to qualitative

agreement between the linear models and numerics (see figures 2.2B and 2.3D). This con-

firms the idea that the changes in the STA in the EIF can only be due to the reduction in the

time spent below threshold because of spiking, and that the small amount of nonlinearity

below threshold for the parameters used is not relevant except at small σ (see figure 2.3B

for further discussion). These changes in the STA are analogous to those studied previously

by Paninski [121].

The singular upward step at the spike time arises from the condition that threshold

must be crossed from below—that v̇ must be positive—to elicit a spike [25,26]. This “delta-

function” component, shown in figures 2.1C and 2.1D, appears here so prominently because

we have chosen the spike-defining threshold to be at a voltage for which the stimulus is still

relevant to spiking. This step does not vanish in the continuous-time limit. The value of the

step can be calculated approximately (see appendix) with good agreement with simulation

data (see figure 2.4). This mode occasionally appears in experimental STAs when the spike

waveform is slow (R. Mease, personal communication). It is usually not seen because the

threshold is generally drawn well into the intrinsically excitable domain of the voltage and

so a condition on v̇ does not significantly constrain the stimulus in that situation.

2.6 Discussion

Due to nonlinearity, LN characterizations of neural systems show dependence on stimulus

statistics, even without changes in the underlying dynamical parameters [46,101,122–125].

In particular, by changing only the input standard deviation, the effective computation

changes its functional form and timescale. We have explored the consequences of this for two

reduced naturally-spiking neuron models, the quadratic and exponential integrate-and-fire

models. In determining the linear filter or filters characterizing the model, our work differs

significantly from previous approaches [3, 26,77, 78] in that the point of linearization is not

taken, as is classically done, to be the equilibrium point; rather, we allow the subthreshold

voltage distribution to determine the optimal point of linearization. This distribution carries
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information about the form of the nonlinearities, the mean firing rate, and the stimulus

itself. These properties account for changes in the effective linear model with stimulus

variance. We find that despite these models’ superficial similarities, different mechanisms

are primarily responsible for this form of adaptation. The key difference between the models

is that the QIF is nonlinear below threshold, qualitatively corresponding to a neuron with

depolarizing currents that are activated below threshold, while the EIF is mostly linear

below threshold. Both models have been successfully fit to neuronal data from a variety of

neuron types [58,126,127].

Thus, both the neuron’s intrinsic properties and the statistics of the background or of

the driving stimulus ensemble determine the effective filtering properties of the system. This

shows one means by which modulating the statistics of the input can effectively gate the

transmission of different types of input or stimulus features through the system [111–113].

While this analysis focused on very simple model neurons, the methods we describe general-

ize to more complex, higher dimensional neuronal models, although analytical solutions are

unlikely. These simple examples give a clear insight into intrinsic modulation of feature se-

lectivity. In addition, as the DKL criterion only depends on the voltage distribution, which

can be sampled, it is possible to estimate an optimal linear model for systems in which we

do not have a model, including working with experimental data, or where the model is too

complicated to be mathematically tractable.

Our previous treatments of this problem [25, 26, 69] concentrated on the case where

spikes are well-separated, so that the effects of spike history are explicitly separated from

the role of the stimulus in determining the probability of generating a spike. Another

approach to this problem is to include an explicit spike-history term in the generative

model [3, 90, 128]. Here, the spike history is incorporated into the computation of features

due to the effects of the mean firing rate on the steady-state distribution of threshold

escape and reset. These results underscore the difficulty in inferring information about

underlying biophysical parameters from the output of reverse correlation, independent of a

consideration of the stimulus properties.
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2.7 Appendix: approximating the singular piece of the STA

In numerical investigation, we find that there is a simple approximation for the average

voltage at the spike time, v̄0, for the range of σ considered in this paper and the use of the

dynamical threshold for spike triggering. In our hands, this relationship does not seem to

follow from an obvious perturbative calculation. For the QIF and EIF, we find to first order

in σ
√

h
τ :

v̄0 ≈ vth −
cσ
kσ

+ fσ

√
h

τ
(2.27)

where f = 0.85 is the result of a fit to the exact integral in equation 2.18 for different σ, h,

and τ .

The exact integral for the average voltage at the time immediately preceding the spike,

v̄−1, can also be approximated with an error of a few parts in a thousand. The distribution,

p(v−1|spike), can be approximated as:

p(v−1|spike) ≈ H(vth − v−1)p(v−1|v̄0)∫ vth

−∞
dv−1p(v−1|v̄0)

(2.28)

To first order in σ
√

h
τ , where v̄0 is given by equation 2.27, it is possible to show that:

v̄−1 ≈ vth −
cσ
kσ
− σ

√
h

τ

(√
2

π
+ f

(
2

π
− 1

))
(2.29)

Taken together, this shows that the singularity in the STA at the spike time, which is

given by v̇, goes as σ
√

τ
h . See figure 2.4 for numerical results.
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Figure 2.4. The value of the STA in the singular component at the time of the
spike, ī(0), for all cases studied in this paper. As explained in the appendix, the value is
approximately linear in σ and model-independent.
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Chapter 3

ADAPTIVE PROBABILISTIC NEURAL CODING FROM
DETERMINISTIC SPIKING NEURONS: ANALYSIS FROM FIRST

PRINCIPLES

Michael Famulare, Adrienne Fairhall. arXiv:1111.0097

3.1 Summary

A neuron transforms its input into output spikes, and this transformation is the basic unit

of computation in the nervous system. The spiking response of the neuron to a complex,

time-varying input can be predicted from the detailed biophysical properties of the neuron,

modeled as a deterministic nonlinear dynamical system. In the tradition of neural coding,

however, a neuron or neural system is treated as a black box and statistical techniques are

used to identify functional models of its encoding properties. The goal of this work is to con-

nect the mechanistic, biophysical approach to neuronal function to a description in terms

of a coding model. Building from preceding work at the single neuron level, we develop

from first principles a mathematical theory mapping the relationships between two sim-

ple but powerful classes of models: deterministic integrate-and-fire dynamical models and

linear-nonlinear coding models. To do so, we develop an approach for studying a nonlinear

dynamical system by conditioning on an observed linear estimator. We derive asymptotic

closed-form expressions for the linear filter and estimates for the nonlinear decision function

of the linear/nonlinear model. We analytically derive the dependence of the linear filter

on the input statistics and we show how deterministic nonlinear dynamics modulate the

properties of a probabilistic code. We demonstrate that integrate-and-fire models without

any additional currents can perform perfect contrast gain control, a sophisticated adaptive

computation, and we identify the general dynamical principles responsible. We then design

from first principles a nonlinear dynamical model that implements gain control. While we

focus on the integrate-and-fire models for tractability, the framework we propose to relate
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LN and dynamical models generalizes naturally to more complex biophysical models.

3.2 Introduction

The neuron is arguably the fundamental information processing element of the nervous sys-

tem, encoding a pattern of inputs into a sequence of output spikes. To what properties of

the input is the neuron sensitive? What mathematical form does the transformation from

input to spiking output take? What are the general principles governing that transforma-

tion? These coding questions are paired with questions of implementation: what biophysical

mechanisms support the observed computational properties? Of the hundreds of known ion

channels expressed throughout nervous systems, why do channels with specific kinetics ap-

pear with particular densities in particular locations? How do the biophysical parameters

of neurons map onto their computational function? To start to address these questions,

our goal in this work is to develop an explicit analytic bridge between a dynamical systems

description of neuronal behavior and a coding model.

Integrating a biophysical and computational perspective on single neuron function re-

quires an integration of the distinct mathematics of dynamics and statistics. On the coding

side, the computational framework that we study in this chapter is that of the linear-

nonlinear (LN) model. The LN model is defined by a linear filter representing the feature

that is relevant to firing a spike, and a decision function that acts on the filtered stimulus

to determine the instantaneous firing rate. For a white noise input with fixed mean and

variance, the unbiased and consistent LN model given the input statistics can be found

with reverse correlation techniques. When the relevant feature space is low-dimensional,

the LN model constitutes a complete description of the neuron’s computation when the

instantaneous firing rate is the only relevant output statistic [25].

In contrast, the natural language of neuronal biophysics is nonlinear dynamics. In the

limit of large numbers of channels, the neuron’s behavior is described by a potentially

high-dimensional set of nonlinear differential equations for the evolution of the membrane

potential and the state of the ion channels as a function of current input [3]. Spikes are

stereotyped events in the time series of the membrane voltage. We will limit ourselves here

to single-compartment models, and to the case in which internal noise is negligible and so
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spikes are generated deterministically in response to current input.

Although one would like to understand the general relationship between a multivariate

dynamical model and an LN coding model, for tractability we will start with models with a

single dimension that nonetheless incorporate some of the properties of conductance-based

models, the leaky integrate-and-fire (LIF) and the exponential integrate-and-fire (EIF) mod-

els. The LIF model describes the dynamics of the voltage as linear below a voltage threshold,

at which spikes are generated instantaneously. This model is effective when there is a large

separation of timescales between those of the sodium and potassium channel dynamics re-

sponsible for spike generation and the passive “leak” voltage dynamics of the membrane

(which includes the membrane properties and any linear contributions to the subthreshold

dynamics). The EIF model adds to this an exponential subthreshold nonlinearity, provid-

ing an intrinsic instability that leads to spiking. This model has been shown to fit well to

data from cortical neurons [57,58] and the Wang-Buzáki model of hippocampal fast spiking

interneurons [54,58,129].

A key property of neural systems is that they adapt to the statistics of the input [91–94].

Single neuron computation as characterized by LN models also generally appears adaptive

in the sense that the optimal LN model for predicting neuronal response changes as the

statistics of the input change [88, 97, 100–102]. We will address this property explicitly,

focusing on changes in stimulus variance. As the variance of the white noise input increases,

the optimal filters tend to have shorter timescales and the decision function changes slope,

or gain [72,95,103,104]. We consider in this chapter the phenomenon of perfect contrast gain

control, whereby the decision function adapts to changes in the input standard deviation

(contrast) such that the fine temporal structure of the firing rate is controlled by the size of

the input relative to the input standard deviation. Biophysical models, on the other hand,

do not adapt in the sense given above: the model does not change form when the input

statistics are changed. While slow dynamics may cause spike frequency changes, these will

be included in a complete biophysical model of a neuron via differential equations with fixed

parameters. We aim to determine under what conditions a fixed neuronal dynamical model

leads to perfect contrast gain control.

In this chapter, we accomplish two primary goals. First, we demonstrate how to derive
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LN models from deterministic dynamical models from first principles. The two models

are related by a voltage estimation problem: the linear filter estimates the state of the

membrane voltage, and the nonlinear decision function is determined by the interaction

of the intrinsic spike-generating currents and the precision of the linear voltage estimate.

We propose that the proper choice of filter maximizes the precision of the estimate of the

voltage in the spike-generating regime. We identify the principles behind why the optimal

filter adapts to changes in input standard deviation, and we derive approximate expressions

for the form of the optimal filter in various limits. From the perspective of this first goal, the

deterministic spiking model is taken to be fundamental. The optimal LN model provides a

representation of the encoding performed by the spiking model but, as an approximation,

is necessarily stochastic.

Second, we change perspectives and take the family of LN models to be fundamental

and assume that they completely describe the relevant computation of the neuron. From

this perspective, the dynamical details that the LN model does not predict can provide a

mechanism to modulate the optimal decoding of a single spike in response to changes in

contextual properties of the stimulus. While for small input standard deviations, the LIF

model is a detector of threshold crossings, we show that for large standard deviations, the

LIF model generically shows perfect contrast gain control. We identify the general principles

behind how simple dynamical models can perform this “intelligent” adaptive computation.

We then show that this general understanding of contrast gain control can be used to

constrain kinetic parameters in the EIF model to allow it to show contrast gain control

without requiring asymptotically large input standard deviation.

The framework we propose to relate LN and dynamical models is quite general. We

focus on the integrate-and-fire models because they are simple, surprisingly rich, and allow

us to obtain analytic results that make more general points. However, the fact that more

complex neurons can often be reduced to an EIF model means that our results have power

beyond this simple case. We will discuss how this framework extends to higher-dimensional

neuronal models.
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3.3 Results

We drove integrate-and-fire models with white noise current with zero mean and standard

deviation proportional to σ, where σ is reported in units of the difference between the resting

and threshold voltages, vth − vo (see Section: Integrate-and-fire models). Since the mean

current can be absorbed into the resting and threshold potentials, we fix it to zero and

focus only on changes in the input standard deviation (“contrast”). Note that while the

inputs are drawn randomly, they are completely specified—we do not consider any unknown

background noise. Thus the response of the dynamical model to the input is deterministic

and the instantaneous firing rate, R(t), is either zero or dt−1, where dt is the sampling time

step.

For each input standard deviation, we characterized the computation performed by the

deterministic dynamical model with an LN model. As explained in Section: Identifying LN

models, an LN model for a single neuron produces an estimate of the instantaneous firing

rate in response to the input current. The LN model consists of two parts: a feature, h(t),

that acts on the input to produce a linearly filtered stimulus, s(t), which is the amplitude of

the feature present in the input, and a nonlinear threshold function that acts on the filtered

stimulus to estimate the instantaneous firing rate.

For Gaussian white noise inputs, the spike-triggered average current (STA), defined in

Eq. (4.11), is the consistent and unbiased choice for the filter; the STA of the LN model is the

STA of the dynamical model. However, the STA is not necessarily the optimally predictive

filter. We examined three choices of the filter: the normalized STA, which we denote hs;

the membrane filter, hm, introduced in Eq. (3.45); and the stochastic linearization filter,

hl, introduced in Eq. (3.21). The filtered stimulus sx(t) is defined as the convolution of the

input current with the filter with corresponding subscript, hx. The threshold function that

predicts the firing rate—the rate estimation function—is defined relative to a specific choice

of filter. The filter identification is denoted simply through its dependence on sx: Rσ[sx].
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3.3.1 LN models for the LIF model based on the spike-triggered average filter

Spike times in the LIF model correspond to the instants when the membrane voltage is above

threshold: v(t) ≥ vth. We used reverse correlation techniques (see Section: Identifying LN

models with reverse correlation) to build LN models in which the filter is the spike-triggered

average current (STA) defined in Eq. (4.11). Simulations were run with the resting and

reset voltages equal: vr = vo. The results for the LIF model are qualitatively insensitive to

the values of the parameters used. Results are shown in Fig. 3.1 A–C for 0.45 ≤ σ ≤ 10.

The STA of an LIF neuron when driven by stimuli with different variances has been

fairly well-studied, numerically and analytically [69, 74]. The STA is an integrating filter

for all input standard deviations. The detailed shape of the STA can be decomposed into

an exponential tail at longer times and a rapid rise at short times, as shown in Eq. (3.81)

and Fig. 3.11. Both components depend on the input standard deviation. In all cases,

at times very near the spike time and short compared to the membrane time constant,

τ , the STA shows a rapid upward fluctuation whose peak value is proportional to σ and

depends on the correlation time of the input (see Section: Discretization and regularization

for discussion). This singular component of the STA is associated with crossing threshold

from below [26, 69, 79] and its detailed shape is due to the discontinuous dynamics of the

spike [74, 76, 77]. The longer-time behavior of the STA is exponential. For small σ only,

the timescale of the exponential is given by the membrane time constant, τ . For finite σ,

the timescale of the STA is always less than the membrane time constant. At large σ, the

STA goes to a fixed form—the normalized STA becomes invariant to changes in the input

standard deviation.

Rate estimation functions were built using Eq. (4.13) based on the STA-filtered stimulus,

ss(t). Qualitatively, the rate estimation function based on the STA-filtered stimulus is a

graded threshold, with a form that depends on σ. As σ is increased, there is a shift in

the minimum value of the filtered stimulus that permits spiking (a so-called “subtractive”

gain change). For small σ, the rate estimation function is non-monotonic, and first becomes

non-zero near a threshold, sth =
√

2(vth − vo). For large σ, the rate estimation function

increases monotonically and becomes linear in ss for large ss. In terms of the relative
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Figure 3.1. LN models for the LIF model for 0.45 ≤ σ ≤ 10. A . Spike-triggered
average in units of 〈i(t)|sp〉

σ
√
τ/dt

. The color code represents input standard deviation and is

preserved across all figures unless otherwise indicated. C. STA on log scale. The solid
black line is the passive membrane filter in Eq. (3.45). Dotted is the stochastic
linearization filter in the large-σ limit (see Eq. (3.22)). The STA adapts to changes in the
input statistics and approaches a fixed form for large σ. B. Simulation results for the
normalized rate estimation function based on the STA filter, Rσ[ss] /R̄σ corresponding to
Eq. (4.13); data is scaled by the mean firing rate and plotted with respect to relative
stimulus strength, ss/σ. Rate estimation functions are graded thresholds. For large σ, the
LN models show perfect contrast gain control as defined in Eq. (4.15). D. As in B, but for
the LN models based on the passive membrane filter. Comparison of C and D supports
the results about the predictive power of different filters at different limits in Fig. 3.4, as
discussed in the text. At low σ, the rate estimation functions for the membrane filter are
more selective (higher stimulus threshold) and are more precise (sharply-peaked) than the
STA-based models, and are thus more informative, as argued preceding Eq. (3.17). For
large σ, the STA-based model is more selective and has a larger dynamic range, giving it
greater predictive power in comparison to the membrane filter models, as anticipated by
the argument preceding Eq. (3.19).

stimulus strength, ss/σ, the rate estimation function shows perfect contrast gain control

as defined in Eq. (4.15): after scaling out a multiplicative gain factor—the mean firing

rate—the threshold function is invariant to changes in the input standard deviation.

Thus, the STA-based LN models describe the encoding of the LIF model as leaky in-
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tegration followed by thresholding; furthermore the encoding is adaptive, with both the

STA and the threshold function depending on the input standard deviation. We will return

to the observation of perfect contrast adaptation in Section: Context-dependent coding in

integrate-and-fire models.

3.3.2 Derivation of rate estimation functions from the voltage

Our first goal is to derive the components of the LN model, as sampled numerically from a

dynamical model, directly from that underlying model. In the special case of single neurons,

we can use the fact that spikes are defined in terms of voltage state. Previous work has

focused on how the filter is determined by the dynamics [25, 26, 73–75, 79, 130] (see also

Chap. 2). Now, we will first derive expressions for the threshold function of the LN model

for a generic filter, which we call here the rate estimation function, and then return to the

question of the appropriate filter.

The fundamental insight of this work is to recognize that the estimated firing rate pro-

duced by an LN model can be derived from the dynamics of the voltage, by averaging over

all voltage trajectories whose evolution is consistent with the occurrence of a spike at time

t and the filtered stimulus taking on the observed value, sx(t) for filter hx:

Rσ[sx(t)] =

∫
Dv(t′) pσ

[
v(t′)

∣∣sx(t)
]
R[v(t′)]. (3.1)

The integral is over all voltage trajectories, weighted by the probability that the trajectory,

v(t′), is consistent with the value of the filtered stimulus at time t, pσ
[
v(t′)

∣∣sx(t)
]
. The term

R[v(t′)] represents the instantaneous firing rate at time t for a given voltage trajectory; it is

non-zero only at events in the voltage trajectory that are defined to be spike times. Thus,

mapping the dynamics onto the coding model requires (1) specifying the mapping from a

voltage trajectory to unique spike times, and (2) understanding the relationship between

the voltage and the filtered stimulus.
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Rate estimation functions for the LIF model

For the leaky integrate-and-fire neuron, the transformation from voltage to spikes is simply

via threshold-crossing, and the rate is given in terms of the voltage by

R[v(t)] =
1

dt
H[v(t)− vth] , (3.2)

where dt is the sampling time step, vth is the threshold voltage, and H[. . .] is the Heaviside

step function; i.e. for time bins dt, spikes occur with probability one when the voltage is

above vth and zero otherwise; see Section: Discretization and regularization for relevant

discussion. Then Eq. (3.1) simplifies to

Rσ[sx(t)] =

∫
dv(t)R[v(t)] pσ

[
v(t)

∣∣sx(t)
]
. (3.3)

Eqs. (3.2) and (3.3) combine to give:

Rσ[sx(t)] =
1

dt

∫ ∞
vth

dv(t) pσ
[
v(t)

∣∣sx(t)
]
,

=
1

dt
Pσ
[
v(t) ≥ vth

∣∣sx(t)
]
, (3.4)

where Pσ
[
v(t) ≥ vth

∣∣s(t)] is the probability that the voltage is above threshold given the

value of the filtered stimulus (throughout this work, we use the convention that probability

densities are denoted with lowercase p and true probabilities are denoted with uppercase

P ).

To proceed, we need to analyze pσ
[
v(t)

∣∣sx(t)
]
. The form of Eq. (3.4) suggests that

the filtered stimulus acts as a linear estimator of the state of the voltage at the time of a

spike. While no general closed form solution is available for this voltage estimation problem,

in Section: Moment-based asymptotic results, we derive useful asymptotic results at small

and large σ. First, however, we discuss the exponential integrate-and-fire model and the

question of optimal filter choice.

Rate estimation functions of the EIF model

While spike times are very clearly specified in terms of the voltage for the leaky integrate-

and-fire model, this is not generally the case for more realistic neurons; the spike is an
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extended waveform that is stereotyped but always shows some variability. This is true even

for the exponential integrate-and-fire model: only the peak of the spike is uniquely specified

and there is variability in the spike onset. To identify an equivalent function relating rate

to voltage in this more realistic case, we must identify an effective threshold above which

the spike waveform is stereotyped.

For inputs whose standard deviation goes to zero, the EIF model has an intrinsic voltage

threshold whose crossing times provide the natural definition for the onset time of the

spike. The unstable fixed point, vth, is the separatrix between subthreshold and spiking

trajectories, known as the dynamical threshold [3, 26, 55, 56, 130]. At low input noise, the

stimulus brings the system to and across the dynamical threshold, above which the spiking

trajectory is essentially independent of the stimulus. The spike-generating dynamics are

controlled by two parameters: the voltage activation scale for the exponential current, ∆,

and the after-spike reset voltage, vr (see Eq. 3.42).

For larger input standard deviations, there is a significant probability that trajectories

that cross the dynamical threshold may cross back without spiking, and so we need a more

appropriate definition of threshold. To identify LN models that best represent how the

input drives spiking, we want to identify spike times that separate the role of subthreshold

integration from super-threshold, largely input-independent dynamics. We define a stochas-

tic dynamical threshold, vth,σ to be the voltage beyond which fluctuations in the input that

occur immediately following the crossing point have a fixed, low probability of aborting the

voltage from reaching the spike peak:

C =

∫ ∞
vth,σ

dv(t+ dt) pσ
[
v(t+ dt)

∣∣vth,σ] . (3.5)

Here C is a number between 0.5 and 1, and the transition probability from time t to t+ dt

is given in Eq. (3.51). While this rule only considers the instantaneous evolution of the

voltage at the threshold, the model’s exponential nonlinearity ensures that future time

steps above threshold are exponentially more likely to continue to the top of a spike. So, for

an appropriate choice of C (to be discussed shortly), this local definition identifies spikes

reliably. Integrating Eq. (3.5) gives an implicit equation for the threshold as a function of
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the noise strength:

vo − vth,σ + f (vth,σ) = σ

√
2τ

dt
erf−1(2C − 1) . (3.6)

There are two roots to this equation; the threshold is the one such that vth,σ ≥ vth. The

unstable fixed point vth is recovered for C = 0.5: it is the voltage from which all perturbations

have an equal chance of either stepping toward the spike peak or toward the stable fixed

point in the next time step. For corrections to the threshold that are small relative to the

activation scale ∆, the stochastic dynamical threshold is

vth,σ ≈ vth + σ

√
2τ

dt

erf−1(2C − 1)

f ′(vth)− 1
, (3.7)

which is linear in the standard deviation. The position of the stochastic dynamical threshold

is controlled by the spike-generating dynamics, and is determined by the magnitude of the

deterministic excitable current needed to compensate for input fluctuations that work to

abort a spike.

As discussed in Section: Discretization and regularization, the
√
dt−1 divergence of the

stochastic dynamical threshold arises from the white noise statistics of the input. If the

continuous time limit is taken without regularization, the derivative of the voltage can be

arbitrarily large and so no finite voltage threshold satisfies the criterion in Eq. (3.5). This

expression is sensible for inputs correlated on the timescale dt, provided dt is small.

To construct an LN model, we need to specify the confidence, C, that determines the

threshold used to identify spikes. In a real neuron, a natural definition of threshold corre-

sponds to the peak voltage of the minimal event that propagates down the axon, and C

should be set accordingly. Here, the choice of C is somewhat arbitrary. The threshold should

identify event times that correspond to true spikes (those that reach vs) with a low fraction

of mislabeled aborted spikes. This criterion implies C → 1, corresponding to triggering

spikes at the peak voltage. However, for the purposes of constructing a model that best

characterizes the relationship of spiking to the input, one would like to set this threshold as

low as possible, in order to minimize the relative effect of the stimulus-independent internal

spike-generating dynamics. This would imply C → 0.5, corresponding to identifying spikes

at the intrinsic dynamical threshold vth.
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We chose C = 0.95 to balance these competing requirements. For this value, the odds

of misclassifying an aborted spike as a spike are approximately 1 in 150, and so the false-

positive rate is low.1. We verified this procedure by computing how predictive LN models

based on different choices of spike identification are, using the information criterion in Eq.

(3.60). LN models that predict spikes on crossing the corresponding stochastic dynamical

threshold are 1−10% more informative about spiking than LN models based on spike times

defined at the peak voltage (not shown), although results are qualitatively insensitive to the

exact choice of threshold. See Fig. 3.2 for example traces and discussion in context.

Figure 3.2. Stochastic dynamical threshold in the EIF model. Example voltage
traces for the EIF model; voltage in units of vth − vo. A, σ = 0.45. B, σ = 1.5. The
dynamical threshold in the deterministic limit, vth = 1 in normalized units, is the solid
black line. The 95% confidence threshold (C = 0.95) as defined in Eq. (3.6) is shown
dashed. There are multiple crossings of the deterministic dynamical threshold that do not
correspond to spikes, whereas the stochastic threshold reliably identifies spikes. The
stochastic threshold is adaptive in that it depends on the input standard deviation. Some
non-spiking events shown in panel B would be labeled spikes using the threshold in panel
A.

1At the temporal discretization we used, and for any finite discretization, the false-positive rate is much
lower than the 1 in 19 that might be expected because most spiking events do not start from exactly the
threshold voltage, but from slightly larger voltages, which are more likely to correspond to true spikes.
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Armed with this treatment of spike time identification, we return to the derivation of the

rate estimation function for the EIF model. Determining spike times based on the crossing

of the stochastic dynamical threshold requires knowing the voltage at two adjacent times.

Eq. (3.1) thus simplifies to:

Rσ[sx(t)] =

∫
dv(t− dt)

∫
dv(t)R[v(t− dt), v(t)] pσ

[
v(t− dt), v(t)

∣∣sx(t)
]
, (3.8)

where the rate based on the voltage is:

R[v(t− dt), v(t)] =
1

dt
H[vth,σ − v(t− dt)] H[v(t)− vth,σ] ; (3.9)

spike times are labeled with probability one when the voltage goes from below threshold to

above threshold in a single time step; this is equivalent to the condition that spike times

corresponding to crossing a voltage threshold with v̇ > 0 at the time of the spike. In Section:

Dynamics conditioned on the filtered stimulus, we develop Eq. (3.8) to get:

Rσ[sx(t)] =
σβ(C)√
2πτdt

pσ
[
vth,σ

∣∣sx(t)
]
, (3.10)

where β(C) is a constant that depends on the confidence, C, used to define the stochastic

threshold and is defined in Eq. (3.74).

Eq. (3.10) has a simple interpretation analogous to the more intuitive result for the LIF

model in Eq. (3.4). The estimated firing rate is proportional to the predicted probability

density at threshold, and the σ-dependent coefficient accounts for the range of voltages

near threshold that are accessible in a single time step, defining an effective “resolution” of

the threshold voltage state that depends on the interaction of the input strength and the

spike-generating dynamics:

δvth,σ = σβ(C)

√
dt

2πτ
.

The origin of this effective threshold resolution is straightforward. First, consider C = 0.5,

for which β(0.5) = 1 and vth,σ = vth, corresponding to spike times defined by crossing the

intrinsic dynamical threshold. At vth, the voltage is described by an unbiased random walk.

The resolution, δvth = σ
√

dt
2πτ , is the mean voltage change in one time step from vth to

voltages above vth, and this gives the characteristic range of accessible voltages during the

instant defining the spike time. For C > 0.5, β(C) < 1, and so requiring increased confidence
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that the labeled spike time corresponds to a true spike decreases the characteristic range of

voltages at the spike time—spikes are more precisely defined. Using the effective resolution,

the estimated firing rate in Eq. (3.10) can be be re-expressed as:

Rσ[sx(t)] =
1

dt
Pσ[v(t)∈ {vth,σ} | sx(t)] , (3.11)

where Pσ[v(t)∈ {vth,σ} | sx(t)] is the predicted probability of finding the voltage in the

threshold-crossing set, {vth,σ} ∼ {vth,σ . v(t) . vth,σ + δvth,σ}.

Results for the STA-based LN models triggered on the stochastic dynamical threshold

are shown in Fig. 3.3 for 0.45 ≤ σ ≤ 2. For σ larger than shown, the EIF model behavior

degenerates to the LIF model behavior, and is independent of f(v) provided ∆� vs− vth.2

The STA of the EIF shows more complex adaptive behavior than that of the LIF model.

At small standard deviations, the STA is non-monotonic, extends for times long compared

to the membrane time constant τ , and peaks well before the spike. For intermediate input

standard deviations, the STA becomes approximately exponential except at short times,

with time constant close to τ . The rate estimation functions show that the EIF model is

less selective to the filtered stimulus than the LIF model, as shown by the wider range of

filtered stimulus values that cause spiking.

3.3.3 The optimally predictive filter

Our expressions for the rate estimation functions of integrate-and-fire models, Eqs. (3.4)

and (3.10), hold for any choice of filter. However, in order to construct the LN model that

is the most precise predictor of the spike times of the dynamical model, we need to identify

the most relevant filter. This optimal filter maximizes the information between the filtered

stimulus and a spike:

hOpt(t) = arg max
hx(t)

ILNσ [sp; sx], (3.12)

with the information given by

ILN [sp; sx] = H[sx]−H[sx|sp]. (3.13)

2We do not show larger inputs, σ & 2, because they are “unphysiological” in that input-driven fluctuations
overwhelm the excitatory current, f(v), and approach the amplitude of the spike itself.
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Figure 3.3. LN models for the EIF model for 0.45 ≤ σ ≤ 2 using the parameters in
Eqs. (4.7) and (4.8). A . Spike-triggered average in units of 〈i(t)|sp〉

σ
√
τ/dt

. Color represents σ

and is consistent with Fig. 3.1. C. STA on log scale. Solid black is impulse-response filter
at rest with time constant τ . Dotted is the stochastic linearization filter in
contrast-invariant regime, kσ = 1.9 (see Eq. (3.25)). B. Simulation results for the rate
estimation function based on the STA filter, Rσ[ss] corresponding to Eq. (4.13); y-axis in
Log and scaled by mean firing rate; x-axis in units of relative stimulus strength, ss/σ. As
in the case of the LIF model, estimated rate functions are graded thresholds. For
intermediate input strength, 0.8 ≤ σ ≤ 2, this choice of EIF parameters leads to LN models
that show nearly perfect contrast gain control. D. Mean firing rate as a function of input
standard deviation. The EIF model parameters for contrast gain control were derived by
requiring linearity in the mean rate for intermediate input strengths, σ, and over as large a
range in firing rate as possible (see Section: Contrast gain control in the EIF model).

Here H[sx] is the entropy of the filtered stimulus distribution [86] and H[sx|sp] is the entropy

of the spike-triggered filtered stimulus distribution; equivalent forms are given in Eqs. (3.59)

and (3.60). The optimally predictive filter is the maximally informative dimension first

introduced by Sharpee et al [131].

Given the definition of the rate estimation function in Eq. (3.10), the information per

spike is equivalent to the information provided by the instantaneous value of the filtered

stimulus about the threshold voltage state, represented by the likelihood, Pσ[v(t)∈ {vth,σ} | sx(t)].

With an expression for the likelihood, the optimal filter can be derived directly from the
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underlying dynamics. Unfortunately, the complexity of the expression for the conditional

voltage distribution in Eq. (3.73) prevents us from obtaining general analytic results. How-

ever, we will proceed to develop intuition to guide derivations in limiting cases. We start

with general considerations from information theory.

If nothing is known about the underlying dynamics, one can assume that the STA

is the optimal filter. In Eq. (3.13), the stimulus entropy, H[sx], only depends on the

input σ and is independent of the shape of the filter, and so maximizing the information

minimizes the spike-triggered stimulus entropy, H[sx|sp]. Assuming no knowledge of the

dynamics and only that p[sx|sp] is smooth and bounded, the maximum entropy (agnostic)

assumption about the spike-triggered distribution is that it is Gaussian and characterized

by the variance, Var[sx|sp]. Under the maximum entropy assumption, maximizing the

information is equivalent to minimizing the variance of the spike-triggered distribution.

The spike-triggered variance given a spike at t is:

Var[sx|sp] =

∫ t

0

dt′

τ

∫ t

0

dt′′

τ
hx(t− t′)hx(t− t′′)

×
[ 〈
I(t′ − t)I(t′′ − t)

∣∣sp〉− 〈I(t′ − t)
∣∣sp〉 〈I(t′ − t)

∣∣sp〉 ].
Since

〈
I(t′)I(t′′)

∣∣sp〉 is positive-definite for any underlying dynamics, the variance is min-

imized when the projection of the filter onto the STA is maximized, and thus the optimal

filter is the time-reversed STA:

hOpt(t− t′) ∝
〈
I(t′ − t)

∣∣sp〉 ,
≡ hs(t− t′), (3.14)

where hs is the properly normalized filter. More generally, if the rate estimation function,

Rσ[sx], is invertible, then, even if p[sx|sp] is non-Gaussian, the STA is still the optimal filter.

This is true because invertible transformations from filtered stimulus to estimated rate are

information-preserving, and so the optimization problem reduces to the Gaussian problem

above. This minimax solution provides one generic limit from which to study the role of

the dynamics in determining the optimal filter.

A second generic limit occurs when the rate estimation function is non-invertible and is

only non-zero for filtered stimulus values above some threshold: sx ≥ sth. If there exists a
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filter such that sth � σ, then the information per spike from Eq. (3.59) is dominated by

the information at the stimulus threshold:

ILNσ [sp; sx(t)] =

∫ ∞
sth

dsx
1√

2πσ2
e−

s2x
2σ2

Rσ[sx]

R̄σ
log2

[
Rσ[sx]

R̄σ

]
,

≈ 1√
2π
e−

s2th
2σ2

Rσ[sth]

R̄σ
log2

[
Rσ[sth]

R̄σ

]
,

because the contributions from sx > sth are exponentially rare in the Gaussian stimulus en-

semble. Maximizing the information in this limit is equivalent to maximizing the likelihood

ratio of the voltage at threshold given the filtered stimulus at threshold; using Eq. (3.10)

one obtains

hOpt(t)→ arg max
hx(t)

Pσ[v∈ {vth,σ} | sth]

Pσ[v∈{vth,σ}]
. (3.15)

In this rare-events limit, the optimal filter best predicts spikes for sOpt = sth, and the

quality of the predictive power of the filter for sOpt > sth is irrelevant. The optimal filter

may differ from the STA if the dynamics that lead to spiking for filtered stimuli near

threshold are distinctly different from the dynamics corresponding to spikes at larger values

of the filtered stimulus, as may be the case when larger inputs cause significant inter-spike

interactions [69,128,132].

The details of the dynamics will determine which generic limiting optimal filter is closer

to the true optimal filter. As a proxy for understanding the information maximization prob-

lem and to develop intuition, it is useful to understand how the voltage and instantaneous

firing rate correlate with the filtered stimulus. First, we write the input in terms of the

dynamics, using Eq. (3.42):

i(t) = τ v̇(t) + v(t)− vo + (vth − vr)τR(t),

=
√

2
(
ĥ−1
m ∗ (v − vo)

)
(t) + (vth − vr)τR(t),

where we use the inverse convolution notation as in Eq. (3.64). In this form, the input

current is seen to drive the evolution of two correlated parts of the dynamics: the voltage

and the instantaneous firing rate. The degree of correlation between these terms depends

on the timescale. For the shortest timescales of order dt, the voltage and rate are strongly
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correlated because the dynamics are deterministic and the rate is instantaneously non-zero

only at spike times. However, since the LIF model is a renewal process and inter-spike

intervals are independent, the temporal evolution of voltage decorrelates with the firing

rate over multiple spikes—correlations between the voltage and firing rate on timescales

comparable to the mean inter-spike interval are small. This statement is supported by

the exponential decay of the spike-triggered voltage (the rate-voltage correlation function),

shown in Fig. 3.10. In terms of the LIF model dynamics, the filtered stimulus is:

sx(t) =
(
hx ∗ i

)
(t) =

√
2
(
hx ∗

(
ĥ−1
m ∗ (v − vo)

))
(t) + τ(vth − vr)

(
hx ∗R

)
(t). (3.16)

Eq. (3.16) is useful because it shows how the value of the filtered stimulus correlates with

the dynamics. Due to the low-pass filtering performed by hx, the filtered stimulus is only

correlated with the dynamics on timescales comparable to the filter duration. Given the

decaying dynamical correlations on the filter timescale, we can approximate the voltage and

rate terms as weakly correlated.

Optimal filter for the LIF model for small σ

For small σ, the LIF model operates in the rare-events limit, R̄στ � 1, and spikes are

only fired in response to large deviations of the input current. In this limit, the optimal

filter satisfies the likelihood optimization criterion in Eq. (3.15). For small-but-finite σ, the

optimal filter is the membrane filter,

hOpt = hm, (3.17)

where hm is defined in Eq. (3.45). For the membrane filter, Eq. (3.16) simplifies to

sm(t) =
√

2(v(t)− vo) + (vth − vr)τ
(
hm ∗R

)
(t).

Since the term involving the rate cannot be negative, the minimum filtered stimulus that

can cause spikes—the stimulus threshold—is

sth =
√

2(vth − vo), (3.18)

and all spikes are fired for sm ≥ sth. For isolated spikes, the term involving R(t) is essentially

zero, the filtered stimulus is approximately perfectly correlated with the voltage trajectories
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leading to the spike, and so Pσ[v∈ {vth} | sth] ≈ 1. Thus, for σ � sth, the membrane filter

is the optimally predictive filter. The membrane filter is guaranteed to be the optimal filter

until σ approaches sth, at which point the assumption leading to the likelihood optimization

criterion breaks down.

Furthermore, in this limit, the reset current after a spike is large compared to σ and so

induces a strong relative refractory period. Because of this, the rate estimation function

will have a sharp peak at sm = sth. Since sm(t) evolves with finite correlation time, values

of sm(t) > sth generally follow recently-fired spikes caused by smaller values of the filtered

stimulus, and thus larger values of sm cause spikes with reduced probability.

To summarize, for small-but-finite σ, one recovers as one should an LN model that is

independent of the stimulus statistics and that implements the integrate-and-fire computa-

tion: the filter is the membrane filter and spikes are predominantly fired when the filtered

stimulus crosses sth. See Fig. 3.12 B and accompanying details in Section: Moment-based

asymptotic results. In this regime, the computation performed by the dynamics is dominated

by the evolution of the voltage between spikes and is insensitive to inter-spike interactions.

However, the STA is no longer optimal for small-but-finite σ. The STA is influenced by

contributions from above-threshold stimuli that are not relevant for maximizing the infor-

mation. Except when σ → 0 strictly, the STA differs from the membrane filter, as shown

in Eq. (3.81). Accordingly, the STA-based models are less informative than the membrane

filter models for small σ, as shown in Fig. 3.4 B. The STA-based LN models are less pre-

cise, with lower stimulus thresholds and less selective rate estimation functions, as shown

by comparison of panels B and D in Fig. 3.1.

Optimal filter for the LIF model for large σ

For larger σ, the firing rate is large, R̄στ & 1, and inter-spike interactions play a significant

role in the dynamics. In this limit, the STA is the optimal filter:

hOpt = hs. (3.19)

This is guaranteed to be approximately true because of the generic minimax argument lead-

ing to Eq. (3.14). In Eq. (3.29), we show that the rate estimation function is approximately
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Figure 3.4. Predictive power of LN models with various filters for the LIF
model. A. Coincidence factor defined in Eq. (4.31) versus input standard deviation (log
scale). B. Information per spike for each LN model relative to the information per spike in
the LIF model spike train (see Eqs. (3.58) and (3.60)). Membrane filter (dots); STA filter
(squares); stochastic linearization filter (diamonds). Fig. A shows the coincidence factors
comparing the LIF model spike trains to spike trains produced by LN models based on the
intrinsic membrane filter, stochastic linearization filter, and the STA filter for temporal
resolution γ = τ/20. At low input standard deviations, the optimally predictive filter is
the membrane filter. At large input standard deviation, the STA is the optimal filter. The
crossover occurs near σ = 0.6. The stochastic linearization filter from Eq. (3.21) has been
included to show how including the mean influence of spike history on the filter captures
qualitatively the adaptive behavior observed empirically. Fig. B shows the fraction of the
information captured by the LN models relative to that conferred by the LIF model spike
train for temporal resolution τ/40. Trends match those of the coincidence factor,
demonstrating that the fraction of information is a good measure of the predictive power
of the LN models in addition to being a good measure of the completeness of the encoding
representation. Absolute information per spike in the LIF model ranges from 11.5 bits/sp
to 3.2 bits/sp for the range of σ and temporal resolution shown. At high σ, the relative
information for the STA-based LN model tends toward 1, demonstrating that the LIF
model is increasingly well-described by the optimal LN model at high firing rates.

linearly proportional to the filtered stimulus. Thus, the spike-triggered distribution of the

filtered stimulus is a skewed Gaussian, p[sx|sp] ∼ sxp[sx], and the optimal filter will be close
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to the Gaussian solution: hOpt ≈ hs. For σ & 0.6, we find that the STA-based LN models

have greater predictive power than models based on the membrane filter, with predictive

power increasing for increasing σ, as shown in Fig. 3.4.

For σ � vth−vo, we argue from the dynamics that the optimal filter is exactly the STA.

Examine Eq. (3.16) to infer how the filtered stimulus is correlated with the dynamics for

filtered stimuli that correlate with spikes; this question corresponds to considering inputs for

which the filtered instantaneous firing rate term in Eq. (3.16) is transiently (on timescales

of the filter) non-zero. First, for any filter hx, for strong inputs in which the filtered firing

rate term is transiently large
(
(hm ∗R)�

√
2R̄σ

)
and thus sx � σ, the value of the filtered

stimulus is given primarily by the firing rate term and the voltage term is negligible. For

transiently high firing rates, the voltage term is approximately fixed at vth−2vo−vr
2
√

2
(� σ):

the voltage cycles between vr and vth and the contribution from the derivative of the voltage,

(hx ∗ v̇), goes to zero since the mean voltage is pinned.3 Thus, considering only large values

of the filtered stimulus, the STA is the optimal filter—it maximizes the correlation with the

dynamics of the firing rate on timescales of the filter and is not explicitly sensitive to the

details of the voltage dynamics.

Second, consider when the filtered firing rate term trends transiently to zero
(
(hx ∗R)�

√
2R̄σ

)
and most voltage trajectories do not correspond to spikes. The minimal spiking

trajectories are those that, on the timescale of the filter, evolve linearly from sufficiently far

below threshold to hit vth. From the average minimal spiking trajectory assumed to start

below rest, v̄(t) ∼ v̄+(vth− v̄)hx(t) with v̄ ∼ 〈v|v ≤ vo〉 = −σ/
√
π, we infer the approximate

stimulus threshold for the onset of spiking using Eq. (3.16):

sth ∼ σ
√

2

π
, (3.20)

as is verified in Fig. 3.13 A. In the previous paragraph, we observed that the STA is the

optimal filter for large values of the filtered stimulus, and Eq. (3.20) shows that there are

no small values correlated with spiking. Thus, for σ � vth − vo, the optimal filter is the

STA. Metrics describing the predictive power of the STA-based LN model are shown in Fig.

3We also use this argument to derive an asymptotic closed form for the rate estimation function, Eq.
(3.29), which is verified in Fig. 3.13 A&C; see also Section: LIF model: large input standard deviation.
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3.4.

Filter adaptation in the LIF model

For σ . 0.6, the optimal filter is the membrane filter and the optimal LN model is approx-

imately independent of the input statistics. For larger σ, the STA is the optimal filter, and

furthermore, the STA adapts with changing σ, as shown in Fig. 3.1. The LIF model itself

is fixed, and so the filter adaptation must emerge from the interaction of the input and the

nonlinear dynamics. To elucidate the principles of filter adaptation, in Section: Adapta-

tion of the optimal filter, we derive the stochastic linearization filter, hl, starting from Eq.

(3.76). The stochastic linearization filter is an approximation to the true optimal filter and

accounts for the mean influence of inter-spike interactions on the optimal filter. While it is

a sub-optimal predictor of spikes for larger σ, it captures the qualitative properties of filter

adaptation across all σ and allows for easy interpretation.

The stochastic linearization filter is the exponential filter that maximizes the correlation

of the voltage and the filtered stimulus:

hl(t) =
√

2kσe
− kσt

τ H(t), (3.21)

with modified time constant:

kσ = 1 +
(vth − vr) τR̄σ (vth − 〈v〉)

〈v2〉 − 〈v〉2
. (3.22)

The dependence of the integration time scale kσ on σ captures filter adaptation in the LIF

model by accounting for the perturbation to the linear response by the mean influence of

the post-spike current. Relative to the membrane time constant (k = 1), the optimal filter

time scale changes based on correlations of the nonlinear after-spike reset current with the

voltage. The stochastic linearization filter time scale is always shorter than the membrane

time constant (kσ > 1) because the correction term is positive-definite. Intuitively, the filter

is shortened because spiking decorrelates the voltage and the input, leading the system to

“forget” past inputs faster than it would by leak alone. For the LIF model, this forgetting

is the primary mechanism of filter adaptation, and it is further enhanced in the STA, where

there is an additional suppression of integration at all but the shortest timescales. More
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details are given in Section: Semi-empirical closed form for the STA of the LIF model. In

Fig. 3.4, we show that the stochastic linearization filter is informative across all σ and thus

quantitatively captures the phenomenology of adaptation.

Optimal filter for the EIF model

For finite firing rates, the optimal filter for the EIF model with the parameters in Eqs.

(4.7) and (4.8) is always approximately the STA. This follows immediately from the general

minimax argument leading to Eq. (3.14). As shown in Fig. 3.3, the rate estimation

functions are approximately exponential, and so the spike-triggered stimulus distribution is

approximately Gaussian since it is the product of a Gaussian and an exponential, p[sx|sp] ∼

esxp[sx] ∼ N . Thus, for all σ shown:

hOpt ≈ hs. (3.23)

As with the LIF model, the STA changes with σ due to the interaction of the input

and the nonlinear dynamics responsible for the spike. To develop intuition, we use the trick

established in Eq. (3.16) to write the filtered stimulus in terms of the dynamics:

sx(t) =
(
hx ∗ i

)
(t) =

√
2
(
hx ∗

(
ĥ−1
m ∗ (v − vo)

))
(t) +

(
hx ∗ f(v)

)
(t) + τ(vth− vr)

(
hx ∗R

)
(t).

(3.24)

For σ � vth−vo, the firing rate is low and so the rate term can be ignored. However, unlike

for the LIF model, the optimal filter in the small σ limit is not the membrane filter. When

the voltage is near the threshold state, vth, the nonlinear spike-generating current is large

compared to the input current: f(v) ≈ vth − vo � σ. The optimal filtered stimulus must

be strongly correlated with the spike-generating current.

In previous treatments of the small-σ limit, the STA was approximated by the most

likely spike-triggered current [75,78]. The most likely spike-triggered current is independent

of σ and is nonlinearly determined by the passive membrane and the form of f(v). On

the approach to a spike, as f(v) increases, less input current is required to drive the spike

than would be the case for a purely passive membrane. This leads to non-monotonic STAs

that peak well before the spike time. Furthermore, the excitable nonlinearity increases
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the influence of distant inputs preceding a spike because the nonlinearity reincorporates the

input through the voltage itself. This extends the duration of the filter to timescales beyond

that of the passive membrane, Fig. 3.3 A, [75].

For intermediate-strength inputs, σ ∼ vth − vo and ∆� vth − vo, the optimal filter will

be close to the membrane filter. We can argue this based on Eq. (3.24). For voltages above

threshold, f
(
v(t)

)
and R(t) are strongly correlated and largely independent of the input.

So, the optimal filtered stimulus will be most strongly correlated with the passive membrane

dynamics that are primarily responsible for the approach to threshold. The STA persists as

the approximately optimal filter because the STA too becomes approximately exponential

in this regime. For the parameters studied, for intermediate σ, voltage fluctuations from

the passive membrane integration are comparable to or larger than the changes in voltage

caused by f(v) until precisely when f(v) dominates and causes a spike, independent of the

input. The STA thus primarily reflects passive integration approaching threshold.

Stochastic linearization can again be used to describe how the optimal filter adapts to

changing input statistics. For the EIF model, the modified inverse time constant is:

kσ = 1−
〈

(v − 〈v|v ≤ vth〉) f(v)
∣∣v ≤ vth〉

Var[v|v ≤ vth]
+

(vth − vr) τR̄σ (vth − 〈v|v ≤ vth〉)
Var[v|v ≤ vth]

, (3.25)

as is derived in Section Adaptation of the optimal filter. Eq. (3.25) captures the fundamental

adaptive behavior of the optimal filter for the EIF model. Again the term involving the

mean rate is positive-definite and describes the more rapid ”forgetting” implemented by the

optimal filter due the decorrelation of voltage with past inputs due to spiking. The new

term involving subthreshold f(v) reflects the influence of “active” subthreshold nonlinearity.

For small σ, it is negative and thus acts to increase the optimal filter timescale, Fig. 3.3.

For the parameters simulated in Fig. 3.3, the subthreshold f(v) term is close to zero for

σ ∼ vth − vo and so forgetting dominates and kσ is always larger than k0.4

4For ∆ & vth − vo, the EIF model tends toward the quadratic integrate-and-fire model, and the sub-
threshold f(v) term has a strong influence on the optimal filter (see Chap. 2).
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3.3.4 Context-dependent coding in integrate-and-fire models

In the previous sections, we demonstrated the principles that allow one to relate the optimal

LN model to a spiking dynamical model. Now, we switch emphasis. We treat the LN

models as the fundamental representation of the computation and discuss the properties

of the integrate-and-fire models as an implementation of the code. In this perspective, the

neuron selects from its inputs the component proportional to the optimal filter. The size

of the relevant signal is proportional to the filtered stimulus, sOpt(t), and the remainder of

the input acts as a background noise with standard deviation proportional to σ (see Eqs.

(3.67) and (3.68)). Because the optimal filter and corresponding rate estimation functions

depend on σ, these very simple dynamical neurons effectively perform context-dependent

coding: the signal that the neuron encodes and the properties of the encoding into spikes

depend on the background in which the signal is embedded.

LIF model for small σ: absolute thresholding

As previously discussed, when the input fluctuations are small, σ . 0.6, the LN model

encoding represents absolute threshold detection using the membrane filter, hm(t): the

neuron spikes when the filtered stimulus crosses sth =
√

2(vth − vo). In this regime, the

threshold is always large, sth � σ and most spikes are independent; and, the optimal

filter and rate estimation function are approximately independent of the input standard

deviation. This reflects the fundamental deterministic nature of the LIF model: when

spikes are well-separated, the LIF model performs the integrate-and-fire computation in

which the dynamics are linear integration to a fixed threshold.

LIF model for large σ: perfect contrast gain control

In coding terms, the LIF model performs a surprisingly sophisticated computation when the

background is large. For σ � vth−vo, the LN models show perfect contrast gain control. Of

all possible families of LN models, those that exhibit contrast gain control have the special

property that the spike-triggered filtered stimulus distribution is independent of σ when
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expressed in terms of the ratio sx
σ :

pσ[sx(t)|sp]→ p

[
sx(t)

σ

∣∣∣∣sp] . (3.26)

For example, Gaussian p obeys this property as long as 〈sx|sp〉 ∝ σ and Var[sx|sp] ∝ σ2,

whereas a simple thresholding unit with threshold sth 6= 0 and p [s|sp] ∝ H(s − sth), does

not.5 Comparison with Eq. (4.13) shows that the rate estimation function factors into a

σ-dependent multiplicative gain given by the mean rate times a σ-independent function,

T
(
sx
σ

)
:

Rσ[sx(t)] = R̄σ T

[
sx(t)

σ

]
. (3.27)

In a system that shows this form of gain control, the thresholding on the filtered stimulus

is no longer absolute. While the mean (time-averaged) firing rate, Eq. (3.47), depends on

the input standard deviation or typical scale, the temporal modulation of the firing rate

relative to the mean does not, Fig.3.5. One may consider this behavior to represent a form

of multiplexing where different aspects of the stimulus are encoded at different observational

timescales [88, 97, 108]: individual spikes transmit context-independent information about

the presence of a particular feature, while the mean rate averaged over time transmits

the contextual background information. Previous work has noted aspects of contrast gain

control in the LIF model [101, 105–107], but we believe this is the first report of perfect

contrast gain control in the LIF model. This result is surprising because the LIF model is so

simple—it accomplishes this without any nonlinear processes other than the instantaneous

spike generating mechanism.

The observation of perfect contrast gain control for large σ is confirmed with asymptotic

results in Section: LIF model: large input standard deviation. As already discussed, for

large σ, the optimally predictive filter is given by the STA. The STA is independent of σ in

the limit:

hs(t) ∝ 3.3

√
dt

πτ
e
k∞t
τ +

√
2

π

[(
dt

−t

) 1
2

−
(

5dt

τ

) 1
2

]
H
[
t+

τ

5

]
, (3.28)

5Distributional scaling is defined in terms of the behavior inside an integral. The precise meaning of Eq.

(3.26) is:

∫
ds p[s] =

∫
d
( s
σ

)
p
[ s
σ

]
. For example, zero-mean Gaussian p[s] = 1

σ
√

2π
e
− s2

2σ2 transforms as

p
[
s
σ

]
= σp[s].
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for t < 0 for sufficiently small dt, up to normalization; this is the limiting case of Eq. (3.81)

with k∞ given in Eq. (3.89). The limiting rate estimation function for large sx is

Rσ[ss]→ R̄σ

[
ss
σ

max(hs)
√
π +

(
1− max(hs)

hm ∗ hs

)]
, (3.29)

from Eq. (3.88); the stimulus threshold scales with σ and is approximately sth ≈ σ
√

2
π , Eq.

(3.20), consistent with spiking trajectories effectively starting from the mean voltage state

between spikes. This manifestly takes the form required for contrast gain control as shown

in Eq. (4.15): the rate estimation function is a function of the relative filtered stimulus,

ss/σ, scaled by the mean firing rate. Detailed results for the LN models are shown in Fig.

3.13 A.

Figure 3.5. Temporal modulation of the spike times in the LIF model. A.
Normalized instantaneous firing rate estimate (STA-based), Rσ[ss(t)] /R̄σ, in the perfect
contrast gain control regime (σ & 4) for a realization of the input current. B. Spike time
rasters for a fixed realization of the input current presented with increasing σ. The spike
times of the LIF models correlate with the firing rate estimate of the LN model. Event
times are reliably predicted by the LN model and are not dependent on σ. There is a
σ-dependent overall increase in the mean firing rate which primarily increases the number
of spikes per event.

The absolute scale set by the threshold at sth =
√

2(vth−vo) seen for low σ has vanished

from the LN model. The disappearance of this intrinsic scale is a stochastically emergent
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phenomenon, established only by the interaction of linear integration and instantaneous

spike generation. How does this stochastically emergent computation come about?

Principles of perfect contrast gain control in simple models

In the large σ limit, the LIF model shows perfect contrast gain control because it becomes

statistically invariant to changes in σ. The reason for this is evident in the complementary

limit where the distances between reset and threshold, and resting and threshold, go to zero:

the voltage dynamics are linear with no fixed scale. All input integration occurs on the half-

line below threshold, and without a fixed scale, there is nothing to define a typical size of

input for which the model is selective. As shown in Eq. (3.48), the steady-state voltage

distribution in terms of v
σ becomes a half-Gaussian and scales linearly with contrast. The

contrast invariance is a global phenomenon in the sense that it follows from the statistics of

the voltage everywhere in the sub-threshold domain and not just at threshold. See Fig. 3.6

A&B for a depiction.
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Figure 3.6. Automatic perfect contrast gain control is a generic property of
neurons that are approximately linear below threshold. All panels: standard deviation σ
(blue) and 2σ (green). A. In a neuron that is linear below threshold, voltage trajectories
are realizations of the Ornstein-Uhlenbeck process between spikes [3]. Starting from the
resting potential, typical trajectories wander from rest before returning with average
displacement proportional to the input standard deviation. The ensemble of trajectories
can be broken into those that travel below rest before returning (solid) and those that
travel above (dotted). When the spike-generating mechanism is included and vth − vo → 0,
all trajectories that would extend above threshold are killed off by the spike, but otherwise
the symmetry is undisturbed and typical voltage fluctuations, which result from linearly
integrating the input, remain proportional to the input standard deviation. B. LIF model:
steady-state voltage distributions, pσ[v] (Eq. (3.48)), in the perfect contrast gain control
regime for vr = vo. Outside of the small region between rest and threshold, the
distributions are half-Gaussian and scale with σ, reflecting the subthreshold linear
behavior required for perfect gain control in simple neurons. Also note the fixed point at
p[vth]. As vth−vo

σ → 0, the symmetry and scaling become perfect, as predicted by Eq.
(3.37). C. Voltage distributions with varying ∆ but fixed leak time constant and vr = vo;
σ such that the voltage distribution below rest is fixed. When a neuron is passive below
rest, in the limit of small vth − vo, the distributions exhibit perfect contrast gain control
regardless of the details of the spike driving currents. Kinetics only affect the encoding for
voltages above vo, where the voltage spends little time. D. EIF model steady state
distributions in the perfect contrast gain control regime for the optimal parameters in Eqs.
(4.7) and (4.8). Below rest, the distributions scale with σ as in panels A and B, again
reflecting the gain control implemented via subthreshold integration. Above rest, the
exponential excitability facilitates threshold crossing, shrinking the effective distance to
threshold toward zero, and effectively expanding the range of actual threshold distances
that is compatible with perfect gain control. For the optimal parameter set, the excitable
dynamics facilitate gain control without otherwise disturbing the subthreshold integration,
either through decreased sensitivity to the input (faster leak) or stronger inter-spike
interactions (reset significantly different from rest).
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By comparing the definition of contrast gain control in Eq. (4.15) with the general

form of the rate estimation function in terms of the voltage distribution in Eq. (3.10),

we can identify the dynamical properties that guarantee perfect contrast gain control for

integrate-and-fire models. In general, it must be true that:

σβ(C)√
2πτdt

pσ
[
vth,σ

∣∣s] = R̄σT
( s
σ

)
, (3.30)

for some function T . For integrate-and-fire models without any additional dynamics, the

two properties that self-consistently guarantee that Eq. (4.3) holds are

R̄σ ∝ σ, (3.31)

pσ
[
v
∣∣s]→ p

[
v − vth,σ

σ

∣∣∣∣ sσ
]
. (3.32)

The mean rate constraint states that the rate must scale linearly to account for the σ-

dependent coefficient in Eq. (4.3). The second property states that the distribution of the

estimated voltage, p[v|s], must depend only on the relative filtered stimulus and the scaled

voltage, and that the probability of the voltage at threshold (not scaled), p[vth,σ|s/σ], is

independent of σ. Averaged over s, Eq. (4.6) implies two properties of the steady-state

voltage distribution (Eq. (4.26)). First, the steady-state distribution can be expressed in

terms of v/σ only:

pσ[v]→ p
[ v
σ

]
; (3.33)

this is required since s is a linear estimator of v, and so the filtered stimulus inherits its

scaling properties from the voltage. Second, the probability density at the threshold is

independent of σ:

pσ[vth,σ] = const. (3.34)

which is derived by averaging Eq. (4.3) over s when it holds.6 The scaling properties of the

steady-state distribution imply scaling in the shifted moments:

〈(vth,σ − v)n〉 = σnµn, (3.35)

6The required invariance of the probability density at threshold to changes in σ does not constrain the
threshold to take a fixed value. Furthermore, since contrast gain control depends on the behavior of the
voltage everywhere in the subthreshold domain, its existence does not depend strongly on the precise
definition of vth,σ. See Fig. 3.6 B&D and Fig. 3.9 A.
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where µn are constants. For the EIF model, these constraints on the voltage distribution

need only hold for v ≤ vth,σ since the behavior of the voltage during the spike is irrelevant

to the coding.

The constraints that allow for perfect gain control in Eqs. (4.5), (3.34), and (3.35)

cannot always be satisfied simultaneously. We apply our general principles to reproduce

the results for the LIF model. First, the mean firing rate is linear in σ for large σ as shown

in Eq. (3.47). Second, when the mean firing rate is linear in σ, the probability density at

threshold is fixed; using Eq. (3.52), pσ[vth] → 1
vth−vr

√
dt
πτ . Third, the first shifted moment

follows from Eq. (3.44). Averaging over the input current gives the relationship between

the mean rate and the mean voltage:

〈v〉 = vo − (vth − vr)τR̄σ. (3.36)

Plugging that into the first shifted moment in Eq. (3.35) constrains the mean firing rate:

R̄στ = σ
µ1

vth − vr
− vth − vo
vth − vr

. (3.37)

This second rate constraint arrived at from the scaling behavior of the voltage distribution is

only consistent with the original rate constraint in Eq. (4.5) when σ � vth−vo, independent

of vth − vr. Thus, these constraints recapitulate the observed result: the LIF model shows

perfect contrast gain control for large σ. For mathematical subtleties and treatment of

the higher order moments, see Section: Higher order moment constraints for contrast gain

control.

The mechanism for gain control is elucidated by Eq. (3.36): the mean voltage is set by

the post-spike current, driven by the firing rate, averaged by the linear membrane dynamics.

This gives the effective baseline state of the neuron between spikes, or “operating point”,

of the model. Moreover, the linear subthreshold voltage dynamics guarantee that the mean

rate and mean voltage are linearly related for all σ. Thus, when the mean rate is linear with

σ and sufficiently large, the typical size of fluctuation needed to drive a spike—the distance

between threshold and the mean subthreshold voltage—scales with the typical input size

and thus the response is normalized.

It is noteworthy that the spike-generating current is responsible for implementing both

the slow and fast timescales in the code. The mean rate carries the information about the
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statistical context, σ, while individual spikes are strongly correlated with the appearance

of the feature defined by the optimal filter [88, 97, 133]. This multiplexed code can be

generated with a single active current because the membrane leak is slow compared to the

spike-generating current. The mean state of the neuron between spikes is only sensitive to

the mean rate, and so there is still freedom for precise modulation of the spike times on

shorter time scales.

Contrast gain control in the EIF model

The scaling properties in Eqs. (4.5) and (4.6) are asymptotically guaranteed to hold in the

LIF model for all parameters. However, this limit is not very biophysically plausible as the

required firing rates are such that many spikes are typically fired in the integration window

of the membrane and the input-induced membrane fluctuations are much larger than the

intrinsic subthreshold voltage scale. Can the more realistic EIF model also show perfect

contrast gain control?

The test of our theory is whether it allows us to predict the code from the dynamics

prior to identifying the code with reverse correlation analysis. Accordingly, we now use the

tools we have developed to predict parameter regimes for the EIF model that lead to perfect

contrast gain control in the LN model representation of the encoding. All derived results

are based solely on the scaling properties of the mean dynamical response given in Eqs.

(4.5) and (3.35); we show empirical LN models as validation.

The limit of small distance to threshold

In addition to the mean rate constraint in Eq. (4.5), we show in Section: Moment

constraints for contrast gain control in the EIF model, Eq. (3.92), that subthreshold scaling

with σ in the EIF model implies a second linear rate constraint of the form in Eq. (3.37).

Thus, both the gain control constraints are satisfied in the limit where σ � vth − vo → 0,

with little sensitivity to the spike generating parameters, ∆ and vr. This corresponds to

the limit discussed previously where there is no relevant fixed scale below threshold; see
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Fig. 3.6 A–C. Unlike in the LIF model, the firing rate is reasonable in this limit because

the spike has finite duration.

It is intriguing that the EIF model in this limit shows perfect gain control. The EIF

model is equivalent to the normal form of a Hodgkin Type I neuron near the bifurcation from

excitable to tonic spiking [24], and so qualitatively describes all Type I neurons when they

are near bifurcation. Thus, we have discovered a generic, model-independent dynamical

state that performs stochastically emergent perfect contrast gain control without any slow

adaptive processes. However, as this generic state is tied to the bifurcation point, it is

finely-tuned and thus fragile to small changes in the mean of the input.

As this limit is somewhat trivial, we will now use the constraints to find a range of

parameters for the EIF model that best implement approximately perfect contrast gain

control when the input is not asymptotically large.

Perfect contrast gain control with finite distance to threshold

In Eq. (3.91), we derive that the contrast gain control constraints are approximately

self-consistently satisfied for all σ for ∆
vth−vo → 1, and this result is insensitive to the reset

voltage, vr. To verify this approximate analytic result, we searched over vr and ∆, holding

all other parameters constant, to find the models that the constraints predict will show

maximally perfect contrast gain control for inputs in the range 0.5 ≤ σ ≤ 2. We evaluated

the deviation of the mean firing rate from best-fit linear prediction. For constraint Eq.

(4.5), the error, E(0), is calculated with respect to the best fit with zero intercept:

E(0) =

√〈(
R̄σ − R̂(0)

σ

)2
〉
, (3.38)

where R̂
(0)
σ is the best fit mean firing rate vs. σ assuming zero intercept. The error of the

constraint from the scaling of the voltage distribution in Eq. (3.92), E(v), is:

E(v) =

√〈(
R̄σ − R̂(v)

σ

)2
〉
, (3.39)

where R̂
(v)
σ is the best fit mean firing rate vs. σ with unconstrained intercept. Perfect

contrast gain control in the LN models follows from parameter sets in the EIF model for
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which the above errors are minimized, with perfect gain control across all σ occurring in

the limit that E(0) and E(v) both go to zero. Results Fig. 3.7 A&B support the analytic

result that the constraints are best satisfied for ∆ → 1 with less sensitivity to vr. In Fig.

3.7 C, we show the mean Jenson-Shannon divergence, Eq. (4.17), to directly verify for the

corresponding LN models that the precision of gain control is predicted by the precision

of the constraints. The results show that contrast gain control improves as the activation

parameter, ∆, gets larger. For ∆
vth−vo & 0.25, the mean divergence is within a factor of two

of the minimal value for the parameter range shown.

Optimally selective contrast gain control

While contrast gain control is more precise as ∆ increases, the precision comes at the cost

of decreased coding effectiveness: the fraction of information per spike captured by the LN

model about the filtered stimulus in the dynamical model decreases, Fig. 3.7 D. From the

perspective that the dynamics are the fundamental representation of the computation, the

LN model is an increasingly incomplete description of how the dynamics encode the total

input current. However, from the alternate perspective that the LN model is fundamental—

that the encoding task is to select one feature as relevant and treat all other components of

the input as background noise—the EIF model is an increasingly unreliable encoder of the

filtered stimulus because it is increasingly sensitive to irrelevant background input.

The decrease in coding selectivitiy with increasing ∆ occurs because the larger nonlin-

ear current, in addition to facilitating spiking, also decreases the hyperpolarized leak time

constant, τL, as shown in Eq. (3.43). The increased leakiness below the resting potential

reduces the role of linear integration in spike generation and increases the sensitivity to

faster components of the input relative to the STA-filtered stimulus. The increase in the

subthreshold leak manifests itself as a reduction of the dynamic range of the response of

the EIF model to the input, which in turn increases the dependence of spiking on faster

components of the input. For fixed finite σ, relative to the response of the LIF model with
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Figure 3.7. Optimal parameters for contrast gain control in the EIF model. All
quantities are means taken over 0.5 ≤ σ ≤ 2. A. Error, Eq. (3.38), of the rate constraint
in Eq. (4.5). B. Error, Eq. (3.39), of second rate constraint in Eq. (3.92). Panels A and B
together show that the dynamical constraints for perfect gain control are best satisfied for
larger ∆, with weak dependence on vr. C. Mean Jenson-Shannon divergence, Eq. (4.17),
measuring similarity of pσ[s|sp] across σ; y-axis normalized relative to minimum
D̄SJ = 0.05 bits. As predicted by the rate constraints, gain control in the LN model is
best realized for larger ∆. The precision of the gain control is insensitive to vr. D. Coding
selectivity: fraction of mutual information per spike captured by the LN model relative to
the deterministic spike train, as in Fig. 3.4 B, at temporal precision τ/40. As ∆ increases,
the EIF model is an increasingly unreliable encoder of the filtered stimulus because of
increased sensitivity to additional components of the input. E. Optimally selective
contrast gain control: mean standard deviation (Eq. (3.39)) of the rate constraint,
normalized by the mean rate dynamic range. Minimum (black dot, also panels C&D) is
the parameter set that best compromises between demonstrating selective encoding of the
filtered stimulus and precise contrast gain control, Eqs. (4.7) and (4.8). Solid blue region
shows parameters that do not differ significantly from the minimum. See also Fig. 3.6 D.

∆ = 0, the mean firing rate for finite ∆ is reduced:

R̄
(∆)
σ

R̄
(0)
σ

≈ τL
τ
,

as can be shown from the steady state voltage distribution in Eq. (4.26) via the re-
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parameterization, v →
√

τL
τ v, for vr ∼ vo. As discussed previously after Eq. (3.36),

the mean rate controls the mean subthreshold voltage, giving:

〈v|v ≤ vth,σ〉(∆)

〈v|v ≤ vth,σ〉(0)
≈ τL

τ
,

and in the gain control regime, the mean voltage controls all higher order moments:

〈
(
v −

〈
v|v ≤ vth,σ

〉)n ∣∣v ≤ vth,σ〉(∆)

〈
(
v −

〈
v|v ≤ vth,σ

〉)n ∣∣v ≤ vth,σ〉(0)
≈
(τL
τ

)n
,

Thus, all subthreshold moments are smaller: changes to σ are less relevant to the dynamics

for larger ∆ and the voltage distribution is more narrowly concentrated with more mass

near threshold, reflecting increased sensitivity to faster fluctuations in the input.

If the encoding of the filtered stimulus remained selective to a single feature in this

context, increased leak would be a viable mechanism for contrast gain control in LN models.

As this is not the case, the gain control becomes increasingly trivial as ∆ gets larger:

while there is invariance, it is with respect to a feature to which the system is increasingly

insensitive.

A selective, non-trivial contrast gain control regime is achieved by the EIF model with

parameters that best compromise between implementing precise gain control while maintain-

ing the selectiveness of the encoding by preserving subthreshold integration. The optimal

parameter set can be identified by minimizing the error in the rate constraint in (3.39)

relative to mean rate dynamic range: E(v)

R̄max−R̄min
. The optimal parameter set centered at:

∆

vth − vo
= 0.25, (3.40)

vr − vo
vth − vo

= 0.1, (3.41)

as shown in Fig. 3.7 E.

The parameter set in Eqs. (4.7) and (4.8) was used to generate the LN models shown in

Fig. 3.3. Comparison with the LIF model for equivalent inputs is shown in Fig. 3.8. The

rate estimation functions show precise contrast gain control for 0.8 . σ . 2, as opposed to

for σ ≥ 4 for the LIF model, a special case of the EIF model. Furthermore, the mean firing

rates are reasonably low: R̄ ∼ 0.3/τ (see Fig. 3.3 D). Some deviation from perfect contrast-

invariant coding appears in the STAs in Fig. 3.3 C. The long time behavior of the filters is
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exponential and independent of σ, agreeing with the prediction from Eq. (3.25): kσ ≈ 1.9.

However, the filter at short times prior to the spike is sensitive to σ. In particular, for σ .

0.8, the STA is still non-monotonic at short times, showing the influence of the subthreshold

nonlinearity in f(v). Correspondingly, minor violations of the scaling properties of the

steady-state distribution are caused by the subthreshold nonlinearity, shown in Fig. 3.9 .

Figure 3.8. Contrast gain control comparison: EIF v. LIF models. EIF model
(solid), LIF model (dashed). A. STA-based rate estimation functions for each model in for
0.8 ≤ σ ≤ 2. By design, the parameters used in Eqs. (4.7) and (4.8) lead to an EIF model
that shows good contrast gain control for σ ∼ vth − vo, whereas the asymptotic gain
control in the LIF model (a limiting case of the EIF model) is not yet achieved. B, EIF
model and C, LIF model; same as in panel A, but for larger input range: 0.45 ≤ σ ≤ 2. D.
STA for σ = 1. The filters are almost identical for both models. The changes in the coding
are entirely due to the differences in the spike-generating currents.

In contrast to the LIF limit (∆ → 0), in the EIF model the spike-generating currents

are not perfectly time-locked, and so gain control is achieved with a less selective encoding,

as shown by the broadened rate estimation functions in Fig. 3.8 A and relative information

in Fig. 3.7 D. The subthreshold nonlinearity also introduces a second imperfection in that

the STA filter—the selected feature—is not independent of σ. However, the deviation in

the STA is due entirely to the highest frequencies in the input. In the perfect gain control

regime, LN models built on the stochastic linearization filter with kσ = 1.9 capture 90% of
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Figure 3.9. Approximate contrast invariance of the steady-state distribution
for the EIF model. Steady state voltage distributions for 0.8 ≤ σ ≤ 2 for the EIF
model. A. Distributions, pσ[v], vs. voltage; x-axis in units of vth − vo. We see a fixed point
in the probality density at the unstable fixed point (vth = 1), as is required for perfect
contrast gain control, Eq. (3.34). For perfect contrast gain control, independent of the
precise choice of the threshold used to define spike times, the probability density at
threshold should be constant across different input standard deviations. Black diamonds
mark the stochastic dynamical threshold, vth,σ, for each stimulus condition. The black
diamonds should fall on a horizontal line, demonstrating that p[vth,σ] is constant. Close
inspection shows the probability at threshold differs by at most a factor of two. B. Scaled
distributions, pσ[v/σ], vs. scaled voltage v/σ. Perfect contrast invariance holds everywhere
except near and above threshold. This is due to the fact that the underlying exponential
nonlinearity does not allow for perfect contrast invariance when it is non-zero—error in
the scaling near the threshold is guaranteed.

the information captured by the optimal filter at temporal resolution τ/40. Furthermore, if

the noise correlation time is increased to τ/8, the filters become essentially pure exponentials

and the rate estimation functions are qualitatively unchanged (not shown).

3.4 Discussion

In this chapter, we have addressed a fundamental question in computational neuroscience:

how do the dynamical properties of a neuron determine its computational properties? More

abstractly, what is the relationship between mechanism and meaning? The framework we

have used to address this question is one in which the input is taken to be random yet fully

specified; dynamics are one-dimensional; and computation is defined in terms of a ”pure”
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coding model that does not account at all for mechanism, the linear/nonlinear model. While

we used the linear integrate-and-fire model as a stepping stone to develop our approach,

our focus was on the exponential integrate-and-fire model. Although this is still a simple

model, taking it seriously is justified by its success in fitting data from certain neuronal

types [54,57,58]. This work makes two major and several minor novel contributions. First,

we derive an expression for the nonlinear decision function of the resulting LN model from

first principles and estimate its form in certain limits. This requires us to revisit the notion of

threshold-crossing in nonlinearly excitable models and the derivation of appropriate filters

for these models, issues which have some surprising subtleties. Second, we examine the

requirements for a simple dynamical neuronal model to exhibit perfect contrast gain control.

We find that the LIF model automatically displays this property when the input variance is

large due to the loss of a typical voltage scale. Based on findings in the LIF model, we are

able to show that this property also holds for certain parameter regimes in the EIF model.

The essential concept in our approach is that the filtered stimulus in the LN model is

a linear estimator of the voltage in the dynamical model. Building from previous work

[25, 26, 69, 130, 131], we identified the optimal filter as the maximally informative instanta-

neous linear estimator of the threshold voltage state. As has been previously noted, the

optimal filter “adapts”, or depends on the stimulus variance, because it has to account

for the influence of the nonlinear dynamics associated with spiking on input integration

in the subthreshold regime [25, 69, 132]. In particular, filter timescales in simple neurons

typically grow shorter as the mean firing rate of the system increases because spiking leads

to forgetting: the stereotyped, input-independent spike-generating currents decorrelate the

subthreshold voltage with past values of the input. By focusing on the linear prediction

error, we provided a qualitative recipe to identify the properties of the optimal filter as a

function of input statistics. Furthermore, by minimizing the mean-square prediction error

below threshold, we showed how to identify the exponential tail of the optimal filter from

first principles, accounting for the mean influence of inter-spike interactions on the compu-

tation performed on the input. For the LIF model, we identified a semi-empirical closed

form for the STA by combining our novel results for the long-time behavior of the filter with

previous results for the short-time behavior of the spike-triggered average [74, 76]. While
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we do not yet have a complete derivation, we hope this piece of progress on a long-standing

question will prove useful.

Given the filtered stimulus, we showed that the nonlinear rate estimation function is

determined by the precision of the estimate of the threshold voltage state. For models

with continuous dynamics for spike generation, there is no unique threshold voltage state.

For an example, the EIF model, we provided a recipe to identify an appropriate choice

of the threshold voltage state—the stochastic dynamical threshold—that captures how the

choice to assign a unique spike time to a continuous spike waveform depends on the spike-

generating dynamics and the input statistics. Our definition generalizes the concept of an

intrinsic dynamical threshold found in previous work [3,24,26,130] to better represent spike

initiation behavior with finite noise strength. LN models are imperfect predictors of the

spike train of the dynamical model because the linear estimate is necessarily imperfect.

To study the voltage estimation problem analytically, we introduced the conditional

dynamical process that is completely specified by p
[
v(t′)

∣∣v(t′ − dt), s(t)
]

in Eq. (3.70). It

is a time-inhomogeneous (non-stationary) Markov process for fixed t, and the general two-

parameter process for flowing t is both non-stationary and non-Markov. This turns out

to be a specific example of a conditional Markov process, first introduced by Stratonovich

[134,135]. To construct the conditional dynamical process, we studied the input conditioned

on observing the filtered stimulus, p
[
i(t′)

∣∣s(t)]. The conditional input distribution is a

precise representation of the concept of feature selection. The input, i(t), is decomposed into

an observed component, s(t), and a background noise source whose strength is characterized

by the input standard deviation, σ. Because we use the dynamics to identify the relevant

component that is observed by the neuron, this post hoc separation of source and signal can

be thought of as “taking the neuron’s perspective” where it must automatically separate

background from signal without any a priori knowledge.

In contrast, the recent work on the derivation of LN models from integrate-and-fire

models by Ostojic and Brunel [136] assumes that the signal is a priori separable from the

noise background, as has been the case for all previous analytic work on reducing spiking

models to rate models known to us (most notably also including Plesser et al [137]). Our

formulation is equivalent to the approach of Ostojic and Brunel if we break the correlation
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of the signal and the noise in our conditional input distribution, and instead take the

conditional input distribution to be characterized by the moments 〈i(t′)|s(t′)〉 = s(t′) and

φii|s(t
′, t′′) = σ2τδ(t′ − t′′) in place of Eqs. (3.67) and (3.68). Under this assumption about

the a priori independence of signal and noise, the conditional dynamical process remains

Markov, which enables those authors to use elegant Fokker-Planck methods to derive the

filter and the rate estimation function in place of our more cumbersome voltage state-space

approach.

Given white noise inputs, we showed that the LIF model shows two distinct computa-

tional regimes depending on the statistical context. In the small and large background limits,

the LN model is predictive of the dynamical response and yet the codes are fundamentally

different. This is an example of context-dependent coding. In the small background limit,

the LIF model integrates the input with a fixed filter and fires spikes based on an absolute

threshold, while for large background, the LIF model uses single spikes to encode relative

fluctuations of a feature represented by a different filter. Thus, the simplest possible intrin-

sic neural dynamics interact with the input to perform sophisticated adaptive computation.

Furthermore, if we were to present an input with slowly changing standard deviation, the

adaptation of the code happens on the timescale of a single inter-spike interval because

these models are renewal processes. In other words, complete adaptation occurs after a sin-

gle spike. This work may prove to be useful for understanding very rapid adaptive changes

observed in biological systems, including the fly H1 neuron [88] and the retina [95,104].

While previous work has shown gain control in the LIF model [101,105,106], this is the

first study to show the limit of perfect gain control. By studying p
[
v(t)

∣∣s(t)], we identified

the general principles behind this adaptive computation and demonstrated that this type

of gain control is generic to Type 1 neurons whenever the neuron is close to bifurcation.

Furthermore, we were able to use the dynamical constraints associated with perfect contrast

gain control to derive optimal parameters for the EIF model to show approximately perfect

gain control for finite distance between rest and threshold. To our knowledge, this is the

first time theory has been used to design from first principles a dynamical neuronal model

to implement a specific type of code.

The concepts we used to derive LN models from dynamical models directly generalize to



86

more biophysically plausible dynamical neuron models. First, the EIF model has been shown

to be a useful general reduction of more complex biophysical models and can reproduce

cortical cell recordings [57,58] and so our results will be directly applicable when that is the

case. However, more generally, neuronal systems are described by multidimensional models.

Our approach to the voltage estimation problem can be extended to include considerations

of the states of ion channels. The stochastic dynamical threshold defined similarly will

generically be multi-dimensional, and the space of relevant filters may be multidimensional

as well [25,26,55]. Explicit spike-history dependence can also be included in the conditional

dynamics framework as an additional spike-dependent filter, as in generalized linear models

[90].

The concept of the conditional dynamical process may prove more generally useful for

studying the dynamical implementation of neural computation. Important goals of research

in neural computation are to identify the nervous system’s abstract representations of rele-

vant stimuli, internal states and behaviors, and to discover the biological mechanisms used

to implement and manipulate these abstractions. Here, we used the conditional dynamical

process to associate an abstract quantity, the filtered stimulus, with sub-ensembles of states

of a dynamical system, the sets of voltage trajectories that cross threshold and are consis-

tent with a given value of the filtered stimulus. This tool provided the bridge that enabled

us to use methods from either coding or dynamics to simultaneously study both. While the

problem studied here is often analytically tractable because the underlying unconditional

dynamics are Markov, the dimensionality is low, and feature selection is linear, these details

are not essential to the concept. As similar ideas were first introduced by Stratonovich in

the contexts of state estimation and nonlinear control [134,135], we are optimistic that this

work will lead to a program to import existing techniques from those areas that can be

used to study the biophysics of neural coding and to deepen the connections between neural

coding and control.

Beyond computational neuroscience, the conditional process derived here provides what

appears to be a novel approach to studying the accuracy of the stochastic linearization

approximation to a nonlinear system. Stochastic (or statistical) linearization has primarily

found applications in nonlinear control and the study of engineered structures subject to
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random vibrations such as earthquakes and ocean waves [138]. An underdeveloped aspect

of the theory of stochastic linearization is error analysis of the linear approximation [139,

140]. The conditional distribution, p
[
v(t)

∣∣s(t)], is the distribution of the true state of the

system given the linear approximation, and thus it captures completely the error of the

approximation locally in state space. This has the potential to be a more precise tool than

the mean-square error and steady-state distribution-based metrics that are commonly used.

Such state-dependent error estimation can be important when tolerances or failure modes

are poorly described by global measures of error [141, 142]. We hope that this work may

seed further development in this domain.

3.5 Models and Methods

3.5.1 Integrate-and-fire models

We work with the integrate-and-fire models, and we restrict ourselves to excitable cases

where model exhibits a stable rest state in the absence of input. We parameterize the

models as:

τ v̇ = −v + vo + f(v)− (vs − vr) τR(t) + i(t),

f(v) = (vth − vo)
(
e
v−vth

∆ −
(

1 +
v − vo

∆

)
e
vo−vth

∆

)(
1−

(
1 +

vth − vo
∆

)
e
vo−vth

∆

)−1

,

R(t) = δ(v − vs) v̇H(v̇), (3.42)

where vo is the resting potential for zero input, vr is the reset voltage immediately after a

spike, τ is the “physiological” membrane time constant near rest, vs is the peak voltage of

the spike and the input current is in units of voltage (the input resistance is set to one)

for convenience. The function f(v) is the exponential voltage-activated spike generating

current, where ∆ sets the activation scale over which the spike-driving excitable current

turns on. There is an unstable fixed point at vth (for vth > vo) that acts as the intrinsic

dynamical threshold for pulse-like inputs [3, 24, 26, 55, 56, 130]. This form of f(v) has been

chosen so that the resting potential, threshold, and membrane time constant at rest are

independent of other parameters. The leak time constant, τL, for hyperpolarized voltages,
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v � vo −∆, is:

τL = τ

1−
vth−vo

∆(
e
vth−vo

∆ − 1
)
 , (3.43)

→ τ for ∆
vth−vo � 1,

→ τ
2

(
vth−vo

∆

)
for ∆

vth−vo � 1.

We describe the dynamics of the after-spike reset to vr with the deterministic instanta-

neous firing rate, R(t), given above. The continuous-time, voltage-based reset operation,

(vr − vs) τ δ(v − vs)v̇H(v̇), is read as “when the voltage reaches the spike height vs from

below at time t, reset the voltage to vr.” [106]

Of the model’s six parameters, only two are meaningful from the perspective of the

geometry of the dynamics; the others determine units and the finite cut-off for the spike

height (to which the model is quite insensitive [143]). We treat ∆ and vr as the meaningful

free parameters.

For finite ∆, Eq. (3.42) is the exponential integrate-and-fire (EIF) model [54]. In the

limit of ∆ = 0, we recover the leaky integrate-and-fire (LIF) model. Considered this way,

the LIF model is linear below vth, and whenever the voltage exceeds vth, it instantaneously

jumps to vs and back down to vr (where instantaneously means faster than the shortest

timescale in the stimulus or subthreshold dynamics). The usual definition of the LIF model

with f(v) = 0 and vs = vth is equivalent in probability since the time spent in the interval

between vth and vs is zero. In the limit of ∆ → ∞, the model becomes the quadratic

integrate-and-fire model [144]; we do not attend to this limit in this chapter, but examine

it closely in Chap. 2.

In the figures, all results are displayed in terms of the intrinsic scales, vth − vo and τ .

In LIF simulations, we used vr = vo, and no results presented here qualitatively depend on

this choice. For the EIF, in simulations, we used the parameters in Eqs. (4.7) and (4.8),

and vs − vo = 20 (vth − vo).

It is useful to view the model in integral form:

v(t) = vo +

∫ t

0

dt′

τ
e
t′−t
τ
[
i(t′) + f

(
v(t′)

)
− (vs − vr) τR(t′)

]
, (3.44)
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ignoring any initial transient. Thus, the voltage is determined by the action of an exponen-

tial filter on the input current and the nonlinear currents due to spiking at times prior to

t. The filter is determined by the linear membrane dynamics near rest and so we refer to it

as the intrinsic membrane filter :

hm(t) =
√

2e−
t
τ H[t] , (3.45)

where the
√

2 comes from our normalization convention for filters (
∫
dt′

τ h(t′)2 = 1) and the

Heaviside function accounts for causality.

We examine how a spiking dynamical neuron encodes a realization of a stimulus drawn

from a given stimulus ensemble. We will work with Gaussian white noise input currents with

fixed mean and autocorrelation. Such stimuli richly explore the computational properties

of the neuron [45]. While the elegant mathematical properties of such a stimulus is helpful,

it may also be a reasonable simplified model of synaptic inputs in cortex [112]. We consider

the dynamics to be a deterministic response to a known realization of white noise. We will

consider input ensembles with zero mean and autocorrelation function, φii:

φii
(
t− t′

)
≡ 〈i(t)i(t′)〉 − 〈i(t)〉〈i(t′)〉 = σ2τδ

(
t− t′

)
,

where σ characterizes the typical scale of fluctuations.

For integrate-and-fire models driven by white noise, the steady state voltage distribution

and the mean firing rate can be calculated directly from the Fokker-Planck formulation of

the model [118]. Previous work [54,106] has shown that:

pσ[v] =
2R̄στ

σ2
e−

(v−vo)2−2F (v)

σ2

∫ vs

max(v,vr)
dv′ e

(v′−vo)2−2F (v′)
σ2 , (3.46)

where F (v) =
∫
dv f(v) and the mean rate, R̄σ is found from the normalization condition:∫

dv pσ[v] = 1.

For the LIF model, in the limit where the input standard deviation is large compared

to vth − vo and vth − vr, the mean rate is:

R̄σ→∞ =
σ√

π (vth − vr) τ
, (3.47)
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and the steady state voltage distribution is:

pσ→∞[v] =

 2√
πσ
e−

v2−v2
r

σ2 if v ≤ vr,
2√
πσ

vth−v
vth−vr if vr < v < vth,

(3.48)

as can be derived by manipulating Eq. (4.26) with
∫ x+ε
x f(y)dy ≈ εf(x) in mind.

Discretization and regularization

In this work, we use both continuous and discrete time notations, depending on which is

more natural. All continuous time expressions should be interpreted in the Ito sense, and

all discrete time expressions are given by the corresponding Euler-forward discretization of

the continuous system [118]. Explicitly, in discrete time, the models become:

v(t) =

 v(t− dt) + dt
τ

[
−v(t− dt) + vo + f

(
v(t− dt)

)
+ i(t− dt)

]
if v(t− dt) < vs,

vr + dt
τ

[
−vr + vo + f

(
vr
)

+ i(t− dt)
]

if v(t− dt) ≥ vs,

(3.49)

where we have defined the reset to be non-anticipating. In this discretization, spikes are

reset in the EIF model whenever v(t) ≥ vs, and spikes occur in the LIF model whenever

v(t) ≥ vth (since again, for ∆ = 0, any voltage above vth is instantaneously sent above vs).

For clarity of exposition, we find it natural to describe the input in terms of the physical

current i(t). To preserve the white noise statistics of the input, the discretization of the

current is: i(t) = σ
√

τ
dtξ(t), where ξ(t) is discrete Brownian motion with zero mean and

unit variance. The input current strength is thus a function of the discretization time scale,

and, in the continuous limit, diverges. This is the usual pathology that often arises when

taking white noise seriously in a physical setting.

The instantaneous discontinuity at threshold in the LIF model causes an additional

pathology in the continuous limit: the spike-triggered average input (STA) current (Eq.

(4.11)), is a singular function of dt and diverges [74, 76]. For finite dt, this manifests as

a boundary-crossing contribution to the STA that exists at short times prior to the spike

and is proportional to σ in amplitude [69, 74, 76]. We study the STA in more detail in the

Section: Semi-empirical closed form for the STA of the LIF model. This boundary effect
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also exists in the EIF model, but it is generally negligible because the approach to the reset

at short times is dominated by the intrinsic dynamics of the exponential current and the

input plays essentially no role.

A simpler divergence also exists in the STA of the EIF model when triggered on the

stochastic dynamical threshold defined in Eq. (3.6). With true white noise inputs, the

condition that threshold is crossed from below biases the average input current in the last

sample preceding the spike to be positive. This leads to a “delta-function” component in the

STA immediately preceding the spike [26,69,130] (see also Chap. 2). This threshold-crossing

component only has support over one time bin and appears generically in any continuous

dynamical model driven by white noise.

In a physical neuron, the pathologies associated with true white noise are not relevant

because inputs have finite correlation time and true spiking mechanisms are not infinitely

fast. Thus, throughout this work, there is an implicit regularization: dt should be thought

of as the small-but-finite correlation time of the input. In expressions that are sensitive to

this regularization, dt appears explicitly; otherwise, dt naturally drops out in the limit. All

time series are displayed with resolution dt = τ
40 ; at larger variances, the simulations were

run with smaller hidden time step and downsampled for presentation.

The discrete time model can be expressed as a transition probability. Eq. (3.49) is

equivalent to the transition probability density:

p
[
v(t)

∣∣v(t− dt), i(t− dt)
]

=

δ

[
v(t)− v(t− dt)− dt

τ

[
−v(t− dt) + vo + f

(
v(t− dt)

)
+ i(t− dt)

]]
H
[
vth − v(t− dt)

]
+ δ

[
v(t)− vr −

dt

τ
[−vr + vo + f (vr) + i(t− dt)]

]
H
[
v(t− dt)− vth

]
. (3.50)

Marginalizing over the input current gives:

p
[
v(t)

∣∣v(t− dt)
]

=
H
[
vth − v(t− dt)

]√
2πσ2 dt

τ

e
−(v(t)−v(t−dt)− dtτ [−v(t−dt)+vo+f(v(t−dt))])

2

2σ2 dt
τ

+
H
[
v(t− dt)− vth

]√
2πσ2 dt

τ

e
−(v(t)−vr− dtτ [−vr+vo+f(vr)])

2

2σ2 dt
τ , (3.51)



92

which describes the dynamics of the model if we do not observe the input current at time

t− dt.

For the LIF model in discrete time, to order
√
dt/τ , the steady state voltage distribution

in discrete time is unchanged from the continuous-time result in Eq. (4.26) except for

voltages near vth. The leading correction to the steady state distribution for voltages near

threshold, v ∼ vth±σ
√

dt
τ , can be derived by propagating the continuous time steady-state

distribution forward one time step near threshold for the typical range of voltages that can

be spanned in one time step:

pσ[v|v ≥ vth] ≈
∫ vth

vth−σ
√
dt
τ

dv′p
[
v
∣∣v′]pσ[v],

≈ R̄σdt√
πσ2 dt

2τ

e
− (v−vth)2

2σ2 dt
τ . (3.52)

3.5.2 Identifying LN models with reverse correlation

All analysis based on simulation data used reverse correlation to find the linear-nonlinear

models corresponding to each stimulus condition [44,45,80,83]. The standard choice for the

filter is the spike-triggered average current (STA). To find the STA, we average the input

current preceding each spike:

〈i(t)|sp〉 =
1

N

N∑
i=1

i(t− ti), (3.53)

where the {ti} are the times of the spike. For the LIF model, spikes times correspond to

the instants when the voltage exceeds vth. For the EIF model, we identify spike times as

the instants for which the voltage crosses the stochastic dynamical threshold defined in Eq.

(3.6) from below.

Given a choice of filter, hx (where the subscript provides a label in context), we construct

the filtered stimulus, sx(t), by convolving the input current with the filter:

sx(t) =

∫ t

0

dt′

τ
hx(t− t′)i(t′) =

(
hx ∗ i

)
(t). (3.54)

Our filters are causal and so take the form of a continuous function multiplied by the

Heaviside step function, H(t − t′). Consistency with Ito calculus requires H(0) = 0 [118] .
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We normalize filters such that
∫
dt′

τ h(t′)2 = 1. With this choice, the variance of the filtered

stimulus is always: 〈sx(t)2〉 = σ2.

With the filtered stimulus, the distribution of filtered stimuli given a spike,

pσ[sx(t)|sp] ,

can be sampled with reverse correlation [80]. The rate estimation function for a particular

filter, Rσ[sx(t)], can then be found via Bayes rule:

Rσ[sx(t)] ≡ Pσ[sp|sx(t)]

dt

= R̄σ
pσ[sx(t)|sp]

pσ[sx(t)]
, (3.55)

where the prior distribution of stimuli, pσ[sx(t)] is always Gaussian with mean zero and

variance σ2. By choosing the normalization of the filter as described above, all changes in

gain appear in the shape of Rσ[sx(t)]. The filter subscript emphasizes that the threshold

function and the spike-triggered distribution generally depend strongly on the input stan-

dard deviation and the choice of filter. Along with the changes in the optimally predictive

filter, this dependence is a form of adaptive coding that we will elucidate here.

3.5.3 Quantifying the precision of contrast gain control

In Fig. 3.7 C, we quantify the precision of the contrast gain control with the Jenson-Shannon

divergence [86] of the spike-triggered stimulus distribution at σ in terms of z ≡ sx
σ relative

to the distribution at σ = 1, averaged over σ,

D̄SJ =
1

2

∫
dz

〈
pσ[z|sp] log2

[
pσ[z|sp]

mσ[z|sp]

]
+ p1[z|sp] log2

[
p1[z|sp]

mσ[z|sp]

]〉
σ

, (3.56)

where mσ[z|sp] = 1
2 (pσ[z|sp] + p1[z|sp]). When D̄SJ → 0, contrast gain control is perfect—

the scaling relations in Eqs. (3.26) and (4.15) hold for all σ. Results are insensitive to this

choice of metric.

3.5.4 Coincidence factor

With respect to the encoding used in the decision to fire a spike, the best LN model de-

scription of the dynamical model optimally predicts the spikes of the deterministic system.
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To measure the predictive power directly, we calculate the coincidence factor from artificial

spike trains generated from an inhomogeneous Poisson process with the instantaneous rate

given by the LN model. The coincidence factor is:

Γ =
Ncoinc − 〈Ncoinc〉

1
2 (Ndata +Nmodel)

N−1, (3.57)

where Ncoinc is the number of spikes that coincide within a tolerance ±γ, 〈Ncoinc〉 =

2RσγNdata is the expected number of coincidences for a Poisson spike train with the same

rate as the data, and N−1 = 1−2Rσγ is a normalization factor [73]. The coincidence factor

is zero for random Poisson coincidence and is one for spike trains that agree exactly.

3.5.5 Information analysis

When the firing rate is the relevant output, the coding efficiency of a neuron can be quanti-

fied by calculating the information transmitted about the input current by the observation

of a spike. As shown in references [25,87,89], the information per spike in bits is

I[sp; i(t)] =

∫ T

0

dt

T

R(t)

R̄
log2

[
R(t)

R̄

]
, (3.58)

where T is the duration of the spike train. For each input standard deviation, Eq. (3.58)

can be applied directly to the output of the dynamical models when the instantaneous firing

rate is sampled with bins of finite duration, giving the information IDσ [sp; i(t)].

For the LN models, the information per spike transmitted about the filtered stimulus

can be calculated similarly:

ILNσ [sp; sx(t)] =

∫
dsx pσ[sx]

Rσ[sx]

R̄σ
log2

[
Rσ[sx]

R̄σ

]
, (3.59)

=

∫
dsx pσ[sx|sp] log2

[
pσ[sx|sp]

pσ[sx]

]
, (3.60)

where the time average has been replaced by an ensemble average over the filtered stimulus;

the second equality uses the definition of the rate estimation function from reverse corre-

lation in Eq. (4.13). LN models are reduced descriptions of the dynamics and so, by the

data-processing inequality, ILN ≤ ID.

The second equality in Eq. (3.60) takes the decoding perspective: how much information

does the spiking response provide about the stimulus [45]. From the decoding perspective,
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the ratio of the LN model information to the dynamical model information provides a

measure of the completeness of the LN model as a decoding model. When the ratio is

close to one, the dynamical model can be thought of as an implementation of the code

based on linear feature selection. For a decoding showing perfect contrast gain control, the

information per spike is independent of σ, as is easily shown by changing variables to sx/σ

in Eq. (3.60).

3.5.6 Filtered stimulus-conditional input ensembles

In this section, we summarize the necessary mathematical machinery to work with arbitrary

filtered stimuli in the context of driven dynamical systems. In Eq. (4.12), we define the

filtered stimulus as convolution with a filter hx(t− t′), and so filtered stimuli are Gaussian

processes [145]. Throughout this chapter, we assume that inputs are statistically in steady

state (t� 0). To calculate LN models from first principles, we need to know the statistics

of the white noise input when conditioned on the observation of a particular value of the

filtered input. We will first characterize the conditional mean and autocorrelation functions

for the input current, 〈i(t′)|sx(t)〉 and φii|sx(t′, t′′; t).

Given a filtered observation sx(t), one can invert (deconvolve) the filtering to reconstruct

the original input current, i(t). In continuous time, the inverse convolution operator, ĥ−1
x (t−

t′), is the differential operator defined by:∫ t

0

dt′

τ
ĥ−1
x (t− t′)hx(t′) = τδ(t− t′) (3.61)

and so performs the operation:

i(t) =

∫ t

0

dt′

τ
ĥ−1
x (t− t′)sx(t′). (3.62)

For causal filters whose inverse operator can be expressed as a power series in d
dt , the left

and right inverses are equal:∫ t

0

dt′

τ
ĥ−1(t− t′)h(t′) =

∫ t

0

dt′

τ
h(t′)ĥ−1(t− t′) (3.63)

as can be verified by integrating by parts over a test function. For an arbitrary filter, one

can construct the inverse explicitly [146,147], but here it is sufficient to work only with the
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special case of an exponential filter. For normalized exponential filters with dimensionless

inverse time constant k,

h(t− t′) =
√

2ke−
k(t−t′)

τ H(t− t′),

the inverse convolution operator is

ĥ−1(t− t′) =
1√
2k

(
k + τ

d

dt

)
τδ(t− t′), (3.64)

as can be verified by substitution into Eq. (3.61).

From Eq. (3.62), we can get the properties of i(t′) given sx(t) once we have the condi-

tional mean and autocorrelation of the filtered stimulus. The mean conditional moment is

most easily inferred directly from the well-known autocorrelation function of a Gaussian pro-

cess [145], using the Law of Total Expectation identity, 〈sx(t′)sx(t)〉 =
〈
〈sx(t′)|sx(t)〉sx(t)

〉
≡

φsxsx(t′, t′′), giving:

〈sx(t′)|sx(t)〉 = sx(t)

∫ min(t,t′)

0

dt1
τ
hx(t− t1)hx(t′ − t1). (3.65)

Similarly, the conditional autocorrelation function, is most easily inferred from the Law of

Total Covariance identity, φsxsx|sx(t′, t′′; t) = φsxsx(t′, t′′)−
〈
〈sx(t′)|sx(t)〉〈sx(t′′)|sx(t)〉

〉
, and

is:

φsxsx|sx(t′, t′′; t) = σ2

[∫ min(t′,t′′)

0

dt1
τ
hx(t′ − t1)hx(t′′ − t1) (3.66)

−
∫ min(t,t′)

0

dt1
τ
hx(t− t1)hx(t′ − t1)

∫ min(t,t′′)

0

dt1
τ
hx(t− t1)hx(t′′ − t1)

]
.

Note that the conditional autocorrelation does not depend on the value of sx(t). Higher-

order correlation functions may be constructed from the first two with the usual conditional

Gaussian closure relations [50].

Using the moments of the filtered stimulus, one can now compute the properties of

the original white noise input ensemble conditioned on observing a particular value of the

filtered stimulus. Using Eqs. (3.62) and (3.65), the conditional mean current is

〈i(t′)|sx(t)〉 =

∫ t′

0

dt1
τ
ĥ−1(t′ − t1)〈sx(t1)|sx(t)〉,

= sx(t)hx(t− t′). (3.67)
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Since the filter is causal, 〈i(t′)|sx(t)〉 is only non-zero for t′ < t. Similarly, we can find the

conditional autocorrelation function with Eq. (3.66):

φii|sx(t′, t′′; t) = σ2
[
τδ
(
t′ − t′′

)
− hx(t− t′)hx(t− t′′)

]
. (3.68)

Eqs. (3.67) and (3.68) define an sx-dependent Gaussian source with discrete time conditional

distribution:

p
[
i(t′)

∣∣sx(t)
]

=
1√

2πσ2 τ
dt

(
1− hx(t− t′)2 dt

τ

)e− (i(t′)−sx(t)hx(t−t′))2

2σ2 τ
dt(1−hx(t−t′)2 dtτ ) (3.69)

These expressions capture the bias in the mean and the reduction in variance due to selecting

out the component proportional to hx(t) and leaving all other components unobserved.

3.5.7 Dynamics conditioned on the filtered stimulus

While the dynamics are deterministic because the realization of the input is assumed to be

known, in transitioning to the LN model framework, stochasticity is introduced by throwing

away the influence of all history not captured by the filter. The stochastic dynamical

process that is statistically equivalent to the LN model with a given filter, hx, is the one

that describes the evolution of the voltage preceding an observed target value of the filtered

stimulus. This process evolves according to a conditional transition probability, p
[
v(t′)

∣∣v(t′−

dt), sx(t)
]
. We develop this section for the EIF model. LIF-specific results follow in the

∆→ 0 limit.

We find the conditional transition probability by marginalizing over the input current

given sx(t):

p
[
v(t′)

∣∣v(t′ − dt), sx(t)
]

=

∫
di(t′ − dt) p

[
v(t′)

∣∣v(t′ − dt), i(t′ − dt)
]
p
[
i(t′ − dt)|sx(t)

]
,

where p
[
i(t′ − dt)

∣∣sx(t)
]

is given by Eq. (3.69) and p
[
v(t′)

∣∣v(t′ − dt), i(t′ − dt)
]

is given in
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Eq. (3.50). The conditional transition probability of the process is

p
[
v(t′)

∣∣v(t′ − dt), sx(t)
]

=

H
[
vs − v(t′ − dt)

]√
2πσ2 dt

τ

(
1− hx(t− t′ + dt)2 dt

τ

)e−(v(t′)−v(t′−dt)− dtτ [−v(t′−dt)+vo+f(v(t′−dt))+sx(t)hx(t−t′+dt)])
2

2σ2 dt
τ (1−hx(t−t′+dt)2 dtτ )

+
H
[
v(t′ − dt)− vs

]√
2πσ2 dt

τ

(
1− hx(t− t′ + dt)2 dt

τ

)e−(v(t′)−vr− dtτ [−vr+vo+f(vr)+sx(t)hx(t−t′+dt)])
2

2σ2 dt
τ (1−hx(t−t′+dt)2 dtτ ) .

(3.70)

Eq. (3.70) in principle gives complete information about the evolution of the ensemble of

voltage trajectories given an observed value of the filtered stimulus.

To compute the rate estimation function in Eq. (3.8), we need p
[
v(t), v(t − dt)

∣∣sx(t)
]
.

We factor this into two parts:

p
[
v(t), v(t− dt)

∣∣sx(t)
]

= p
[
v(t− dt)

∣∣v(t), sx(t)
]
p
[
v(t)

∣∣sx(t)
]
.

The first term is the backward conditional transition probability. Because of the reset,

there are two ways v(t) can be arrived at from v(t − dt): directly from nearby voltages or

indirectly via the instantaneous reset. The backward conditional transition probability is

thus of the form

p
[
v(t′ − dt)

∣∣v(t′), sx(t)
]

=

p(0)
[
v(t′ − dt)

∣∣v(t′), sx(t)
]

+ p(0)
[
v(t′ − dt)

∣∣v(t′) ≥ vs, sx(t)
]
p(0)
[
vr
∣∣v(t′), sx(t)

]
N [v(t′)]

,

(3.71)

where N [v(t′)] is the normalization constant such that
∫
dv(t′−dt) p

[
v(t′−dt)

∣∣v(t′), sx(t)
]

=

1, and p(0)
[
v(t′ − dt)

∣∣v(t′), sx(t)
]

is the free backward conditional transition probability

ignoring the reset. The forward evolution of the free system during a single time step

is statistically reversible because it is Gaussian [120], so the free backward conditional

transition probability is the time-reversal of the forward [148]:

p(0)
[
v(t′ − dt)

∣∣v(t′), sx(t)
]
∝ e
−(v(t′−dt)−v(t′)− dtτ [−v(t′)+vo+f(v(t′))+sx(t)hx(t−t′+dt)])

2

2σ2 dt
τ (1−hx(t−t′+dt)2 dtτ ) . (3.72)
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In the domain of integration required for the rate estimation function, v(t) ≥ vth,σ, the

second term in Eq. (3.71) is always negligible when vth,σ − vr � σ
√
dt/τ .

The voltage estimation distribution, p
[
v(t)

∣∣sx(t)
]
, can formally be found by repeated

application of the the forward conditional transition probability evolved from the steady-

state voltage distribution in the distant past:

p
[
v(t)

∣∣sx(t)
]

=

∫
dv(t− dt) . . .

∫
dv(0) p

[
v(t)

∣∣v(t− dt), sx(t)
]
. . . p

[
v(dt)

∣∣v(0), sx(t)
]
p
[
v(0)

]
,

(3.73)

where p[v(0)] is the steady-state distribution in Eq. (4.26). With Eqs. (3.8) and (3.9), we

have a formal solution in terms of integrals for the rate estimation function given a choice

of the filter. In later sections, we demonstrate some asymptotic results based on moments

of p
[
v(t)

∣∣sx(t)
]
.

To simplify the expression for the estimated firing rate in Eq. (3.8), we perform the

integral over v(t− dt) using Eq. (3.71) to obtain

Rσ[sx(t)]=

∫ ∞
vth,σ

dv(t)

2dt
erfc

v(t)− vth,σ + dt
τ [−v(t) + vo + f (v(t)) + sx(t)hx(dt)]√

2σ2 dt
τ

(
1− hx(dt)2 dt

τ

)
p[v(t)

∣∣sx(t)
]
,

where we assume that vth,σ � vs. Because the variance in the complementary error function

goes to zero with dt, the error function only has very narrow support near vth,σ in the domain

of integration, and so we can replace the error function with a delta function at vth,σ under

the integral:

Rσ[sx(t)] ≈ A

dt

∫
dv(t) δ[v(t)− vth,σ] p

[
v(t)

∣∣sx(t)
]
.

The amplitude of the delta-function, A, is determined by the integral of the complementary

error function above threshold. Using the definition of the stochastic dynamical threshold
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in Eq. (3.6) and keeping only the leading order in
√
dt/τ ,

A =

∫ ∞
vth,σ

dv(t)
1

2
erfc

v(t)− vth,σ + dt
τ [−v(t) + vo + f (v(t)) + sx(t)hx(dt)]√

2σ2 dt
τ

(
1− hx(dt)2 dt

τ

)


≈
∫ ∞
vth,σ

dv(t)
1

2
erfc

v(t)− vth,σ√
2σ2 dt

τ

+ erf−1(2C − 1)


= β(C)

√
σ2dt

2πτ
,

where:

β(C) = e−(erf−1(2C−1))
2

+ 2(C − 1)
√
πerf−1(2C − 1) . (3.74)

β(C) is O(1 − C) for 0.05 . C . 0.95. The final result for rate estimation function for

the EIF model is given in Eq. (3.10). As discussed near Eq. (3.10), the coefficient A can

be interpreted as defining the effective size of the set of voltages that correspond to a spike

time.

The LIF model result presented in Eq. (3.4) also follows from this more general devel-

opment from the EIF model when ∆→ 0. In the limit, the stochastic dynamical threshold,

vth,σ goes to the deterministic threshold, vth, for all σ. Similarly, the defining equation of

the LN model of the EIF model in Eq. (3.8) reduces to the equation for the LIF model in

Eq. (3.3) because the integral over dv(t− dt) is always one in the LIF limit.

3.5.8 Adaptation of the optimal filter

To see how the filtered stimulus acts as a linear estimator of the voltage, we use the “inverse”

of the trick used in Eq. (3.16) to put the filtered stimulus into the dynamical system. We

formally integrate the dynamical model, as shown in Eq. (3.44), and add and subtract from

the right side α
(
ĥ−1
m ∗ sx

)
(t)−α

(
ĥ−1
m ∗ sx

)
(t), where ĥ−1

m is the inverse convolution operator

for the membrane filter, from Eq. (3.64), and α is a normalization constant. Then,

v(t) = vo + αsx(t) + e(t), (3.75)

e(t) =

∫ t

0

dt′

τ
e
t′−t
τ

[
i(t′) + f

(
v(t′)

)
− (vs − vr) τR(t′)− α

(
ĥ−1
m ∗ sx

)
(t′)
]
. (3.76)
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Eqs. (3.75) and (3.76) are exact, but are in the suggestive form of a linear instantaneous

estimate of the voltage, vo + αsx(t), plus an “error term,” e(t), that depends on all of

the history of the stimulus and the nonlinear currents up to time t. The dimensionality

reduction and corresponding loss of determinism going from the nonlinear spiking system

to the LN model is the result of throwing away all history that cannot be accounted for by

the instantaneous value of sx(t). The optimally predictive filter will “explain” as much of

the error term as possible when the voltage is at threshold, as represented by the uncertainty

reduction due to maximizing the information in Eq. (3.59).

While we cannot analytically solve the information optimization problem in Eq. (3.12)

outside of the limits presented in the body text, we can gain insight by examining the filter

that approximately minimizes the variance of e(t), given that the voltage is below threshold.

By definition, minimizing the variance of the error term is equivalent to maximizing the

correlation of the voltage and the filtered stimulus since

Var
[
e(t)

∣∣v(t) ≤ vth,σ
]

= Var
[
v(t)− αsx(t)

∣∣v(t) ≤ vth,σ
]
,

= Var
[
v(t)

∣∣v(t) ≤ vth,σ
]

+ Var
[
αsx(t)

∣∣v(t) ≤ vth,σ
]

− Cov
[
v(t)αsx(t)

∣∣v(t) ≤ vth,σ
]
,

and α is chosen so that Var
[
αsx(t)

∣∣v(t) ≤ vth,σ
]

= Var
[
v(t)

∣∣v(t) ≤ vth,σ
]
. We find the filter

that minimizes the variance of the error term by using a self-consistent approximation called

stochastic linearization that we have treated previously [130] (see Chap. 2). We denote the

stochastic linearization filter hl(t), and it solves the optimization problem:

hl(t) = arg max
hx(t)

Var
[
e(t)

∣∣v(t) ≤ vth,σ
]
, (3.77)

under some assumptions.

Stochastic linearization filter for the LIF model

We start with the LIF model because all of its dynamical evolution takes place below thresh-

old and so Var
[
e(t)

∣∣v(t) ≤ vth,σ
]

= Var[e(t)]. For one-dimensional dynamical models, the

stochastic linearization approximation looks for the most predictive exponential filter with
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a σ-dependent time constant. We expect there is a good single exponential approxima-

tion to the optimal filter for the following reasons. The dynamical models are stochastic

processes, and all correlation functions can in principle be derived from the corresponding

Fokker-Planck equation. As the Fokker-Planck equation is linear, it can be decomposed into

eigenmodes that are a function of the input standard deviation, and all statistical proper-

ties follow from the eigenmodes [118]. For example, steady-state statistics follow from the

eigenmode with zero eigenvalue. For excitable one-dimensional models, the eigenvalues are

real and the spectrum is discrete [149]. Thus, low-order statistics have long time behavior

dominated by the lowest non-zero eigenvalue, and the optimal filter must account for those

statistics. So, on general grounds, we expect the optimal filter to have exponential long-time

behavior.

We search for an exponential filter with dimensionless inverse time constant kσ. For an

exponential filter, we can make a substitution using an identity that follows immediately

from Eqs. (3.62) and (3.64): i(t) = ταṡv+kσαsv, where α is a normalization constant. The

variance of the error term, Eq. (3.76), is:

Var[e(t)] =

∫ tdt′

τ

∫ tdt′′

τ
e
t′+t′′−2t

τ

[
(kσ − 1)2α2

〈
sv(t

′)sv(t
′′)
〉

+ (vth − vr)2 τ2φRR(t′ − t′′) . . .

− 2(kσ − 1) (vth − vr) τα
〈
R(t′)sv(t

′′)
〉 ]
, (3.78)

where φRR(t′ − t′′) =
(
〈R(t′)R(t′′)〉 − R̄2

)
is the rate autocorrelation function. Unfortu-

nately, the correlation functions involving the rate are unknown.

In stochastic linearization, this closure problem is solved by assuming that the variance

of the error term is identically zero. The approximation proceeds in two steps. First, since

Var[e(t)] = Var[v(t) − αsv(t)], under the assumption that the variance of the error term

is identically zero, it follows that αsv(t) = v(t) − 〈v〉. Second, one assumes that all the

correlation functions that appear in Eq. (3.78) have the same time dependence, which we

denote g(t′ − t′′); this assumption is good when the correlation functions are dominated by
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the lowest non-zero eigenmode discussed previously. Under these assumptions,

α2
〈
sv(t

′)sv(t
′′)
〉

=
(
〈v2〉 − 〈v〉2

)
g(t′ − t′′),

α
〈
R(t′)sv(t

′′)
〉

=
(
〈Rv〉 − R̄σ〈v〉

)
g(t′ − t′′)

φRR(t′ − t′′) =
(
〈R2〉 − R̄2

σ

)
g(t′ − t′′).

The rate-voltage cross correlation is 〈Rv〉 = R̄σ〈v|sp〉 = R̄σvth. In this approximation, the

variance of the error term is

Var[e(t)] ∝
[
(kσ − 1)2

(
〈v2〉 − 〈v〉2

)
− 2(kσ − 1) (vth − vr) τR̄σ (vth − 〈v〉) . . .

+ (vth − vr)2τ2
(
〈R2〉 − R̄2

σ

) ]∫ tdt′

τ

∫ tdt′′

τ
e
t′+t′′−2t

τ g(t′ − t′′).

(3.79)

Minimization with respect to kσ gives the result in Eq. (3.22).

For one-dimensional models, the stochastic linearization filter differs from the exponen-

tial membrane filter. For the LIF model, it is important to realize that the membrane

filter, corresponding to k = 1, is not in the eigenspectrum for finite σ because of the reset

nonlinearity (or equivalently, because of the non-natural boundary conditions in the Fokker-

Planck formulation) and thus does not appear in the relevant correlation functions. This

explains why the membrane filter is sub-optimal for predicting the response for larger input

standard deviations.

As anticipated by the eigenmode argument, the long time behavior of the low-order

correlation functions is given by the timescale defined in Eq. (3.22) as can be seen from the

spike-triggered average current, the spike-triggered voltage, and the rate autocorrelation

function. This is verified in Fig. 3.10.

The reader surely noticed some sleight of hand in the minimization of Eq. (3.79). The

filtered stimulus sv is an OU-process, and so g(t′ − t′′) = e−
kσ |t′−t′′|

τ . Why do we not

minimize over the kσ dependence of the integrated g(t′− t′′)? It is incorrect to vary over the

kσ-dependence in g because doing so introduces a purely multiplicative degree of freedom

into the minimization of Var[e(t)]. This is equivalent to assuming that the variance of the

voltage is undetermined prior to minimization. In lieu of introducing a Lagrange multiplier
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to constrain the multiplicative scaling, we held the degree of freedom fixed. Discussion of

this issue and related subtleties has been extensive in the stochastic linearization literature.

References [119,150,151] are among the more accessible; our approach is ‘true’ linearization

as described therein.

Figure 3.10. Stochastic linearization predicts the lowest non-zero eigenmode of
the driven dynamics. We show second-order correlation functions for the LIF model,
on a log-linear plot with the y-axis in arbitrary units, scaled and shifted for comparison.
Rate autocorrelation function (dashed), spike-triggered average voltage (dash-dot), STA
current (solid), and the stochastic linearization filter (dotted). The upper data set
corresponds to σ = 8, with k8 = 2.5 and the lower, σ = 0.45 with k0.45 = 1.06. The long
time behavior the correlation functions is governed by the timescale identified in Eq.
(3.22). The decay of the spike-triggered voltage reflects the decorrelation of the voltage
with the firing rate over longer timescales.

Semi-empirical closed form for the STA of the LIF model

At short times prior to the spike for small time steps dt, Paninski has shown [74] (see also

Badel et al. [76]) that the STA has a square-root singularity at short times that, in our

notation, is

〈i(t)|sp〉 = σ

√
2

π

(
dt

−t

)1/2

for − τ � −t < 0.

This component of the STA is entirely determined by the threshold boundary and is inde-

pendent of the subthreshold dynamics. For long times prior to the spike, the stochastic lin-

earization technique describes the noise-modified effective linear dynamics, an OU-process:
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τ v̇ = −kσ(v − 〈v〉) + I(t). If there was no boundary effect, the STA of the effective linear

dynamics (the average input current conditioned on hitting vth) would be:

〈i(t)|sp〉 = 2 (vth − 〈v〉) e
kσt
τ for t� −τ,

as follows immediately from Eq. (3.62) with appropriate normalization.

The method of matched asymptotic solutions [152] can provide an accurate closed form

approximation to the STA for all times. In this method, each solution is used where it

is valid, and a complete solution is found by matching the two at an empirically chosen

intermediate point, tm. Since the boundary term behavior is power-law, it decays very

slowly relative to the exponential long-time behavior and so it needs to be cut off at the

matching point. The amplitude of the exponential component is determined by the amount

of linear subthreshold integration required to bring the voltage near enough to threshold so

that a fast fluctuation in few time steps can bring the voltage above threshold. With the

aid of simulation, we find that an excellent fit to the STA for sufficiently small dt is given

by:

〈
i(t)
∣∣sp〉 =


aσe

kσ(t)
τ for t < tm,

aσe
kσ(t)
τ + σ

√
2
π

[(
dt
−t

) 1
2 −

(
dt
tm

) 1
2

]
for tm ≤ t < 0,

0 for t ≥ 0.

(3.80)

Coefficient aσ and the optimal matching time depend on the ratio of vth − 〈v〉 to σ
√
τ/dt.

In typical simulations, σ
√

τ
dt � vth − 〈v〉 always.

For larger dt (although still dt � τ), Eq. (3.80) fails even though the qualitative

behavior of the STA remains the same: empirically, the square-root singularity is modified.

An excellent fit can still be found if we allow the exponent and matching time to depend

on the time step. We find that the general semi-empirical closed form is

〈
i(t)
∣∣sp〉 =


aσe

kσ(t)
τ for t < tm,

aσe
kσ(t)
τ + σ√

π

[(
2dt
−t

)ν
−
(

2dt
tm

)ν]
for tm ≤ t < 0,

0 for t ≥ 0.

(3.81)
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Coefficient aσ scales as

aσ →


2 (vth − vo) for σ → 0,

σ G

[
(vth−〈v〉)
σ
√

τ
dt

]
for σ

√
τ
dt � vth − 〈v〉,

with G[x] ∼ 2 (vth−〈v〉)
σ
√

τ
dt

and tm
τ ∼ 2.2 (G[x]− 0.1) for (vth−〈v〉)

σ
√

τ
dt

< 0.4 empirically; the numeri-

cal coefficient in G[x] is weakly σ-dependent. The exponent scales logarithmically as

ν ≈ 1

2
+ 0.15 ln

(
1 + 660

dt

τ

)
,

although we find that the fit is indistinguishable for ν ± 0.1.7 For σ
√

dt
τ too large, the STA

begins to oscillate below this solution for small times (not shown). While the result in Eq.

(3.80) in the limit dt→ 0 stands on elementary theoretical grounds, we are not aware of a

principled argument that produces the anomalous scaling of the exponent with dt. We share

this result to add it to the cabinet of curiosities associated with the LIF model. Comparison

with typical simulation results is shown in Fig. 3.11.

Stochastic linearization filter for the EIF model

For the EIF model, the derivation of the stochastic linearization filter is more subtle because

of the condition that we only optimize over v(t) ≤ vth,σ. To simplify the error term in Eq.

(3.76), the spike-generating current, f(v), is broken into two parts. Below the dynamical

threshold, vth, the detailed shape of f(v) is critical for spike initiation and the integration of

the input. However, above vth, f(v) drives the spike rapidly and then the system is returned

below threshold by the reset; super-threshold, the details of f(v) are largely irrelevant to

the evolution of the voltage between spikes. Previous spikes affect the instantaneous state

of the voltage through low pass filtering with the membrane, and so the net effect of the

super-threshold currents is to displace the voltage on average by an amount proportional

to the distance between rest and threshold and proportional to the mean firing rate:∫ t

0

dt′

τ
e
t′−t
τ
[
f
(
v(t′)

)
H
[
v(t′)− vth

]
− (vs − vr) τR(t′)

]
≈ − (vth − vr) τR̄σ,

7For dt = τ/800, the observed logarithmic scaling predicts ν ≈ 0.6. In this case, change in the goodness
of fit for the small correction from ν = 1/2 can easily be compensated by small changes in the amplitude
and matching time.
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Figure 3.11. Semi-empirical closed form for the STA of the LIF model. The
result in Eq. (3.81) is shown (dashed black) over the corresponding simulation result for

typical examples; y-axis is STA in terms of 〈i(t)|sp〉σ . A. Fixed standard deviation, varying

time step: σ = 2, dt
τ = {40−1, 80−1, 400−1, 800−1}: purple, green, orange, red respectively.

G[x] = 1.9 (vth−〈v〉)
σ
√

τ
dt

, tm
τ = 3

8 . B. Fixed time step dt
τ = 40−1, varying standard deviation.

Color code as in previous figures.

and so, inside the above integral, we can take:

f
(
v(t′)

)
H
[
v(t′)− vth

]
− (vs − vr) τR(t′) ≈ − (vth − vr) τR(t′).

For voltages below vth, the form of f(v) is relevant and so we cannot simplify it. Thus, the

subthreshold error term is approximately:

e(t)

∣∣∣∣
v(t)≤vth,σ

≈
∫ t

0

dt′

τ
e
t′−t
τ

[
i(t′) + f

(
v(t′)

)
H
[
vth − v(t′)

]
− (vth−vr)τR(t′)− α

(
ĥ−1
m ∗ sx

)
(t′)
]
.

(3.82)

The stochastic linearization filter can now be found from minimizing the variance of Eq.

(3.82) as for the LIF model. The result is shown in Eq. (3.25) and an example is shown in

Fig. 3.3 B.

3.5.9 Moment-based asymptotic results

Because of the non-Markov structure of the conditional voltage process, the formal solution

for p
[
v(t)

∣∣sx(t)
]

in Eq. (3.73) is difficult to use. Useful asymptotic results are more accessible
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from studying the moments of p
[
v(t)

∣∣sx(t)
]

directly. Using Eq. (3.44) and the conditional

input ensemble, we can study the lower moments; the conditional mean,〈
v(t)

∣∣sx(t)
〉

= vo +

∫ t

0

dt′

τ
e
t′−t
τ
[〈
i(t′)

∣∣sx(t)
〉

+
〈
f
(
v(t′)

) ∣∣sx(t)
〉
− (vs − vr) τ

〈
R(t′)

∣∣sx(t)
〉]
,

(3.83)

and the conditional variance,

Var
[
v(t)

∣∣sx(t)
]

=

∫ t

0

dt′

τ

∫ t

0

dt′′

τ
e
t′+t′′−2t

τ

×
[
φii|sx(t′, t′′; t) + φff |sx(t′, t′′; t) + (vs − vr)2 τ2φRR|sx(t′, t′′; t)

+ φif |sx(t′, t′′; t)− 2 (vs − vr) τφfR|sx(t′, t′′; t)− 2 (vs − vr) τφRi|sx(t′, t′′; t)

]
,

(3.84)

where φii|sx(t′, t′′; t) is given in Eq. (3.68). All correlation functions are defined with mean

subtraction as in Eq. (3.66): φRR|sx(t′, t′′; t) and φff |sx(t′, t′′; t) are stimulus conditioned

rate and f(v) autocorrelation functions; φif |sx(t′, t′′; t), φfR|sx(t′, t′′; t), and φRi|sx(t′, t′′; t)

are the stimulus conditioned cross-correlation functions. Higher moments in principle follow

similarly. In general, the moments are no more useful than formal solution for the condi-

tional process in Eq. (3.70) because of the unknown correlation functions. However, in

limiting cases, analytic results can be derived from the low moments alone.

LIF model: small input standard deviation

In the low variance limit, spikes are well-separated, and in the run up to a spike, previous

spikes are rare for most filtered stimuli. In this limit, p
[
v(t)

∣∣sx(t)
]

is approximately Gaussian

for non-spiking sx(t), where almost all the variance in the voltage estimate is due to the

difference between the optimally predictive filter and the membrane filter of the LIF model.

In this limit, the leading order conditional mean and variance in Eq. (3.83) and (3.84) are

(suppressing t): 〈
v
∣∣sx〉σ→0

≈ vo + sx(t)
(hm ∗ hx)√

2
,

Varσ→0

[
v
∣∣sx] ≈ σ2

2

[
1− (hm ∗ hx)2

]
,
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where hm is the intrinsic membrane filter defined in Eq. (3.45). For σ → 0, the variance is

minimized when hx = hm, reproducing the result in Eq. (3.17).

In the small noise limit, for values of the filtered stimulus sm ≤ sth, a Gaussian (limiting

to a delta-function) based on the above moments describes p
[
v
∣∣sx]. For small-but-finite

σ, the Gaussian model will be perturbed because of spiking, taking the super-threshold

probability predicted by the Gaussian model and spreading it near the reset, vr. Thus, for

small σ, the full conditional distribution will look like:

pσ→0

[
v
∣∣sx] ≈ 1√

2πVarσ→0 [v|sx]
e
− (v−〈v|sx〉σ→0)2

2Varσ→0[v|sx] H [vth − v] + residual
[
v
∣∣sx] , (3.85)

where the residual accounts for the probability that has been reset and depends on the

ignored rate-current and rate-rate correlation functions. Empirically, this formula holds

through the onset of spiking at sth with low probability residual. For increasingly large

values of the filtered stimulus, more than one spike is possible in the correlation time of the

filter and so this relation, based on ignoring the spike autocorrelations, breaks down.

The rate estimation function following from Eq. (3.85) follows from the general solution

in Eq. (3.10). As discussed near Eq. (3.17), the rate estimation functions for the membrane

filter are sharply peaked at sth and are approximately independent of the input statistics

for σ . 0.6. Results are shown in Fig. 3.12.

LIF model: large input standard deviation

We use a couple of tricks to directly derive an asymptotic expression for Rσ[sx(t)] for

sufficiently large values of sx. When sx is sufficiently large, many spikes will occur during

the integration window of the filter. Accordingly, the conditional mean voltage given large

sx must be vth−vr
2 since the voltage trace is either at threshold, reset, or rapidly transitioning

between the two. The mean in Eq. (3.83) becomes

vth − vr
2

= vo +

∫ t

0

dt′

τ
e
t′−t
τ
(
sx(t)hx(t− t′)− (vth − vr) τ

〈
R(t′)

∣∣sx(t)
〉
. (3.86)

In this limit, for
〈
R(t′)

∣∣sx(t)
〉
, we take the ansatz

〈
R(t′)

∣∣sx(t)
〉
≈ R̄σ

(
1− hx(t− t′ + dt)

max(hx)

)
+Rσ[sx(t)]

hx(t− t′ + dt)

max(hx)
. (3.87)
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Figure 3.12. Asymptotic results for small σ: threshold detection in the LIF
model. A. Numerical conditional voltage distribution for σ = 0.45 for the membrane
filter, pσ

[
v
∣∣sm], axes in units of vth − vo. Color shows shows probability density. In the

regime below the threshold filtered stimulus, the residual is two or more orders of
magnitude below the primary (singular) Gaussian component. B. Rate estimation
functions for the membrane filter, Rσ[sm], for σ = {0.45, 0.5, 0.55}. In this regime, the LIF
model is primarily a detector of the passage to threshold with sth =

√
2 (vth − vo). For

larger stimuli, the origin of the fall-off and return to spiking with increasing sm can be
seen in the voltage distribution in panel A as the mass of the prediction at large sm cycles
between vr and vth.

This ansatz is based on three ideas. First, consistency between the LN and dynamical

models requires that the mean conditional rate at t = t′ must be the LN model rate,

Rσ[sx(t)]. Second, for t′ � t, the mean conditional rate must go to R̄σ, independent of

sx(t). Third, the time dependence of the mean conditional rate is the same as that of the

filter. This must be approximately true because, at large sx(t), the dynamics are saturated

and the conditional mean voltage must be equal to vth−vr
2 for any large sx and for times

significantly prior to t during the support of the filter—the conditional mean voltage is

independent of sx and is approximately independent of t. We have been unable to derive

this from more rigorous grounds but verify its validity numerically in Fig. 3.13 B. Eqs.

(3.86) and (3.87) will cease to hold for values of the filtered stimulus that are small enough

so that the conditional mean voltage need not hold steady at vth−vr
2 .

The rate estimation function in the limit that σ is large compared to vth−vo and vth−vr,
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follows from Eqs. (3.86) and (3.87):

Rσ[sx(t)]

R̄σ
=
sx(t)

σ
max(hx)

√
π+

(
1− max(hx)

hm ∗ hx

)
−
(
vth − 2vo − vr

2σ

)
max(hx)

√
π

hm ∗ hx
. (3.88)

This formula describes the estimated rate over most of the dynamic range of the neuron.

Note that at large σ, the last term goes to zero and the formula acquires the contrast-

invariant form reported in Eq. (3.29). Comparisons with numerical results are shown in

Fig. 3.13.

Figure 3.13. Asymptotic results for large σ: perfect contrast gain control in
the LIF model. A. Normalized rate estimation functions based on the STA filter, and
C, stochastic linearization filter, hl, for 4 ≤ σ ≤ 10. Asymptotic prediction from Eq.
(3.88) is dashed. The limiting perfect contrast gain control property of the LN model is
filter-independent, reflecting the global origin of the phenomenon. The stimulus threshold
scales with σ and is sth/σ ≈ −

√
2〈v〉/σ =

√
2/π, consistent with the effective operating

point being located at the mean subthreshold voltage; the less predictive filter necessarily
has a lower threshold (panel C). B,D. Example verification of the conditional rate ansatz
in (3.87), shown for σ = 6. (B) STA filter; (D) stochastic linearization filter. Colors show
simulation results for

〈
R(t′)

∣∣sx(t)
〉
; dashed line shows the filter. At sufficiently large values

of sx, the shifted and normalized
〈
R(t′)

∣∣sx(t)
〉

is approximately the filter (red s
σ = 3.3;

orange s
σ = 2.2). The ansatz breaks down for smaller inputs (green s

σ = 0.66).

Similarly, the optimally predictive filter becomes contrast invariant at high σ. Using the
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results in Eqs. (3.47) and (3.48) in Eq. (3.22), the exponential time scale in the continuous

time limit is

k∞ = 1 +
〈v〉2

Var[v]
= 1 +

2

π − 2
≈ 2.75. (3.89)

For dt = τ/40, we find in simulation that k∞ ≈ 2.5 because the mean firing rate is reduced

for finite input correlation time [116]. The result for the STA in this limit is given in Eq.

(3.28).

Higher order moment constraints for contrast gain control

The shifted moment scaling relations in Eq. (3.35) are satisfied by the LIF model in the

large σ limit. We show the first moment explicitly in Eq. (3.37). Here, we argue that

higher order moments scale correctly as well, provided the first moment scales correctly.

We discuss the LIF model (f(v) = 0) first. Each higher order shifted moment involves the

averaged sums of products of the different terms in Eq. (3.44). Heuristically,

〈(vth,σ − v)n〉 = σnµn ∼
∑

1≤p<n
h(n)
m ∗ φin + h(n)

m ∗ φRn + h(n)
m ∗ φRpin−p + σnµn−pµp,

where h
(n)
m ∗φ is n-fold convolution with n copies of the membrane filter, φin is the nth-order

input autocorrelation, φRn is the nth-order rate autocorrelation, φRpin−p are the rate-input

cross-correlations of combined order n, and σnµn−pµp are the products of the lower-order

moments.

To understand the scaling of each shifted moment, we identify the scaling of each term.

First, for moment n, if each lower moment scales correctly, then the contributions from

lower moments, σnµn−pµp, trivially scale correctly. Second, at every order, contributions to

the shifted moments due to input autocorrelation functions automatically satisfy the scaling

relations since the input distribution is Gaussian with standard deviation proportional to

σ.

Understanding the scaling of the terms involving the rate requires more finesse. Recall

that the mean rate in the contrast invariant regime is linear in σ. Looking at the order of

each term, contributions from the lowest order rate-input cross-correlations scale correctly:

h(n)
m ∗ φRin−1 ∼ O(σ)O(σn−1) ∼ O(σn).
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Finally, all contributions from rate autocorrelation functions and rate-input cross-correlations

of higher order than one in the rate are always sub-leading relative to the other terms and

can be ignored. We start with the second-order rate autocorrelation function. Since the

integrate-and-fire models are renewal processes, the second order autocorrelation is of the

form [3]

φRR(t− t′) = R̄σ g(t− t′),

with integrable g. Convolved twice with the membrane filter, the contribution of this

moment is O(R̄) ∼ O(σ), which is lower order than the O(R̄2) ∼ O(σ2) expected from

naive power counting. Higher order powers of R are sub-leading relative to naive power

counting as well. Thus, contributions from higher order rate correlation functions to the

shifted moments are sub-leading for large σ, contributing at most:

h(n)
m ∗ φRpin−p ∼ O(R̄p−1)O(σn−p) ∼ O(σn−1)� O(σn),

for n ≥ 2 and p ≥ 2. To summarize, when the first shifted moment obeys the perfect gain

control constraint, each higher order moment is guaranteed to obey its constraint as well.

Moment constraints for contrast gain control in the the EIF model

Results for the EIF model follow similarly: once we have control over the first shifted

moment, the others follow for the reasons above. To calculate the first shifted moment, we

need the mean subthreshold voltage. From Eq. (3.44), this is〈
v(t)

∣∣v(t) ≤ vth,σ
〉

= vo+

∫ t

0

dt′

τ
e
t′−t
τ
[〈
f
(
v(t′)

)∣∣v(t) ≤ vth,σ
〉
− (vs−vr) τ

〈
R(t′)

∣∣v(t) ≤ vth,σ
〉]
.

We can simplify this using the trick introduced preceding Eq. (3.82): because of the low

pass filtering of the membrane, the contributions of the reset and f(v) when the voltage is

above the unstable fixed point are fast and opposite and thus approximately cancel, leaving

only the persistent part contributions below vth. This approximation gives〈
v(t)

∣∣v(t) ≤ vth,σ
〉
≈ vo − (vth − vr) τR̄σ +

∫ t

0

dt′

τ
e
t′−t
τ
〈
f
(
v(t′)

)∣∣v(t) ≤ vth
〉
.

The first shifted moment from Eq. (3.35) is

σµ1 ≈ vth,σ − vo + (vth − vr) τR̄σ −
∫ t

0

dt′

τ
e
t′−t
τ
〈
f
(
v(t′)

)∣∣v(t) ≤ vth
〉
.
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Because f(v) is nonlinear in the voltage, the integrated average will in principle involve

terms of all orders in σ and so this scaling relation can never be exactly satisfied, even

asymptotically, unless f(v) = 0. However, there are two limits in which we can handle f(v)

and both lead to a similar functional result.

First, for ∆� vth−vo, the contribution from f(v) below threshold because f(v) is small

compared to the explicit leak below threshold, and so we can ignore it. Also, vth,σ grows

approximately linearly from vth with σ, as shown in Eq. (3.7). Accounting for the scaling

of the stochastic threshold takes µ1 to a new constant, µ̃1, and vth,σ to vth in the previous

equation. Thus, for the EIF model to show approximately perfect contrast gain control for

small ∆, it must also obey a linear rate constraint of the form:

R̄στ = σ
µ̃1

vth − vr
− vth − vo
vth − vr

, (3.90)

where µ̃1 is determined by the model parameters; for the LIF model (∆→ 0), comparison

with Eq. (3.47) gives µ̃1 = 1/
√
π. The stochastic threshold drops out of this expression

because contrast gain control is a global phenomenon and does not depend on the exact

definition of spike times.

For vth − vo . ∆ � vs − vo, f(v) is no longer small.8 For hyperpolarized voltages,

v . vo−∆, f(v) below threshold is primarily linear and increases the leak, as shown in Eq.

(3.43). The first shifted moment can be re-expressed in terms of the hyperpolarized leak

time constant, τL:

σµ1 ≈ vth,σ − vo + (vth − vr) τLR̄σ −
∫ t

0

dt′

τL

e
t′−t
τL

1− f ′−∞

〈
f
(
v(t′)

)
− (v − vo)f ′−∞

∣∣v(t) ≤ vth
〉
,

where f ′−∞ is the limiting slope of f(v) for large negative voltages. For larger ∆, τL → 0, so

the time integral is supported only near t′ = t. Also, f(v)→ vth−vo for vo−∆ . v . vth+∆.

Thus, in the limit, for σ ∼ vth − vo, we have:

∫ t

0

dt′

τL

e
t′−t
τL

1− f ′−∞

〈
f
(
v(t′)

)
− (v − vo)f ′−∞

∣∣v(t) ≤ vth
〉
≈ vth − vo,

8The limit of ∆ ∼ vs − vo is unphysiological because the excitability of f(v) and separation between
integration and spiking disappears: the model becomes equivalent to a leakless integrator with a reflecting
boundary at vo and absorbing threshold at vs.
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and the first moment constraint becomes

σµ1 ≈ vth,σ − vth + (vth − vr) τLR̄σ.

After accounting for the linear scaling of the stochastic threshold, the mean rate constraint

derived from the voltage distribution scaling for larger ∆ is

R̄στL = σ
µ̃1

vth − vr
. (3.91)

Comparison of Eqs. (4.5) and (3.91) shows that perfect contrast gain control is guaranteed

for ∆ ∼ 1. We discuss this in more detail in Section: Contrast gain control in the EIF

model.

The derived constraints on the rate based on the scaling of the voltage distribution can

be summarized across ∆ as a linear constraint with variable intercept:

R̄στ = σ
µ̃1

vth − vr
− ν1

(
vth − vo
vth − vr

)
, (3.92)

where ν1 is a constant between zero and one and is determined by the model parameters.
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Chapter 4

EMERGENCE OF ADAPTIVE COMPUTATION BY SINGLE
NEURONS IN THE DEVELOPING CORTEX

Rebecca Mease, Michael Famulare, Julijana Gjorgjieva, William Moody, and Adrienne

Fairhall.1 In prep.

4.1 Summary

Adaptation is a fundamental computational motif in neural processing. To maintain stable

perception in the face of rapidly shifting input, neural systems must extract relevant infor-

mation from background fluctuations under many different contexts. Many neural systems

are able to adjust their input-output properties such that an input’s ability to trigger a re-

sponse depends on the size of that input relative to its local statistical context. This “gain

scaling” strategy has been shown to be an efficient coding strategy. We report here that

this property emerges during early development as an intrinsic property of single neurons

in mouse sensorimotor cortex, coinciding with the disappearance of spontaneous waves of

network activity, and can be modulated by changing the balance of spike-generating cur-

rents. Simultaneously, developing neurons move toward a common intrinsic operating point

and a stable ratio of spike-generating currents. This developmental trajectory occurs in

the absence of sensory input or spontaneous network activity. Through the combination

of electrophysiology, modeling, and a recently developed mathematical theory of gain scal-

ing in simple neurons, we demonstrate that developing cortical neurons develop the ability

to perform nearly perfect gain scaling by virtue of the maturing spike-generating currents

alone, and we identify the dynamical mechanism that is responsible.

1Author Contributions. Project conception and study design: RAM, WJM, and ALF. Experiments,
identification of and simulation of biophysical model: RAM. Data analysis: RAM and MGF. Theory
of gain scaling in simple neurons, EIF model fitting and analysis: MGF. Mathematical analysis of the
biophysical model: JG and MGF.
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4.2 Introduction

Many neural systems adjust their input-output properties in response to changes in the

statistical properties of the incoming stimulus. Through adaptation, the nervous system

continually recalibrates its sensitivity under new contexts to best represent the range of

inputs it receives [91, 92, 98, 99]. One form of such adaptive computation is gain scaling,

whereby a neural system adjusts the mapping between inputs and outputs to dynamically

span the varying range of incoming stimuli [87, 88, 104, 153]. While in sensory systems,

circuit mechanisms are often thought to be responsible for gain scaling [97], we show here

that single cortical neurons can perform this operation in response to changes in the typical

size of input fluctuations. This observation allows us to investigate the specific biophysical

properties that underlie this adaptive computation in single neurons.

While context-dependent coding is widely observed in neural systems, little is known

about how it develops in neurons. During maturation of neural circuits, synaptic connec-

tions change in number and in type [154]; thus, it is likely that the statistics of cortical

synaptic inputs change significantly with development. Simultaneous with synaptic de-

velopment, the biophysical properties of cortical neurons change as the expression of ion

channels changes [155, 156]; presumably, this developmental progression also alters how

neurons encode synaptic inputs into output spikes. Here, we investigated the impact of

developmental changes in intrinsic properties on information processing by single cortical

neurons, specifically examining how single neuron gain scaling properties emerge early in

development.

We measured the gain scaling properties of individual neurons in the developing mouse

sensorimotor cortex over two age ranges: embryonic day 18 to post-natal day 1 (E18–P1,

“immature,” and P6–P8, “mature”). These developmental stages bridge a major transi-

tion in cortical excitability—while immature neurons engage in slow waves of network-wide

spontaneous activity [155, 157, 158], mature neurons display nascent adult firing proper-

ties [159,160] and are no longer spontaneously active [157]. A hallmark of this transition is

the ongoing expression of voltage-gated sodium, INa, and potassium, IK, currents [159,161]

that comprise the basic spike-generating mechanism [12]. These currents appear early in
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the development of cortical neurons: IK is present in the stem cell population of the ven-

tricular zone before the first neurons exit the cell cycle, and INa can be detected even before

differentiating neurons migrate into the cortical plate [161].

We have shown previously that INa increases in density much faster than IK during early

post-natal development [155]; here, we examine how these changes in the maturing spike-

generation mechanism impact the adaptive computational properties of cortical neurons.

To do so, we made whole-cell current- and voltage-clamp recordings in vitro from single

neurons in acute and organotypic slices and correlated measurements of INa and IK with

a functional description of the computation each neuron performed on inputs drawn from

varying statistical contexts.

Here, we show that cortical neurons acquire the ability to perform nearly perfect gain

scaling solely through developmental changes in the expression of the fast, spike-generating

sodium and potassium currents, without any significant evidence or need for slow adapta-

tion currents or conductance changes that explicitly determine the gain. We focus on the

coding of input to output by single spikes, which is sensitive to the detailed time course of

the fluctuations of the input around the mean level. The observed gain scaling is thus a

form of “contrast” adaptation at the single neuron level. Through a combination of phar-

macology and quantitative modeling, in conjunction with a constructive theory that links

functional models of computation to neuronal dynamics (Chap. 3) [162], we demonstrate

that the mature neurons exhibit a novel kind of contrast gain scaling that is implemented

solely by the simplest spike-generating dynamics. Temporal fluctuations of the relevant

stimulus component are encoded in precise spike times, independent of absolute size of in-

put fluctuations, while contextual information is embedded in the mean firing rate and the

probability distribution of the voltage below threshold.

4.3 Results

To characterize the computation of a neuron, we constructed linear-nonlinear (LN) models

by stimulating the cell body with Gaussian noise current scaled by a range of standard

deviations and recording the resulting spike times [25, 81]. In the LN model (Fig. 4.1),

the computation is represented as linear feature selection and nonlinear encoding: from its
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input, the neuron selects the relevent signal component with linear filtering—the filtered

stimulus, s(t)—and a nonlinear input-output relation determines the instantaneous firing

rate from the filtered stimulus, R[s(t)] [44] (see Methods). We identified the neuron’s

preferred feature as its spike-triggered average (STA, Fig. 4.1B and Eq. (4.11)), the mean

time-varying current input preceding a spike [45, 81]. Across different stimulus conditions,

any changes in a neuron’s intrinsic transformation of current inputs to output spike times

can in principle appear as changes in the STA or in the shape of the input-output relation.

Figure 4.1. Characterizing the computation in single neurons with a
linear-nonlinear model. A. A neuron is driven to fire action potentials (in voltage v(t))
by stimulating with Gaussian noise input current i(t). Increasing the standard deviation,
σ, the input from σ1 (top, black) to σ2 (bottom, red) results in higher frequency firing. B.
The optimal single input feature correlated with spiking is the spike-triggered average
stimulus (STA), the mean current preceding a spike. The feature is normalized such that
STA · STA = 1. In this example, STAσ1 (black) and STAσ2 (red dashed) are identical. C.
The computation is characterized by the spike-triggered, scaled filtered stimulus
distribution, p[s/σ|sp]. This neuron shows large error in gain scaling as the distribution
changes shape significantly with changes in σ, p[s/σ1|sp] 6= p[s/σ2|sp]; this change is
quantified by Dσ (see Methods). The prior stimulus distribution, p[s/σ], is a unit
Gaussian (shaded). D. Scaled nonlinear input-output relations, T [s/σ] ≡ R[s/σ]/R̄, are
calculated by dividing p[s/σ|sp] by p[s/σ] (see Methods); as in C, the two input-output
relations do not overlap for different σ.



120

The input currents were realizations of a Gaussian noise process with mean µ, standard

deviation σ, and one millisecond correlation time, τc, Eq. (4.9). We focus on adaptation

to the standard deviation and hold the mean input fixed. The depolarizing mean input

is necessary to replace the slow background depolarizations (hundreds of milliseconds and

longer; slow relative to the twenty millisecond timescale of the relevant stimulus, Fig. 4.1B)

that would be present due to spontaneous network activity if synapses were not blocked

[155,158]. The filter is defined to have a gain of unity so that the amplitude of the filtered

stimulus s(t) is proportional to the amplitude of the input current I(t), and all changes in

gain appear as changes in the input-output relation, R[s]. To study contrast gain scaling,

we define the scaled, normalized input-output relation, T [s/σ] ≡ R[s/σ]/R̄, where R̄ is the

mean firing rate.

To test the gain scaling properties of single neurons, we compared T [s/σ] obtained

using noisy current stimuli with different standard deviations. If perfect gain scaling occurs

between two stimulus conditions σ1 and σ2, the input-output relations adapt to the range

given by the stimulus standard deviation such that the stimulus is encoded in units relative

to σ: T [s/σ1] = T [s/σ2] [87, 88, 162]. In contrast, if the neuron uses the same input-output

relation independent of σ, the scaled relations will differ significantly. In general, one expects

that neural systems will realize coding properties that lie between these extremes [124]. We

quantified differences in T [s/σ] for different σ using an information measure, Dσ (see Fig.

4.1C and Eq. (4.16)). A neuron which shows perfect scaling for σ1 and σ2 will have Dσ

close to zero (see Methods and Fig. 4.14).

4.3.1 Gain scaling in single neurons

We begin by demonstrating gain scaling in a single cortical neuron at post-natal day 7

(P7, an example from the “mature” group) stimulated with noise of different standard

deviations (Fig. 4.2). The STAs had a consistent shape across the range of σ (Fig. 4.2A):

the STA is dominated by a peak of depolarizing current immediately before the spike,

typically preceded by a shallow hyperpolarizing trough. This general shape is typical for

STAs calculated for vertebrate central neurons [15,32,70,128]. Typically, the corresponding
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input-output relations, T [s/σ], were exponential functions of stimulus amplitude for small s

but saturated for large s (Fig. 4.2B). The midpoint of each input-output relation increased

with σ. However, when plotted with respect to the stimulus scaled by standard deviation,

s→ s/σ, the input-output relations were nearly identical (Fig. 4.2C). Through gain scaling

(small Dσ), the neuron maintains the same form of response nonlinearity independent of

the standard deviation of the stimulus distribution. While the data shown in Fig. 4.2 is

from a neuron from organotypic culture, we found similar gain scaling results in neurons

from acute slices of the same age (Fig. 4.3).

Figure 4.2. Gain scaling in single cortical neurons. A. Normalized spike-triggered
average (STA) current stimulus, post-natal day 7 (P7) mouse cortical neuron. Separate
STAs were calculated from four different stimulus standard deviations (relative
σ = {1, 1.2, 1.5, 2}; firing rates R̄ = {5.1, 6.9, 7.5, 10.0} Hz and spike counts
n = {1900, 2600, 600, 800}). B. Unscaled input-output relations, T [s], for a P7 mouse
cortical neuron calculated for different input σ. Shading is the same as in A. Dashed lines
indicate the stimulus value where T [s] reaches half-maximum. C. The same input-output
relations as in B, scaled and normalized: x-axis s/σ, y-axis T [s/σ] ≡ R[s/σ]/R̄. This
neuron shows nearly perfect gain scaling.

4.3.2 Convergence to a common input-output relation and ratio of spike-generating cur-

rents

We next compared the shape of input-output relations between the mature (P6–P8) and

immature (E18–P1) neuron groups. Each neuron was driven with a single noise stimulus,

with σ chosen such that neurons from both stages fired at similar rates (5–10 Hz). These

stimulus amplitudes varied over an order of magnitude in absolute units, reflecting the di-

verse excitability of the population, particularly the decrease in passive input resistance
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Figure 4.3. Gain scaling in acute slices is similar to that seen in organotypic
cultures. Each column corresponds to a different neuron. A–C. Unscaled input-output
relations for three different P7 “mature” cortical neurons stimulated with Gaussian noise
of two standard deviations; σ1 = 1 (black), σ2 (gray). D–F. Scaled input-output relations.
The two neurons in (A,D) and (B,E) show nearly perfect gain scaling (respective Dσ: 0.1
and 0.16 bits), while the neuron in (C,F) is a representative example of error in gain
scaling (Dσ = 0.49 bits) , more often seen with larger switches (i.e. 50%) in stimulus
standard deviation.

which occurs over this developmental period [155]. The scaled input-output relations of

all mature neurons, T [s/σ], were remarkably consistent (Fig. 4.4A): not only did mature

neurons scale stimuli of different σ, they shared a common population input-output rela-

tion T [s/σ]. In contrast, T [s/σ] of immature neurons spanned a smaller stimulus range,

saturated at lower stimulus values, and were more variable between neurons. We quantified

the difference between two neurons’ input-output relations for the same stimulus standard

deviation as DN, analogous to Dσ (see Methods and Eq. (4.16)). The mean immature DN

was significantly greater than that of mature neurons (Fig. 4.4B). Furthermore, compared

to mature neurons, immature neurons had significantly larger scaling error, Dσ (Fig. 4.4C).

Thus, the ability of cortical neurons to scale response gain to match input statistics emerges

during the first week of post-natal development, along with the convergence to a common
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population input-output relation.

Figure 4.4. Convergence to a common intrinsic computation parallels
development of voltage-gated currents. A. T [s/σ] for single σ conditions for
immature (n = 15, blue) and mature (n = 26, red) groups. B. Distribution of pair-wise
DN for immature and mature neurons shown in A. Input-output relation shape is more
consistent for mature (〈DN〉 = 0.15± 0.01 bits, n = 325) than for immature
(〈DN〉 = 0.84± 0.08 bits, n = 120) neurons. C. Mean error in scaling (〈Dσ〉, see Methods)
is smaller for mature (red, 〈Dσ〉 = 0.26± 0.04 bits, n = 11) than for immature (blue,
〈Dσ〉 = 0.56± 0.10 bits, n = 6) neurons (p = 0.0019). Error bars show s.e.m. Grey dotted
line (0.08 bits) shows the Dσ value that can occur from sampling alone (see Methods and
Fig. 4.14B). D. Voltage-clamp protocol (see Methods) to measure maximal in vitro
currents, INa and IK, in immature (top) and mature (bottom) neurons. Steps start from
−70 mV and range from −90 to 40 mV. E. INa vs. IK measured as in D. Warmer colors
indicate increasing age (embryonic day 14 to post-natal day 11, n = 169).

We next characterized the intrinsic biophysical parameters that might underlie these

properties. During embryonic and early post-natal development, the relative density of

spike-generating currents change. Na-currents increase in density much faster than delayed

K-currents [161] and thus support regenerative membrane depolarization underlying action

potential generation. Using a voltage-clamp protocol (see Methods and Fig. 4.4D), we

measured the maximal spike-generating currents, denoted INa and IK, throughout early

cortical development for neurons ranging from embryonic day 14 to post-natal day 11.

During development, the ratio of INa to IK initially increases with age, and then converges

to a constant value after P0 (Fig. 4.4E).
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4.3.3 Emergence of gain scaling does not require spontaneous activity

Certain aspects of the electrophysiological development of cortical neurons—in particular

those that lead to termination of spontaneous waves of activity [158]—depend on electrical

activity. We therefore tested the hypothesis that spontaneous, synchronous network activity

centered around P0 may trigger activity-dependent developmental events that impact gain

scaling. From organotypic cultures, we compared the LN models of mature neurons cultured

with and without tetrodotoxin (TTX) block of spontaneous activity from E18–P3 (Fig. 4.5).

We found no significant difference between the TTX-treated and control STAs, input-output

relations, and INa/IK ratio, indicating that the developmental acquisition of the common

scaling input-output relation does not require a preceding period of spontaneous activity.

4.3.4 Gain scaling behavior can be altered by pharmacological manipulation of INa/IK

An alternate explanation for the emergence of the scaling input-output relation is that

immature neurons lack some additional intrinsic mechanism expressed by mature neurons,

as there are many examples of specialized currents tuning the computational capabilities of

single neurons (reviewed in [8]). One possible mechanism was a significant 4-AP-sensitive

transient potassium current we observed only in mature neurons (Figs. 4.6 & 4.7). The

characteristics of this current suggested that it could influence excitability at subthreshold

voltages prior to a spike, possibly contributing to the input-output relation consistency and

scaling observed in mature neurons. To test this hypothesis, we compared LN models from

mature neurons with and without the addition of 4-AP. Surprisingly, for the majority of

neurons, reducing the transient potassium current reversibly improved gain scaling (Fig.

4.6B) and resulted in a small increase in input-output relation similarity between neurons.

Additionally, for a given σ, the input-output relation showed a decrease in slope and a shift

toward smaller stimulus values (Fig. 4.6A). These effects are consistent with an increase in

INa/IK and suggest that the effects of this transient K-conductance on gain scaling reflects

its influence on the effective subthreshold current ratio.

These results, along with the age-dependent changes in input-output relations, predict

that decreasing INa/IK in vitro should shift input-output relations to higher filtered stimulus
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Figure 4.5. Block of spontaneous activity does not significantly affect intrinsic
computation. Single input σ LN models were calculated for P7 neurons cultured with
(red, n = 13) or without (black, n = 13) tetrodotoxin (TTX) block of spontaneous activity
from E17–P3. The amplitude of σ was adjusted according to passive input resistance and
to achieve 5–10 Hz repetitive firing. A. Mean STA from TTX and control cells (mean
across neurons, solid line; ± s.e.m., dashed line). The two conditions were nearly identical.
B. Mean normalized input-output relations, T

[
s
σ

]
, across TTX and control cells (mean

across neurons, solid line; ± s.e.m., dashed line). As in A, there was no difference between
the two conditions. C. Input-output relations similarity showed no significant change
between conditions (Control 〈DN〉 = 0.19± 0.03 bits, n = 78; TTX: 〈DN〉 = 0.16± 0.05,
n = 78; p=0.094). D. Average potassium and sodium densities for TTX and control (here
in gray) neurons. Current values are estimated using a voltage clamp protocol (see Fig.
4.4D and Methods) and normalized by cell area to obtain current densities. (Control
〈IK = 0.31± 0.10 pS/µm2, 〈INa = 0.28± 0.11 pS/µm2; TTX: 〈IK = 0.25± 0.05 pS/µm2,
〈INa = 0.26± 0.05 pS/µm2.) Current densities and INa/IK ratios were not significantly
different between conditions ( IK: p=0.58; INa: p=0.88; control 〈INa/IK〉 = 0.90± 0.06;
TTX 〈INa/IK〉 = 1.18± 0.20, p=0.09).

values and decrease gain scaling ability between stimuli with different distributions. To test

these predictions, we determined input-output relations for in vitro neurons with a partial
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Figure 4.6. Two pharmacological manipulations of INa/IK change gain scaling
behavior in agreement with model results. A,B. Reduction of transient K-current
changes input-output relation shape and improves gain scaling (organotypic slices). A.
Mean T [s/σ] across neurons before (black) and after the addition of 1 mM 4-AP (red),
n = 11. Dashed lines show ± s.e.m. B. Mean Dσ values before (black) and after addition
of 4-AP (red). Lines show control and 4-AP pairings for individual neurons (control:
〈Dσ〉 = 0.27± 0.03 bits; 4-AP: 〈Dσ〉 = 0.16± 0.01 bits, n = 11). A majority of neurons
showed an improvement in gain scaling (9 of 11 neurons, p = 0.014, paired t-test, mean
improvement of 35± 8%). Treatment with 4-AP resulted in a small increase in
input-output relation similarity, DN (p = 0.013). C,D. Partial block of sodium channels
shifts the input-output relation shape to higher stimulus values and decreases gain scaling
behavior (acute slices). C. Mean T [s/σ] across neurons before (black) and after the
addition of 5 nM TTX (blue), n = 19. Dashed lines show ± s.e.m. D. Mean Dσ values
before (black) and after addition of 5 nM TTX (blue) for 30% ∆σ (left) and 50% ∆σ
(right) switches. Note change in abscissa scale from B. Lines show control and TTX
pairings for individual neurons. 30% ∆σ (n = 7) (control: 〈Dσ〉 = 0.08± 0.02 bits; TTX:
〈Dσ〉 = 0.13± 0.03 bits). A majority (5 of 7 neurons) showed a increase in gain scaling
error, but this difference was not statistically significant (p = 0.1773, paired t-test; mean
increase in error of 99± 52%). 50% ∆σ (n = 12) (control: 〈Dσ〉 = 0.21± 0.05 bits; TTX:
〈Dσ〉 = 1.09± 0.21 bits). For this ∆σ, all neurons showed an increase in gain scaling error
(p = 0.0004, paired t-test; mean increase in error of 550± 150%). Error bars show s.e.m.

(5 nM) TTX block of sodium channels to reduce INa/IK. At this TTX concentration,

neurons still produced regular action potentials but at lower rates. As shown in Fig. 4.6C,
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Figure 4.7. Reduction of transient potassium current by application of 4-AP.
A. Control condition shows a transient outward current which was inactivated by a
conditioning step to -30 mV (top); application of 1 mM 4-AP blocks this component
(bottom). All current traces are leak subtracted. B. Current response during 4-AP
wash-in (approximately 8 minutes); the cell was clamped at a -70 mV holding potential
and then stepped to -30 mV for 50 ms once every 30 seconds. The thick dashed trace
shows a single exponential fit to the average difference between the control condition and
the 4-AP condition, ∆I = 〈Icontrol − I4-AP〉. For this cell, τdecay ∼ 10 ms; the average
across 11 cells was 7.1 ± 1.4 ms (n = 11).

for a given stimulus distribution, application of TTX shifted the population mean input-

output relation to a higher threshold stimulus value for firing (i.e. a translation along s/σ)

relative to the control condition (results for individual cells are shown in Fig. 4.8). We next

compared gain scaling before and after application of TTX (Fig. 4.6D). For a gain contrast

of ∆σ = 30%, the increase in error was not statistically significant. However, for ∆σ = 50%,

scaling was reversibly disrupted and Dσ increased for all neurons by approximately five-fold.

By demonstrating that gain scaling can be changed by altering sodium channel availability,

these results support our hypothesis that the age-dependent increase in INa/IK is responsible



128

for the emergence of gain scaling with development.

Figure 4.8. Partial block of sodium current disrupts gain scaling behavior in a
P8 mature neuron (acute slice). A,B. Unscaled input-output relation, (A) control
condition and (B) after wash-in of 5 nM TTX. C,D. Scaled input-output relations. (C)
Under control conditions the scaled input-output relations overlap and show perfect gain
scaling, whereas (D) after exposure to TTX, the scaled input-output relations do not
overlap. See Fig. 4.6 for summary of population (n = 12) data.

4.3.5 Gain scaling in a biophysical neuron model

In combination, these in vitro data show that several remarkable properties of cortical neu-

rons emerge in concert within the first post-natal week: neurons develop the ability to scale

response gain to the amplitude of input fluctuations, they converge on a common population

input-output relation, and they converge on a constant INa/IK ratio. To determine whether

the observed developmental change in INa/IK ratio was sufficient to explain the emergence of

the common scaling input-output relation, we extended the in vitro experiments described

above by simulating a simple model of spike initiation in cortical neurons [15], using only

the active sodium and potassium currents responsible for spike generation. To recreate the

spectrum of intrinsic properties we observed in developing cortical neurons, we determined
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LN models and investigated gain scaling over a grid of maximal GNa and GK parameters

that spanned a range of GNa/GK values (Fig. 4.16). (Note that as the maximal conduc-

tance ratio is proportional to the maximal current ratio, we report conductance ratios here

for convenience.) Model neurons were classified as spontaneously active, excitable, or silent

(see Methods); these categories were separated by boundaries in the space of GNa and GK

corresponding to particular values of the conductance ratio (Fig. 4.15). LN characteriza-

tions were restricted to the excitable subset of model neurons (GNa/GK between 0.5 and

2).

We first examined how changes in model GNa/GK determined input-output relation

shape for a fixed stimulus distribution, as shown in the in vitro data (Figs. 4.4A & 4.4B).

Fig. 4.9A overlays the scaled input-output relations T [s/σ] for a range of GNa and GK

combinations (inset) which gave rise to excitable models. For a given σ, GNa/GK determined

the shape of the scaled input-output relation. As the conductance ratio was increased, the

input-output relations decreased in slope until they converged to a fixed shape for large

GNa/GK. For low GNa/GK models, input-output relations were quite variable in comparison

to high ratio models, consistent with the finding that immature neurons show variable input-

output relations while mature neurons display a common population input-output relation

in step with the developmental increase in maximal INa/IK.

We next compared the models’ gain scaling capability by stimulating firing with noise

of different standard deviations (Fig. 4.9B). Models with low GNa/GK had input-output

relations which did not scale completely with σ, while those input-output relations from high

GNa/GK models were nearly identical for all σ. We extended the range of σ beyond what

was possible in vitro and compared gain scaling ability across different changes in σ and

values of GNa/GK (Fig. 4.9C). Scaling was highly correlated with increasing ratio, rather

than either conductance alone (as in Fig. 4.16), and, for those models with incomplete

gain scaling, the input-output relation mismatch Dσ increased for larger changes in σ,

(Fig. 4.9C). The model scaling performance was similar to the in vitro INa/IK-dependent

developmental increase in scaling ability. Thus, in vitro and in the model, the most accurate

gain scaling occurs with a common input-output relation, which in turn is determined by

the ratio of spike-generating conductances.
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Figure 4.9. Conductance ratio changes input-output relation shape and
rescaling ability. A. T [s/σ] for model neurons with a variety of conductance ratios
(GNa/GK, see inset for color code), stimulated with a single stimulus σ (70 pA). B. T [s/σ]
for a range of σ (50 to 100 pA) for two model neurons with high and low GNa/GK. C.
Error in rescaling, Dσ, plotted against GNa/GK for models stimulated with a large range
of σ. Dσ was calculated for conductance combinations which responded to both σ1 and σ2,
for ∆σ = 100σ2−σ1

σ1
from 5–50%. Lines indicate mean Dσ values for different levels of ∆σ.

4.3.6 Gain scaling in a simple neuron model

The biophysical model demonstrates that perfect gain scaling in the input-output relation

can occur without any explicit adaptive processes that serve to adjust the gain through

spike-driven negative feedback, such as slow sodium inactivation [68, 104] and slow after-

hyperpolarization currents [63, 68]. To understand how the intrinsic dynamics lead to this

adaptive computation, we identified the key dynamical properties of a neuron that control

the ability to perform contrast gain scaling using the exponential integrate-and-fire (EIF)

model [54]. This model is rich enough to quantitatively fit recorded data and reproduce the

observations reported above but is also simple enough to analyze theoretically.

The gain scaling ability of the EIF model (Eq. (4.25)) is controlled by four parameters.

The effective resting potential, vo, is the steady-state voltage for fixed input mean µ. The

threshold voltage, vth, defines the separation between sub-threshold and spiking dynamics.

Together, vth− vo sets the distance-to-threshold—the typical voltage scale that governs the

response of the neuron. While vo and vth are strongly dependent on the maximal con-

ductance ratio, they depend only weakly on the absolute conductances (Eq. (4.27)). Two
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further parameters are needed to capture the kinetics of spike generation. The activation

parameter, ∆, sets the voltage scale over which sodium activates near threshold, and the

reset voltage, vr, approximates spike afterpolarization. It is also useful to express the input

standard deviation in terms of the scale of the corresponding voltage fluctuations, indepen-

dent of the membrane time constant, τv, and the total membrane area. We denote this

input parameter σv (defined in Eq. (4.10)). The complete behavior of the EIF model may

be characterized by the three dimensionless ratios describing spike initiation
(

∆
vth−vo

)
, af-

terpolarization
(
vr−vo
vth−vo

)
, and the relative input strength

(
σv

vth−vo

)
. For the neurons studied

here, in which spike-generating kinetics are fast compared to the membrane time constant,

the maximal conductance ratio, GNa/GK, can be related with an inequality to the distance

to threshold, vth − vo:

∂(vth − vo)

∂
(
GNa
GK

) < 0 (4.1)

(see Methods: biophysical interpretation of the EIF model parameters). Thus, increasing

the biophysical conductance ratio corresponds to decreasing the distance-to-threshold in a

comparable EIF model.

LN models obtained for the EIF model reproduce the observations seen in the biophys-

ical model and the experiments (Fig. 4.10). When the model’s kinetics are fixed (fixed

∆ and vr), EIF models converge to a common input-output function as the distance-to-

threshold, vth−vo, decreases. Furthermore, decreasing distance-to-threshold correlates with

improved gain scaling and less-steeply sloped input-output curves. As decreasing distance-

to-threshold is equivalent to increasing the maximal conductance ratio, the EIF model

behavior is consistent with our observations that gain scaling occurs for large conductance

and large maximal current ratios seen in mature neurons. To see the correspondence of

changes of vth− vo in the EIF model, compare Fig. 4.10 to Fig. 4.9 for changes of GNa/GK

in the biophysical model; compare Fig. 4.6 for pharmacological manipulations involving

TTX and 4-AP; and compare Fig. 4.4 for maturation and maximal current expression.
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Figure 4.10. EIF model distance-to-threshold changes input-output relation
shape and rescaling ability in agreement with biophysical modeling. A. T [s/σ]
for the EIF model over a range of relative activation parameters(

0 ≤ ∆
vth−vo ≤ 1 in increments of 0.05; vr = vo

)
, stimulated with a single stimulus

σv
vth−vo = 0.65. The gain (slope) decreases with increasing ∆

vth−vo ; i.e. with decreasing
distance-to-threshold, corresponding to increasing GNa/GK (compare Fig. 4.9A). B.

T [s/σ] for a range of input strengths
(

0.65 ≤ σv
vth−vo ≤ 2

)
for two model neurons with

different ∆
vth−vo (compare Fig. 4.9B). C. Mean error in rescaling, 〈Dσ〉 (averaged over

range of σv in B, normalized relative to the minimum value) plotted against the activation
parameter. For fixed ∆, gain scaling improves with decreasing vth − vo and is insensitive
to the reset parameter.

4.3.7 Theory of gain scaling in simple neurons

Motivated by these results, we developed a mathematical theory of how LN models arise

from the underlying biophysical dynamics, and we identified the mechanism that allows

perfect gain scaling to occur (Chap. 3) [162]. To explain gain scaling requires us to determine

the relationship of the input-output relation of the LN model to the voltage-based dynamics,

and the properties that must be true of the voltage-based dynamics to observe perfect gain

scaling in the LN model. We review our results here.

The dynamics implement the LN model computation by encoding the filtered stimulus

into the membrane voltage (Fig. 4.11). The computation proceeds as follows. From the total

input current, i(t), the filtering properties of the membrane, modulated by feedback from
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the after-hyperpolarization current, select a signal component, s(t), that is best correlated

with spiking, and all other weakly-correlated components constitute a background noise

with standard deviation proportional to σv. The value of s(t) is encoded in the membrane

voltage, as is represented by the conditional voltage distribution, p[v|s] (Fig. 4.11B). The

input-output relation, R[s], that provides the estimate of the instantaneous firing rate in the

LN model, derives from the statistics of the voltage at the threshold determining the start of

a spike. We define this threshold as the voltage, vspike, that best separates the subthreshold

fluctuations from stereotyped action potentials; spike times are defined as the instants that

vspike is crossed from below. (Note that vspike ≥ vth because a strong hyperpolarizing input

fluctuation can abort a spike, Eq. (4.32).) The input-output relation for the estimated

firing rate follows from the conditional voltage distribution:

R[s] ∝ σv p
[
vspike

∣∣s], (4.2)

where the proportionality constant depends on the precise definition of vspike and the corre-

lation time of the input (Eq. (3.10)) [162]. The estimated firing rate is proportional to the

probability density at vspike and the σv-dependent coefficient accounts for the probability

that threshold was reached from below.

From Eq. (4.2), we derived the properties of the voltage-based dynamics that guarantee

perfect gain scaling. Perfect gain scaling requires that the input-output functions for differ-

ent σ are equal when the stimulus is scaled by σ, T [s/σ1] = T [s/σ2]. From Eq. (4.2), for

gain scaling to occur, it must be true [162] for all σv that:

T [s/σv] ∝
σv p

[
vspike

∣∣s/σv

]
R̄

, (4.3)

where R̄ is the mean firing rate for a given σv, and the functional form of the scaled

conditional distribution, p[vspike

∣∣s/σv], must be fixed for all σv. For neurons without slow

adaptive currents, three properties that self-consistently guarantee Eq. (4.3) holds (Chap.

3) [162].

1. For spiking neurons, the probability density at vspike must be independent of σv:

p[vspike] = constant. (4.4)
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Figure 4.11. Computing with a voltage-based neuron: stimulus representation.
A. For idealized voltage dynamics that are purely linear, the filtered stimulus, s, is in
one-to-one correspondence with the input-driven voltage. The conditional distribution is a
delta-function, p[v|s] = δ[v − s], and the encoding of the filtered stimulus into the voltage
is exact. B. For a nonlinear spiking neuron, the filtered stimulus is encoded into a
distribution of voltages, the shape of which is determined by the spiking dynamics and the
non-signal input components. The estimated firing rate given the filtered stimulus, R[s], is
proportional to the probability density of the voltage at vspike (dashed) given the value of
the filtered stimulus (Eq. (4.2)). In exchange for inexact encoding of the filtered stimulus,
the interactions of the spiking dynamics with the complementary background control the
gain scaling properties of the computation (Fig. 4.12).

Eq. (4.4) states that the dynamics at the instant of a spike behave the same for all

σv.

2. Given Eq. (4.4) for spiking neurons, the mean firing rate must be proportional to σv:

R̄ ∝ σv, (4.5)

as follows from averaging the definition of perfect gain scaling (Eq. (4.3)) over the

filtered stimulus. As the mean rate determines the mean after-hyperpolarization cur-

rent, Eq. (4.5) captures the role of inter-spike interactions in modulating the gain:

the negative feedback from spiking must increase linearly with σv.

3. The steady-state voltage distribution must be described for all σv by a fixed functional
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form (Fig. 4.12A):

pσv [v]→ p

[
v − vspike

σv

]
. (4.6)

Eq. (4.6) states that gain scaling in the LN model arises through scaling of the voltage

response around vspike: the range of voltages used to encode the filtered stimulus grows

exactly in proportion to the range of the filtered stimulus itself.

When will the voltage dynamics allow for the three properties for perfect gain scaling to

hold? To begin, consider a linear (passive) membrane with resting potential vo. In response

to a Gaussian noise input, the steady-state voltage distribution of a linear membrane is also

Gaussian: p[v−voσv
]. A linear membrane thus automatically performs perfect gain scaling in

the voltage distribution. In terms of voltage trajectories, all traces that start from vo can

either wander below vo before returning or above before returning, and the typical range of

voltages explored during an excursion is proportional to σv.

The archetypal gain scaling spiking neuron builds off the automatically scaling linear

membrane (Fig. 4.12B). Eq. (4.6) suggests that the spike threshold should be very near the

resting potential, vspike ≈ vo, and that the after-hyperpolarization is short-lived. The logic

is as follows. When the membrane time constant is long compared to the spike duration,

the archetypal spiking dynamics truncate the Gaussian distribution of the linear membrane

near its mean (σv � (vspike − vo)). Furthermore, to otherwise preserve the linearity, any

nonlinear currents active below threshold should be as small as possible. Precise spiking

with threshold near rest and subthreshold linearity yields a half-Gaussian for the voltage

distribution of the spiking neuron, satisfying Eq. (4.6). In terms of voltage trajectories,

the spiking dynamics “kill off” the excursions above threshold, but do not disturb the

linearity below threshold, thus ensuring gain scaling. In addition, in order for the neuron to

be excitable and not tonically spiking, the threshold must remain above rest. With small

distance-to-threshold and short-lived after-hyperpolarizations, the mean firing rate increases

linearly with the input strength (Chap. 3) [162].

In neurons with finite distance-to-threshold (σv < (vspike− vo), Fig. 4.12C), gain scaling

can occur when spike initiation activates for voltages near and above vo to facilitate spiking—

when the nonlinearities have to be designed so that the neuron spends little time where they
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are comparable in strength to the passive membrane dynamics. This picture supports the

observation that reducing the transient potassium current observed in mature cells can

improve perfect gain scaling (Fig. 4.6). In addition to decreasing the mean conductance

ratio and thus increasing the distance-to-threshold (see Eq. (4.1)), the dynamics of the

A-type current retard spike initiation, increasing the influence of subthreshold nonlinearity

that interferes with gain scaling.

While the gain scaling property of the voltage distribution (Eq. (4.6)) was derived in the

context of the EIF model, it involves only the measurable, model-independent quantities

p[v], vspike, and σv, and can thus be examined experimentally. For the P7 cells that exhibit

nearly perfect gain scaling, Eq. (4.6) is satisfied in the gain scaling regime (Fig. 4.12C).

The requirement that the mean firing rate is proportional to the input standard deviation

implies that the feature selection computation in simple neurons inherently implements a

multiplexed code [88,97,108,133]: the mean rate averaged over many spikes carries informa-

tion about stimulus context, σ, while individual spikes carry information about fluctuations

in the filtered stimulus. This multiplexed code can be generated with a single active mech-

anism because the membrane time constant determined by the leak is long compared to the

duration the spike-generating currents are active. The mean state of the neuron between

spikes is only sensitive to the mean rate, and so there is still freedom for precise modulation

of the spike times on shorter time scales. The correlation of the linearly increasing mean

firing rate and the ability to demonstrate perfect gain scaling in the EIF model and the

experimental data for mature cells is shown in Figs. 4.13A–4.13C.
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Figure 4.12. Computing with a voltage-based neuron: contrast gain scaling. A.
Idealized example. Perfect contrast gain scaling is enacted by the transformation of the
filtered stimulus into the voltage. Consider an example where a spike most likely
corresponds to a 2σ event in the filtered stimulus (top panel). To perform perfect gain
scaling, in stimulus space, the threshold for firing a spike must increase with increasing σv

so that the encoded event is determined by the relative size of the signal. The variable
threshold in stimulus space maps to a fixed threshold in voltage space (middle) and so the
mass of the voltage distribution must correspondingly move to more hyperpolarized
voltages to enact gain scaling. For ideal dynamics, the scaled, shifted voltage distribution,
Eq. (4.6), will be identical for all input σv. B. The archetypal dynamics: linear
subthreshold integration with a voltage threshold very near the resting potential. In this
limit, all trajectories that start from rest and move to hyperpolarized voltages linearly
integrate the input and so have typical displacement proportional to σv, while all
depolarized trajectories are killed off by the spike (top). The voltage distribution is
half-Gaussian except for the small region between rest and threshold (middle) and scales
with σv (bottom). C. Gain scaling in the EIF model. Example trace (top); steady-state
voltage distribution with intrinsic dynamics overlaid (middle); filtered stimulus
distribution and input-output function (bottom). Computation—input
integration—primarily occurs where the dynamics are essentially linear. The intrinsic
excitability facilitates spiking, smoothing the transit through the region near vth and
allowing for nearly perfect gain scaling in the presence of a large distance-to-threshold.
The estimated firing rate is non-zero when the filtered stimulus predicts the voltage is near
threshold (bottom) D. Gain scaling in an example mature cortical neuron. Voltage
trajectory (top): as in the EIF model, input integration occurs primarily below the
effective resting potential. Steady-state voltage distributions (middle). Scaled voltage
distributions (bottom). For larger input standard deviations, the voltage distribution
approximately scales as expected from the theory, but does not scale correctly for small
σv. Accordingly, we expect that the LN models will exhibit nearly perfect gain scaling for
larger input strengths, but that gain scaling will break down for small σv. This is
confirmed in Fig. 4.13A. Note that Eq. (4.4) holds for a large range of voltages: gain
scaling is insensitive to the exact definition of vspike.
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Figure 4.13. EIF models reproduce cortical recordings. All panels: mature (P7)
cell (color: relative input standard deviation, σv

vth−vo = {0.27, 0.35, 0.54, 0.70}), EIF model
with fixed parameters across all input conditions (black). A. Scaled input-output relations
( σv
vth−vo = 0.35 excluded for clarity). EIF model predicts input-output relations:

D̄M = 0.18± 0.02 (sampling floor ≈ 0.1). EIF model predicts breakdown of gain scaling
for small σ. Data and model show nearly perfect gain scaling for larger σ, as expected
from analysis of the steady-state voltage distributions, Fig. 4.12D. B. Mean firing rate vs.
input standard deviation: data (dot), model (diamond, black line); shown in physical units
and intrinsic model units. Consistent with our theoretical understanding of gain scaling,
the breakdown in perfect gain scaling occurs at small σ where the mean rate is not yet
approximately linear in σ, indicating that the voltage distribution does not scale as
required (Eq. (4.6)). C. EIF model goodness of fit in mature population (P7, n = 6) is
consistent with example shown. Mean rate model vs. mean rate data (black line gives
equality). Not shown: coincidence factor, 〈Γ〉 = 0.59± 0.07; 〈D̄M〉 = 0.36± 0.21. D–G.
Voltage traces (color code as in panel A) for fixed mean input (µ = σ1

2 = 21 pA) for an
example mature cell. Effective resting potential is vo = −45 mV and EIF model threshold
is vth = −24 mV. Same input time series for panels D & F, E & G. Goodness of fit:
coincidence factors (Eq. (4.31) [73]) Γ = {0.64, 0.71, 0.66, 0.60} ± 0.02.
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4.3.8 EIF models quantitatively reproduce the observed results in mature neurons

To provide further evidence that the observed gain scaling in mature cells is explained by

the spike-generating mechanism and the subthreshold leak alone, we fit EIF models to the

mature cells (Fig. 4.13). For the mature (P7, n = 6) cells, the mean distance-to-threshold,

vth − vo, for the inputs used was 23 mV from mean vo = −48 mV (see Table 4.2) and

the input standard deviations measured spanned 0.25 ≤ σv
vth−vo ≤ 0.89. For each cell, we

identified a set of parameters that best generalized across all input standard deviations

studied. The EIF fits reproduce the voltage traces in detail and correctly predict the input-

output relations of the data. The best-fit parameter set for mature neurons (P7, n = 6)

is:

∆

vth − vo
= 0.4± 0.05, (4.7)

vr − vo
vth − vo

= −0.1± 0.2; (4.8)

physical parameter values are summarized in Table 4.2.

Moreover, the fitted models correctly predict imperfect gain scaling for small σv (Fig.

4.13A). We observed that while nearly perfect gain scaling occurs robustly when σv
vth−vo &

0.5, when the input standard deviation is small, the properties in Eqs. (4.4–4.6) do not

hold. When σv is small, the required input strength for spiking is much larger than the

typical signal and its background. In this regime, the response of the neuron is dominated

by its intrinsic dynamics between vo and vth. The statistics of the input are of secondary

importance as the input must be tuned precisely to drive the intrinsic nonlinear dynamics of

spike initiation [75]. In contrast, in the gain scaling regime, the filtered stimulus drives the

neuron well into the linear hyperpolarized regime, and the input is strong enough that, aided

by the excitation dynamics that activate within ∆ of the threshold voltage, very little time

is spent in the nonlinear region between vth and vo. Furthermore, the EIF fit parameters

are consistent with the observed maximal current ratio in the mature cells, INa/IK ≈ 1 (see

Methods, Eq. (4.33)).

Because of the strong dependence of gain scaling on the distance-to-threshold, its exis-

tence in these neurons required a depolarizing mean current to drive the effective resting
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potential to vo > −50 mV, whereas the true resting potentials were near −68 mV in mature

cells (Table 4.2). Without the depolarizing current, gain scaling could not occur. When

network synaptic activity is not blocked, such a net depolarizing current exists in vitro in

the form of large spontaneous depolarizations [155, 158]. These depolarizations last for at

least hundreds of milliseconds and move the baseline voltage into the range of -50 to -40

mV, around which synaptic inputs can cause spikes [155] (for example, compare the sponta-

neous activity in Fig. 8 of ref. [155] to Fig. 4.13D–G of this paper). Thus, the gain scaling

property observed here is likely modulated by and interacts with network activity.

4.4 Discussion

To characterize the developmental changes in single neuron computation in the sensorimotor

cortex, we constructed functional linear-nonlinear (LN) models describing the encoding of

current inputs with varying statistical properties to output spikes (Fig. 4.1). We found that

gain scaling to changes in the typical size of input fluctuations around a baseline appears

during the first post-natal week of cortical development and is a function of age-dependent

changes in the ratio of primary spike-generating currents, INa/IK. Using a biophysical

model and the simple exponential integrate-and-fire (EIF) model, we then demonstrated

that tuning only the spike-generating currents is sufficient to replicate our main experimental

findings. We used the reduced model to determine the necessary conditions under which a

neuronal dynamical system will exhibit gain scaling. We show that these are obeyed by the

cortical neurons, and predict under which conditions the property fails to hold.

In the LN model framework, changes in a neuron’s selectivity can appear either as

changes in the spike-triggering feature, in the input-output relation, or both. Here, we

defined gain scaling as the maintenance of a constant scaled input-output relation shape

across different stimulus distributions (Fig. 4.2). While the shape of the STA can reflect

stimulus statistics and statistical interactions between spikes [25, 90, 99, 101, 122, 128, 130–

132,162], here we observed that the STA had a fixed form, indicating that the basic feature

driving spiking was independent of stimulus statistics.

Different electrophysiological classes of neurons begin to emerge during the first post-

natal week as more diverse ion channel types are expressed [160, 163, 164]; in particular, it
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is often potassium currents which sculpt feature selectivity [8]. In our sample population,

a transient potassium current was the most prominent current beyond INa and IK and we

initially expected that this current may be responsible for the precise gain scaling capabilities

of mature neurons. However, reducing this current improved gain scaling in the majority

of neurons (Fig. 4.6). While the lengthy noise stimulation protocol we used here precluded

the possibility of testing for a wide range of additional currents, in combination with our

simulation results and the theory, these findings (Fig. 4.9) suggest that a similar effect

would be seen for other currents that change the effective subthreshold GNa/GK ratio. It

is possible that the later expression of certain subthreshold potassium conductances (e.g.

IA) may reduce the inherent gain scaling property of the spike-generating mechanism. As

intrinsic properties shift with expression of channels with specific functional roles [65,72,160],

gain scaling behavior might be supported by a different mechanism, such as the slow after-

hyperpolarization current observed in the adult barrel cortex [65].

Previously, contributions to gain scaling in single neurons have been identified as arising

from different biophysical properties. In retinal ganglion cells, gain control has been at-

tributed to slow sodium inactivation leading to a σ-dependent build-up of inactivation [104].

In adult barrel cortex neurons, contributions to gain scaling have been associated with a

calcium-activated potassium conductance underlying slow after-spike hyperpolarization. In

these cases, the effect was attributed to a relatively slow-timescale activity-dependent cur-

rent that reduced threshold in the presence of increased neuronal activity. However, in our

study, we observe gain scaling behavior with only fast spike-generating currents and no

slow processes (Fig. 4.9). This emerges from the way that the subthreshold linearity of the

leak current and fast spike-generating currents shape how the input probes the dynamics in

voltage state space.

While effects of stimulus mean and variance on LN model components have been noted

before in single neurons without slow timescales [25, 90, 101, 124], to our knowledge, this

paper is the first report of perfect gain scaling in single neurons. This manifestation of gain

scaling depends on the kinetics of the spike-generating currents. Of primary importance was

the the system is well-described by one-dimensional voltage-based dynamics, as is possible

when conductances are small such that the membrane time constant is long compared to
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the timescales of the spike-generating kinetics.

Previous studies have explored the robustness of the outputs of neurons and neural

networks with respect to variations in the high-dimensional space of single neuron param-

eters [165]. Here, we quantify a neuron’s output properties not in terms of specific firing

patterns but by its ability to exhibit gain scaling, and find that this property is supported by

a one-dimensional set of conductance parameters—the ratio of maximal sodium to potas-

sium currents. This suggests that a partial tuning of intrinsic parameters occurs during

development. This tuning may contribute to the shift in information processing that occurs

as the cortex prepares for the onset of sensory experience.

While the input-output properties of a single neuron are a function of synapses, morphol-

ogy, and ion channel properties, here we tested only the developing gain scaling properties

of the somatic spike-generating mechanism. The developmental period we investigated is

also characterized by significant synaptic maturation [166–168]; determining how changing

synaptic inputs interact with the developing gain scaling properties of single cortical neurons

is an open question. It is possible that intrinsic somatic properties can serve to alleviate or

normalize out the effects of changes in synaptic filtering that help to shape the statistics of

the input to the soma.

Numerous studies have shown that developing neural systems are sensitive to activity

with no apparent sensory correlate—so-called “spontaneous activity”—and this activity can

trigger developmental changes ranging from ion channel expression to network connectivity

[156]. In the neonatal mouse, waves of spontaneous activity are initiated in a discrete

pacemaker region in the ventrolateral cortex [169] and propagate across the cortex from

E17–P2 [157, 158]. Our results show that neurons at these early stages do not adjust

excitability to compensate for the variance of input amplitudes (Fig. 4.4C). It is possible

that this lower propensity for spontaneous firing, combined with higher intrinsic excitability

in response to large inputs, may contribute to the ability of immature neurons to respond

to pacemaker input by participating in spontaneous waves of activity, while at the same

time avoiding asynchronous firing between waves of activity [169–171]. In contrast, mature

neurons responded to a wider range of stimuli (Fig. 4.4C) and so may be less selective for

widespread network activity. Thus, developmental changes in gain scaling may be part of a



143

process that changes cortical neurons from participants in waves of spontaneous activity that

are essential for cortical development into asynchronous and efficient information-processing

computational units.

Computational characterizations of single neurons have demonstrated that sophisticated

coding properties can arise from the combined diversity of morphology and ion channel

properties. We found that in the developing cortex, single neurons exhibit gain scaling

well before the cortical network reaches an adult state. The interaction of basic voltage-

gated channels that give rise to spikes provides an intrinsic mechanism for adaptive coding.

Within a developmental context, the emergence of gain scaling may serve to reduce the early

propensity of cortical neurons to entrain in large-scale spontaneous patterns of activity and

thus terminate such activity on the appropriate developmental schedule. These results

underscore the rich intrinsic computational repertoire of single neurons.

4.5 Materials, Models, and Methods

We recorded intracellularly from single neurons in layers II–VI of mouse sensorimotor cortex

at two time points: from embryonic day 18 (E18) to post-natal day 1 (P1) (n = 15),

and from P6 to P8 (n = 41). Organotypic cultures were prepared from E17 as described

previously [158]. While the majority of recordings were done in cultured slices, we also

performed a series of experiments (n = 19) in acute slices, see Methods. All procedures

were in accordance with NIH guidelines. For some neurons, 1 mM 4-aminopyridine (4-AP)

was applied to reduce a transient potassium current (see Fig. 4.7); for other neurons, 5 nM

TTX was applied to achieve a partial block of transient sodium current. Maximal sodium

and potassium currents, INa and IK, were extracted from current responses to voltage steps

ranging from −80 to +40 mV, from a −70 mV holding potential [155]. INa was measured

at its peak transient value; IK was measured at +40 mV.

We characterized the intrinsic computation of in vitro or model neurons (see Methods for

details) as a one-dimensional Linear-Nonlinear (LN) model [44] calculated via reverse cor-

relation [45] of output spike times to the input Gaussian current stimulus with mean µ and

standard deviation σ. The mean input currents where chosen to enable the fluctuating part

of the input to drive cells with mean firing rates in the 1–10 Hz range that is observed during
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spontaneous activity [158]. The filtered stimulus is defined relative to the mean current,

s(t) =
∫ t

0 dt
′ h(t− t′)

(
i(t′)− µ

)
, where h is the square-normalized STA filter. The neuron’s

estimated instantaneous firing rate given filtered stimulus is R[s] ≡ P [sp|s]
dt = R̄ p[s|sp]

p[s] , where

R̄ is the mean firing rate at input standard deviation σ.

Gain scaling occurs if the fundamental shape of the input-output relation remains the

same despite changes in σ and associated changes in mean firing rate. We therefore compare

the scaled, normalized input-output relations: T [s/σ] ≡ R[s/σ]/R̄. For two stimuli with

standard deviations, σ1 and σ2, producing mean firing rates R̄σ1 and R̄σ2 , a neuron shows

gain scaling if T [s/σ1] = T [s/σ2]. Since the scaled prior distributions, p[s/σ], are unit

Gaussians, the threshold shape is determined by the normalized spike conditional stimulus

distribution, p[s/σ|sp].

We quantify scaling error using Dσ, the symmetrized Kullbeck-Leibler (KL) divergence

[172], Eq. (4.16), between p[s/σ1|sp] and p[s/σ2|sp]; Dσ of zero indicates perfect gain

scaling. Similarly, we define DN as the symmetrized KL-divergence between the p[s/σ|sp]

sampled for two different neurons; small DN indicates that the two neurons share a common

input-output relation. We also computed the Jensen-Shannon divergence between each

distribution; the two measures gave equivalent results (Fig. 4.14A).

Exponential integrate-and-fire (EIF) models were fit to a population of mature cells (P7,

n = 6) to quantitatively characterize the neuronal dynamics in a framework amenable to

theory. Fits were determined manually from the statistics of the voltage distribution and

the spike train in response to a known input current. All cells included were statistically

stationary for at least 100 seconds for each input condition; non-stationary data (observed

to vary on timescales of 50–100 seconds) was excluded from the fits. Goodness of fit to

the spike train was determined by the coincidence factor [73]. Goodness of fit of the LN

models resulting from the best-fit EIF model was determined by D̄M, the symmetrized KL-

divergence, averaged over σ, between the p[s/σ|sp] for the recorded data and the best-fit

EIF model.
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4.5.1 Tissue preparation

Organotypic cultures

Organotypic cultures were prepared from embryonic (E17) Swiss-Webster and Balb/C mouse

cortex as previously described in [158]. According to our previous work in organotypic cul-

tures, this preparation preserves the normal development of single neuron intrinsic proper-

ties [158] and has the advantage of allowing block of spontaneous network activity via appli-

cation of TTX. All procedures were in accordance with NIH guidelines, and were approved

by the Institutional Animal Care and Use Committee of the University of Washington.

Acute slices

Black-6 mouse pups (P6–P10) were killed by exposure to CO2 and decapitated. Brains were

rapidly removed from the skulls and cerebellar regions dissected before gluing the remaining

tissue to the vibratome plate (MicroM HM 650V, Thermo Scientific). 300 µM coronal slices

were made in ice-cold ACSF (identical to recording solution described below, but with 50

µM CaCl2). Prior to recording, slices were incubated in 34oC ACSF with added synaptic

blockers (see below) for at least 30 minutes. All animal handling followed animal welfare

guidelines for the Technical University of Munich.

4.5.2 Electrophysiology

We recorded intracellularly from single neurons in layers II-VI of mouse sensorimotor cortex

at two time points: from embryonic day 18 (E18) to postnatal day 1 (P1) (n = 15), and

from P6 to P8 (organotypic culture, n = 41; acute slices: n = 19).

Pharmacological blockers

During all experiments, neurons were synaptically isolated by extracellular application of

20 µM AP5, 25 µM CNQX and 10 µM picrotoxin or 50 µM bicuculline, all from Tocris

Bioscience (Ellisville MO, USA). For some neurons, 1 mM 4-aminopyridine (4-AP) was

applied to reduce a transient potassium current. For other neurons, 5 nM TTX was applied

to partially block the transient sodium current responsible for generating action potentials.



146

Recording conditions

For experiments in Swiss-Webster neurons, patch pipettes were pulled to a resistance of

3.5–8 MΩ from 50 µl haematocrit glass capillary tubes using a two-stage puller (Narishige,

Tokyo, Japan), and filled with potassium internal solution, which contained (in mM): 113

KMeSO4 (ICN Biomedicals), 28 KCl, 10 HEPES, 2 ATP-Mg, 3 Na2-ATP, and 0.2 Na-

GTP, pH to 7.25. During recording, tissue was maintained in room-temperature artificial

cerebrospinal fluid (ACSF) bubbled with carbogen gas (95% O2–5% CO2) containing (in

mM): 140 NaCl, 3 KCl, 2 MgCl2, 2 CaCl2, 1.25 NaHPO4, 26.5 NaHCO3 and 20 D-glucose.

All salts were obtained from Sigma (St Louis, MO, USA). Recordings were made using a

List EPC-7 (Heka Elektronik, Lambrecht/Pfalz, Germany) amplifier. Currents were filtered

at 1.5 kHz with an 8-pole Bessel characteristic, recorded and analyzed using pCLAMP8 and

pCLAMP9 software (Axon Instruments).

For experiments in the Balb/C neurons, patch pipettes for whole-cell recordings were

filled with (in mM): 105 K-gluconate, 30 KCl, 10 HEPES, 4 ATP-Mg, 10 phosphocreatine-

Na2, 0.3 Na-GTP, pH to 7.3. The extracellular ACSF solution contained (in mM): 125

NaCl, 2.5 KCl, 1 MgCl2, 2 CaCl2, 1.25 NaHPO4, 25 NaHCO3 and 25 glucose. Recordings

were made with an Axoclamp 2B amplifier (Axon Instruments, Union City, CA), filtered at

3 kHz and acquired using custom written software (Igor, WaveMetrics, Lake Oswego, OR).

Voltage-clamp protocol

Input resistance rin was calculated from the linear fit to steady-state currents at voltages

from -80 mV to -40 mV (±10 mV steps from a holding potential of -70 mV), sampled at 20

kHz. The magnitude of the maximal sodium and potassium currents, denoted INa and IK,

were estimated from current responses to voltage steps ranging from -80 to +40 mV from a

holding potential of -70 mV, after leak subtraction [155] (see Fig. 4.4D). Maximal INa was

measured at its peak value; maximal IK was measured at +40 mV. Series resistance was

typically 8–10 MΩ and compensated by at least 60%.

Due to space clamp issues resulting from currents in the dendrites and axon, it is unlikely

that we achieved perfect control over the applied voltage. However, we do not believe that
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a systematic, stage-dependent change in spatial control of voltage biases our results, for

several reasons. First, at least proximal neurites are present throughout the stages of our

experiments and the growth of more distal processes at later stages would not be expected

to have large effects on spatial control [155]. Second, I-V relations for the voltage-gated

Na and K currents rise smoothly at all stages, indicating that major escapes in membrane

potential are not occurring, and, most relevant to our experiments, are not affecting Na

and K currents differentially. In cases where voltage escapes were apparent, data were not

accepted. Finally, the developmental increase in Na current density observed in this and

previous work was closely correlated with predicted changes in basic firing properties and

action potential waveform, indicating that the observed changes are not simply artifacts of

poor and changing spatial control [155].

4.5.3 Current-clamp noise stimulation

For spike-triggered characterization (see below), broadband Gaussian noise current, i(t),

with variable mean, µ, and standard deviation, σ, was injected to elicit long (1000–2000

second) spike trains, acquired in 100 second trials. All input current traces were realizations

of the Ornstein-Uhlenbeck process [118], expressed as:

i(t) = µ+ σξ(t), (4.9)

where ξ(t) has unit variance and correlation time τc (= 1 ms always). For single σ experi-

ments, we increased overall σ until the neuron fired repetitively at approximately 5–10 Hz

while holding σ = 2µ to maintain the relative shape of the input current distribution be-

tween neurons with large differences in passive input resistance. In multiple σ experiments

used to measure gain scaling, we started with σ = 2µ and then increased σ while holding

µ constant. During noise trials, no holding current was applied; neurons with resting mem-

brane potentials positive to -60 mV were not analyzed further. Matlab 7 was used to create

stimulus waveforms (digitized at 1 or 2 kHz) and for custom data analysis routines.

For analysis, it is useful to re-express the fluctuating part of the input current to make
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explicit the influence of the fluctuations on the voltage:

r
(
i(t)− µ) = rσξ(t) ≡ σv

√
τv

τc
ξ(t), (4.10)

where τc is the input correlation time and τv is the effective membrane time constant, defined

as in Eq. (4.28). The parameter σv sets the scale of the voltage fluctuations induced by the

current: STD[v] ∝ σv, where the proportionality constant is O(1). For small correlation

times, τc
τv
� 1, the input can be thought of as white noise that has been discretized in

samples of duration τc [118]. In this work, we typically have τc
τv
∼ 1

20 , and so we can assume

analytical results taken from Chap. 3 based on discretized white noise carry over with the

change in notation: dt→ τc. In the recordings shown, the input standard deviation ranged

over approximately 4 mV . σv . 20 mV.

DC input current mimics large, slow depolarizations that arise from network activity

For each cell, the mean current has a significant effect on the response properties of the

cell. For all ages studied, without a positive mean current, resting potentials were around

vrest = −70 mV with thresholds near −30 mV. Accordingly, it is very difficult to drive

the neurons solely with fluctuating Gaussian signals because the voltage standard deviation

would have to approach 40 mV before spikes are fired at a measurable mean rate while also

causing unphysiologically large hyperpolarizations that would destabilize the recording..

The DC input µ has the effect of moving the effective resting potential into the range −55

to −40 mV without substantially changing the threshold. For a summary of the data from

mature P7 cells, see Table 4.2.

Effective resting potentials in that range place the neurons at an “operating point” that

is consistent with the natural state of the neurons during epochs of large, slow depolarization

that occur when network activity is not blocked [158, 161]. During these large depolariza-

tions, the transient neural activity occurs around a baseline roughly at −45 mV that last

for hundreds of milliseconds or longer. These large depolarizations may be due to a slow

hyperpolarization-activated (Ih) current [173]. Because we are studying the LN model cod-

ing where the timescale of the STA is of order 10 ms, our analysis should be thought of

as studying the coding properties in response to fluctuating, transient inputs around the
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depolarized state.

4.5.4 Representing intrinsic computation with LN models

We characterized the intrinsic computation of individual in vitro or model neurons as a one-

dimensional Linear-Nonlinear (LN) cascade model [44] calculated via reverse correlation [80]

of output spike times to the input Gaussian current stimulus with standard deviation σ.

Fig. 4.1 shows a schematic outlining our procedure.

An LN model for a single neuron produces an estimate of the instantaneous firing rate in

response to the input current. The LN model consists of two parts: a feature that acts on the

input to produce a linearly filtered stimulus, which is the amplitude of the feature present

in the input, and a nonlinear input-output relation that acts on the filtered stimulus to

estimate the instantaneous firing rate. We identify the feature as the mean stimulus history

proceeding a spike, the spike-triggered average (STA). To find the STA, we average the

input current preceding each spike:

STA(t) ≡ 〈i(t)|sp〉 =
1

N

N∑
j=1

i(t− tj), (4.11)

where the {tj} are the times of the spike [45]. the filter, h(t), is the time-reversed STA,

normalized such that
∫
dt′ h(t′)2 = 1. The filtered stimulus is defined by convolving the

input current relative to the mean with the filter:

s(t) =

∫ t

0
dt′ h(t− t′)

(
i(t′)− µ

)
≡
(
h ∗ i

)
(t). (4.12)

With our choice of normalization, the variance of the filtered stimulus is always linearly

proportional to the variance of the unfiltered input current: 〈s(t)2〉 ∝ σ2.

The neurons selectivity for the feature of the input stimulus represented by the STA

is expressed by the nonlinear input-output relation, R[s]. This rate estimation function is

related to the probability that the STA is associated with spikes, p[s|sp], by Bayes’ law:

R[s] ≡ P [sp|s]
dt

= R̄
p[s|sp]

p[s]
, (4.13)
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where R̄ is the mean firing rate for fixed input mean and standard deviation σ, dt is the

sampling time step, and the prior distribution, p[s] is always Gaussian with mean zero and

variance σ2. The spike-triggered stimulus distribution p[s|sp] is found by computing the

histogram of the filtered stimulus values at the times of spikes.

Defining spike times

To identify spike times in the experimental recordings, we plotted each spike waveform in

the dv
dt versus v plane. To extract voltage thresholds for each input condition, denoted

vspike, for each recorded neuron, we found the point at which dv
dt versus v exited the cloud

of subthreshold fluctuations; this typically corresponded to the voltage at which the second

derivative of v reached a local maximum. To correspond with the experimental results, we

define spikes times in the exponential integrate-and-fire model similarly. All results shown

are qualitatively insensitive to reasonable changes in the definitions of spike times.

Contrast gain scaling

The rate estimation function generally depends on the input statistics, µ and σ, and so,

across input conditions, an individual neuron is described by a family of LN models. In

systems that show perfect contrast gain scaling, the family of LN models has the special

property that, for fixed mean µ, the spike-triggered filtered stimulus distribution is inde-

pendent of σ when expressed in terms of the scaled stimulus s
σ :

p[s|sp]→ p

[
s

σ

∣∣∣∣sp] . (4.14)

For example, Gaussian p obeys this property as long as 〈s|sp〉 ∝ σ and Var[s|sp] ∝ σ2,

whereas a simple step-function thresholding unit with threshold sth 6= 0 does not.2 Com-

parison with Eq. (4.13) shows that the input-output relation factors into a σ-dependent

multiplicative gain given by the mean rate times a σ-independent function, T
[
s
σ

]
:

R[s] = R̄ T
[ s
σ

]
. (4.15)

2Distributional scaling is defined in terms of the behavior inside an integral. The precise meaning of Eq.

(4.14) is:

∫
ds p[s] =

∫
d
( s
σ

)
p
[ s
σ

]
. For example, zero-mean Gaussian p[s] = 1

σ
√

2π
e
− s2

2σ2 transforms as

p
[
s
σ

]
= σp[s].
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In the text, we use T
[
s
σ

]
to represent the normalized estimated firing rate as a function of

s/σ.

Perfect contrast gain scaling represents an adaptive encoding in which a single spike

conveys information solely about the size of the stimulus relative to typical fluctuations,

independent of the physical size of the input. This is the hallmark of efficient coding, where

the sensitivity of the response is matched to the dynamic range of the input [87,88,92].

Quantifying contrast gain scaling

For two input standard deviations, σ1 and σ2, a neuron shows perfect gain scaling when

p

[
s

σ1

∣∣∣∣sp] = p

[
s

σ2

∣∣∣∣sp] ,
in accordance with the definition in Eq. (4.14). We quantify the degree of gain scaling with

the symmetrized Kullbeck-Leibler (KL) divergence [172] of the spike-triggered stimulus

distributions in terms of the scaled stimulus z ≡ sx
σ for σ1 and σ2:

Dσ =
1

2

∫
dz

[
pσ1 [z|sp] log2

[
pσ1 [z|sp]

pσ2 [z|sp]

]
+ pσ2 [z|sp] log2

[
pσ2 [z|sp]

pσ1 [z|sp]

]]
. (4.16)

For Dσ → 0 bits, gain scaling is perfect. This approach avoids parameter fitting and makes

no assumptions about the shape of the distributions.

Similarly, we use can use Eq. (4.16) to compare the input/output relations from different

neurons. We define DN as the symmetrized divergence between p
[
s
σ

∣∣sp] sampled for two

different neurons; small DN indicates that the two neurons have the same rate estimation

function shape. For a group of n neurons, there are n(n−1)
2 unique pair-wise DN comparisons.

Examining the population distribution of DN shows the consistency or diversity in intrinsic

computation across a group of neurons. As Fig. 4.4B demonstrates, these distributions are

not Gaussian, so we use a two-sided Kolmogorov-Smirnov (KS) test to compute p-values.

Unless otherwise noted, all other significance tests were unpaired two-sided t-tests; 〈x〉

indicates a mean value; error bars are the standard error of the mean.

To insure that zeros in the sampled distributions did not largely impact our results

from Eq. (4.16), we also calculated the mean Jenson-Shannon divergence, D̄SJ , between

distributions (Fig. 4.14A) by calculating the symmetrized KL-divergence between each
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p
[
s
σ

∣∣sp] distribution and the mean distribution, m = 1
2 (pσ1 [s/σ1|sp] + pσ2 [s/σ2|sp]), and

then taking the average of the two resulting values:

D̄SJ =
1

2

∫
dz

〈
p[z|sp] log2

[
p[z|sp]

m[z]

]
+m[z] log2

[
m[z]

p[z|sp]

]〉
σ

. (4.17)

D̄SJ scaled linearly with Dσ; thus, our particular choice of metric did not affect the trends

on which we based our conclusions.

Figure 4.14. Quantifying the properties of metric used to identify perfect gain
scaling. A. Comparing Dσ, Eq. (4.16), to the mean Jensen-Shannon divergence, Eq.
(4.17). Dashed line represents D̄SJ = Dσ. Solid line shows linear fit, D̄SJ = 0.28Dσ,
r=0.98. These values were calculated for 26 single gain in vitro experiments. B. Estimated
error in Dσ as function of p[s|sp] sampling and bin size. For a given neuron, normalized
stimuli s/σ (from 700-2500 spikes) were split into two randomized groups. Estimated
sampling error in Dσ was calculated the symmetrized KL-divergence between pa

[
s
σ

∣∣sp]
and pb

[
s
σ

∣∣sp]. Each point represents the average estimated error ± standard deviation for
20 in vitro neurons plotted by bin size (∆s) used to compile pa

[
s
σ

∣∣sp] and pb
[
s
σ

∣∣sp]. For
calculations presented in the main text, ∆s was typically 0.1–0.15. Thus, the scaling error
seen in neurons that exhibit perfect gain scaling (Figs. 4.4 and 4.6) was near or below the
estimated level of Dσ which can arise from sampling alone.

To check that differences in numbers of spikes collected for each neuron or condition did

not impact the Dσ or DN calculations, we repeated the analysis for a random subsample of

500 spike times for each neuron (mature/immature comparisons), stimulus σ (gain scaling

comparison) or condition (4-AP and TTX experiments). This procedure increased Dσ or

DN values by approximately 10–20% but did not impact the trends on which we based our

conclusions.
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The Dσ values we calculated from most mature data were quite small (∼ 0.1 to 0.3

bits) and especially in the drug (4-AP and TTX) experiments, low gain conditions had a

relatively small number of recorded spikes (i.e. fewer than 1000 spikes). For small numbers

of spikes, finite sampling and choice of bin size used to compute distributions might create

artifacts in Dσ calculations (artificially high values of Dσ). To investigate this possibility,

we split individual experimental p
[
s
σ

∣∣sp] distributions into two random samples, pa
[
s
σ

∣∣sp]
and pb

[
s
σ

∣∣sp], and calculated Dσ between these distributions; this value should be very

close to zero. For the range of bin sizes we used in our calculations, the resulting average

sampling error was between 0.06 and 0.08 bits (see Fig. 4.14B). Thus, the majority of small

Dσ values indicating precise gain scaling were close to the Dσ values which can come about

by sampling alone, confirming that the p
[
s
σ

∣∣sp] distributions were nearly identical between

stimulus distributions.

4.5.5 Single neuron models

Using single compartment models, we examined the impact of different maximal sodium

and potassium conductances on the properties of the computation as characterized by LN

models.

Biophysical model

In close parallel with the experiments, we studied a Hodgkin-Huxley style model [12] con-

sisting of a passive leak current, iL, and mammalian voltage-gated transient sodium iNa,

and a delayed-rectifier potassium, iK, currents with corresponding maximal conductances,

GL, GNa and GK, and reversal potentials EL = −70 mV, ENa = 50 mV, and EK = −77

mV:

Cv̇ = −iL − iNa − iK + i(t),

= GL(EL − v) + gNa(t)(ENa − v) + gK(t)(EK − v) + i(t), (4.18)
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where C = 1 F/cm2 is the specific membrane capacitance and i(t) is the input current. The

active conductances are given in terms of the gating variables m,h, and n:

gNa = GNam
3h, (4.19)

gK = GKn. (4.20)

The kinetics of the gating variables are:

τm(v)ṁ = m∞(v)−m, with m∞(v) =
αm(v)

αm(v) + βm(v)
and τm(v) =

1

αm(v) + βm(v)
;

(4.21)

τh(v)ḣ = h∞(v)− h, with h∞(v) =
1

1 + exp
(
v−Vh
Kh

) and τh(v) =
1

αh(v) + βh(v)
;

(4.22)

τn(v)ṅ = n∞(v)− n, with n∞(v) =
αn(v)

αn(v) + βn(v)
and τn(v) =

1

αn(v) + βn(v)
.

(4.23)

where the rate coefficients, αx(v) and βx(v), are of the form:

αx(v) =
Aαx(v − Vαx)

1− exp
(
−v−Vαx

Kx

) and βx(v) =
−Aβx(v − Vβx)

1− exp
(
v−Vβx
Kx

) .
The kinetic parameters are shown in Table 4.1, from Ref. [15]. For compactness, m∞(v)

and n∞(v) can be re-expressed as:

x∞(v) =
1

1 + e
−
(
v−Vx−∆Vx

Kx

) , (4.24)

with Vx ≡ Vαx(= Vβx) and ∆Vx = Kx ln
(
Aβx
Aαx

)
.

Simulations were performed in the NEURON simulation environment [174] with batch

processing controlled via Matlab. For the simulations described in the main text, maximal

conductances GNa and GK ranged over 100–2000 pS/µm2. To match the range of input

resistances seen in vitro (0.2–1.5 GΩ; see [155] for discussion of the high input resistance in

developing cortical neurons), the leak conductance was set to GL = 0.25 pS/µm2 such that

the membrane time constant at the resting potential was 25 ms. 217 out of 400 possible
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Table 4.1. Kinetic parameters of the biophysical model.

variable equation Ax [10−3] Vx [mV] Kx [mV]

m αm 182 -35 9

βm 124 -35 9

h αh 24 -50 5

βh 9.1 -75 5

h∞ — -65 6.2

n αn 20 20 9

βn 2 20 9

conductance combinations produced model neurons which were not spontaneously active

and fired in response to noisy current. Fig. 4.15 details the model’s excitability as function

of GNa and GK. 20,000 spikes were used for all calculations, with an integration step dt = 0.1

ms. 10 simulations with different GNa
GK

were repeated for dt = 0.01 ms, with minor changes

in spike timing and no changes in LN models. As discussed in the main paper, gain scaling

of the LN models improves with increasing GNa
GK

, as shown in Fig. 4.16.

Exponential integrate-and-fire model

We performed theoretical analysis and fits to data with the exponential integrate-and-

fire (EIF) model, a single variable model that has been shown to fit well to data from

cortical neurons [57, 58]. In place of the Hodgkin-Huxley style dynamics for the sodium

and potassium channels, the EIF model has an exponentially excitable current the drives

spiking and an instantaneous after-spike reset current that terminates the action potential.

In parallel with the biophysical model as expressed in Eq. (4.29), we parameterize the EIF
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Figure 4.15. Characterizing the biophysical model for different maximal
conductances. The model has three excitability regimes: silent, excitable, spontaneous
(10,000 simulations, GNa and GK from 20 to 2000 pS/µm2, in increments of 20 pS/µm2).
To test excitability for non-spontaneously active neurons, the standard deviation σ of a 10
second Gaussian noise current was increased in 2 pA increments until noise-driven
hyperpolarizing voltage excursions became negative to -100 mV (silent) or the neuron fired
an action potential (excitable). For LN models (Fig. 4.9), we used a coarser grid of
conductance parameters (100 to 2000 pS/µm2, in increments of 100 pS/µm2).

model as follows:

τvv̇ = vo − v + f(v)− (vs − vr) τvR(t) + σv

√
τv

τc
ξ(t), (4.25)

f(v) = (vth − vo)
(
e
v−vth

∆ −
(

1 +
v − vo

∆

)
e
vo−vth

∆

)(
1−

(
1 +

vth − vo
∆

)
e
vo−vth

∆

)−1

,

R(t) = δ(v − vs) v̇H(v̇),

where vo is the effective resting potential for mean input 〈i(t)〉 = µ in the sense used in

Eq. (4.27) and τv is the effective membrane time constant near rest as in Eq. (4.28). We

describe the dynamics of the after-spike reset to the reset voltage, vr, with the deterministic

instantaneous firing rate, R(t), given above. The continuous-time, voltage-based reset op-

eration, (vr − vs) τv δ(v − vs)v̇H(v̇), is read as “when the voltage reaches the spike height,

vs, from below at time t, reset the voltage to vr.” [106]



157

Figure 4.16. Error in gain scaling in the GNa vs. GK conductance plane. Dσ

was calculated for 148 model neurons with varying GNa and GK conductance values,
stimulated with two stimulus standard deviations: σ1 = 1 and σ2 = 1.3 (∆σ = 30%).
Warmer colors indicate larger gain scaling error.

The function f(v) is the exponential voltage-activated current, and ∆ sets the activation

scale over which the spike-driving excitable current turns on. For fixed µ (which has been

absorbed into the definition of vo), there is an unstable fixed point at vth that acts as the

intrinsic dynamical threshold for pulse-like inputs [3,24,26,130,162]. The cumbersome form

of f(v) (in comparison to the standard form found in ref. [54]) has been chosen so that each

parameter retains its intuitive meaning regardless of the parameter values. Parameterized

as above, it is assumed that the neuron exhibits a stable resting state and threshold—

that the neuron is excitable. Furthermore, the directly-measurable, model-independent

parameters, vo, vth, and τv, are insensitive to the activation parameter, ∆ (because f(v)

has the properties: f(vo) = 0, f(vth) = vth− vo, and df
dv (vo) = 0 for all ∆). Thus, using this

parameterization, ∆ can be varied without incidentally also changing directly measurable

degrees of freedom.

The mean response statistics of the EIF model are described by the steady-state voltage

distribution. For integrate-and-fire models driven by noise with short correlation time, the

steady state voltage distribution and the mean firing rate can be calculated directly from
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the Fokker-Planck formulation of the model [118]. Previous work [54,106] has shown that:

p[v] =
2R̄τ

σ2
e−

(v−vo)2−2F (v)

σ2

∫ vs

max(v,vr)
dv′ e

(v′−vo)2−2F (v′)
σ2 , (4.26)

where F (v) =
∫
dv f(v) and the mean rate, R̄σ is found from the normalization condition:∫

dv p[v] = 1.

The EIF model is much simpler than the biophysical model. While even this simple bio-

physical model has 26 parameters, the EIF model has only seven parameters. Furthermore,

of those seven, only two are structurally meaningful; the others determine units and the

finite cut-off for the spike height (to which the model is quite insensitive [143]). We repre-

sent these intrinsically meaningful dependencies by the dimensionless ratios describing the

spike generating currents: ∆
vth−vo and vr−vo

vth−vo . The intrinsic meaning of the input fluctuation

strength is captured similarly in terms of σv
vth−vo .

Biophysical interpretation of the EIF model parameters

For comparison with directly observable quantities and for understanding the parameters in

the EIF model, Eq. (4.25), it is useful to re-parameterize the biophysical model in Eq. (4.18).

First, we explicitly separate the linearized response around the effective resting potential

from the full nonlinear dynamics. For input currents with non-zero mean, 〈i(t)〉 = µ, the

effective resting potential is:

vo =
GLEL + gNa(vo)ENa + gK(vo)EK + µ

GL + gNa(vo) + gK(vo)
, (4.27)

where gNa(vo) and gK(vo) are the steady-state conductances at the effective resting po-

tential. Note that for small GL, vo only depends on the maximal conductance ratio,

GNa/GK, and not the absolute conductance values. The effective input resistance at vo

is r = (GL + gNa(vo) + gK(vo))
−1, and the corresponding effective membrane time constant

is:

τv =
C

GL + gNa(vo) + gK(vo)
. (4.28)
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In terms of vo, τv, and the stimulus parameters, σv and τc, the biophysical model Eq. (4.18)

is:

τvv̇ = vo − v + r δgNa(t)(ENa − v) + r δgK(t)(EK − v) + σv

√
τv

τc
ξ(t),

where the conductance differences are defined as δgX(t) = gX(t) − gX(vo). The formal

reduction to a one-dimensional voltage-based model follows from averaging over the channel

dynamics conditioned on the instantaneous value of the voltage:

τvv̇ = vo − v + r
〈
δgNa

∣∣v〉 (ENa − v) + r
〈
δgK

∣∣v〉 (EK − v) + σv

√
τv

τc
ξ(t), (4.29)

Numerical [57, 58] and limited analytical [175–177] methods are available for performing

the averaging explicitly. This reduction is most accurate when the conductance states are

tightly correlated with the instantaneous value of the voltage, as occurs when the timescales

of the conductance dynamics are much faster than the timescale of membrane dynamics.

This is roughly true for the biophysical model for the parameters simulated, except during

the after-polarization where the details of the spike waveform are not important to the

questions we studied (below threshold: τv = 40 ms, τm ∼ 0.3 ms, τn ∼ 7 ms, τh ∼ 10 ms).

The EIF model assumes simplified forms for the averaged sodium and potassium chan-

nel dynamics for the benefit of reducing the spiking dynamics to a description with four

parameters. The nonlinear currents that are active below threshold and during spike gen-

eration are represented by f(v), Eq. (4.25), are characterized by the voltage threshold, vth,

and the activation parameter, ∆. The threshold voltage in the EIF model is the average

voltage that characterizes the separation between the subthreshold and spiking regimes—it

is approximately the unstable fixed point of the averaged dynamics:

f(vth) ≡ vth − vo ≈ r
〈
δgNa

∣∣vth〉 (ENa − vth) + r
〈
δgK

∣∣vth〉 (EK − vth); (4.30)

only approximate equality can be expected because the form chosen for f(v) is highly

restrictive and is unlikely to perfectly match the true averaged kinetics. The activation

parameter, ∆, primarily represents the kinetics of sodium activation [54], although the

best-fit value will necessarily be influenced by all active nonlinearities preceding a spike. In

lieu of biophysical dynamics for the after-polarization, from a spike height, vs, the voltage
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is instantaneously reset to vr. When the mean inter-spike interval is large compared to the

effective membrane time constant, τv, the EIF model is insensitive to vr when vr is such

that vo ∼ vr . vth −∆ and ∆ . vth − vo.

The above relationships facilitate making qualitative statements about biophysical pa-

rameters from quantitative values of EIF parameters. Of primary importance is how vth

and vo vary with changes in the maximal conductance ratio, GNa/GK. From Eq. (4.30),

the derivative of the threshold voltage with respect to changes in the maximal conductance

ratio is:

∂vth

∂
(
GNa
GK

) =

GK
GNa

r
〈
δgNa

∣∣vth〉 (ENa − vth)

1− ∂
∂v

[
r
〈
δgNa

∣∣v〉 (ENa − v) + r
〈
δgK

∣∣v〉 (EK − v)
]
v=vth

,

< 0,

where the inequality follows because the numerator is positive-definite and the denominator

is negative-definite since the voltage threshold is unstable [24]. Thus, as the maximal

conductance ratio is increased, the voltage threshold decreases, as is well known since the

sodium channel is responsible for excitability. A similar argument using Eq. (4.27) holds

for changes in the resting potential with conductance ratio changes, but with opposite sign:

∂vo

∂
(
GNa
GK

) > 0. Taken together, an increase in the maximal conductance ratio decreases the

distance between rest and threshold:

∂(vth − vo)

∂
(
GNa
GK

) < 0. (4.1)

This correspondence is shown by comparison of the behavior of the full biophysical model

shown in Fig. 4.9 to that of the EIF model shown in Fig. 4.10.

For fixed spike-generating kinetics, represented by fixed ∆, increasing the conductance

ratio in the biophysical model (and increasing the maximal current ratio in the recorded

neurons) is equivalent to increasing ∆
vth−vo in the EIF model. Qualitatively, ∆

vth−vo captures

in a single parameter the interaction of the kinetics of spike initiation (∆) with developing

expression of ion channels (vth − vo).
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4.5.6 Fitting the exponential integrate-and-fire model to data

EIF models were fit to a population of mature cells (P7, n = 6) probed by four different

input standard deviations. Fits were done “by hand”; an EIF-specific algorithmic model

fitting approach [57,58] with electrode correction [178] was attempted but failed due to the

insufficiently fast sampling rate (2 kHz) available to us. All cells included were statisti-

cally stationary (as determined by the mean firing rate and mean voltage, averaged in 500

millisecond blocks) for at least 100 seconds for each input condition; non-stationary data

(observed to vary on timescales of 50–100 seconds) was excluded from the fits.

The spike height voltage, vs, was taken to be the maximum voltage observed, although

all results are insensitive to this choice provided vs−vth � ∆ [54,143]. The initial guess for

the effective membrane time constant, τv, was matched to the timescale of the STA. Initial

guesses for the kinetic parameters were set to ∆ = 0.3 and vr − vo = 0. Given the above

choices, initial values for the effective resting potential, vth, threshold, vth, and resistance, r,

were determined by optimizing the fit of the steady-state voltage distribution, Eq. (S4.26),

below threshold.

From the initial guess, systematic variation of parameters was used to optimize the mean

coincidence factor across all input conditions. The coincidence factor, applied to a single

input condition, is:

Γ =
Ncoinc − 〈Ncoinc〉

1
2 (Ndata +Nmodel)

N−1, (S4.31)

where Ncoinc is the number of spikes that coincide within a tolerance ±γ, 〈Ncoinc〉 =

2R̄σγNdata is the expected number of coincidences for a Poisson spike train with the same

rate as the data, and N−1 = 1− 2R̄γ is a normalization factor [73]. The coincidence factor

is zero for random Poisson coincidence and is one for spike trains that agree exactly. The

tolerance was chosen to be one mean spike width, γ = 7 ± 3 ms for the population; slow

spikes are consistent with the small conductances seen at this age [155].

Best fit parameters for the population are summarized in Table 4.2. A detailed example

is shown in Fig. 4.13. Across the population, the mean coincidence factor for an input

condition was 〈Γ〉 = 0.59± 0.07 (the statistical error for a condition is ±0.02).

For each cell, the EIF model identified was used to generate LN models corresponding
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Table 4.2. Population summary of relevant parameters for mature cortical
cells. (P7. No DC input (µ = 0): n = 28; with DC input: n = 6.)

parameter mean value ± std

resting potential (µ = 0) −68.5± 2.5 mV

µ 39.9± 17.4 pA

vo (µ 6= 0) −48.2± 5.4 mV

vth −25.3± 1.1 mV

τv 18.0± 4.2 ms

∆ 9.3± 2.3 mV

vr −55.4± 7.1 mV

vs 37.0± 3.5 mV

r 150± 90 MΩ

to the recorded data. Simulation results are shown in Fig. 4.13. As discussed in Sec. 4.5.4,

spike times were triggered on the phenomenological voltage threshold that labeled the exit

of deterministic voltage trajectories from the subthreshold cloud, vspike. As expected from

theory (Chap. 3) [162], we found:

vspike − vth ∼ σv

√
τv

τc

∆

vth − vo
, (S4.32)

reflecting the competition between the instantaneous spike-generating dynamics and rapid

input transients on timescale τc that determines when spike generation becomes unambigu-

ous. Input-output function similarity between model and data was characterized by the

mean Jenson-Shannon Divergence between model and data, D̄M, defined as in Eq. (S4.17).

Population statistic is 〈D̄M〉 = 0.36 ± 0.19 bits across all input conditions; estimated floor

is 0.1 bits, based on random resampling as described in Sec. 4.5.4.

4.5.7 Estimate of the magnitude of the maximal current ratio INa/IK for mature neurons

Here, we estimate the maximal current ratio, INa/IK defined in Sec. 4.5.2 from the EIF

model fits for mature cells. The size of the maximal IK is measured in steady-state at +40
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mV, where the potassium channels are assumed to be maximally open. Using the symbols

from the biophysical model in Eq. (S4.18), we have IK ≈ GK(40−EK) assuming n(40) ≈ 1.

In the mature cells, where the maximal potassium current is sufficiently large such that the

potassium current dominates the spike after-hyperpolarization (AHP), the maximal potas-

sium current can be related to vr − vo in the EIF model. In order of magnitude, the change

in voltage during the AHP is determined by the mean potassium current during the AHP

relative to the baseline potassium current away from spikes: vr − vo ∼ r (〈iK〉AHP − 〈iK〉o),

where r is the membrane resistance near vo. The mean current during the AHP is roughly:

〈iK〉AHP ≈ GK〈n〉AHP(EK − 〈v〉AHP). During the AHP, 〈n〉AHP ∼ 1
2 generically since the

channels go from more open to more closed states, and 〈v〉AHP ∼ vo + vr−vo
2 ∼ −50 mV

(see Table 4.2). The magnitude of 〈iK〉o is generally much smaller than 〈iK〉AHP because

potassium currents are activated during the spike and 〈v〉AHP − EK > vo − EK. Finally,

re-expressed in terms of the maximal current and assuming the reversal potentials reported

in Table 4.1 from ref. [15] are appropriate, we have:

vo − vr ∼ rIK
〈n〉AHP(〈v〉AHP − EK)

(40− EK)
,

∼ 0.1 rIK.

Note that for the immature cells (E14–P0), the maximal potassium conductance is too small

for the above analysis to be relevant: there is no pronounced AHP [161]. Rather, the leak

is primarily responsible for the return to rest and refractory behavior is almost solely due

to the inactivation of the small pool of sodium channels. Thus, for immature cells, there is

no direct correspondence between the EIF model reset and the potassium current.

Now, the maximal sodium current. As can be seen in the voltage clamp examples in Fig.

4.4D, the maximal sodium current occurs for voltage steps from −70 mV to approximately

the threshold voltage around −30 mV: the maximal sodium current is approximately the

transient sodium current at threshold. This is sensible as it is precisely near threshold where

the sodium current transiently approaches maximum activation with minimal inactivation.

Using Eq. (S4.30), the sodium current at threshold is related to vth − vo in the EIF model:

vth − vo ∼ rINa,
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where we have assumed that sodium current at rest is small and that the potassium current

is everywhere small in comparison to sodium during spike generation.

Taken together, the maximal current ratio is roughly determined by the size of the reset

relative to the threshold. Using the mean optimal reset parameter for gain scaling in Eq.

(S4.8), we have our estimate for the maximal current ratio for mature gain scaling cells:

INa

IK
∼ 0.1(vth − vo)

vo − vr
= 1, (S4.33)

as is consistent with the experimental observations.
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