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Most natural language processing tasks can be seen as finding an optimal object from a finite

set of objects. Often, the object of interest is structured, with combinatorial structures in-

volving trees, matchings, and permutations. The combinatorial nature makes many natural

language processing problems challenge to solve. On the other hand, submodularity, also

known as the discrete analogous of convexity, makes many combinatorial optimization prob-

lems either tractable or approximable where otherwise neither would be possible. Whether

submodularity is applicable to natural language processing problems, however, has never

been studied before.

In this thesis, we fill this gap by exploring submodularity in natural language process-

ing. We show that submodularity is practically useful for many natural language processing

tasks since, in addition to giving high-quality approximate solutions to the intractable prob-

lems, it also completely captures the essence of many practical situations arises in natural

language processing tasks. To do so, we demonstrate the applicability of submodular func-

tion optimization to three natural language processing tasks: word alignment for machine

translation, optimal corpus creation, and document summarization.

In word alignment task, we show that submodularity naturally arises when modeling

word fertility in word alignment tasks. We moreover cast word alignment problem as a sub-

modular optimization problem over matroid constraints, which provides a brand new angle





of viewing this problem and essentially generalizes conventional matching based approaches.

In the task of optimal corpus creation, we first show that the state-of-art method cor-

responds to using greedy algorithm for supermodular maximization with cardinality con-

straint, which could perform arbitrarily poorly in theory. Alternatively, we express the

problem as a minimization problem over a weighted sum of modular functions and submod-

ular functions. We further study algorithms for general submodular function minimization,

where we offer the first empirical study of the complexity of minimum-norm-point algorithm,

which is widely accepted as the most practical algorithm for submodular minimization, in

the scale of practical interest, and show that on a particular type of submodular functions

that arises in practice, minimum-norm-point algorithm’s empirical time complexity is as

bad as that of the combinatorial algorithms for submodular function minimization. We

moreover propose acceleration methods which speed up minimum-norm-point algorithm

phenomenally in practise.

For the document summarization task, we reveal that many well-established approaches,

as well as the evaluation methods, are all correspond to submodular function optimization,

giving strong evidences on the fact that submodularity is a natural fit for summarization

tasks. The document summarization task, therefore, can naturally be casted as budget

submodular maximization problem. We propose efficient algorithm for this problem that

scales well to the application, and theoretically show that the algorithm is guaranteed to

find near-optimal solutions. We further introduce a class of submodular functions that is

not only monotone but also models relevance and diversity simultaneously for document

summarization. This class of submodular functions is then generalized to a mixture of

submodular components, where each component either models the relevance or models

the diversity, and differs either in function forms or in function parameters. The learning

problem of submodular mixtures is also addressed, in which we show the risk of approximate

learning is bounded by the risk of exact learning where exact inference is used. When

evaluated on the standard benchmark task for document summarization, namely Document

Understanding Conference (DUC), we achieve best results ever reported on DUC-2004, DUC-





2005, DUC-2006, and DUC-2007.
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Chapter 1

INTRODUCTION

Natural language processing (NLP) seeks to extract, analyze, understand and predict

information carried by natural language texts. Traditional NLP tasks include part-of-speech

tagging, parsing, automatic document summarization, machine translation and so on.

As natural language conveys information at many different granularities, from simple

word (or token-based) representations, to rich hierarchical syntactic representations, to

high-level logical representations across document collections, outputs of most NLP tasks

are fundamentally discrete mathematical structures. For instance, in part-of-speech tagging,

the task is to assign parts of speech, such as noun, verb and adjective to each of the input

word (and other tokens), and in this case, the discrete output space is all the possible tagging

sequences for an input sequence (of words or other tokens). In parsing, a parser aims to

find the best syntactic tree for a given sentence among all valid trees under some grammar

rules. In extractive document summarization, the task is to find several sentences of a

document that best represents the whole document, where all possible subsets of sentences

that are within the summary length limit consist of the discrete space of interest. In word

alignment for machine translation, the finite set of objects to explore is the set of all possible

alignments between the source language sentence and target language sentence.

Due to the discrete and combinatorial nature of natural language, many NLP problems

can be seen as problems of finding an optimal object from a finite set of objects, which can

then be casted as combinatorial optimization problems.

Precisely, denote the finite set of objects of interest as Y. An NLP problem can often

be defined as finding yyy∗ ∈ Y such that

yyy∗ ∈ argmax
yyy∈Y

s(xxx,yyy)

where xxx ∈ X is the input of the problem (e.g., xxx could be a document in document summa-

rization, or xxx could be a sentence in part-of-speech tagging), and s : X × Y → R is a score
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function that measures how good yyy is given input xxx.

Finding yyy∗ in Y is often referred as the inference problem, or decoding problem. Since Y
is finite, one way to find the optimal solution would be exhaustive search, which would only

be possible when the size of the output space is limited. Example tasks of this sort include

document categorization, where it is possible to enumerate all possible target categories,

compute a score of the input document belongs to each category, and output the category

with the highest score.

In most of other NLP problems, however, the size of Y typically grows in a high poly-

nomial or even exponential rate as the size of the input grows, making an exhaustive search

intractable or impractical. For example, in part-of-speech tagging, the size of Y, |Y|, would

be n|xxx| where n is the number of all possible tags, and |xxx| is the length (number of words) of

the input sentence xxx. In extractive document summarization, |Y| would be
(|xxx|
k

)
where |xxx| is

the number of sentences in a input document xxx and k is the largest allowed number of sen-

tences in a summary with for example |xxx| � k > 10 in a typical summarization task; not to

mention in a more realistic case, k is unknown and the constraint is usually on the number

of words (or bytes) in a summary, where characterization of the solution itself difficult.

Indeed, the combinatorial nature of the output space makes many NLP problems chal-

lenging to solve. There are two commonly used viewpoints to better understand the com-

binatorial natural of the output space Y.

Vector representation of yyy

NLP researchers usually view any element yyy ∈ Y as a variable length vector over a finite

alphabet set. In particular, let this finite set be A; given an input xxx, we can view the

output as a vector: yyy = (y1, · · · , yLxxx) where yi ∈ A, i = 1, · · · , Lxxx, and the length of the

output vector, Lxxx, usually depends on the corresponding input. In part-of-speech tagging,

for example, alphabet set A is the set of all possible tags, Lxxx is just the number of tokens

contained in input sentence xxx.



3

Decomposition into parts

In many structured prediction problems in NLP, the output can be decomposed into “parts”,

and any output yyy ∈ Y can be seen as “assembling” of parts; in other words, let nxxx be the

number of parts available given input xxx, we have A = {0, 1} and yyy ∈ {0, 1}nxxx is just a

binary vector where yi indicates whether part i appears in the output. For instance, in

word alignment, given an input that consists of two sentences e1, · · · , eI and f1, · · · , fJ ,

the output yyy = {yi,j}i=1,··· ,I,j=1,··· ,J is a binary vector with length I × J and yi,j indicates

whether ei is aligned to fj . Take document summarization as another example, in which

case the output would be binary vector with length equaling to the number of sentences

in the input document and yi being a binary variable that indicates whether sentence i

appears in the summary.

Note that the size of A is usually much smaller than the size of Y. Therefore if all

the output variables yi are independent of each other, inferring the best yyy can then be

decomposed to nxxx sub-problems over A, which are relatively easy to solve. What makes

many NLP problems challenging, on the other hand, is that such independence assumption

is seldom true, and the complexity of Y is characterized by strong dependences among the

output variables, often with constraints corresponding to a combinatorial structure involving

matchings, permutations and trees.

Denote the feasible set of outputs with respect to xxx as Yxxx, and we have

Y =
⋃
xxx∈X
Yxxx,

and note that an output might not be able to contain all available parts due to constraints

(e.g., parts in an output should be a tree in parsing, and a matching in word alignment)

over the parts, we have

Yxxx ⊆ {0, 1}nxxx .

Denote these additional constraints as c(xxx,yyy) ≤ 0 where c : X ×Y → R, we have Yxxx = {yyy ∈
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{0, 1}nxxx |c(xxx,yyy) ≤ 0} and therefore, the problem of interest is then to find a y∗ such that

yyy∗ ∈ argmax
yyy∈Yxxx

s(xxx,yyy) (1.1)

= argmax
yyy∈{0,1}nxxx ,c(xxx,yyy)≤0

s(xxx,yyy). (1.2)

Problems of this sort with complex Yxxx are often referred as structured classification or

structured prediction problems. This thesis will focus on structured prediction problem

arises in NLP.

1.1 Inference Algorithms

In general, there are two ways to address the difficulty of intractable exact structured

prediction: either restrict the models (forms of the score function) to those for which exact

inference is feasible, or use approximate inference while allowing wider range of models.

Both of these directions have been actively explored in the research of graphical models

(and other related areas), where example of the first approach include conditional random

field on trees (Lafferty et al. , 2001), and examples on the second direction include loopy

belief propagation (Pearl, 1988), tree-reweighted message passing (Wainwright et al. , 2005)

and linear programming relaxations (Roth & Yih, 2004). In this section, we briefly review

some inference (decoding) algorithms used in NLP and motivate the proposed methods in

the thesis.

1.1.1 Dynamic programming

For some of the structured prediction problems, dynamic programing sometimes offers a

solution under the assumption of locality of the output variable dependence. Specifically,

to apply dynamic programing to NLP decoding problems, one often assumes a specific

structure of the score function s: that it can be computed based on “local” parts of the

output space. In sequence labeling problem (e.g. part-of-speech tagging), for instance, the

widely used Viterbi algorithm relies on certain factorizing properties of the score function
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s:

s(xxx,yyy) =

|xxx|∑
i=1

f(xxx, yi, yi−1),

where the score function is factorized to sums of functions that only dependents on adjacent

output variables. With such a locality of interaction assumption, the combinatorial opti-

mization problems can be broke down subproblems with into structures that are densely

shared, and then can often be solved efficient by dynamic programming. From early work on

Levenshtein distance (Levenshtein, 1966) for monotonic sequence alignment to more recent

work on incremental parsing (Huang & Sagae, 2010), dynamic programming is one of the

most widely used techniques in the decoding of NLP problems due to its efficiency. The

efficiency, however, comes with the expense of expressive power of the score function. In

many other combinatorial problems of interests, locality assumption is not adequate and

dynamic programing is no longer applicable.

1.1.2 Integer linear programming

Recently, much attention has been devoted to integer linear programming (ILP) formula-

tions of NLP problems, with interesting results in applications like semantic role labelling

(Roth & Yih, 2005), dependency parsing (Martins et al. , 2009a), word alignment for ma-

chine translation (Lacoste-Julien et al. , 2006), summarization (McDonald, 2007; Clarke &

Lapata, 2008) and joint information extraction (Martins & Smith, 2009). In general, solving

arbitrary ILPs is an NP-hard problem. On the other hand, ILPs are a well studied optimiza-

tion problem with branch and bound algorithms that sometimes finds the optimal solution

in affordable time, making ILP applicable to some small or median scale NLP problems.

In the ILP approach, both the score function and constraints are linear in a set of

integer variables, and the NLP problems are then formularized as a constrained optimization

problem with linear objective function. Integer solutions to these optimization problems are

usually obtained using off-the-shelf ILP solvers. Typically, the integer variables ranges from

0 to |A|−1 indicating the value of an output variable takes. Precisely, given an output vector

yyy = {y1, · · · , yLxxx} and its alphabet A = {a1, · · · , a|A|}, an ILP approach typically introduces

an integer variable zi ∈ Z ∩ [0, |A|] such that zi = j if yi = aj . The characterization of
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the output space Yxxx (i.e. dependencies among output variables yi) is then expressed via

linear constraints on these integer variables zi. In the document summarization example,

A = {0, 1} and therefore zi is a binary variable indicating whether sentence i is included in

the summary. The summary length constraint can then be expressed as a single inequality:∑|xxx|
i=1 cizi ≤ b where ci is the cost for sentence i and b is the budget.

The efficiency of the ILP approach greatly dependents on the number of integer variables

as well as the number of linear constraints required to fully characterize Yxxx. Moreover, the

score function is required to be linear, limiting its expressiveness. To model interactions

among output variables, additional integer variables along with possible extra constraints

are required. For example, in the ILP formulation of document summarization of (Mc-

Donald, 2007), to incorporate the similarity of two sentences such that redundancy can be

removed in the score function, additional integer variables zi,j are introduced to indicate

that both sentence i and j appears in the summary. Consequently, additional constraints

on zi, zj and zi,j are required to preserve sanity. Therefore, the number of integer vari-

ables as well as the number of constraints grows quadratically as the number of sentences

in the input document grows, making the ILP approach impractical for real-world docu-

ment summarization task (e.g. multi-document summarization, where typically thousands

of sentences are to be summarized. See Section 4.4.1 for more detail). When one want to

model three-way interactions in ILP, moreover, numbers of variables and constraints typi-

cally grow cubically. In general, the number of variables and constraints grow exponentially

in the degree of interaction, which limits ILP’s applicability to problems where modeling of

higher-order interactions is desired.

1.1.3 Relaxation

Both dynamic programming and ILP offer exact (optimal) solutions for certain types of

decoding problems. For many other combinatorial problems of interest in which exact solu-

tions are extremely expensive to obtain, people usually resort to approximation algorithms

that approximately solve the decoding problem. One family of approximation algorithms

is those algorithms that are based on relaxations. In the relaxation-based approach, the
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original problem is relaxed to another problem where the target output space Y ′ contains

every element in Y as well as some other elements that are not in Y. The central idea is

that finding the optimal output (with respect to the score function) in Y ′ is much easier

than finding the optimal output in Y. For example, a problem on Y might be NP-hard

while the same problem on Y ′ is polynomial-time solvable, or a problem might be solvable

in polynomial time on both Y and Y ′, but when on Y ′, algorithm with a significantly lower

complexity is available. The solution found in Y ′ is then projected onto Y to get a solu-

tion ȳ for the original decoding problem. Usually, the solution ȳ ∈ Y is not optimal; it is

an approximate solution sometimes even without formal approximation guarantees. Linear

programing relaxation is one commonly used relaxation methods, where the integral con-

straints in the original ILP problems are dropped. While ILP is NP-hard in general, the

linear programing relaxed problem is relatively easy since linear programing can be solved

in polynomial time (Khachiyan, 1979; Karmarkar, 1984). Linear programing relaxations

have recently been applied to maximum a posterior inference in Markov random fields with

some theoretical guarantees (Wainwright et al. , 2005; Ravikumar et al. , 2008) with some

success in real-world applications such as computer vision (Szeliski et al. , 2006).

Recently, another family of relaxation methods, namely dual decomposition, has been

introduced into NLP (Rush et al. , 2010; Koo et al. , 2010). The algorithms in dual de-

composition is a particular instance of Lagrangian relaxation, where the latter is one of

the classical methods for combinatorial optimization (Fisher, 1981). Similar to all other

relaxation methods, the first key step in Lagrangian relaxation is to choose a finite set Y ′

such that Y ′ ⊃ Y. An assumption is then made such that

Y = {yyy : yyy ∈ Y ′, Ayyy = bbb}

where A ∈ Rp×|yyy| and b ∈ Rp. The implication is that linear constraints Ayyy = bbb are required

in order to fully characterize Y, but these constraints complicates the decoding problem. So

instead of incorporating them as hard constraints, Lagrangian multipliers λλλ are introduced,

and the dual objective

max
yyy∈Y ′

s(xxx,yyy) + λλλ>(Ayyy − bbb)
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is considered. The key point is that the above objective is easy to evaluate (under the

assumption that s(xxx,yyy) is linear over the parts yyy), and subgradient algorithms can then

be used to minimize the dual objective. Again, the linear assumption limits the expressive

power of the score function.

1.1.4 Other approaches

Other approximate decoding approaches include variants of dynamic programming (e.g.

dynamic programming with beam search), re-ranking (Collins, 2000) where the central idea

is re-ranking a small set of results generated by a simpler model (e.g., model with locality

assumption), and coarse-to-fine approaches (Charniak & Johnson, 2005; Petrov et al. ,

2006) which basically generalizes the re-ranking idea. Most of these approximate decoding

approaches, however, lack formal theoretical guarantees on their performances.

1.2 Proposed Approach

To make decoding in a complex output space affordable, all the aforementioned approaches

in Section 1.1 pose assumptions either on the score function, or on the dependencies of

output variables, or on both. Most of them use a linear score function, where the score

of yyy ∈ Y is a sum of scores of the parts it contains. However, simply summing scores on

individual parts does not usually model the problem accurately because for a structured

problem, parts usually interact and cannot be scored independently. For instance, when a

sentence is included in a summary, other sentences that are similar to this sentence should

be scored lower to reduce redundancy.

In this thesis, instead of viewing the output yyy as a binary vector, an output is regarded

as a subset of all possible parts in the output. In particular, denote Vxxx = {1, 2, · · · , |nxxx|}
as the ground set, which is the collection of all available parts given input xxx ∈ X (recall

that nxxx is the number of parts in a given xxx). Since yyy is a binary vector with element yi

indicating whether a part i appears in the output, we can equivalently view the output

as a subset of parts. In particular, denote an output subset as Y , we have Y ⊆ Vxxx and

Y = {i : yi = 1, i = 1, · · · , |nxxx|}. Therefore, the decoding problem can be written as finding

the best subset such that a score function is maximized, i.e.
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Problem 1. find

Y ∗ = argmax
Y⊆Vxxx,c(xxx,Y )≤0

s(xxx, Y ), (1.3)

and now for a given xxx, the score function can be seen as a set function on ground

set Vxxx, i.e. s(xxx, ·) : 2Vxxx → R. We also have another set function c(xxx, ·) : 2Vxxx → R that

expresses any additional constraints posed on the parts (ground set). The key point here

is by using a general set functions, which essentially generalize linear functions, we increase

the expressive power of the score function, and therefore interactions among parts could be

properly modeled.

Note that to model the same degree of interactions using vector representation of outputs,

the score function in Eqn 1.1 would need O(2nxxx) non-linear terms. Similarly, to model the

same degree of interactions while still having a linear score function (as required in the ILP

approach), one would need to expand the dimension of the representative vector to 2nxxx (i.e.,

to use a pseudo Boolean function).

Of course, with great expressive power often comes with great computation complex-

ity. In general, using a set function as an objective makes it nearly hopeless to solve the

already complex large-scale decoding problems. On the other hand, there is a family of set

functions that is nice in the sense that it makes optimization in Eqn. 1.3 either tractable

or approximable where otherwise neither would be possible. This family of set functions is

called submodular functions.

This thesis proposes to use submodular functions as score functions for NLP problems,

by which not only the modeling power is increased, but also the corresponding decoding

problem can be solved near-optimally with strong theoretical guarantee. Of course, one

could always force submodularity upon an application, leading to an artificial and poorly

performing score function even if it can be optimized well. As we will see in this thesis,

we are fortunate in that submodularity naturally arises in various NLP problems, making

submodular function a natural choice for scoring structured outputs.
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Figure 1.1: Methodology

1.3 Methodology and Contributions

This thesis aims to bridge the theory of submodular function optimization to the practise

of natural language processing. In general, the following methodology is used. We always

start with an NLP application, which is formulated as a combinatorial optimization problem

(e.g, Problem 1, Problem 5, Problem 9, Problem 14, and Problem 15). We further show

that how submodularity naturally arises and how submodular function lends itself in as a

score function (e.g., see Section 4.6 and Section 6.3). The problem of interest is then a

combinatorial optimization problem involving submodular functions. If the corresponding

submodular optimization problem has not been studied before, we then analysis its hard-

ness and design algorithms for it (e.g., the problem of optimization over the submodular

knapsack in Section 3.5). If this problem has been studied before, we study whether the

available algorithms are practical for problems of NLP scale. Often, it is the case that

although polynomial time algorithms, either exact or approximate with rigours guarantees,

have been shown by prior theoretical research on submodular optimization, they cannot be

applied to the NLP problems due to their high polynomial complexities. For example, sub-
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modular minimization is polynomial time solvable but the fastest algorithm still requires

about O(n5) function evaluations (see Section 2.4.1 for more details), which is obviously

not an option for problem with n at the scale of millions (e.g., applications in Chapter 7);

for monotone submodular maximization with budget constraint, algorithms with rigours

performance guarantees are available (see Section 2.4.2), but again, fail to be applicable to

applications where efficiency is crucial (e.g., applications in Chapter 4). Indeed, there are

gaps between theory and application when applying submodular optimization to NLP prob-

lems. In this thesis, we either propose acceleration methods (Section 3.3) or directly modify

existing algorithms to make them practical. In both cases, we perform theoretical analysis

accordingly, showing the acceleration does not violate optimality of the original algorithm,

or proving performance guarantees still exist for the modified algorithms (see for example,

Section 3.4). With theory and algorithms in place, we get back to the application, design

rich class of submodular functions that suit the application (Section 4.7 and Section 5.6.1),

evaluate our new approaches on benchmark tasks, and show by bridging the gap between

submodular optimization and NLP applications, we can achieve performance beating the

state-of-the-arts.

With this methodology in mind, there are three main threads in the development of this

thesis, initiated by three different NLP applications.

• Summarization (Chapter 4 and Chapter 5).

Document summarization is one of the classical NLP problems, and starts to receive

increasing attention since the rise of “big data” problem in nowadays.

The task of summarization is essentially a subset selection problem: given some bud-

get, select a compact subset that best represents the ground set. One contribution of

this thesis is that we show submodularity naturally arises in document summarization

(Section 4.6). In particular, we show that many well-established methods for document

summarization, including the widely used maximum marginal relevance (Carbonell &

Goldstein, 1998) method, are actually corresponding to submodular function optimiza-

tion (Theorem 20), without being realized for decades before this thesis. Moreover,

we prove that the widely-used ROUGE score (Lin, 2004) for automatic summarization
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evaluation, and the score used in recently popular Pyramid evaluation (Nenkova &

Passonneau, 2004), are both monotone submodular (Theorem 21 and Theorem 22),

giving further evidence that submodular functions are natural fit for the score function

of document summarization.

It is therefore natural to model summarization problem as budgeted submodular max-

imization with budget constraint. When the submodular function is monotone, it

is known that a greedy algorithm with partial enumeration (Sviridenko, 2004) can

achieve (1 − 1
e ) approximation factor (see Section 2.4.2 for details). This algorithm,

however, is not directly applicable to summarization due to the complexity in par-

tial enumeration. We thus present a modified greedy algorithm (Algorithm 4) for

submodular maximization with knapsack constraints that is cheap enough to be ap-

plicable to large scale summarization problems. Moreover, we generalize Khuller et al.

(1999)’s theoretical result on optimizing set cover function under knapsack constraint

to budgeted optimization problem with any monotone submodular objectives, and

show that our modified algorithm is a (1− 1√
e
)-approximation algorithm for budgeted

maximization of a monotone submodular function (Theorem 14). A scaling parame-

ter is also introduced to account for the uncalibrated issue in the ratio-based greedy

heuristic (ratio of objective function gain over the cost), and we also show that with

non-unity scaling parameter, performance of the proposed algorithm is still bounded

(Lemma 4). We moreover show that the modified greedy algorithm always finds solu-

tions that achieve over 98% of the optimal value, performing near-optimally in practice

for summarization tasks.

The remain issue is then how to design monotone submodular functions as score

functions for summarization. While theoretical analysis favors monotone submodular

function, most of the well-established greedy methods for summarization, although

related to submodular optimization, optimizes a non-monotone submodular function.

We then contribute in this thesis by introducing a class of submodular functions

that is not only monotone but also models relevance and diversity simultaneously for

document summarization (Section 4.7). This class of submodular functions is further
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generalized to a mixture of submodular components, where each component might

either models the relevance or models the diversity, and might differs either in function

forms or in function parameters (Section 5.6.1). As mixture models have been shown

to provide effective generalizations of classical methods in many simpler probabilistic

density estimation settings (McLachlan & Basford, 1988), we show powerful score

function can be established for summarization by using mixture of simple submodular

functions.

We further investigate how to learn the submodular mixtures in a supervised learning

setting. In such learning, we inevitably need to use approximate learning since by

using a wider and more expressive class of score functions, the learning problem is

intractable. On the hand, we of course want to leverage the rigorous approximation

guarantees of submodular optimization such that the approximate learning of submod-

ular mixtures can be bounded in performance in some way. On the other hand, as

shown in (Kulesza et al. , 2007), if the learning and inference are not compatible, learn-

ing could fail even with approximate inference with rigorous guarantees. We therefore

carefully choose the learning algorithm (Algorithm 11) such that it is compatible to

our approximate inference (Section 5.4). We moreover theoretically analysis the per-

formance of submodular mixtures with approximate learning (Section 5.5), showing

the risk of approximate learning can be bounded in terms the empirical risk of exact

learning (Theorem 23).

Empirically, we evaluated our approaches in various summarization tasks, not limited

to document summarization but also including speech summarization (Section 4.2)

as well training data summarization (Section 4.3), and show that our novel approach

outperforms many well-known methods, e.g., MMR (Carbonell & Goldstein, 1998),

LexRank (Erkan & Radev, 2004) and ILP approaches (McDonald, 2007; Gillick et al.

, 2009; Xie et al. , 2009), for summarization. In particular, when evaluated on the

standard benchmark task for document summarization, namely Document Under-

standing Conference (DUC), we achieve best results ever reported on DUC-2004,

DUC-2005, DUC-2006, and DUC-2007.
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• Optimal corpus creation (Chapter 7).

A challenge working with large amount of learning data in NLP is determining how

to quickly test a new algorithm on such data. One way to address this problem is

to produce a smaller version of the data. Often, the complexity of an iteration of a

learning system is linear in the number of samples but polynomial in the number of

classes. For instance, in language models, decoding using a trigram language model

with size-N vocabulary (number of classes or types) has, in the worst case, a complexity

of at least O(N3).

The goal of this application therefore is to improve the turnaround time for developing

and testing novel algorithms but still exploit the utility in large data. One approach

is to select a subset of the data where the number of types is limited and the total

number of samples is maximized. Existing method (King et al. , 2005) for this purpose

is basically a greedy approach where a type is added if the amount of data (number of

samples) containing nothing other than the already selected types and this new type

is maximized. The greedy algorithm, although conceptually simple, could perform

arbitrarily poorly for the corpus creation problem since it essentially maximizes a

supermodular function (see Section 7.2).

To address this issue, we propose to view the corpus creation problem as a combi-

natorial problem, where we want to maximizes a modular function with submodular

knapsack constraint (Problem 5). Intuitively, the number of types contained in a

subset of data is a submodular function, and therefore when limiting the number of

types, we have a submodular knapsack constraint.

This problem has not been studied before as far as we know. We therefore contribute

to perform a pilot study for this problem. We show the hardness result, with a the-

orem (Theorem 16) saying that there is no (ρ, σ)-bicriteria approximation algorithm

for submodular knapsack problem, even with monotone submodular function, for any

ρ and σ with ρ
σ = o

(√
lnn
n

)
where n is the ground set size. We further show that

the submodular knapsack problem can be reduced to submodular minimization with
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cardinality lower-bound. An approximation algorithm (Algorithm 5) is then immedi-

ate based on the bi-criteria algorithm for submodular minimization with cardinality

lower-bound (Svitkina & Fleischer, 2008).

Since submodular knapsack problem is hard, we alternatively treat the corpus creation

problem as finding a subset of data that simultaneously minimizes the vocabulary size

(number of types) and maximizes the total amount of data (Problem 15). Quantities

such as number of classes (or types) in a set of samples, or quality of a bundle of classes

are submodular functions, making finding the optimal solutions possible. We then

apply the principal partition to our problem such that solutions for all possible trade-

offs between a modular function and a submodular function can be found efficiently

(Section 7.5).

When submodular functions are graph-representable, we can convert our submodular

minimization problem to the problem of finding minimum s-t cuts in a graph, and

therefore a fast parametric flow algorithm (Gallo et al. , 1989) can be used to find

all the solutions for the corpus creation problem for all possible values of the trade-

off coefficient, while only requiring the computational complexity of running a single

minimum s-t cut, which can be solved very efficiently even on very large graphs.

Using this approach, we show results for speech recognition on the Switchboard-I

speech recognition corpus, demonstrating improved results over previous techniques

for this purpose. We also demonstrate the variety of the resulting corpora that may

be produced using our method.

Ideally, we would like a process that can take a large corpus and produce a subset

that satisfies a particular purpose. For example, when vocabulary size is the key

attribute hindering the rapid evaluation of novel method, we might choose a limited

vocabulary subset of data of maximal size. On the other hand, we may wish to correct

for some other quality, such as imposing a bias against certain word forms. In some

cases, the function used for expressing such bias can not be represented by a graph

(e.g, Eqn 7.5). Therefore, the submodular function we want to minimize is no longer

graph-representable, and the effient (parametric) s-t cut algorithm no longer applies,
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which then draws our attension to general submodular function mininization.

Although combinatorial polynomial algorithms are available for general submodular

function minimization, they are useless for this application due to their high poly-

nomial approxima time complexity. On the other hand, minimum-norm-point (MN)

algorithm (Fujishige & Isotani, 2011) is the widely accepted as the most efficient algo-

rithm for general submodular function minimization (see Section 3.1 for more details).

In this thesis, we offer the first empirical study of the complexity of MN algorithm

when applied to a real-world application scale problem of practical interest. We show

that the empirical complexity of MN algorithm on a particular type of submodular

functions that arises in practice is not as good as the complexity of the combinato-

rial algorithms for submodular functions minimization (Section 3.2). To make MN

algorithm applicable to our application, we moreover propose acceleration methods,

ensure that it does not violate the optimality (Theorem 12), and show that it speeds

up MN algorithm phenomenally in practise (Section 3.3).

• Word alignment for machine translation (Chapter 6).

Word alignment is a key component in most statistical machine translation systems.

In this thesis, we provide a new angle of viewing word alignment problem by casting

it as an optimization problem over matroid constraints. We further show that sub-

modularity naturally arises when modeling word fertility (Section 6.3). Therefore, the

word alignment problem can then be seen as submodular maximization problem over

matroid constraints (Problem 14). This new framework extends previous matching-

based frameworks in two respects: submodular objective functions generalize modular

(linear) objective functions, and matroid constraints generalize matching constraints.

Moreover, such generalizations do not incur a prohibitive computational price since

submodular maximization over matroids can be efficiently solved with performance

guarantees (Algorithm 14). Experiments on the English-French Hansards alignment

task show that our approach achieves lower alignment error rates compared to con-

ventional matching based approaches as well as an ILP based approach.
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A list of contributions of this thesis is summarized in Section 8.1.

1.4 Organizations

The organization of this thesis somehow does not follow the flow of aforementioned develop-

ment. In particular, most of the theoretical and algorithmic contributions of this thesis are

extracted and introduced in a single chapter (Chapter 3) such that it is self-contained while

other chapters mostly focus on the applications. We also use a separate chapter (Chapter 5)

for learning of submodular mixtures since it is applicable to general structured problems.

The rest of this thesis is organized as follows. In Chapter 2, we briefly review the back-

ground on matroid theory and submodular functions, providing basic material to understand

the rest of this thesis. Chapter 3 presents theory and algorithm contributions of this thesis

on budgeted submodular function maximization, submodular function minimization and

submodular knapsack problems. Chapter 4 shows our submodular paradigm for document

summarization, with evidences of the fitness of submodular functions for document summa-

rization, descriptions of submodular functions that model the quality of summary, and em-

pirical results on speech summarization, training-data summarization, query-independent

document summarization, as well as query-focused document summarization. Chapter 5

reviews learning algorithms for structured decoding problems, introduces the proposed ap-

proach for learning a mixture of submodular functions, and analysis the learning algorithm’s

performance when approximate inference is used. Applications of submodular functions to

word alignment in machine translation and corpus subset selection are presented in Chap-

ter 6 and Chapter 7 respectively. Conclusions and future work are given in the last chapter.

1.5 Collaborations and Publications

Some of the work described in this thesis has been published in conference proceedings.

In Chapter 3, the theoretical analysis of the modified greedy algorithm is published in

(Lin & Bilmes, 2010b) coauthored with Jeff Bilmes, and some of the empirical complexity

results of minimum-norm-point algorithm is published in (Jegelka et al. , 2011), coauthored

with Stefanie Jegelka and Jeff Bilmes.

The submodular summarization (Chapter 4) idea was first proposed in (Lin & Bilmes,
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2009), coauthored with Jeff Bilmes, in the context of training data subset selection. The

idea was later applied to speech summarization in (Lin et al. , 2009) coauthored with Jeff

Bilmes and Shasha Xie, and was further studied in (Lin & Bilmes, 2010b, 2011a) in the

application of multi-document summarization, both coauthored with Jeff Bilmes.

Submodular maximization over matroids with application to word alignment (Chapter 6)

is published in (Lin & Bilmes, 2011c), optimal selection of limited vocabulary speech corpora

(Chapter 7) is published in (Lin & Bilmes, 2010a, 2011b), all of which are coauthored with

Jeff Bilmes.
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Chapter 2

THEORY

Submodularity plays an important role in many areas, such as economics (Vives, 2001),

game theory (Topkis, 1998; Shapley, 1971), combinatorial optimization (Edmonds, 1970;

Lovász, 1983; Schrijver, 2003), and operations research (Conn & Cornuejols, 1990). More

recently, submodular functions have started receiving attention in the machine learning and

computer vision community (Kempe et al. , 2003; Narasimhan & Bilmes, 2005a; Krause &

Guestrin, 2005b; Narasimhan & Bilmes, 2007; Krause et al. , 2008; Kolmogorov & Zabin,

2004). Submodularity arises naturally in applications in natural language processing, but

its presence has not been that widely recognized. This thesis aims to bring more attention

to exploring submodularity in NLP, by showing how submodularity naturally and frequently

arises in NLP and how we can make submodular function optimizations practical and utilize

them to better address real applications in NLP (e.g., the tasks of document summarization

(Lin & Bilmes, 2010b) and word alignment (Lin & Bilmes, 2011c)).

In this chapter, we provide a background on submodularity that is necessary to under-

stand the rest of this thesis. We start with definitions of submodular functions along with

some examples that are potentially useful for NLP tasks. Concepts of matroid, as well its

connections to submodularity, are then introduced. We further show several continuous

extensions of submodular function that are useful for submodular analysis, and conclude

this chapter with a literature survey of submodular function optimization algorithms.

2.1 Submodular Functions: Definition and Examples

Functions of interest here are set functions. A set function maps subsets of a ground set

into real values. Set functions naturally arise when modeling natural language processing

problem since natural language is essentially discrete in a mathematical sense. One simple

example of a set function can be a function that counts the number of distinct words
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(vocabulary) in a set of documents, where the ground set is the collection of all documents,

and the set function maps all the subsets of documents to their vocabulary sizes. There

could be many properties of a set function. For instance, we say a set function f : 2V → R

is

• non-negative if f(S) ≥ 0 for all S ⊆ V .

• normalized if f(∅) = 0.

• monotone if f(S) ≤ f(T ) whenever S ⊆ T .

• symmetric if f(S) = f(V \ S) for all S ⊆ V .

Amongst all the possible forms of set functions, there is one family of set functions that

is nice in a way that is not only mathematically beautiful, but also that it is practically

useful and arises naturally in many real world applications. This family of set functions is

called submodular functions.

Definition 1 (Submodular functions). Consider a set function f : 2V → R, which maps

subsets S ⊆ V of a finite set V to real numbers. f(·) is called submodular if for any

S, T ⊆ V ,

f(S ∪ T ) + f(S ∩ T ) ≤ f(S) + f(T ) (2.1)

Submodular function can also be defined in terms of a property on increment values:

Definition 2 (Submodular functions and diminising return property). For any R ⊆ S ⊆ V
and s ∈ V , f(·) is submodular if

f(S ∪ {s})− f(S) ≤ f(R ∪ {s})− f(R) (2.2)

Definition 2 states a property of diminishing returns, which means that the return (the

increment in function value) diminishes when adding a new element in a larger context.

In other words, a set function is submodular if adding a new element s to a set R always

increases the function value at least as much as the increment if we add s to the superset
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f (R) = f ( ) = 3 f (S) = f ( ) = 4

f (R + k) = f ( ) = 4+ f ( + k) = f ( ) = 4+S

Figure 2.1: Submodular function and diminishing returns

S. Intuitively, this means that adding a new element helps less if we already have many

elements, and more if we have fewer elements.

The law of diminishing return is a well-known fundamental principle of economics, where

a common sort of example is adding more workers to a job, such as assembling cars, and the

inputs are used less and less effectively as adding more and more workers. A more abstract

example is illustrated in Figure 2.1, where we consider counting the number of colors in an

urn. On the left of Figure 2.1, there are 4 balls in the urn with 3 colors, while on the right,

there are 5 balls with 4 colors. Now consider adding a new ball. On the left, the increment

of color number is 1, while on the right the increment is 0. In other words, the return, or

the marginal benefit, diminishes in a larger context (the one on the right), and therefore the

function that counts the number of ball colors is submodular. Actually, this balls-in-the-urn

example is analogues to words-in-the-document example, where balls can be seen as words

and urn can be seen as document, and thus the vocabulary size function is submodular as

well.

Submodularity arises naturally in a variety of discrete domains including graph cuts

(Goemans & Williamson, 1995), set covering (Feige, 1998a), facility location (Cornuejols

et al. , 1977) and game theory (Shapley, 1971) problems. In the following, we discuss some

examples of submodular functions that are potentially useful for NLP tasks. Before doing

so, we define supermodular functions and modular functions.
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Definition 3 (Supermodular functions). A set function f : 2V → R is called supermodular

if −f is submodular.

Definition 4 (Modular functions). A set function f : 2V → R is called modular if it is both

submodular and supermodular.

2.1.1 Submodular functions in information theory

Information theory can be viewed as a way to measure and reason about the complexity of

messages. It has been widely applied to natural language processing. Submodularity arises

naturally in information theory.

First of all, Shannon entropy (Cover & Thomas, 2006) can be seen as a submodular

function (Kelmans et al. , 1983). Precisely, let X1, ..., Xn be random variables, and V =

{X1, ..., Xn}. Then the entropy f(S) = H({Xv}v∈S) is a submodular function.

Proof. ∀S, T ⊆ V and Xk /∈ T ,

H(S ∪Xk)−H(S) = H(Xk|S) ≥ H(Xk|T ) = H(T ∪Xk)−H(T ),

where the inequality follows from the fact that conditioning never increases the entropy

(Cover & Thomas, 2006). Therefore H(·) is submodular by Definition 2.

The submodularity of a multivariate normal distribution with covariance matrix Σ (pos-

itive definite symmetric matrix) gives us that f(S) = log det ΣS for nonempty set S is a

submodular function, where ΣS denotes the principal submatrix of Σ indexed by S, and

S ⊆ V where V is the index set of the row/column of Σ.

Mutual information is not submodular in general. Fortunately, under some weak con-

ditional independence assumptions, mutual information can be proved to be submodular

(Krause & Guestrin, 2005b). Precisely, let A,B ⊆ V , A ∩ B = ∅ and ∀X1, X2 ∈ A,X1 ⊥⊥
X2|B. Then for S ⊆ A ∪B, f(S) = I(B;S) is submodular.
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Proof.

f(S) = H(B)−H(B|S) = H(B) +H(S)−H(B ∪ S)

= H(B) +H(S)−H (B ∪ (A ∩ S))

= H(B) +H(S)−H(B)−H(A ∩ S|B)

= H(S)−
∑

X∈A∩S
H(X|B)

where the second and fourth equalities are based on the chain rule and the last equality

follows from the conditional independence assumption. The first term H(S) is submodular.

The second term is modular, and therefore f(S) is submodular.

Also, symmetric mutual information is submodular, i.e. f(S) = I({Xv}v∈S ; {Xv}v∈V \S)

is submodular.

2.1.2 Submodular functions on bipartite graphs

Bipartite graphs are those graphs whose vertices can be divided into two disjoint sets, say

V and F , such that every edge connects a v ∈ V to a f in F . See Figure 2.2 for an example.

Bipartite graphs are useful in practise since they can represent and model interactions

between two groups in many real world problems. Well-known applications include matching

problems where, for instance, V could a set of papers and F could be a set of paper reviewers.

In NLP applications, V could be a set of sentences, F could be a set of words, and a v ∈ V
connects to a f ∈ F if the sentence represented by v contains the word represented by f .

We denote a bipartite graph G = (V, F,E) where V are the left vertices, F are the right

vertices, and E ⊆ V × F are the edges where each (v, f) = e ∈ E is an edge connecting a

node v ∈ V and f ∈ F . Define a mapping γ : 2V → 2F such that γ(X) is the set of nodes

f ∈ F that have a neighbor in X. That is

γ(X) , {f ∈ F : ∃v ∈ X s.t. (v, f) ∈ E}. (2.3)

An immediate submodular function can then be the cardinality of γ(X), i.e.,

f(X) = |γ(X)|
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γ(X)

X
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v1

v2
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f1

f2

f3

ζ(Y )

Figure 2.2: Submodular functions on bipartite graphs.

is submodular.

Actually, |γ(X)| is the function that abstracts the aforementioned balls-in-the-urn and

vocabulary functions. In particular, let the left vertex set V represent the set of sentences,

the right vertex set F represent the set of words, and a left vertex v is connected to a right

vertex f if sentence v contains word f . Then |γ(X)| basically counts number of vertices in

F that connects to X, and therefore is exactly the number of distinct words contained in

X.

This can be generalized to any non-negative modular function over γ. I.e., given a

non-negative modular function m : 2F → R+,

f(X) = m(γ(X))

is also submodular. This function could be seen as the weighted version of the vocabulary

size function, which is practically useful as it could, for instance, measure the “importance”

of the words contained in a collection of sentences. Note that when posing a non-positive

modular function over γ, we get a supermodular function, and when m is an arbitrary

modular function, m(γ(X)) is neither submodular nor supermodular in general.

Submodular functions can also be defined using vertices on the right as the ground set.
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Define a mapping ζ : 2F → 2V :

ζ(Y ) , {v ∈ V : ∃f ∈ Y s.t. (v, f) ∈ E and (v, f ′) /∈ E,∀f ′ ∈ F \ Y }. (2.4)

In other words, ζ(Y ) is the set of nodes v ∈ V that have neighbors only in Y and not in

F \ Y . Then for g : 2F → R such that

g(Y ) = m(ζ(Y ))

where m : 2V → R+ is a modular function, g is supermodular (see Appendix for a proof).

g(Y ) could also be an useful function in practise where for instance, it can represent the

number of sentences that only contain a certain set of words, that is, the number of sentences

that do not have any out-of-vocabulary word (Lin et al. , 2007).

2.2 Matroids and Polymatroids

Matroid was first introduced by Whitney (1935), and it is a fundamental concept in com-

binatorial optimization. As we use matroid in the task of word alignment (Chapter 6),

and also since matroid is closely related to submodular functions, we briefly introduce its

background here.

Matroids are combinatorial structures that generalize the notion of linear independence

in matrices. A pair (V, I) is called a matroid if V is a finite ground set and I is a nonempty

collection of subsets of V that are independent. In particular, I must satisfy three conditions

(I), (II) and (III):

(I) ∅ ∈ I,

(II) if X ⊂ Y and Y ∈ I then X ∈ I,

(III) if X,Y ∈ I and |X| < |Y | then X ∪ {e} ∈ I for some e ∈ Y \X.

We typically refer to a matroid by listing its ground set and its family of independent sets:

M = (V, I). Each X ∈ I is called an independent set of matroid (V, I), and I is called the

family of independent sets of matroid (V, I).
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In words, condition (III) above says that if X is independent and there exists a larger

independent set Y then X can be extended to a larger independent by adding an element

of Y \X, which implies that every maximal (inclusion-wise) independent set is maximum.

In other words, all maximal independent sets have the same cardinality. A maximal inde-

pendent set is called a base of the matroid.

Matroids arise frequently in many areas. One trivial example of matroid is a uniform

matroid in which

I = {X ⊆ V : |X| ≤ k},

for a given k ∈ N. It is easy to verify that the above I satisfies aforementioned three

conditions for independence, and therefore I is a collection of independent subsets and

(V, I) is a matroid. The base, i.e. a maximal independent set, of this matroid is then any

set with cardinality k (or the ground set V is k > |V |). This matroid is known as uniform

matroid.

Another example is a partition matroid where the ground set V is partitioned into

disjoint sets V1, · · · , Vl, i.e.
⋃l
i=1 Vk = V and Vi ∩ Vj = ∅ for all i 6= j. And we have

independent sets:

I = {X ⊆ V,X ∩ Vi ≤ ki, ∀i},

where ki ∈ N, i = 1, · · · , l. The first two conditions are trivial to verify. To check the third

condition of independent sets, consider X,Y ∈ I and |X| < |Y |, then there must exits

i such that |Y ∩ Vi| > |X ∩ Vi|, which implies adding any element in Vi ∩ (Y \ X) to X

with maintain the independence. This type of matroid is called partition matroid, which is

exactly the matroid that we applied in the task of word alignment (Chapter 6).

There are many other matroids. For example, linear matroids are those defined from a

matrix, where a set of column indices is independent if the corresponding columns of the

matroid are linear independent. Another very important class of matroids in combinatorial

optimization is graphic matroid in which given a graph, independent sets are defined to

be those subsets of edges which are forests (no cycles). A graphic matroid is also a linear

matroid. Refer to (Welsh, 1976; Oxley, 2011) for more details.
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2.2.1 Greedy algorithm and matroids

The greedy algorithm is one of the most commonly used algorithmic paradigms. A greedy

algorithm tries to solve an optimization problem by always choosing a next step that is

locally optimal. This will generally lead to a locally optimal solution. However, in some

cases, a greedy algorithm will also lead to global optimal solutions. A well-known example

is Kruskal’s algorithm (Kruskal, 1956): although greedy, it finds the global optimal solution

for the minimum spanning tree problem. A natural question then arises: when do greedy

algorithms find the optimal solution?

It turns out that this question can be answered for a wide class optimization problems,

and this class of problems is those that involves matroids.

Precisely, define a subset system, (V, I), where V is the ground set, and I is a collection

of subsets of V such that I is closed under inclusion, that is, if X ⊆ Y and Y ∈ I, then

X ∈ I. The optimization problem of interest is as follows: given any weight function

www : V → R, we want to find a set X ∈ I maximizing www(X). The greedy algorithm consists

of setting X = ∅, and next repeatedly adding v ∈ V \X to X with X ∪{v} ∈ I and with wv

as large as possible. The algorithm stops if no such v is available. The algorithm is outlined

in Algorithms 1.

Algorithm 1: The greedy algorithm for linear optimization over a subset system.

Input : A subset system (V, I), and www ∈ R|V |.

Output: X ∈ I such that www(X) is maximized.

X ← ∅;
Sort the elements in V as v1, · · · , v|V | such that w(v1) ≥ · · · ≥ w(v|V |);

for i = 1, · · · , |V | do

if X ∪ {vi} ∈ I then

X ← X ∪ {vi};

We then have the following theorem.
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Theorem 1 (Edmonds, 1970). For any subset system (V, I), the greedy algorithm solves

the optimization problem for (V, I) if and only if (V, I) is a matroid.

This theorem is bizarre since it indicates that matroids are exactly those structures

where the greedy algorithm yields an optimum solution. Actually, an even stronger algo-

rithmic property is that optimization over intersections of two matroids can also be done

efficiently. Developments and discoveries matroid intersection methods, as well as matroid

union methods, consequently result in algorithms for a wide range of important combina-

torial optimization problem, including transversals (Ford & Fulkerson, 1958), tree packing

and covering (Nash-Williams, 1961), and etc (Schrijver, 2003).

2.2.2 Submodularity in matroid rank function

Matroids are closely related to submodular functions. In fact, the rank function of any

matroid is submodular. The rank function, rM : 2V → N of a matroid M = (V, I) is

defined as

rM(X) = max{|Y | : Y ⊆ X,Y ∈ I}. (2.5)

For the partition matroid introduced above, its rank function is given by:

rM(X) =
l∑

i=1

min{|Vi ∩X|, ki}.

and the rank of a linear matroid is precisely the rank in the linear algebra sense.

Theorem 2 (Welsh, 1976; Schrijver, 2003; Fujishige, 2005a). The rank function of any

matroid is submodular.

Connections between matroids and submodular functions not only lie in the matroid

rank functions, but also in their associated polytopes.

2.2.3 From matroid polytope to polymatroids

The matroid polytope of a matroid is defined as the convex hull of the incidence vectors all

independent sets in that matroid. Precisely, let A be the set of the characteristic (incidence)
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vectors of all independent sets of a matroid M = (V, I), i.e.,

AM = {111Y ∈ {0, 1}|V | : Y ∈ I},

where 111:2
V → {0, 1}|V | is the characteristic vector operator such that 111Y is a binary vector

where the ith dimension equals to 1 if i ∈ Y and 0 otherwise. We then denote the matroid

polytope of matroid M as conv(AM). The interesting part is that the matroid polytope

can be fully characterized by its rank function:

Theorem 3 (Edmonds, 1970; Schrijver, 2003). Let M = (V, I) be a matroid with rank

function rM, and define polytope

P = {xxx ∈ R|V |,xxx ≥ 000,xxx(Y ) ≤ r(Y ), ∀Y ⊆ V },

where xxx(Y ) =
∑

i∈Y xi. Then

conv(AM) = P.

In other words, a matroid polytope can be completely characterized by linear inequalities

defined on its rank function. Since rank function is submodular, a generalization of the

matroid polytope is then a new type of polytope that is defined on linear inequalities,

where the rank function is replaced by an arbitrary submodular function:

Pf = {xxx ∈ R|V |,xxx ≥ 000,xxx(Y ) ≤ f(Y ), ∀Y ⊆ V },

where f : 2V → R is a submodular function. This polytope is called the submodular polytope

associated with submodular function f . Note Pf is non-empty only when f is non-negative.

We also define a base polytope:

Bf = {xxx ∈ Pf ,xxx(V ) = f(V )}.

When f is normalized non-decreasing submodular, Pf is known as a polymatroid, and

a normalized non-decreasing submodular function is also known as a polymatroid function

(Edmonds, 1970). Figure 2.3 illustrates some examples of polymatroids and the associated

base polytopes.
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Figure 2.3: Examples of polymatroids and base polytopes. The colored polytope is the

polymatroid corresponding to the submodular function indicated in the subcaption, and its

darker facet is the associated base polytope. All submodular functions are defined on a

ground set of size 3, and xxx = (3, 2, 1).

(a) f(Y ) =
√
|Y |. (b) f(Y ) =

√
xxx(Y ).

(c) f(Y ) = (xxx(Y ))
1
5 . (d) f(X) = |Y |+ 1

2

√
xxx(Y ).

Polymatroids are the polyhedral generalization of matroids, and it turns out that most

nice properties in matroid theory can be generalized to polymatroids and submodular func-

tions. In particular, an extension of the greedy algorithm can solve linear optimization

problems over polymatroids (as well as submodular polytopes and base polytopes) exactly.

This is amazing since there are an exponentially large number of linear inequalities that

characterizes the polytope, yet the optimization can still be done in a simple and greedy
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way.

Algorithm 2: The greedy algorithm for linear optimization over polymatroids.

Input : A set function f : 2V → R, a polytope of the form

Pf = {xxx ∈ R|V |+ ,xxx(Y ) ≤ f(Y ), ∀Y ⊆ V }, and www ∈ R|V |.

Output: xxx ∈ Pf such that www>xxx is maximized.

Sort the elements in V as v1, · · · , v|V | such that w(v1) ≥ · · · ≥ w(v|V |);

X0 ← ∅;
for i = 1 to |V | do

Xi ← {v1, · · · , vi};
x(i) = f(Xi)− f(Xi−1);

The greedy algorithm is outlined in Algorithm 2. Similar to the matroid case, we have

the following theorem.

Theorem 4 (Edmonds, 1970). Given a set function f : 2V → R, a polytope of the form

Pf = {xxx ∈ R|V |+ ,xxx(Y ) ≤ f(Y ),∀Y ⊆ V }. Then the greedy algorithm (Algorithm 2) solves

problem maxxxx∈Pf www
>xxx for any www ∈ R|V | if and only if f is normalized non-decreasing

submodular (i.e. Pf is a polymatroid).

2.3 Continuous Extensions of Submodular Functions

In this subsection, we show several continuous functions that extend submodular functions,

which reveal the connection of submodularity to convexity as well as concavity.

2.3.1 Lovász extension

Submodularity can be seen as the discrete analog of convexity (Lovász, 1983). An important

connection between convexity and submodularity concerns the continuous extension of a

general set function, namely the Lovász extension.

Definition 5 (Lovász extension (Lovász, 1983; Bach, 2011)). Given any real vector xxx ∈
R|V |, we denote the sorted elements of ground set as v1, · · · , v|V | such that x(v1) ≥ · · · ≥
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x(|V |). Define X0 = ∅ and Xi = {v1, · · · , vi} for i = 1, · · · , |V |. Then the Lovász extension

fL : R|V | → R corresponding to a general set function f : 2V → R, which is not necessarily

submodular, can be equivalently written as follows:

fL(xxx) =

|V |−1∑
k=1

(x(vk)− x(vk+1)f(Xk) + x(|V |)f(X|V |), (2.6)

fL(xxx) =

|V |∑
k=1

x(vk)(f(Xk)− f(Xk−1)), (2.7)

fL(xxx) =

∫ +∞

mini=1,··· ,|V | x(i)
f({i|x(i) ≥ y(i)})dyyy + f(V ) min

i=1,··· ,|V |
x(i) (2.8)

fL(xxx) =

∫ +∞

0
f({i|x(i) ≥ y(i)})dyyy +

∫ 0

−∞
(f({i|x(i) ≥ y(i)})− f(V ))dyyy. (2.9)

Let 111Y be the characteristic vector of set Y . Obviously, there is a one-to-one correspon-

dence between 111Y and Y . The Lovász extension fL is a natural extension of f in the sense

that it satisfies the following:

fL(111Y ) = f(Y ), ∀Y ⊆ V.

Moreover, the following relationship between the submodularity of f and the convexity

of fL is given:

Theorem 5 (Lovász, 1983). For a set function f : 2V → R and its Lovász extension

fL : Rn → R, f is submodular if and only if fL is convex.

This theorem builds a bridge between submodularity and convexity. It allows us to

reduce discrete optimization to continuous optimization. For instance, instead of minimizing

f over the subsets of V , it suffices to minimize fL over the cube [0, 1]|V |. I.e.,

min
X⊆V

f(X) = min
xxx∈{0,1}|V |

fL(xxx) = min
xxx∈[0,1]|V |

fL(xxx).

Since fL can be evaluated efficiently, it yields an efficient algorithm for minimizing f using

the standard techniques of convex optimization.

For a submodular function, its Lovśz extension can be written as

fL(xxx) = max
yyy∈Pf

xxx>yyy. (2.10)
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Moreover, the Lovśz extension of a set function is equivalent to its convex closure

(Dughmi, 2009) only when it is submodular.

Definition 6 (Convex and concave closures). Given a set function f : 2V → R, let Dxxx be a

distribution over 2V (all the subsets of ground set) such that EY∼D111Y = xxx. Then the convex

closure f− : [0, 1]|V | → R is

f−(xxx) = min
Dxxx

EY∼Dxxx [f(Y )]

or equivalently,

f−(xxx) = min

∑
Y⊆V

pY f(Y )

∣∣∣∣∣∣ pY ∈ R+,
∑
Y⊆V

pY 111Y = xxx,
∑
Y⊆V

pY = 1

 .

Similarly, the concave closure f+ : [0, 1]|V | → R is

f+(xxx) = max
Dxxx

EY∼Dxxx [f(Y )]

or equivalently,

f+(xxx) = max

∑
Y⊆V

pY f(Y )

∣∣∣∣∣∣ pY ∈ R+,
∑
Y⊆V

pY 111Y = xxx,
∑
Y⊆V

pY = 1

 .

Intuitively, the convex closure of a set function f is the point-wise highest continuous

function such that it always lowerbounds f in [0, 1]|V |.

Theorem 6 (Vondrák, 2010). For a set function f , its Lovász extension fL and convex

closure f− are identical if and only if f is submodular.

2.3.2 Multilinear extension

Definition 7. For a set function f : 2V → R, its multilinear extension, fM : [0, 1]|V | → R,

is

fM (xxx) =
∑
Y⊆V

f(Y )
∏
i∈Y

xi
∏

j∈V \Y

(1− xj). (2.11)
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Alternatively, fM can be seen as the expectation of f(Yxxx) where Yxxx is a random set such

that i ∈ Yxxx with probability xi. I.e., fM (xxx) = E[f(Yxxx)]. Note that 111Yxxx = xxx. Therefore we

have f+(xxx) ≥ fM (xxx) ≥ f−(xxx) by definition.

The multilinear extension can be derived for any set function but it acquires particularly

nice properties for submodular functions. In particular,

Theorem 7. Given a set function f : 2V → R and its multilinear extension fM : [0, 1]|V | →
R. f is submodular if and only if ∂2fM

∂xi∂xj
≤ 0 for all i, j ∈ V .

It implies that the multilinear extension of a submodular function is concave along any

non-negative direction vector, although it is not necessarily concave in all directions.

Multilinear extension of a submodular function has been used in (Calinescu et al. , 2007;

Kulik et al. , 2009) where the submodular optimization problem with matroid constraints

is solved by resorting to its multilinear extension followed by pipage rounding (a technique

introduced by (Ageev & Sviridenko, 2004)). The evaluation of fM , however, requires 2|V |

queries to the value oracle of f , which is obviously affordable. Sampling methods have to

be used to approximately evaluate fM in practise.

2.3.3 Are submodular functions more analogous to convex or to concave functions?

Is a submodular function more “convex” or more “concave”? On the one hand, submod-

ular functions are analogous to convex functions. The Lovśz extension of a submodular

function is convex, and the minimum of a submodular function can be found in polynomial

time, similar to the amenability of minimization of a convex function. On the other hand,

submodular functions also exhibit some aspects of concavity. The property of diminishing

returns can be seen as a concave behavior in which gain is compressed more in a larger con-

text. For instance, the function f(X) = g(|X|) is submodular if and only if g is a concave

function (Lovász, 1983). Indeed, the analogy is nebulous.

Nevertheless, submodular functions share a number of properties in common with convex

and concave functions (Lovász, 1983), including their wide applicability, their generality,

their multiple options for their representation, and their closure under a number of common

operators (including mixtures, truncation, complementation, and certain convolutions). For
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example, if a collection of functions {fi}i is submodular, then so is their weighted sum

f =
∑

i αifi where αi are nonnegative weights. It can be shown that submodular functions

also have the following composition property with concave functions:

Theorem 8. Given functions f : 2V → R and g : R→ R, the composition h = g ◦ f : 2V →
R (i.e., h(S) = g(f(S))) is nondecreasing submodular, if g is non-decreasing concave and f

is nondecreasing submodular.

Proof. See Appendix A.

This property will be quite useful when constructing submodular functions for real-world

applications.

2.4 Submodular Function Optimization

2.4.1 Minimizing submodular functions

As convexity makes continuous functions more amenable to optimization, many combina-

torial optimization problems can be solved optimally or near-optimally in polynomial time

only when the underlying function is submodular. It has been shown that any submodular

function can be minimized in polynomial time.

The first polynomial-time algorithm for submodular function minimization is due to

(Grötschel et al. , 1981). The algorithm employs the ellipsoid method, which was later

used to develop the first polynomial-time algorithm for linear programming. In spite of the

polynomial time complexity, the ellipsoid method is not very efficient in practice.

Combinatorial strongly polynomial algorithms have been developed by (Schrijver, 2000a)

and (Iwata et al. , 2001a). Both of the algorithms are based on the same framework due

to (Cunningham, 1984) where combinatorial strongly polynomial algorithm was developed

for solving the membership problem for matroid polyhedra (a special case of submodular

function minimization). The Iwata-Fleischer-Fujishige Algorithm (Iwata et al. , 2001a)

employs a scaling scheme that was originated from the submodular flow problem (Fujishige,

2005a; Iwata et al. , 2006), while (Schrijver, 2000a) directly achieves a strongly polynomial

bound by introducing a novel subroutine of lexicographic augmentation. Note that the



36

strongly polynomial Iwata-Fleischer-Fujishige algorithm runs in O(γn7 log n) time while

the complexity of Schrijver’s algorithm is O(n8 + γn7), where γ is the time of invoking the

function evaluation oracle. Iwata (2003) combined the scaling scheme and a push/relabel

technique using Shrijver’s subroutine and achieves O((γn4 + n5) logM) running time for

general submodular function minimization, where M is the maximum absolute value of the

function. The currently fastest known strongly polynomial time algorithm for submodular

minimization is Orlin’s algorithm (Orlin, 2009), which runs in O(n5γ + n6) time. All these

combinatorial algorithms, although with polynomial-time complexity, do not scale well to

most real world problems (e.g., problems of interests in this thesis).

Algorithms that are more practically useful for large real world problem are also avail-

able. In particular, when the submodular function has special structure, faster algorithms

can be applied. One well-known example is the graph cut function, which is submodular

and can be minimized efficiently. For symmetric submodular function, Queyranne (1998)

showed that the minimization problem can be solved in O(n3) time. For general submodular

function minimization, a minimum-norm-point algorithm (Fujishige, 2005a; Fujishige et al.

, 2006) is currently widely accepted as the most practical algorithm. In Chapter 3, we will

discuss this algorithm in detail and study how practical it is in the context of problems with

scales of the sizes needed for a typical NLP problem.

Submodular minimization with additional constraints has also been recently studied

(Svitkina & Fleischer, 2008; Goel et al. , 2009; Iwata & Nagano, 2009; Nagano et al. ,

2011).

2.4.2 Maximizing Submodular Functions

Minimizing a submodular function is an important problem whose solution implies the

solution of many very general combinatorial optimization problems. On the other hand, the

problem of maximizing a submodular set function is also important with many practical

applications. Unlike submodular minimization, maximizing a submodular function turns out

to be much harder. Actually, quite a few NP-hard problems (for example, the maximum

graph cut problem) are instances of submodular function maximization. Therefore, we have
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to resort to approximation algorithms for submodular maximization.

Non-monotone submodular maximization

Maximizing a non-monotone submodular function is NP-hard in general. Feige et al. (2007)

gave the first constant approximation algorithms for maximizing non-negative submodular

functions. In particular, they gave a deterministic local search 1
3 -approximation and a ran-

domized 2
5 -approximation algorithms for maximizing non-negative submodular functions.

Gharan & Vondrák (2011) recently improves the approximation factor from 2
5 to 0.41 for

submodular maximization by using simulated annealing.

Note that submodular maximization is still an active research area. Recently, approxi-

mation algorithms have been designed for non-monotone submodular maximization subject

to various constraints. Lee et al. (2009a) developed the first approximation algorithm for

non-monotone maximization subject to k matroid constraints, or k knapsack constraints,

where the algorithms are based on the local search with k-swaps. Vondrák (2009) showed a

(1
6 − o(1))-approximation algorithm for maximizing a non-monotone submodular function

over the bases of a matroid. In (Vondrák, 2009), a randomized algorithm is also shown to

have approximation factor of 0.309 for the problem of maximizing non-monotone submodu-

lar function over a matroid independence constraint, which improves the 0.25−approximate

algorithm in (Lee et al. , 2009a), and is recently further improved by Gharan & Vondrák

(2011), who show a 0.325−approximation algorithm. Gupta et al. (2010) gave algorithms

that work for k-independence systems (which generalize constraints given by the intersec-

tion of k matroids). The algorithms essentially reduce the non-monotone maximization

problem to multiple runs of the greedy algorithm previously used in the monotone case.

Fadaei et al. (2011) recently show that using the continuous greedy process, a 0.13−factor

approximation algorithm can be obtained for non-monotone submodular maximization over

any solvable down-monotone polytope.

While maximizing non-monotone submodular functions with or without additional con-

straints is hard in general, maximizing monotone submodular function with certain con-

straints is more amenable, where efficient and effective algorithms are available.
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Maximizing a monotone submodular function under a cardinality constraint

Maximization of a monotone submodular function under a cardinality constraint can be

solved using a greedy algorithm (Nemhauser et al. , 1978) within a constant factor (0.63) of

being optimal. In particular, the greedy algorithm starts with S = ∅, and iteratively adds

the element s∗ ∈ V \ S that yields the greatest increment of the objective function value:

s∗ ∈ argmaxs∈V \S f(S ∪ {s})− f(S). (2.12)

This repeats until either |S| = K or no further increment occurs. The following theorem

gives the performance guarantee for the greedy algorithm.

Theorem 9 (Nemhauser et al. , 1978). For normalized monotone submodular function f ,

the set S∗G obtained by the greedy algorithm is no worse than a constant fraction (1 − 1/e)

away from the optimal value:

f(S∗G) ≥ (1− 1/e) max
S⊆V :|S|≤K

f(S). (2.13)

The greedy algorithm, moreover, is likely to be the best we can do in polynomial time,

unless P = NP .

Theorem 10 (Feige, 1998a). Unless P=NP, there is no polynomial-time algorithm that

guarantees a solution S∗ with

f(S∗) ≥ (1− 1/e+ ε) max
S⊆V :|S|≤K

f(S), ε > 0. (2.14)

The submodular maximization problem with cardinality constraint can be seen as a

selection problem: we want to select a good subset S of the whole set V that maximizes some

objective function, given the constraint that the size of S is no larger than K (our budget).

Such selection problems arise in many applications. For instance, in active learning, we

wish to acquire labels only for the most informative subset of the unlabeled data (which is

usually abundant) given limited budget and/or time for labeling. As we will see, the greedy

algorithm has been successfully applied to such data selection problem about how to select

a good subset for word-level transcription under a given fixed transcription budget labeling

speech data (Lin & Bilmes, 2009), as well as document summarization tasks (Lin et al. ,

2009).
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Maximizing a monotone submodular function under matroid constraints

Let M1, ...,Mk be k arbitrary matroids on the common ground set V . For each matroid

Mj , denote its independent sets by Ij . I.e.,Mj = (V, Ij). The maximization of submodular

function under matroid constraints can then be written as:

Problem 2.

max

f(S) : S ∈
k⋂
j=1

Ij

 . (2.15)

Early work in (Nemhauser et al. , 1978; Fisher et al. , 1978) showed that the greedy and

local search algorithms give a (k+1)-approximation of the above problem. Lee et al. (2009b)

showed a local search algorithm with approximation guarantee 1/(k + ε). When k = 1,

Vondrák (2008) shows a continuous greedy algorithm followed by pipage rounding with

approximation factor 1− 1/e (≈ 0.63). The algorithm, however, is based on the multilinear

extension (see Definition 7). As discussed in Section 2.3.2, evaluation of the multilinear

extension of a set function requires exponentially large number of function queries. Thus

the algorithm in (Vondrák, 2008) is not practical for problems with NLP scale (e.g., the

word alignment problem as we will see in Chapter 6), even with approximate evaluation of

the multilinear extension.

Maximizing a monotone submodular function under knapsack constraints

Let c1, ...ck be k cost vectors corresponding to knapsacks having capacities b1, ..., bk respec-

tively. The knapsack constraint problem can then be expressed as:

Problem 3.

max

f(S) :
∑
j∈S

cij ≤ bi,∀1 ≤ i ≤ k, S ⊆ V

 . (2.16)

(Sviridenko, 2004) showed that a modified greedy algorithm with partial enumeration

gives an (1− 1/e)-approximation algorithm to monotone submodular maximization subject

to a single knapsack constraint. (Kulik et al. , 2009) more recently showed that the same

approximation bound can be obtained when there are constant number of knapsacks. These
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algorithms, again do not scale well to the problem sizes of practical interest. In Section 3.4,

we will further discuss this problem, showing a simplified and practical algorithm, along

with its theoretical justification and applications in summarization (Chapter 4).
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Chapter 3

ALGORITHMS

In this chapter, we introduce the algorithm aspect of this thesis’s work related to submod-

ular function optimizations. In particular, three problems are studied: general submodular

function minimization, budgeted submodular maximization, and modular maximization

with submodular knapsack constraint.

For the study on submodular function minimization, the goal is to find an algorithm

that is practical for problems at the scale of typical problems. Although combinatorial poly-

nomial algorithms are available for submodular function minimization, they are practically

useless for large problem instances due to their approximate O(n5) time complexity. On

the other hand, the minimum-norm point algorithm (Fujishige-Wolfe algorithm) is widely

regarded as a practical algorithm for submodular minimization. Its theoretical complexity,

however, is still an open problem. In this chapter, in contrast to what has been previously

reported about minimum norm’s practical performance, we empirically show that the com-

plexity of minimum-norm-point algorithm can be as bad as the combinatorial algorithms. To

accelerate the minimum-norm-point algorithm, we further introduce two heuristics for early

termination of the algorithm without violating optimality. Experiment results show that

the accelerated minimum-norm-point algorithm achieves phenomenal (as large as 75, 000

times) speedup compared to the algorithm without using the early stopping heuristic based

on a duality gap.

The second problem investigated in this chapter is the budgeted submodular maximiza-

tion problem. Similar to the case of submodular minimization, although algorithms with

rigorous performance guarantees are available, they are not practical for NLP problems. We

show that a modified greedy algorithm is not only efficient but also performs near-optimally

with constant approximation factor. We also address the un-calibration issue that arises

in practise by scaling the cost in the greedy heuristic, and show that performance of the
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algorithm is still bounded.

Lastly, we study the problem of modular maximization with submodular knapsack con-

straint, which we show can be reduced to submodular minimization with cardinality lower-

bound. An approximation algorithm is then immediate based on the bi-criteria algorithm

for submodular minimization with cardinality lower-bound (Svitkina & Fleischer, 2008).

We also show the hardness of this problem.

Note that all the problems studied here are motivated by real-world applications. Sub-

modular minimization arises when we create a speech corpus with limited vocabulary (Chap-

ter 7), budgeted submodular maximization is used in document summarization (Chapter 4),

and submodular knapsack problem is also motivated by the speech corpus creation task.

3.1 Minimum-norm-point Algorithm for Submodular Minimization

Submodular functions can be minimized in polynomial time. The first strong polynomial

time algorithm for submodular function minimization (SFM) resulted from an observation

of Grötschel et al. (1981), who realized the implications of the ellipsoid method. However,

ellipsoid methods are slow and impractical. Combinatorial algorithms for SFM that are

strongly polynomial were then discovered by Iwata et al. (2001b) and Schrijver (2000b)

simultaneously and independently. The currently fastest strongly polynomial combinatorial

algorithm achieves a running time of O(n5T + n6) (Orlin, 2009) (where T is the time for

function evaluation), which is far from practical for large problem instances.

It has been reported in (Fujishige & Isotani, 2011) that the minimum-norm (MN) al-

gorithm is much faster in practise compared to the combinatorial algorithms. However,

MN algorithm’s worst-case complexity is still an open question. Moreover, experiments in

(Fujishige & Isotani, 2011) only cover a limited number of types of submodular functions

at a limited range of problem sizes. In particular, only two types of submodular functions

were tested, one is the Iwata function, which turns out to be trivially easy for MN, and the

other is the graph cut function, where fast min-cut/max-flow algorithms are applicable.

In this section, we test MN algorithm on larger and richer families of submodular func-

tions that are not limited to graph-representable functions. We study the empirically com-

plexity of MN on a family of submodular functions based on bipartite graphs. We show
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that, in certain cases, the complexity of minimum-norm-point algorithm can be as bad as

O(n6) on running time and O(n4) on the number of function oracle calls, which implies that

the theoretical lower bound of the complexity of MN algorithm might have high exponents.

Another contribution shown in this section is the study of early stopping criteria for

MN algorithm. Early stopping criteria have been shown to be very effective in improving

the runtime performance of many convex optimization problems including the max-flow

problem. Such potential heuristic improvements, however, has not yet been fully explored

for MN algorithm. In (Fujishige & Isotani, 2011), an early stopping criteria for integral

functions is suggested and a possible problem reduction is introduced. In this paper, we

introduce two early stopping criteria for MN, one is based on the subgradient of the Lovász

extension, and the other is based on the duality gap of the min-max theorem of submodular

minimization. Both of these criteria do not violate the optimality of the MN algorithm. Our

experimental results show that MN with duality gap acceleration achieves 75, 000 speedup

for a type of submodular functions.

3.1.1 Minimum-norm point Algorithm

We assume f(∅) = 0 (i.e., f is normalized) without loss of generality.

The are two polyhedra that are closely related to submodular function optimization.

One is the submodular polyhedra:

P (f) = {x|x ∈ RE , x(S) ≤ f(S)∀S ⊆ E},

and the submodular base polytope:

B(f) = {x|x ∈ P (f), x(E) = f(E)}.

Interestingly, the problem of SFM is equivalent to an optimization problem over the cor-

responding submodular polyhedra, where the latter can be solved by finding the minimum-

norm point in the base polytope (Fujishige, 2005b), i.e., minx∈B(f) ||x||2. There are several

ways to solve the minimum-norm point problem in a polytope, and MN algorithm for SFM

is based on Wolfe’s algorithm (Wolfe, 1976) back in 1976. One of the most expensive com-

ponents in Wolfe’s algorithm is to solve a linear optimization problem over the polytope,
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which can be done by examining all the extreme points in the polytope. In general, if the

number of extreme points in the polytope is exponential in the dimension of the space, it is

hard to perform such primitive examinations. Fortunately, although the number of extreme

points of submodular base polytope is exponentially large, linear optimization over the base

polytope B(f) can be done in O(n log n) time, thanks to submodularity. Therefore Wolfe’s

algorithm is then ideal for the minimum-norm point problem in base polytope. MN algo-

rithm is also known as Fujishige-Wolfe algorithm. Details of the algorithm can be found in

(Fujishige & Isotani, 2011) and (Wolfe, 1976).

We give a comprehensive review of MN algorithm (Fujishige-Wolfe algorithm) below.

3.1.2 Wolfe’s algorithm on finding minimum norm point in a polytope

Preliminaries

Given a set of points P = {p1, · · · , pm} where pi ∈ Rn, the problem of interest is to find the

minimum norm point in the convex hull of P :

min
x∈conv(P )

‖x‖ (3.1)

where

conv(P ) ,

{
x : x =

m∑
i=1

wipi,
∑
i

wi = 1, wi ≥ 0, i = 1, · · · ,m
}
. (3.2)

While general purpose algorithms is available for this problem, most of them are con-

vergent, non-terminating. Wolfe proposed an algorithm that is terminating, and explicitly

uses the representation of x (i.e. convex combination of points in P ). The algorithm main-

tains a set of points Q ⊆ P , which is affinely independent. Note that when Q are affinely

independent, the minimum norm point in the affine hull of Q can easily be found, that is,

close form solution for minx∈aff(Q)‖x‖ is available, where aff(Q) denotes the affine hull of

Q, i.e.,

aff(Q) ,

x : x =
∑
pi∈Q

wipi,
∑
i:pi∈Q

wi = 1

 . (3.3)
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Wolfe’s algorithm repeatedly produces minimum-norm-point x∗ for selected set Q. If it

turns out that wi ≥ 0, i = 1, · · · ,m for the minimum-norm-point, then x∗ of course belongs

to conv(Q) and also a minimum-norm-point there. If Q ⊆ P is suitably chosen, x∗ may

even be the minimum-norm-point over conv(P ) and thus solve the original problem.

Geometry and correctness

Algorithm 3: Geometric description of Wolfe’s algorithm

Input : P = {p1, · · · , pm}, pi ∈ Rn, i = 1, · · · ,m.
Output: x∗: the minimum-norm-point in conv(P ).

x∗ ←− pi∗ where pi∗ ∈ argminp∈P ‖p‖;
Q←− {x∗};
while 1 do /* major loop */

1 if x∗ = 0 or H(x∗) separates P from origin then

return : x∗

2 else

3 Choose x̂ ∈ P on the near side of H(x∗);

4 Q = Q ∪ {x̂};

5 while 1 do /* minor loop */

6 x0 ←− minx∈aff(Q)‖x‖;
7 if x0 ∈ conv(Q) then

8 x∗ ←− x0;

9 break;

10 else

11 y ←− minx∈conv(Q)∩[x∗,x0]‖x− x0‖;
12 Delete from Q points not on the face of conv(Q) where y lies;

13 x∗ ←− y;
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Define H(x) as the hyperplane that is orthogonal to x while containing x, i.e.

H(x) ,
{
y ∈ Rn|x>y = ‖x‖2

}
(3.4)

Figure 3.1: An example illustrating how MN algorithm works.

P1

P2

P3

O

(a) Q = {p1}, x∗ = p1. H(p1) is not a supporting

hyperplane of conv(P ).

P1

P2

P3

O

(b) Add p2 to Q. Q = {p1, p2}.

P1

P2

P3

O

R

(c) R is the min-norm point in aff({p1, p2}).

P1

P2

P3

O

R

(d) H(R) is not a supporting hyperplane of

conv(P ). Add p3. Q = P = {p1, p2, p3}. The

origin O is the min-norm point in aff(Q), and it

is not in the interior of conv(Q).

P1

P2

P3

O

R

S

(e) S = minx∈conv(Q)∩[x∗,x0]‖x−x0‖ where x0 is

O and x∗ is R here. Remove p1 from Q since it

is not on the face where S lies. Q = {p2, p3}

P1

P2

P3

O

R

S

T

(f) T is the min-norm point in aff(Q), H(T ) sep-

arates P from the origin, and therefore is the

min-norm point in conv(P ).

Algorithm 13 gives a geometric description of Wolfe’s algorithm. Figure 3.1 illustrates an

example. More algebra details are given in the next section. We show herein its correctness

and finite termination. First of all, Q is always affinely independent.
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Lemma 1. Q in Algorithm 13 is always affinely independent.

Proof. Q is of course affinely independent when there is at most one point in it. After the

initialization, it changes only by deletion of single point or adding a single point. Deletion

does not change the independence. Before adding x̂ at Line 4, we know x∗ is the minimum

norm point in aff(Q). Therefore, x∗ is normal to aff(Q), which implies aff(Q) ⊆ H(x∗).

Since x̂ /∈ H(x∗), we have x̂ /∈ aff(Q). Thus Q ∪ {x̂} is affinely independent if Q is.

By Lemma 1, we have for any x ∈ aff(Q) such that x =
∑

iwiqi,
∑

iwi = 1, the weights

wi are uniquely determined.

Theorem 11. Algorithm 13 finds the minimum norm point in conv(P ) after finite number

of iterations of the major loop.

Proof. Sketch: Note that in the minor loop, we always have x∗ ∈ conv(Q), since whenever

Q is modified, x∗ is updated as well (Line 13) such that the updated x∗ remains in the

updated conv(Q) Therefore, every time x∗ is updated, its norm never increases, i.e., before

Line 8, ‖x0‖ ≤ ‖x∗‖ since x∗ ∈ aff(Q) and x0 = minx∈aff(Q)‖x‖; similarly, before Line 13,

‖y‖ ≤ ‖x∗‖. Moreover, there can be no more iterations than the dimension of conv(Q) in

a minor loop begin with a given Q, as when Q reduces to a singleton, minor loop always

terminates. Thus a minor loop terminates in finite number of iterations.

Next, note that each time Q is updated at Line 4 and followed by updating x∗ with

x0 at Line 8 (i.e. minor loop returns with only one iteration), ‖x∗‖ strictly decreases.

To see that, consider x∗ + θ(x̂ − x∗) where 0 ≤ θ ≤ 1. Since both x̂, x∗ ∈ conv(Q),

x∗ + θ(x̂− x∗) ∈ conv(Q). Therefore, we have ‖x∗ + θ(x̂− x∗)‖ ≥ ‖x0‖, which implies

‖x∗ + θ(x̂− x∗)‖2 = ‖x∗‖2 + 2θ
(

(x∗)>x̂− ‖x∗‖2
)

+ θ2‖x̂− x∗‖2 ≥ ‖x0‖2 (3.5)

x̂ is on the same side of H(x∗) as the origin, i.e. (x∗)>x̂ < ‖x∗‖2. Therefore, for sufficiently

small θ (θ <
2(‖x∗‖2−(x∗)>x̂)

‖x̂−x∗‖2 ), we have ‖x∗‖2 > ‖x0‖2. For the same reason, we have ‖x∗‖
strictly decreases each time Q is updated at Line 4 and followed by updating x∗ with y at

Line 13. Therefore, in each iteration of major loop, ‖x∗‖ strictly decreases, and Algorithm 13

must terminate and it can only do so when the optimal is found.
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Finding x̂ on the near side of H(x∗)

In Algorithm 13, there could be several ways to find an x̂ such that it is on the near side

of H(x∗) (i.e., the half plane where the origin lies). Ideally, we would like to find an x̂

such that the reduction on ‖x∗‖ can be maximized and thus reduce the number of major

iterations. As we see in Eq. 3.5, the reduction on the norm is lower-bounded:

∆ = ‖x∗‖2 − ‖x0‖2 ≥ 2θ
(
‖x∗‖2 − (x∗)>x̂

)
− θ2‖x̂− x∗‖2 , ∆ (3.6)

(3.7)

When 0 ≤ θ < 2(‖x∗‖2−(x∗)>x̂)
‖x̂−x∗‖2 , we can get the maximal value of the lower bound, i.e.

max
0≤θ< 2(‖x∗‖2−(x∗)>x̂)

‖x̂−x∗‖2

∆ =

(‖x∗‖2 − (x∗)>x̂

‖x̂− x∗‖

)2

(3.8)

To maximize the lower bound the norm reduction in each major iteration, we want to find

an x̂ such that the above lower bound is maximized. In other words, ideally we want to find

x̂ = argmax
x∈P

(‖x∗‖2 − (x∗)>x

‖x− x∗‖

)2

(3.9)

such that larger reduction can be guaranteed.

This problem, however, is at least as hard as the MN problem itself as we have a quadratic

term in the denominator. Alternatively, we could resort to maximizing the numerator, i.e.

find

x̂ = argmax
x∈P

‖x∗‖2 − (x∗)>x = argmin
x∈P

(x∗)>x, (3.10)

Intuitively, by solving the above, we find x̂ such that it has the largest distance to the

hyperplane H(x∗), and this is exactly the strategy used in Wolfe’s algorithm (Wolfe, 1976).

Also, the solution x̂ here can be used to determine whether the hyperplane H(x∗) sepa-

rates conv(P ) from the origin. Indeed, if the point that has the greatest distance to H(x∗)

is not on the side where origin lies, then H(x∗) separates conv(P ) from the origin. Formally,

we terminate the algorithm if

(x∗)>x̂ ≥ ‖x∗‖2,
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where x̂ is the solution of Eq. 3.10. In practice, without any provision, the above optimal-

ity test might never be passed. As suggested in (Wolfe, 1976), we introduce a tolerance

parameter ε > 0, and terminates the algorithm if

(x∗)>x̂ > ‖x∗‖2 − εmax
x∈Q
‖x‖2 (3.11)

Notice that when conv(P ) is a submodular base polytope, problem in Eqn 3.10 can

be solved efficiently by a greedy algorithm despite that the number of the extreme points

could be exponentially large, and this is one of the major reasons that why MN algorithm

is applicable to submodular function minimization.

3.2 On Complexity of Minimum-norm-point Algorithm

The complexity of MN algorithm is still an open problem to date. Two obvious facts,

however, is that each major iteration requires O(n) function oracle calls, and the complexity

of each major iteration could be at least O(n3) due to the affine projection step (solving a

linear system). Therefore, the complexity of each major iteration is

O(n3 + n1+p)

where we assume that each function oracle call requires O(np) time.

Since the number of major iteration is unknown, the complexity of MN is unknown

either. In this section, we empirically evaluate the number of major iterations required for

various submodular functions. In particular, based on extensive experiments of submodular

minimization on various submodular functions, we show two findings. First, the number of

major iterations seems to be function dependent. An extreme example is that for Iwata’s

function (Fujishige & Isotani, 2011), the number of major iterations required is constant

(i.e., O(1)), regardless of the size of ground set. On the other hand, as we will see, for

some type of submodular functions arises in practise, the number of major iterations is

at least O(n3). Second, in contrast to previously reported MN’s efficiency compared to

combinatorial algorithms Fujishige & Isotani (2011), we show that for some functions, the

complexity of MN algorithm could be as bad as the combinatorial algorithms.
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So far, there is no generally accepted test bed of instances of SFM. In (Fujishige &

Isotani, 2011), MN algorithm was tested on Iwata’s function and on graph cut functions with

graph generated using GENRMF available from DIMACS Challenge. Bach (2011) tested MN

algorithm (along with some other continuous optimization based approximate submodular

minimization algorithms) on standard graph cut functions as well as the symmetric mutual

information function on a relatively small scale of ground sizes (up to 400).

In our experiments, we firstly tested MN algorithm as well as our C++ implementation

on the min-cut problem with standard graphs. We then tested MN on a richer family of

submodular function, i.e, submodular functions derived from bipartite graphs, showing that

MN can be as bad as O(n7) in running time.

3.2.1 Cut Functions

We tested MN algorithm for graph cut minimization. We used GENRMF available from

DIMACS Challenge to generate the graphs (“long” type). Each experiments were performed

three times and the minimum elapsed real time between invocation and termination of the

experiment are reported in Table 3.2.1

Table 3.1: Comparison of my MN code with that used in (Fujishige & Isotani, 2011)

C (Fujishige) C++

num. of vertices num. of edges CPU Time (sec) Memory (Kb) CPU Time (sec) Memory (Kb)

392 1687 4.42 12672 1.49 13872

576 2528 24.71 24144 5.85 30624

810 3609 74.79 44896 15.53 41584

1100 4960 228.95 79920 86.32 100272

1452 6611 471.9 136224 208.16 123840

1872 8592 881.88 217616 355.1 199424

2366 10933 2208.47 348128 792.95 402864

2940 13664 3618.2 520000 963 479136

Our implementation of the minimum norm point algorithm in C++ is about four times
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Figure 3.2: Comparison of my min-norm code with that by Fujishige. The data are graphs

generated by GENRMF with “long” type, and n refers to the number of nodes. The tolerance

was set to ε = 10−10.

faster than the C code in (Fujishige & Isotani, 2011) 1, ensuring that our results are not

due to a slow implementation. Figure 3.2 compares both implementations and shows that

our implementation is four times faster while not using more memory. As we can see, the

empirically complexity of MN algorithm for graph cut function is between O(n3) and O(n4),

which is consistent with the empirical complexity of MN reported in (Fujishige & Isotani,

2011; McCormick, 2006).

We also evaluated complexity on the major iterations, as shown in Figure 3.3. As we

can see, the number of major iteration required by MN algorithms on graph cut functions

is about O(n). The evaluation of a cut function takes O(n2) time. Therefore we infer that

the complexity MN algorithms on graph cuts is about O(n3), which coincides the actual

time complexity as shown in Figure 3.2.

Note that the currently fastest strongly polynomial combinatorial algorithm achieves a

running time of O(n5T + n6) (Orlin, 2009) (where T is the time for function evaluation).

For graph cut functions, time complexity of combinatorial algorithm is then about O(n7);

on the other hand, the time complexity of MN on cuts is O(n3), which is much faster than

1The speed improvement comes from better data structure as well lazy evaluation of function increments.
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Figure 3.3: Number of major iterations of MN algorithm on graph cuts.

currently available combinatorial algorithms for submodular minimization. The superiority

of MN algorithm over combinatorial algorithms for minimizing cut functions has previously

been demonstrated in (Fujishige & Isotani, 2011), based on which it is commonly accepted

that MN algorithm is the most efficient and practical algorithm for general submodular

minimization (Nagano et al. , 2011; Bach, 2011). However, Fujishige & Isotani (2011)

only tested limited types of submodular functions. In the following section, we show MN

algorithm’s time complexity on a rich family of submodular functions, namely submodular

function defined on bipartite graphs, indicating that MN algorithm could be as expensive

as combinatorial algorithms on certain types of submodular functions that are particularly

useful in many real-world applications.

3.2.2 Submodular Functions on Bipartite Graph

As mentioned in Section 2.1.2, submodular functions defined on bipartite graph could be

quite useful for many applications. In the section, we tested MN algorithms for submodular

functions defined on bipartite graphs.

Let E and F be the set of left and right nodes in the bipartite graph respectively. Denote

N : E → F as the neighboring function, and m : 2V → R, w : 2F → R are the integral
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modular functions. The submodular functions we consider there have the following form:

f(S) = −m(S) + λ (w(N (S)))α

where S ⊆ E, λ > 0 and 0 < α ≤ 1.

The bipartite graphs were generated by sampling a large bipartite graph arising from

a real world application (Lin & Bilmes, 2010a, 2011b). In the large bipartite graph, left

nodes represents speech utterances and right nodes represents distinct words (vocabulary),

and a left node (utterance) is connected to a right node (word) if the word appears in the

utterance. We have |E| = 54915 and |F | = 6871.

We used two types of modular functions. In the first type, all singleton values equal to

1, i.e.

m1(e) = 1, ∀e ∈ E

w1(f) = 1,∀f ∈ F

In the second type, m(e), e ∈ E equals to the number of word tokens in the utterance

that node e corresponding to, and w(f), f ∈ F equals to a hundred divided by the number

of syllables in the word that node f corresponding to. I.e.,

m2(e) = WordCounte,∀e ∈ E

w2(f) =
100

PronunciationCountf
, ∀f ∈ F

We measure both average-case complexity and worst-case complexity on the number of

major iterations. Formally, for inputs drawn from G =
⋃
n Gn, andm instance, {G1

n, · · · , Gmn },
drawn from Gn for each n, we have worst-case complexity Tworst(n) and average-case com-

plexity Taverage(n) defined and approximately computed as follows:

Tworst(n) = max
G∈Gn

t(G) ≈ max
G∈{G1

n,··· ,Gmn }
t(G) (3.12)

Taverage(n) = EG∈Gnt(G) ≈ 1

m

∑
G∈{G1

n,··· ,Gmn }

t(G) (3.13)



54

6

7

8

9

10

11

12

13

6 7 8 9 10 11

L
o
g
 
n
u
m
.
 
o
f
 
m
a
j
o
r
 
i
t
e
r
a
t
i
o
n
s
 

Log ground set size 

O(N
1.1

) 
O(N

1.1
) 

MN 

(a) λ = 10

6

7

8

9

10

11

12

13

6 7 8 9 10 11

L
o
g
 
n
u
m
.
 
o
f
 
m
a
j
o
r
 
i
t
e
r
a
t
i
o
n
s
 

Log ground set size 

O(N
1.2

) 
O(N

1.1
) 

MN 

(b) λ = 100

Figure 3.4: The numbers of major iteration for f(S) = −m1(S) + λw1(N (S)). The red

line is the linear interpolation of the worst case points, and the black line is the linear

interpolation of the average case points.

where t(G) is the time of the algorithm spent on instance G, which in this case is the number

of major iterations of MN algorithm on input G.

We used bipartite graphs with sizes ranging from 100 and 1600, and for each size, 100

instances were randomly sampled from the large graph. Note that since the sample size is

relatively small, the approximate worst-case complexity are not necessary worse than the

approximate average-case complexity.

We tested numbers of submodular functions by varyingm(·), w(·), λ and α. In particular,

we tested

• f(S) = −m1(S)+λw1(N (S)), where λ = 10, 100. The results are shown in Figure 3.4.

As we can see, MN algorithm is quite efficient on this type of functions. The number

of major iterations grows linearly. This is not surprising as this type of function can

be minimized efficiently by converting it to a minimum cut problem.

• f(S) = −m1(S) + 100(w1(N (S)))α, where α = 0.1, 0.2, · · · , 0.9. MN algorithm starts

to show higher time complexity on this type of functions, as shown in Figure 3.5

The average number of major iterations for functions with different αs is mostly



55

6

7

8

9

10

11

6 7 8 9 10 11

L
o
g
 
n
u
m
.
 
o
f
 
m
a
j
o
r
 
i
t
e
r
a
t
i
o
n
s
 

Log ground set size 

O(N
1.0

) 
O(N

1.0
) 

MN 

(a) α = 0.1

6

8

10

12

14

16

18

20

22

6 7 8 9 10 11

L
o
g
 
n
u
m
.
 
o
f
 
m
a
j
o
r
 
i
t
e
r
a
t
i
o
n
s
 

Log ground set size 

O(N
3.2

) 
O(N

3.3
) 

MN 

(b) α = 0.2

6

8

10

12

14

16

18

20

22

24

6 7 8 9 10 11

L
o
g
 
n
u
m
.
 
o
f
 
m
a
j
o
r
 
i
t
e
r
a
t
i
o
n
s
 

Log ground set size 

O(N
2.8

) 
O(N

2.4
) 

MN 

(c) α = 0.3

8

10

12

14

16

18

20

22

6 7 8 9 10 11

L
o
g
 
n
u
m
.
 
o
f
 
m
a
j
o
r
 
i
t
e
r
a
t
i
o
n
s
 

Log ground set size 

O(N
2.2

) 
O(N

1.5
) 

MN 

(d) α = 0.4

8

10

12

14

16

18

20

6 7 8 9 10 11

L
o
g
 
n
u
m
.
 
o
f
 
m
a
j
o
r
 
i
t
e
r
a
t
i
o
n
s
 

Log ground set size 

O(N
1.9

) 
O(N

1.8
) 

MN 

(e) α = 0.5

8

10

12

14

16

18

20

6 7 8 9 10 11

L
o
g
 
n
u
m
.
 
o
f
 
m
a
j
o
r
 
i
t
e
r
a
t
i
o
n
s
 

Log ground set size 

O(N
2.3

) 
O(N

1.9
) 

MN 

(f) α = 0.6

6

8

10

12

14

16

18

20

6 7 8 9 10 11

L
o
g
 
n
u
m
.
 
o
f
 
m
a
j
o
r
 
i
t
e
r
a
t
i
o
n
s
 

Log ground set size 

O(N
2.6

) 
O(N

2.0
) 

MN 

(g) α = 0.7

6

8

10

12

14

16

18

20

6 7 8 9 10 11

L
o
g
 
n
u
m
.
 
o
f
 
m
a
j
o
r
 
i
t
e
r
a
t
i
o
n
s
 

Log ground set size 

O(N
2.5

) 
O(N

2.1
) 

MN 
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Figure 3.5: The numbers of major iteration for f(S) = −m1(S) + 100 · (w1(N (S)))α. The

red lines are the linear interpolations of the worst case points, and the black lines are the

linear interpolations of the average case points.

between O(n2) and O(n3). In particular, when α = 0.2, we see the average-case

complexity O(n3.2) for the number of major iterations. Note that complexity of each

major iteration for this function is O(n3), giving MN O(n6.2) time complexity on this

function. This is no better than the time complexity of combinatorial algorithms,

both of which are useless for real-problems in NLP (e.g., the task in (Lin & Bilmes,

2010a)). Also note that, when α = 0.1, the number of major iterations always equal to
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the ground set size; the conjecture is that when we compress the return too much, the

function behaves nearly as a modular function (i.e. only the m(·) function matters),

making the problem easy to solve.

• f(S) = −m2(S)+100(w2(N (S)))α. Complexity results are shown in Figure 3.6. As we

can see, when α = 0.4, we get average-case complexity about O(n3.1) for the number

of major iterations, and again gives about O(n6) time complexity.

3.3 Accelerations for Minimum-norm-point Algorithm

The MN algorithm terminates if

x>x∗ > x>x− εmax
j∈S
||xj ||2,

where x ∈ B(f) is the current iterate, x∗ ∈ argminy∈B(f) x
>y, and xj , j ∈ S is a set of

extreme points of B(f), and ε ≥ 0 is the “accuracy” or tolerance parameter. In general, we

set ε = 10−10 to allow some round-off error.

We introduce two stopping criteria that might be triggered before the above termination

condition is satisfied.

3.3.1 Early stopping based on subgradient of Lovász extension

Lovász extension is a continuous extension of a set function. In particular, we have f(S) =

f̃(χS) where χS is the indicator vector S and f̃ is the Lovász extension of f . Moreover, f

is submodular iff f̃ is convex.

Theorem 12. Let β be a subgradient of f̃ at χA, i.e., β ∈ ∂f̃(χA). Then A is a minimizer

of f if

∑
i∈E

max
{

0, βi(−1)1i/∈A
}

= 0. (3.14)
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(f) α = 0.6
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(h) α = 0.8
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Figure 3.6: The numbers of major iteration for f(S) = −m2(S) + 100 · (w2(N (S)))α. The

red lines are the linear interpolations of the worst case points, and the black lines are the

linear interpolations of the average case points.

Proof.

f(A)− f(S∗) = f̃(χA)− f̃(χS∗)

≤ β>(χA − χS∗)

≤ max
x∈[0,1]|E|

β>(χA − x)

=
∑
i∈E

max {0, βi(1i∈A − 1i/∈A)}
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To obtained a subgradient of f̃ at at point x, one could use the maximal chain. I.e., for

a permutation π : E → E such that xπ1 ≥ · · · ≥ xπn and define the set Sk = {π1, · · · , πk},
we have ∂f̃(x) 3∑n

k=1 δπk(f(Sk)− f(Sk−1)).

If a function is decomposable, i.e., the function can be represented as sums of truncation

potentials (Stobbe & Krause, 2010), gradient of the smoothed Lovász extension can be used

as the subgradient. However, evaluating gradient of the smoothed function could become a

burden to the main algorithm, especially when the number of truncation potentials is large.

3.3.2 Early stopping based on duality gap

We define the smallest function value difference of a set function as its “resolution” (or

reverse resolution):

Definition 8. The resolution of a set function f is defined as

γf , min
S,T⊆V,f(S)6=f(T )

|f(S)− f(T )|. (3.15)

Denote x−(E) =
∑

e∈E min{x(e), 0}, we have the following early stopping theorem.

Theorem 13. For any A ⊆ E and x ∈ B(f), A is a minimizer of f (normalized) if

f(A)− x−(E) < γf . (3.16)

Proof. Based on the min-max theorem of SFM (Fujishige, 2005b):

min
S⊆E

f(S) = max
x∈B(f)

x−(E),

therefore, f(S) ≥ x−(E) for any S ⊆ E, x ∈ B(f). We have

f(A)− f(S∗) ≤ f(A)− x−(E). (3.17)

If f(A)− x−(E) < γf , then f(A)− f(S∗) < γf , which implies f(A) = f(S∗).

In general, it is hard to identify γf . For some types of submodular functions, however,

a lower bound on γf could easily be estimated. For instances, any integral function has
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γf ≥ 1. Then the early stopping criteria we have is reduced to the early criteria for integral

functions introduced in (Fujishige & Isotani, 2011).

For functions of the form

f(S) = m(S) + λg(w(N (S))),

where λ ≥ 0, S ⊆ E, N : 2E → 2F , m : 2V → Z, w : 2F → Z, and g : R → R is a

nondecreasing concave function. We have γf ≥ |1− λ|g(w(F ))− g(w(F )− 1)||.

3.3.3 Experiments

Lastly, we tested MN algorithm with the acceleration methods introduced in Section 3.3,

where the duality gap based criteria achieves phenomenal speedup for a type of submodular

functions.

Accelerations

We evaluated the acceleration methods on submodular functions with bipartite graphs.

For the subgradient based acceleration, we observed several instances where the number

of function oracle calls reduced from 21 to 2. In most cases, however, the early stopping

do not triggered before the MN algorithm terminates based on its original termination

condition.

On the other hand, duality-gap based acceleration reduces the running of MN signifi-

cantly for all type of functions (f1, f2, f3, f4 and f5). Figure 3.7 illustrates the significant

reduction. In particular, MN without acceleration finishes in about 4380 seconds while MN

with duality-gap acceleration finishes in 0.06 seconds, MN without acceleration calls func-

tion oracle 249785250 times and MN with duality-gap acceleration only calls function oracle

77220 times, resulting about 75, 000 times speedup in runtime and 3, 200 times speedup in

oracle calls.

3.3.4 Discussion and Conclusion

Wolfe’s algorithm is closely related to the simplex algorithm for linear programming. As it

has been shown that the lower bound of the time complexity of simplex algorithm has high
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Figure 3.7: Comparison of MN algorithm with and without duality gap acceleration. The

random sampled graphs with left node set sizes 500, 700, 900, 1000 and 1300, and the objec-

tive function is f2(S) = m(S) + 100
√
w(N (S)).

exponents, our conjecture is that MN might also have a very bad theoretical lower bound,

which is actually evidenced by our example showing that MN’s performance could be as

bad as O(n7) on running time and O(n5) on oracle calls.

Most applications of SFM arise in practice have some special structure that can be

taken advantage of, resulting in much faster special-purpose algorithm. For instances, when

submodular is symmetric, Queyranne’s O(n3) algorithm can be used. When submodular

functions are graph-representable (Zivný & Jeavons, 2008), fast min-cut/max-flow can be

applied. For certain functions of the form f(S) = m(S) + g(N (S)), exact solutions can be

obtained by leveraging parametric flow algorithms (Jegelka et al. , 2011).

When one has to solve SFM with general submodular functions, an alternative is to

use fast approximation algorithms (e.g., (Jegelka et al. , 2011)). To get the exact solution,

however, MN algorithm is still the most practical choice to date. When using MN algorithm

for large size problem, we suggest designing submodular objective functions with lower

resolution (higher γf ), in which case the early stopping heuristics based on duality gap

could potentially drastically improve the running time performance of MN algorithm.
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3.4 Budgeted Submodular Maximization

In this section, we consider the problem of budgeted submodular maximization.

Problem 4 (Budgeted Submodular Maximization).

max
S⊆V

f(S), subject to:
∑
i∈S

ci ≤ b. (3.18)

where f : 2V → R is monotone submodular, ci is the cost for element i, and b is the budget.

This problem naturally arises in some NLP tasks such as document summarization. See

Chapter 4 about the applications of this problem.

Although algorithm with 1− 1
e approximation factor is available for this problem (Sviri-

denko, 2004), the partial enumeration makes it impractical for NLP scaled problems. Hav-

ing the scale and scenario of the NLP application in mind, we modified the algorithm in

(Sviridenko, 2004) with two modifications for practical considerations:

1. Replacing the partial enumeration with only enumerating singleton solutions, which

greatly reduces the computation burden introduced by partial enumeration while mak-

ing the algorithm’s performance still theoretically bounded.

2. A scaling parameter on the cost, addressing the uncalibrated issue of function gain

and cost, which has later been shown that affects performance significantly in practise.

The algorithm is illustrated in Algorithm 4, which sequentially finds unit k with the largest

ratio of objective function gain to scaled cost, i.e., (f(G ∪ {k})− f(G))/crk, where r > 0 is

the scaling factor. If adding k increases the objective function value while not violating the

budget constraint, it is then selected and otherwise bypassed. After the sequential selection,

set G is compared to the within-budget singleton with the largest objective value, and the
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larger of the two becomes the final output.

Algorithm 4: Modified greedy algorithm

1: G← ∅
2: U ← V

3: while U 6= ∅ do

4: k ← arg max`∈U
f(G∪{`})−f(G)

(c`)r

5: G← G ∪ {k} if
∑

i∈G ci + ck ≤ b and f(G ∪ {k})− f(G) > 0

6: U ← U \ {k}
7: end while

8: v∗ ← arg maxv∈V,cv≤b f({v})
9: return Gf = arg maxS∈{{v∗},G} f(S)

The essential aspect of a greedy algorithm is the design of the greedy heuristic. As

discussed in (Khuller et al. , 1999), a heuristic that greedily selects the k that maximizes

(f(G∪{k})−f(G))/ck has an unbounded approximation factor. For example, let V = {x, y},
f({x}) = 1, f({y}) = p, cx = 1, cy = p + 1, and b = p + 1. The solution obtained by the

greedy heuristic is {x} with objective function value 1, while the true optimal objective

function value is p. The approximation factor for this example is then p and therefore

unbounded.

This issue can be addressed by the modifications we mentioned before. The first mod-

ification is the final step (line 8 and 9) in Algorithm 4 where set G and singletons are

compared. This step ensures that we could obtain a constant approximation factor for

r = 1.

The second modification is that we introduce a scaling factor r to adjust the scale of

the cost. Suppose, in the above example, we scale the cost as cx = 1r, cy = (p + 1)r, then

selecting x or y depends also on the scale r, and we might get the optimal solution using

a appropriate r. Indeed, the objective function values and the costs might be uncalibrated

since they might measure different units. E.g., in document summarization, it is hard to say

if selecting a sentence of 15 words with an objective function gain of 2 is better than selecting

sentence of 10 words with gain of 1. Scaling can potentially alleviate this mismatch (i.e., we

can adjust r on development set). Interestingly, our theoretical analysis of the performance
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guarantee of the algorithm also gives us guidance about how to scale the cost for a particular

problem (see Section 3.4.1).

3.4.1 Analysis of performance guarantee

Although Algorithm 4 is essentially a simple greedy strategy, we show that it solves Prob-

lem 4 globally and near-optimally, by exploiting the structure of submodularity. As far as we

know, this is a new result for submodular optimization, not previously stated or published

before.

Theorem 14 (Lin & Bilmes (2010b)). For normalized monotone submodular function f(·),
Algorithm 4 with r = 1 has a constant approximation factor as follows:

f(Gf ) ≥
(

1− e− 1
2

)
f(S∗), (3.19)

where S∗ is an optimal solution.

We analyze the performance guarantee of Algorithm 4. We use the following notation:

S∗ is the optimal solution; Gf is the final solution obtained by Algorithm 4; G is the

solution obtained by the greedy heuristic (line 1 to 7 in Algorithm 4); vi is the ith unit

added to G, i = 1, . . . , |G|; Gi is the set obtained by greedy algorithm after adding vi (i.e.,

Gi = ∪ik=1{vk}, for i = 1, . . . , |G|, with G0 = ∅ and G|G| = G); f(·) : 2V → R is a monotone

submodular function; and ρk(S) is the gain of adding k to S, i.e., f(S ∪ {k})− f(S).

Lemma 2. ∀X,Y ⊆ V ,

f(X) ≤ f(Y ) +
∑

k∈X\Y

ρk(Y ). (3.20)

Proof. See (Nemhauser et al. , 1978)

Lemma 3. For i = 1, . . . , |G|, when 0 ≤ r ≤ 1,

f(S∗)− f(Gi−1) ≤
(
b

cvi

)r
|S∗|1−r(f(Gi)− f(Gi−1)), (3.21)

and when r ≥ 1,

f(S∗)− f(Gi−1) ≤
(
b

cvi

)r
(f(Gi)− f(Gi−1)) (3.22)
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Proof. Based on line 4 of Algorithm 4, we have

∀u ∈ S∗ \Gi−1,
ρu(Gi−1)

cru
≤ ρvi(Gi−1)

crvi
.

Thus when 0 ≤ r ≤ 1,∑
u∈S∗\Gi−1

ρu(Gi−1) ≤ ρvi(Gi−1)

crvi

∑
u∈S∗\Gi−1

cru

≤ ρvi(Gi−1)

crvi
|S∗ \Gi−1|

(∑
u∈S∗\Gi−1

cu

|S∗ \Gi−1|

)r

≤ ρvi(Gi−1)

crvi
|S∗|1−r

 ∑
u∈S∗\Gi−1

cu

r

≤ ρvi(Gi−1)

crvi
|S∗|1−rbr,

where the second inequality is due to the concavity of g(x) = xr, x > 0, 0 ≤ r ≤ 1. The last

inequality uses the fact that
∑

u∈S∗ cu ≤ b. Similarly, when r ≥ 1,∑
u∈S∗\Gi−1

ρu(Gi−1) ≤ ρvi(Gi−1)

crvi

∑
u∈S∗\Gi−1

cru

≤ ρvi(Gi−1)

crvi

 ∑
u∈S∗\Gi−1

cu

r

≤ ρvi(Gi−1)

crvi
br.

Applying Lemma 2, i.e., let X = S∗ and Y = Gi−1, the lemma immediately follows.

Lemma 4 (Lin & Bilmes (2010b)). With normalized monotone submodular f(·), for i =

1, . . . , |G|, let vi be the ith unit added into G and Gi is the set after adding vi. When

0 ≤ r ≤ 1,

f(Gi) ≥
(

1−
i∏

k=1

(
1− crvk

br|S∗|1−r
))

f(S∗) (3.23)

≥
(

1−
i∏

k=1

(
1− crvk

br|V |1−r
))

f(S∗) (3.24)

and when r ≥ 1,

f(Gi) ≥
(

1−
i∏

k=1

(
1−

(cvk
b

)r))
f(S∗). (3.25)



65

Proof. Obviously, the lemma is true when i = 1 by applying Lemma 3.

Assume that the theorem is true for i− 1, 2 ≤ i ≤ |G|, we show that it also holds for i.

When 0 ≤ r ≤ 1,

f(Gi) = f(Gi−1) + (f(Gi)− f(Gi−1))

≥ f(Gi−1) +
crvi

br|S∗|1−r (f(S∗)− f(Gi−1))

=

(
1− crvi

br|S∗|1−r
)
f(Gi−1) +

crvi
br|S∗|1−r f(S∗)

≥
(

1− crvi
br|S∗|1−r

)(
1−

i−1∏
k=1

(
1− crvk

br|S∗|1−r
))

f(S∗) +
crvi

br|S∗|1−r f(S∗)

=

(
1−

i∏
k=1

(
1− crvk

br|S∗|1−r
))

f(S∗).

The case when r ≥ 1 can be proven similarly.

Now we are ready to prove Theorem 14.

Proof. Consider the following two cases:

Case 1: ∃v ∈ V such that f({v}) > 1
2f(S∗). Then it is guaranteed that f(Gf ) ≥

f({v})) > 1
2f(S∗) due line 9 of Algorithm 4.

Case 2: ∀v ∈ V , we have f({v}) ≤ 1
2f(S∗). We consider the following two sub-cases,

namely Case 2.1 and Case 2.2:

Case 2.1: If
∑

v∈G cv ≤ 1
2b, then we know that ∀v /∈ G, cv >

1
2b since otherwise we

can add a v /∈ G into G to increase the objective function value without violating the

budget constraint. This implies that there is at most one ground set element in S∗ \ G
since otherwise we will have

∑
v∈S∗ cv > b. By assumption, we have f(S∗ \ G) ≤ 1

2f(S∗).

Submodularity of f(·) gives us:

f(S∗ \G) + f(S∗ ∩G) ≥ f(S∗),

which implies f(S∗ ∩G) ≥ 1
2f(S∗). Thus we have

f(Gf ) ≥ f(G) ≥ f(S∗ ∩G) ≥ 1

2
f(S∗),

where the second inequality follows from monotonicity.
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Case 2.2: If
∑

v∈G cv >
1
2b, for 0 ≤ r ≤ 1, using Lemma 4, we have

f(G) ≥

1−
|G|∏
k=1

(
1− crvk

br|S∗|1−r
) f(S∗)

≥

1−
|G|∏
k=1

1− crvk |S∗|r−1

2r
(∑|G|

k=1 cvk

)r
 f(S∗)

≥
(

1−
(

1− |S
∗|r−1

2r|G|r
)|G|)

f(S∗)

≥
(

1− e−
1
2

(
|S∗|
2|G|

)r−1)
f(S∗)

where the third inequality uses the fact (provable using Lagrange multipliers) that for

a1, . . . , an ∈ R+ such that
∑n

i=1 ai = α, function

1−
n∏
i=1

(
1− βari

αr

)
achieves its minimum of 1− (1− β/nr)n when a1 = · · · = an = α/n for α, β > 0. The last

inequality follows from e−x ≥ 1− x.

In all cases, we have

f(Gf ) ≥ min

{
1

2
, 1− e−

1
2

(
|S∗|
2|G|

)r−1}
f(S∗)

In particular, when r = 1, we obtain the constant approximation factor, i.e.

f(Gf ) ≥
(

1− e− 1
2

)
f(S∗)

Note that an α-approximation algorithm for an optimization problem is a polynomial-

time algorithm that for all instances of the problem produces a solution whose value is

within a factor of α of the value of an optimal solution. So Theorem 14 basically states that

the solution found by Algorithm 4 can be at least as good as (1− 1/
√
e)f(S∗) ≈ 0.39f(S∗)

even in the worst case. A constant approximation bound is good since it is true for all

instances of the problem, and we always know how good the algorithm is guaranteed to be
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without any extra computation. For r 6= 1, we resort to instance-dependent bound where

the approximation can be easily computed per problem instance.

Lemma 4 gives bounds for a specific instance of the problem. Eqn. (3.23) requires the

size |S∗|, which is unknown, requiring us to estimate an upper bound of the cardinality of

the optimal set S∗. Obviously, |S∗| ≤ |V |, giving us Eqn. (3.24). A tighter upper bound is

obtained, however, by sorting the costs. That is, let c[1], c[2], . . . , c[|V |] be the sorted sequence

of costs in nondecreasing order, giving |S∗| < m where
∑m−1

k=1 c[i] ≤ b and
∑m

k=1 c[i] > b. In

this case, the computation cost for the bound estimation is O(|V | log |V |), which is quite

feasible.

3.4.2 Related work

Algorithms for maximizing submodular function under budget constraint (Problem. 4) have

been studied before. Krause & Guestrin (2005a) generalized the work by Khuller et al.

(1999) on budgeted maximum cover problem to the submodular framework, and showed

a 1
2(1 − 1/e)-approximation algorithm. The algorithm in (Krause & Guestrin, 2005a) and

(Khuller et al. , 1999) is actually a special case of Algorithm 4 when r = 1, and Theorem

14 gives a better bound (i.e., (1− 1/
√
e) > 1

2(1− 1/e)) in this case. There is also a greedy

algorithm with partial enumerations (Sviridenko, 2004; Krause & Guestrin, 2005a) factor

(1−1/e). This algorithm, however, is too computationally expensive and thus not practical

for real world applications (the computation cost is O(|V |5) in general). When each unit

has identical cost, the budget constraint reduces to cardinality constraint where a greedy

algorithm is known to be a (1 − 1/e)-approximation algorithm (Nemhauser et al. , 1978)

which is the best that can be achieved in polynomial time (Feige, 1998b) if P 6= NP.

3.5 On Submodular Knapsack

In this section, we consider submodular knapsack problem. In particular, modular max-

imization subject to submodular knapsack constraint (MMSKC) of the following form is

considered:

Problem 5 (Modular Maximization subject to Submodular Knapsack Constraint (MM-
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SKC)).

max
S⊆V

m(S), subject to: f(S) ≤ b (3.26)

where m ∈ Rn+ is a modular function, |V | = n, b ∈ R, and f : 2V → R is a monotone

submodular function.

The motivation for this function come from corpus subset selection (Lin & Bilmes, 2010a,

2011b). I.e., m measures the amount of data that one selects (e.g., the number of speech

utterances that are selected, where each utterance has a benefit, measured by m, such as

speech length, number of tokens, etc.). We have a vocabulary restriction upper bound given

by b and this is measured by monotone nondecreasing submodular function f . I.e., we want

the vocabulary size to be no more than b. See Chapter 7 for more about this application.

Problems with similar forms to MMSKC have been studied in the literature (in the

below, we use f and g to denote submodular functions, m for modular function). For

instance, in the traditional submodular set cover (SSC) problem, we solve

Problem 6 (Submodular Set Cover (SSC)).

min
S⊆V

m(S), subject to: f(S) = f(V ),

For SSC, greedy algorithm is guaranteed to find a solution Ŝ such that f(Ŝ) ≤ (1 +

lnn)f(S∗) (Wolsey, 1982) where S∗ is the optimal solution. Iwata & Nagano (2009) study a

problem that generalizes the objective function is traditional SSC problem to a submodular

function, but limits the constraint to be set cover rather than general submodular set cover,

i.e.,

Problem 7 (Submodular Minimization with Covering constraint).

min
S⊆V

f(S), subject to: Γ(S) = Γ(V ),

where Γ : 2V → 2F is the covering function and F is the set of elements to be covered.

Besides Lovász extension, techniques used in Iwata & Nagano (2009) are based on a

key fact that the cover constraint can be written as linear constraints over the indicator
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variables. E.g., let x(i) ∈ {0, 1} be the indicator that whether i ∈ S ⊆ V , and C(j) be

the set of elements in V that covers j ∈ F , i.e. C(j) , {i ∈ V |j covered by i}. Then

Γ(S) = Γ(V ) is equivalent to

∑
i∈C(j)

x(i) ≥ 1,∀j.

Such representation, however, does not seem to be available to an arbitrary submodular

function.

Svitkina & Fleischer (2008) study a problem, namely submodular minimization with

cardinality lower bound (SML), with the following form:

Problem 8 (Submodular Minimization with Cardinality Lower Bound (SML)).

min
S⊆V

f(S), subject to: m(S) ≥ c.

where f : 2V → R is monotone submodular.

Interestingly, the MMSKC problem of interest in this section is reducible to |V | SML

problems. The reduction from MMSKC to SML is as follows: denote a solution set of

min f(S) s.t. m(S) ≥ c as X∗c , and a solution of MMSKC max m(S) s.t. f(S) ≤ b as

Y ∗. Then if f(X∗c ) ≤ b, we have m(Y ∗) ≥ c. On the other hand, if f(X∗c ) > b, we know

that for all S such that m(S) ≥ c the minimum possible value of f(S) is larger than b,

therefore m(Y ∗) < c. In other words, SML can be used as a certificate problem of MMSKC.

By solving SML and examining f(X∗c ), we can bisect the possible range of m(Y ∗). Using

binary search, a solution of MMSKC can be found. When m(S) is integral, only |V | calls

of SML are required.

Now consider the case when only an approximation algorithm is available for SML, say

we have an approximation algorithm that finds a solution Xc such that f(Xc) ≤ σf(X∗c )

and m(Xc) ≥ ρc where σ ≥ 1, ρ ≤ 1. Checking the value of f(Xc), if

• f(Xc) > σb: then f(X∗c ) > b which implies that m(Y ∗) < c;

• f(Xc) ≤ b: Xc is a feasible solution for MMSKC, therefore m(Y ∗) ≥ m(Xc) ≥ ρc;
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• b < f(Xc) ≤ σb: we have a solution such that m(Xc) ≥ ρc and f(Xc) ≤ σb.

Using this observation, we can have an approximation algorithm for MMSKC, as shown

in Algorithm 5. It is an (ερ, σ)-approximation algorithm, which requires O(log1−εN) calls

of the (σ, ρ)-approximation algorithm for SML.

Algorithm 5: An algorithm for MMSKC

input : MMSKC problem with groundset V , budget b, 0 < ε < 1.

begin cl ← 0, cu ← m(V );

while 1 do

c← cu − ε(cu − cl);
Obtain (σ, ρ)-approximate solution Xc for SML: min f(S) s.t. m(S) ≥ c;
if f(Xc) ≤ b then

cl ← ρc

else if f(Xc) > σb then
cu ← c

else Return Xc

Theorem 15. Algorithm 5 is an (ερ, σ)-approximation algorithm for MMSKC, which re-

quires O(log1−εN) calls of the (σ, ρ)-approximation algorithm for SML.

Proof. Let Y ∗ be the optimal solution for MMSKC. Algorithm 5 guarantees that cl ≤
m(Y ∗) ≤ cu. Moreover, we have c ≥ εcu. When the algorithm terminates, we have f(Xc) ≤
σb and m(Xc) ≥ ρc ≥ ρεcu ≥ ερm(Y ∗).

We also have the following hardness result:

Theorem 16. There is no (ρ, σ) bicriteria approximation algorithm for MMSKC problem,

even with monotone submodular function, for any ρ and σ with ρ
σ = o

(√
lnn
n

)
.

In other words, there is no polynomial time algorithm that can find a solution S such

that m(S) ≥ ρm(X∗) and f(S) ≤ σb such that ρ
σ = o

(√
lnn
n

)
, where X∗ is the optimal

solution to MMSKC.

To proof the theorem, we use the following lemma



71

Lemma 5 (Lemma 4.1 in Svitkina & Fleischer, 2008). Let R be a random subset of V

of size α = x
√
n

5 , β = x2

5 and x be any parameter satisfying x2 = ω(lnn). Consider two

submodular functions

f1(S) = min(|S|, α)

f2(S) = min(β + |S ∩ R̄|, |S|, α),

then any algorithms that makes polynomial number of oracle queries has probability n−ω(1)

of distinguishing the functions f1 and f2.

Proof of the hardness theorem.

Proof. Assume that a bicriteria algorithm exists such that it finds a solution S for MMSKC

with c = 1 and ρ
σ = o

(√
lnn
n

)
, ρ ≤ 1, σ ≥ 1, i.e., |S| ≥ ρ ·maxX⊆V,f(X)≤b |X| and f(S) ≤

σb. Let x = ρ
√
n

2σ . Obviously, x2 = ω(lnn), and we have ρα = ρx
√
n

5 = 2σx√
n
x
√
n

5 = 2σβ.

Consider the output of this algorithm when given f2 as input and b = β. The optimal

solution in this case is the set R (since α > β). By the assumption, the algorithm finds an

approximation solution S with |S| ≥ ρ|R| = ρα and f2(S) ≤ σb = σβ.

Now let the input function be f1. Consider two cases f1(S) ≤ β and f1(S) > β. In the

first case, f1(S) ≤ β implies that |S| ≤ β, which contradicts that |S| ≥ ρα = 2σβ ≥ 2β. In

the second case, since β < f1(S) ≤ σβ = ρα
2 ≤

|S|
2 , we have f1(S) = min(|S|, α) = α ≤ |S|2

and therefore |S| ≥ 2α > α, which contradicts that |S| ≤ α. In sum, when the input

functions f1, the solution found by the algorithm cannot be S, which implies that it produces

a different answer, thus distinguishing f1 and f2.
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Chapter 4

SUBMODULAR SUMMARIZATION:
EXTRACTING VALUE FROM CHAOS

We live in an era of “Big Data”. As more and more people join the digital tribe —

increasingly through internet-enabled mobile devices — the world’s digital output is in-

creasing at a rate that even eclipses Moore’s Law. Based on the findings of the 2011 IDC

Digital Universe Study 1, the amount of information created and replicated has surpassed

1.8 zettabytes (1.8 trillion gigabytes) — growing by a factor of 9 in just five years.

In many fields, it is important to stay abreast of the most recent developments in the

world, but this is becoming an ever more arduous tasks because of the large quantity of

information. However, there is much redundancy. On the one hand, this makes it difficult

to discover the main point or the consensus opinion, as much of it might be irrelevant

to a particular information query. On the other hand, this problem presents interesting

research challenges in natural language processing, one of which is the problem of document

summarization.

In this chapter, we will see how submodularity naturally arises in the task of summariza-

tion. We cast the summarization problem as a submodular optimization problem. This has

a number of critical benefits. On the one hand, there exists a simple greedy algorithm for

monotone submodular function maximization where the summary solution obtained (say Ŝ)

is guaranteed to be almost as good as the best possible solution (say Sopt) according to an ob-

jective f . More precisely, the greedy algorithm is a constant factor approximation to the car-

dinality constrained version of the problem, so that f(Ŝ) ≥ (1−1/e)f(Sopt) ≈ 0.632f(Sopt)

(see Chapter 2 for details). This is particularly attractive since the quality of the solution

does not depend on the size of the problem, so even very large size problems do well. It is

also important to note that this is a worst case bound, and in most cases the quality of the

1http://www.emc.com/collateral/analyst-reports/idc-extracting-value-from-chaos-ar.pdf
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solution obtained will be much better than this bound suggests.

Of course, none of this is useful if the objective function f is inappropriate for the

summarization task. In this chapter, we will see that monotone nondecreasing submodular

functions f are an ideal class of functions to investigate for summarization. We show

that the widely used automatic summarization evaluation metric, ROUGE (Lin, 2004), and

the score function in Pyramid method that used in recent TAC evaluations 2, are both

monotone submodular. We moreover show, in fact, that many well-established methods for

summarization (Carbonell & Goldstein, 1998; Filatova & Hatzivassiloglou, 2004; McDonald,

2007; Takamura & Okumura, 2009; Riedhammer et al. , 2010; Shen & Li, 2010) correspond to

submodular function optimization, a property not explicitly mentioned in these publications

(see Section 4.6). We take this fact, however, as testament to the value of submodular

functions for summarization: if summarization algorithms are repeatedly developed that,

by chance, happen to be an instance of a submodular function optimization, this suggests

that submodular functions are a natural fit.

This chapter presents our explorations on three summarization tasks, namely speech

summarization, training data summarization, and multi-document summarization. The

rest of this chapter is organized as follows. In Section 4.1 we describe our submodular

summarization approach in general, followed by results in the task of speech summarization

in Section 4.2 where we show that our approach outperforms state-of-art methods including

an integer linear programming based approach. In Section 4.3, we show how we can apply

our approach to select a subset of un-transcribed data to transcribe such that model trained

on these data can perform better than those trained on data by uncertainty sampling. We

show some interesting results on query-independent and query-dependent (query-focused)

document summarization in Section 4.4 and Section 4.5 respectively. In Section 4.6, we show

that many standard methods for summarization are, in fact, already performing submodular

function optimization. This motivates us to consider the problem of “how to design a

submodular function” for the summarization task, and in Section 4.7, we demonstrate a class

of powerful submodular objective for submodular document summarization that extends

2http://www.nist.gov/tac/
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beyond any previous work. By carefully crafting a class of submodular functions we feel

are ideal for extractive summarization tasks, both generic and query-focused, we show

better than existing state-of-the-art performance on a number of standard summarization

evaluation tasks, namely DUC-04 through to DUC-07. In particular, we show as far as we

know better than any previous known ROUGE results for DUC-04 through DUC-06, and

the better than previous known precision results for DUC-07, and the best recall DUC-

07 results among those that do not use a web search engine for query expansion. Note

that results reported in Section 4.7 are further surpassed by the results obtained from the

submodular mixture paradigm introduced in Chapter 5, where we achieve best results ever

reported on all DUC evaluation tasks (2004 to 2007). The objective functions introduced

in Section 4.7 of this chapter, however, server as important components in the submodular

mixture, as we will see in Chapter 5.

4.1 Approach

We are given a set of objects V = {v1, . . . , vn} and a function f : 2V → R that returns

a real value for any subset S ⊆ V . We are interested in finding the subset of bounded

size |S| ≤ k that maximizes the function, e.g., argmaxS⊆V f(S). In general, this operation

is hopelessly intractable, an unfortunate fact since the optimization coincides with many

important applications. For example, f might correspond to the value or coverage of a set

of sensor locations in an environment, and the goal is to find the best locations for a fixed

number of sensors (Krause et al. , 2008).

If the function f is monotone submodular then the maximization is still NP complete,

but it was shown in (Nemhauser et al. , 1978) that a greedy algorithm finds an approximate

solution guaranteed to be within e−1
e ∼ 0.63 of the optimal solution, as mentioned in

Chapter 2. A version of this algorithm (Minoux, 1978), moreover, scales to very large data

sets. In Section 4.2 and Section 4.3, we apply the greedy algorithm to speech summarization

and training data summarization task.

In many other applications, a cardinality constraint does not precisely model the budget

requirement. For example, in standard document summarization tasks (e.g., DUC evalua-

tions), the summary is usually required to be length-limited. Therefore, constraints on S can
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naturally be modeled as knapsack constraints:
∑

i∈S ci ≤ b, where ci is the non-negative cost

of selecting unit i (e.g., the number of words in the sentence) and b is our budget. If we use

a set function f : 2V → R to measure the quality of the summary set S, the summarization

problem can then be formalized as the following combinatorial optimization problem:

Problem 9. Find

S∗ ∈ argmax
S⊆V

f(S) subject to:
∑
i∈S

ci ≤ b.

Since this is a generalization of the cardinality constraint (where ci = 1,∀i), this also

constitutes a (well-known) NP-hard problem. In this case as well, however, a modified

greedy algorithm with partial enumeration can solve Problem 9 near-optimally with (1 −
1/e)-approximation factor if f is monotone submodular (Sviridenko, 2004). The partial

enumeration, however, is too computationally expensive for real world applications. In

particular, it requires enumerating all solutions with sizes no greater than 3, which gives

us, for example, an O(n5) complexity in our summarization application with a graph-based

objective function (Eqn 4.5). As shown in Chapter 3 Section 3.4, we generalize the work by

Khuller et al. (1999) on the budgeted maximum cover problem to the general submodular

framework, and show a practical greedy algorithm with a (1− 1/
√
e)-approximation factor,

where each greedy step adds the unit with the largest ratio of objective function gain to

scaled cost, while not violating the budget constraint (Lin & Bilmes, 2010b). The algorithm

is outlined in Algorithm 4.

The algorithm sequentially finds unit k with the largest ratio of objective function gain

to scaled cost, i.e., (f(G∪{k})−f(G))/crk, where r > 0 is the scaling factor and ck is the cost

of sentence k (e.g. the number of words in sentence k). If adding k increases the objective

function value while not violating the budget constraint, it is then selected and otherwise

bypassed. After the sequential selection, set G is compared to the within-budget singleton

with the largest objective value, and the larger of the two becomes the final output.

Note that we introduce a scaling factor r to adjust the scale of the cost. Suppose, in

the above example, we scale the cost as ca = 1r, cb = (p+ 1)r, then selecting a or b depends

also on the scale r, and we might get the optimal solution using a appropriate r. Indeed,



76

the objective function values and the costs might be uncalibrated since they might measure

different units. E.g., it is hard to say if selecting a sentence of 15 words with an objective

function gain of 2 is better than selecting sentence of 10 words with gain of 1. Scaling can

potentially alleviate this mismatch (i.e., we can adjust r on development set). Interestingly,

our theoretical analysis of the performance guarantee of the algorithm also gives us guidance

about how to scale the cost for a particular problem.

4.1.1 Theoretical guarantees

Although Algorithm 4 is essentially a simple greedy strategy, we showed a constant approx-

imation performance guarantee in Theorem 14 in Chapter 3.

Note that an α-approximation algorithm for an optimization problem is a polynomial-

time algorithm that for all instances of the problem produces a solution whose value is

within a factor of α of the value of an optimal solution. So Theorem 14 basically states that

the solution found by Algorithm 4 can be at least as good as (1− 1/
√
e)f(S∗) ≈ 0.39f(S∗)

even in the worst case. A constant approximation bound is good since it is true for all

instances of the problem, and we always know how good the algorithm is guaranteed to be

without any extra computation. For r 6= 1, we resort to instance-dependent bound where

the approximation can be easily computed per problem instance, as stated in Lemma 4.

4.1.2 Performance in practise

The theoretical bounds shown in Theorem 14 and Lemma 4 are worst case bounds. In

most cases, the quality of the solutions obtained by Algorithm 14 is be much better than

the bounds suggest. In practise, Algorithm 14 finds solutions that are very close to the

optimal solutions, and sometimes even finds the exact solutions. Figure 4.1 illustrates one

such examples.

Note that when r = 0, cost of sentences are not involved in the greedy decision heuristic,

which usually decreases the performance of the greedy algorithm. As we can see in Figure 4.1

(and Figure 4.7), algorithm with r = 0 only finds a solution that is significantly worse than

the solutions found by algorithms with r > 0. Actually, most of the greedy-like algorithms
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Figure 4.1: Application of Algorithm 4 when summarizing document cluster d30001t in

the DUC-04 dataset with summary size limited to 665 bytes. The plots show the achieved

objective function as the number of selected sentences grows. The plots stop when in each

case adding more sentences violates the budget. Algorithm 4 with r = 1 found the optimal

solution exactly.

that have been used in document summarization use greedy heuristics that are purely based

on the objective function gain, without taking into account costs of sentences, which usually

lead to solutions that are not near-optimal. See Section 4.4 for further discussion.

4.1.3 Scalability

A desirable property of a practical summarization method is that it is computationally

efficient so that it scales to the massive data size that now exist on the Internet. Algo-

rithm 4 possesses such property, not only due to its greedy fashion, but also because the

greedy evaluation can be significantly sped up by leveraging the submodularity of the ob-

jective function. In particular, when objective function f is submodular, computation at

line 4 of Algorithm 4 can be reduced from O(|V |) to O(log |V |) on average, by using the

trick introduced in (Minoux, 1978). On the other hand, integer linear programing (ILP)

based algorithms, although capable of finding the exact solutions, do not usually scale. For
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instance, when using a graph-based objective function, it could take ILP 17 hours to do

the optimization on a document cluster with only about 200 sentences, while Algorithm 14

finishes in milliseconds (Lin & Bilmes, 2010b). See Section 4.4 for further discussion.
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4.2 Speech Summarization

Speech summarization is a useful technique to facilitate user browsing a large amount of

audio recordings. Automatic speech summarization systems aim to generate a good sum-

mary that is concise, informative, and relevant to the input. To summarize and process

the speech data, a natural solution is to transcribe the speech recordings to texts, and

then summarize the texts. It is essentially a data subset selection problem and therefore

the approach introduced in Section 4.1 can be applied here. In particular, we treat speech

summarization as a submodular maximization problem with cardinality constraints in this

section. In the following, we propose to use several submodular functions to model the

quality of a summary.

Common Submodular Objective Functions

Two well-known submodular functions can be used to measure the representativeness of S

to the entire set V . The first one is the uncapacitated facility location function (Cornuejols

et al. , 1977):

ffacility(S) =
∑
i∈V

max
j∈S

wi,j . (4.1)

This measures the similarity of S to the whole set V . We can also measure the similarity

of S to the remainder, i.e., the graph cut function:

fcut(S) =
∑
i∈V \S

∑
j∈S

wi,j . (4.2)

Worst-case Objective Function

For i ∈ V , the function

gi(S) = max
j∈S

wi,j (4.3)

measures the similarity of sentence i to the selected (summary) set S. Actually, ffacility(S) =∑
i gi(S) can be viewed as an average of the similarities of all the sentences in the document

to the summary. In some cases, i.e., when the weights of the graph are noisy, optimizing the

average may be inadequate (as we see in our experiments). As an extreme example, consider

a document where all the sentences are highly related to each other, except only one of them
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is about a somewhat different but important topic. Obviously, the ideal summary for this

document should also contain this sentence. Optimizing the average, however, is unlikely

to include this sentence in the final summary. This can be resolved if we optimize the worst

rather than the average case, motivating our next objective function where we maximize

the similarity of the least similar sentence to the summary:

fworst(S) = min
i∈V

gi(S) = min
i∈V

max
j∈S

wi,j . (4.4)

Note that gi(S) is submodular for all i. However, fworst is not submodular. Fortu-

nately, recent development in robust submodular selection (Krause et al. , 2008) enables

us to approximately solve the maximization of fworst with strong theoretical approximation

guarantees.

Penalty of redundancy

A high quality summary should not only be informative but also compact. Typically, this

goal is expressed as a combination of maximizing the information coverage and minimizing

the redundancy. Here, we propose the following objective by combining a penalty term

−∑i∈S
∑

j∈S,j 6=iwi,j with the graph cut function:

fpenalty =
∑
i∈V \S

∑
j∈S

wi,j − λ
∑

i,j∈S:i 6=j
wi,j , λ ≥ 0. (4.5)

This function is still submodular. In MMR (Carbonell & Goldstein, 1998), a similar ap-

proach is used, where the algorithm greedily selects sentences that are most similar to the

remainder of the document but least similar to the already selected sentences. Our method

differs from MMR in that it is graph-based and under a submodular framework. As shown

in Sec. 4.2.3, our approach consistently and significantly outperforms MMR.

4.2.1 Algorithms

All the objective functions except fworst(·) are normalized submodular set functions. In order

to benefit from Theorem 9, the objective function should also be nondecreasing. Obviously,
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the facility location objective function is nondecreasing since wi,j ≥ 0. For the graph cut

objective, the increment of adding k into S is

fcut(S ∪ {k})− fcut(S) =
∑
i∈V \S

wi,k −
∑

j∈S∪{k}

wk,j ,

which is not always nonnegative. Fortunately, the proof of Theorem 9 does not use the

monotone property for all possible sets (Nemhauser et al. , 1978)(Krause, 2008, page 58).

fcut can also respect the conditions for Theorem 9 if |S| � |V |, which is usually the case

in summarization where the extracted summary is usually much smaller than the entire

document. Similarly, fpenalty can also be non-decreasing in the early stage of selection if λ

is not too large. In Section 4.4, we will further theoretically justify this.

Hence for ffacility, fcut and fpenalty, we use greedy algorithms to solve the extractive

summarization problem efficiently and near-optimally. The greedy algorithm for ffacility

is described in Algorithm 6. Note that Algorithm 6 can be seen as an instantiation of

Algorithm 4 on objective function ffacility, where the excution of Line 4 in Algorithm 4

is sped up for ffacility by tracking maxj∈S wi,j . In particular, instead of directly evaluting

ffacility(S∪{k})−ffacility(S) (which takes O(|V ||S|) time), we keep track of maxj∈S wi,j , ρi,

and compute
∑

i∈V,(i,k)∈E max {ρi, wi,k} − ρi (which takes O(|V |) time).

The algorithms for fcut and fpenalty are similar to Algorithm 6.

fworst, although not submodular, is a minimization over a set of monotone submodular

functions and can be optimized using the SATURATE algorithm introduced in (Krause et al.

, 2008). SATURATE is an efficient algorithm for the robust submodular observation selection

problem which guarantees solutions to be at least as informative as the optimal solution,

at only a slightly higher cost. Basically, the algorithm maintains an upper bound for the

problem as well as a lower bound for a relaxed version of the original problem. It successively

improves the upper and lower bounds using a binary search procedure. The SATURATE

algorithm for fworst is given in Algorithm 7, and its theoretical gaurantee in Theorem 17.

Theorem 17 (Krause et al. , 2008). For any integer K, Algorithm 7 finds a solution S

such that

fworst(S) ≥ fworst(S∗), and |S| ≤ αK,
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Algorithm 6: Greedy algorithm for ffacility

1: Input: G = (V,E) with weights wi,j on edge (i, j); K: the number of sentences to be

selected

2: Initialization:

S = ∅,
ρi = 0, i = 1, ..., N where N = |V |.

3: while |S| ≤ K do

4: k∗ = arg maxk∈V \S
∑

i∈V,(i,k)∈E (max {ρi, wi,k} − ρi)
5: S = S ∪ {k∗}
6: for all i ∈ V do

7: ρi = max {ρi, wi,k∗}
8: end for

9: end while

where

α = 1 + log(max
j∈V

∑
i∈V

wi,j),

and

S∗ ∈ argmax
|S|≤K

fworst(S).

4.2.2 Related work

Our approach here is essentially a graph-based approach where we build a semantic graph

for the speech utterances to be summarized, and use submodular function optimization

over the graph to select summaries. Several graph-based methods have been proposed for

extractive summarization previously. Erkan and Radev (Erkan & Radev, 2004) introduced

a stochastic graph-based method, LexRank, for computing the relative importance of tex-

tual units for multi-document summarization. In LexRank the importance of sentences is

computed based on the concept of eigenvector centrality in the graph representation of sen-

tences. Mihalcea and Tarau also proposed an eigenvector centrality algorithm on weighted
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Algorithm 7: SATURATE algorithm for fworst

1: Input: G = (V,E) with weights wi,j on edge (i, j); K: the number of sentences to be

selected

2: Initialization:cmin = 0, cmax = mini∈V maxi∈V wi,j , S
∗ = ∅, N = |V |,α = 1.1

3: while cmax − cmin > 1
N do

4: c = (cmax − cmin)/2; S = ∅
5: Define f̄c(S) = 1

N

∑
i∈V min{maxj∈S wi,j , c}

6: while f̄c(S) < c do

7: S = S ∪ {arg maxk∈V \S f̄c(S ∪ {k})− f̄c(S)}
8: end while

9: if |S| > αK then

10: cmax = c

11: else

12: cmin = c, S∗ = S

13: end if

14: end while

graphs for document summarization (Mihalcea & Tarau, 2004). Mihalcea et al. later ap-

plied Google’s PageRank (Brin & Page, 1998) to natural language processing tasks ranging

from automatic keyphrase extraction and word sense disambiguation, to extractive summa-

rization (Mihalcea et al. , 2004; Mihalcea, 2004). Graph-based ranking algorithms, such as

PageRank, can be applied to natural language processing applications by building lexical

or semantic graphs extracted from the documents to be processed. In (Mihalcea, 2004),

PageRank was adopted to incorporate edge weights, and the power P (i) (importance) of a

sentence i was iteratively computed as

P (i) = (1− d) + d×
∑

j∈Parent(i)

wj,i
P (j)∑

k∈Child(j)wk,j
, (4.6)

where d is a parameter usually set between 0 and 1. A summary is then extracted by

taking the top K sentences ranked based on P (i). We implemented and compared the

PageRank-based algorithm to our approach in the experiments.
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4.2.3 Experiments

Experimental setup

We evaluated our approach on the ICSI meeting corpus (Janin et al. , 2003). There are 75

meeting recordings in this corpus. Each meeting is about one hour long and has multiple

speakers. Since we focus on unsupervised meeting summarization, only the development set

and the test set were used in the evaluation, both of which consist of 6 meetings as used in

(Murray et al. , 2005) and (Xie et al. , 2009).

Both human transcripts and automatic speech recognition (ASR) outputs are available

for this corpus, where the ASR output is obtained from the state-of-the-art SRI conver-

sational telephone speech system (Zhu et al. , 2005), having an overall word error rate of

about 38.2%. Three reference summaries from different annotators for each meeting were

used for the test set, while for the development set, only one reference summary was used.

The lengths of the reference summaries are not fixed and vary across annotators and meet-

ings. The average word compression ratio of the reference summaries is 14.3% with a mean

deviation 2.9%. In our experiments, all methods were evaluated when extracting summaries

with word compression ratios varying from 13% to 17%.

ROUGE (Lin, 2004), which is widely used in the study of speech summarization (Murray

et al. , 2005; Zhang et al. , 2007; Zhu & Penn, 2006), was used to evaluate summarization

performance in our experiments. To be consistent with previous work, we provide ROUGE-1

(unigram) F-measure results for all experiments.

Semantic graphs

We built semantic graphs for each meeting recording in the development and test sets, on

both human transcripts and ASR outputs. Two methods were used.

The first method is based on cosine similarity, where the cosine similarity between two

sentences Di and Dj is:

wi,j = sim(Di, Dj) =

∑
k tiktjk√∑

k t
2
ik ×

√∑
k t

2
jk

, (4.7)
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where tik is the TF-IDF (term frequency, inverse document frequency) weight:

tik = nik log
N

Nk
, (4.8)

where nik is the number of occurrences of word Wk in sentence Di, Nk is the number of

documents that contain word Wk and N is the total number of doucments.

To have a better estimate of IDF such that it reflects topic-related importance of a

word, we split each of the 75 meetings, for both human transcripts and ASR outputs,

into multiple topics based on manual topic segment annotations, and then used these new

“documents” to calculate the IDF values. The weighted graph was built by connecting

vertices (corresponding to sentences) with non-zero weight. Any unconnected vertex was

removed from the graph, which is equivalent to pre-excluding certain sentences from the

summary. On average, about 99% of the sentences are preserved in the graph for all meeting

recordings on both human transcripts and ASR outputs.

The second method we used is based on the ROUGE score itself. Words with low IDF

weights (stop words) were initially removed from the sentences. Since meeting conversa-

tions usually contain sentences with only words with low IDF weights (e.g., sentences like

“yes”,“yeah” and etc), the removal of stop words resulted in many “empty” sentences. The

similarity measures were then computed as the ROUGE-1 F-measure scores between each

pair of stop-word-removed sentences. In particular,

wi,j = ROUGE(Di, Dj) =

∑
e∈Dj min(re,i, re,j)∑

e∈Dj re,j
,

where re,i and re,j are the numbers of times that unigram e occurs in Di and Dj respectively.

The empty sentences always had zero connections in the graph, and thus were pre-excluded

from the final summary, yielding sparse final graphs. On human transcripts, the graph

preserves only 45% of the sentences while 40% are preserved in the graph for ASR outputs.

Comparison to other approaches

We compared our approach to MMR (Carbonell & Goldstein, 1998) and a global optimiza-

tion framework using integer linear programming (referred as “ILP” in the rest of this paper)
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recently proposed in (Gillick et al. , 2009). The setups of both MMR and ILP approaches

were the same as the baseline systems introduced in (Xie et al. , 2009).

In addition to non-graph-based approaches, we also compared our method to the re-

cursive graph-based ranking algorithm using PageRank. The importance of sentences was

estimated in an iterative way using Equation 4.6, where the value for d was set at 0.85 as in

(Brin & Page, 1998)(Mihalcea et al. , 2004). Iteration stopped when the relative difference

from the successive iteration fell below 0.01%. As introduced in (Mihalcea et al. , 2004),

the graph in this algorithm can be represented as: (a) an undirected graph where a vertex’s

parents and children are both those vertices connected to it (PageRank-U); (b) a directed

weighted graph with the orientation of edges set from sentence to sentences that follow in

the text (PageRank-F); or (c) a directed weighted graph with edges oriented from a sentence

to previous sentences in the text (PageRank-B).

Results and discussion

Results using the cosine similarity graph are shown in Table 4.1 for human transcripts and

in Table 4.2 for ASR outputs. Results with graphs built on ROUGE scores are illustrated

in Table 4.3 and Table 4.4 for human transcripts and ASR outputs, respectively. All the

results are presented as ROUGE-1 F-measure scores under different word compression ratios

ranging from 13% to 17%. In each table, results on both the development (dev.) set and

test set of all methods are shown. There are 4 categories of methods: MMR, ILP, PageRank

and submodular selection. A number is bold if it beats the results of all the methods in the

other three categories under the same word compression rate. The best result under the

same word compression rate is marked with a “*”.

As we can see, for all tables, all the bold and starred numbers appear in the rows for

submodular selection, indicating that our graph-based submodular selection outperforms

MMR, ILP and PageRank consistently in all cases.

Note that optimizing fcut performs poorly on the graph built on human transcripts

using cosine similarity (Table 4.1). One reason is that this graph is quite noisy. Meeting

summarization is particularly challenging due to the presence of disfluencies. In the human
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Table 4.1: ROUGE-1 F-measure results (%) for different word compression ratios for human

transcripts (REF) on both dev. set and test set with graphs based on cosine similarity.

REF.G-cosine.DEV. ROUGE-1 F-Measure (%)

Word comp. ratio 13% 14% 15% 16% 17%

MMR 66.28 66.81 67.06 66.90 66.64

ILP 66.46 67.20 67.98 68.30 67.82

PageRank-U 49.54 49.84 50.10 50.20 50.17

PageRank-F 61.41 61.93 62.12 62.15 61.80

PageRank-B 63.01 63.71 64.36 64.21 64.40

Submodular-ffacility 66.71 67.11 68.03 67.92 67.74

Submodular-fcut 60.36 61.45 61.89 62.39 62.57

Saturate-fworst 69.02* 69.29* 69.42* 69.24* 68.50*

Submodular-fpenalty 66.70 67.26 67.00 66.73 66.34

REF.G-cosine.TEST ROUGE-1 F-Measure (%)

Word comp. ratio 13% 14% 15% 16% 17%

MMR 64.67 65.69 66.23 66.69 66.70

ILP 66.11 67.08 67.84 68.35 68.82

PageRank-U 51.90 52.90 53.41 53.49 53.56

PageRank-F 60.86 61.50 62.19 62.41 62.37

PageRank-B 63.15 63.89 64.50 64.93 64.83

Submodular-ffacility 66.06 66.99 67.31 67.62 67.46

Submodular-fcut 60.95 62.17 63.11 63.62 63.91

Saturate-fworst 67.89* 68.57* 69.14* 69.23* 69.01*

Submodular-fpenalty 67.45 67.89 68.30 68.35 67.97

transcripts, disfluencies are precisely transcribed where filler words (such as “so”, “yeah”,

“uh”) and partial words are frequently used. This has an impact on the quality of the

semantic graph, e.g., two totally semantically irrelevant sentences will still have a (small)

nonzero similarity score if they both begin with the filler word “so”. Consequently, one

vertex may be weakly connected to many other semantically unrelated vertices, and the fcut

function leads to this noise being accumulated to the point of becoming significant. This
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Table 4.2: ROUGE-1 F-measure results (%) for different word compression ratios for ASR

outputs (ASR) on both dev. set and test set with graphs based on cosine similarity.

ASR.G-cosine.DEV. ROUGE-1 F-Measure (%)

Word comp. ratio 13% 14% 15% 16% 17%

MMR 62.59 63.60 64.32 64.80 65.03

ILP 62.59 63.99 65.04 65.45 65.44

PageRank-U 54.56 54.60 54.50 54.41 54.41

PageRank-F 62.21 62.21 62.22 61.97 61.57

PageRank-B 63.83 64.19 64.23 63.94 63.45

Submodular-ffacility 65.54 65.82 66.15 66.21 65.72

Submodular-fcut 63.33 64.00 64.15 64.29 63.89

Saturate-fworst 65.78 65.91 66.10 65.99 65.40

Submodular-fpenalty 66.71* 66.81* 66.71* 66.60* 65.90*

ASR.G-cosine.TEST ROUGE-1 F-Measure (%)

Word comp. ratio 13% 14% 15% 16% 17%

MMR 61.29 62.35 63.36 63.91 64.22

ILP 62.18 63.30 64.51 65.31 65.27

PageRank-U 56.01 56.17 56.35 56.38 56.33

PageRank-F 61.23 61.78 62.03 62.01 61.70

PageRank-B 61.96 62.50 62.94 62.93 62.88

Submodular-ffacility 64.74 65.35 65.65 65.86 65.43

Submodular-fcut 63.04 63.72 64.25 64.29 64.05

Saturate-fworst 64.25 64.93 65.06 64.81 64.48

Submodular-fpenalty 66.17* 66.60* 66.76* 66.61* 66.08*

explains why in Table 4.1 we see fcut (summation of summation) performing poor, ffacility

(summation of maximums) performing better, and fworst (no summation) performing the

best. On the other hand, with ASR outputs (Table 4.2), filler and partial words can be

“removed” or miss-recognized by the ASR engine’s imperfect output, which tends not to

produce a consistent low-level similarity between many sentences. Therefore, Table 4.2’s

results are less affected by such noise.
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Table 4.3: ROUGE-1 F-measure results (%) for different word compression ratio for human

transcripts (REF) on both dev. set and test set with ROUGE score based graphs.

REF.G-ROUGE.DEV. ROUGE-1 F-Measure (%)

Word comp. ratio 13% 14% 15% 16% 17%

MMR 66.28 66.81 67.06 66.90 66.64

ILP 66.46 67.20 67.98 68.30 67.82

PageRank-U 68.69 69.24 69.24 69.12 68.92

PageRank-F 65.43 66.37 66.69 66.67 66.58

PageRank-B 69.00 69.27 69.63 69.30 68.85

Submodular-ffacility 68.53 69.16 69.29 69.32 68.83

Submodular-fcut 69.21* 69.82* 69.82* 70.16* 69.89*

Saturate-fworst 68.62 69.07 69.32 69.58 68.97

Submodular-fpenalty 68.75 69.17 69.01 69.02 68.97

REF.G-ROUGE.TEST ROUGE-1 F-Measure (%)

Word comp. ratio 13% 14% 15% 16% 17%

MMR 64.67 65.69 66.23 66.69 66.70

ILP 66.11 67.08 67.84 68.35 68.82

PageRank-U 67.98 69.15 69.69 69.73 69.59

PageRank-F 66.37 67.29 67.81 67.99 68.21

PageRank-B 67.30 68.02 68.40 68.73 68.50

Submodular-ffacility 67.53 68.65 69.03 69.31 68.87

Submodular-fcut 68.00 69.04 69.94 70.27 70.16

Saturate-fworst 67.75 68.82 69.20 69.60 69.61

Submodular-fpenalty 69.08* 69.65* 70.07* 70.50* 70.48*

With the ROUGE-1 graph construction method, words with low TF-IDF scores were

removed prior to the actual computation of the similarity scores. The resulting graph is

sparse and less noisy. As we can see in Table 4.3 and Table 4.4, all graph-based methods

including PageRank perform better on both human transcripts and ASR outputs. Nev-

ertheless, given the same semantic graph, submodular selection outperforms the recursive

graph-based ranking algorithm, demonstrating the power of submodularity.
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Table 4.4: ROUGE-1 F-measure results (%) for different word compression ratio for ASR

outputs (ASR) on both dev. set and test set with ROUGE score based graphs.

ASR.G-ROUGE.DEV. ROUGE-1 F-Measure (%)

Word comp. ratio 13% 14% 15% 16% 17%

MMR 62.59 63.60 64.32 64.80 65.03

ILP 62.59 63.99 65.04 65.45 65.44

PageRank-U 64.51 65.16 65.20 65.36 64.98

PageRank-F 63.36 64.13 64.42 64.33 64.15

PageRank-B 65.03 65.43 65.76 65.78 65.43

Submodular-ffacility 64.84 65.51 65.72 65.52 65.07

Submodular-fcut 65.85 66.13* 66.04* 66.02* 65.64*

Saturate-fworst 64.42 65.08 65.47 65.39 65.07

Submodular-fpenalty 65.94* 65.96 65.94 65.82 65.48

ASR.G-ROUGE.TEST ROUGE-1 F-Measure (%)

Word comp. ratio 13% 14% 15% 16% 17%

MMR 61.29 62.35 63.36 63.91 64.22

ILP 62.18 63.30 64.51 65.31 65.27

PageRank-U 64.11 64.95 65.49 65.55 65.45

PageRank-F 63.08 63.82 64.54 64.68 64.61

PageRank-B 64.77 65.49 65.62 65.96 65.56

Submodular-ffacility 64.35 65.46 65.98 65.90 65.73

Submodular-fcut 64.97 65.69 66.38 66.59 66.52

Saturate-fworst 64.15 65.23 65.88 66.02 65.80

Submodular-fpenalty 65.53* 66.51* 66.96* 67.05* 67.19*

4.3 Training Data Summarization

Given a large un-transcribed corpus of speech utterances, we address the problem of how to

select a good subset for word-level transcription under a given fixed transcription budget.

We call this task as training data summarization. In this section, we employ submodular ac-

tive selection on a Fisher-kernel based graph over un-transcribed utterances. Our approach

is able to bootstrap without requiring any initial transcribed data, whereas traditional
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approaches rely heavily on the quality of an initial model trained on some labeled data.

Experiments on phone recognition show that our approach outperforms both average-case

random selection and uncertainty sampling (Lewis & Gale, 1994) significantly.

4.3.1 Introduction

In automatic speech recognition and many other language applications, unlabeled data are

abundant but labels (e.g., transcriptions) are expensive and time-consuming to acquire.

For example, large amounts of speech data can easily be obtained via telephone calls, and

via modern voice-based applications such as Microsoft’s Tellme and Google’s voice search.

Ideally, it would be possible to label all of this data for use as a training set in a speech

recognition system, as aptly conveyed by the well known phrase “there is no data like

more data.” Unfortunately, this would not be practical given today’s continual torrent

of unlabeled data. Accurate phonetic transcription of speech utterances requires phonetic

training and even then it may take a month to annotate 1 hour of speech (Lamel et al. , 1989),

not to mention the difficulty of transcribing at the articulatory level. Partly due to this, such

low-level transcription efforts have been sidelined by the community in favor of word-level

transcriptions. But even word level transcriptions are time consuming (about 10 times real

time), especially for conversational spontaneous speech. This problem is particularly acute

for underrepresented languages or dialects with few speakers, where linguistic experts are

even harder to find.

In this section, we address the following question: given limited resources (time and/or

budget), how can we optimally select a training data subset for transcription such that

the resulting system has optimal performance. In fact, this is a well-known problem and

goes by the name of batch active learning (Settles, 2009), where a subset of data that is

most informative and representative of the whole is selected for labeling. Often, examples

are queried in a greedy fashion according to an informativeness measure used to evaluate

all examples in the pool. Two popular strategies for measuring informativeness include

uncertainty sampling and the query-by-committee approach. Uncertainty sampling (Lewis

& Gale, 1994) is the simplest and most commonly used strategy. In this framework, an
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initial system is trained typically using a small set of labeled examples. Then, the system

examines the rest of the unlabeled examples, and queries examples that it is most uncertain

about. The measurement of uncertainty can either be entropy (Settles & Craven, 2008;

Varadarajan et al. , 2009; Wu et al. , 2007) or a confidence score (Hakkani-tür & Gorin,

2002; Culotta & McCallum, 2005; Settles & Craven, 2008). Query-by-committee (Cohn

et al. , 1994; Dagan & Engelson, 1995; Tür et al. , 2003) also starts with labeled data. A

set of distinct models are trained as committee members. Each committee member is then

allowed to vote on the labellings of the unlabeled examples. The most informative example

is taken as the one the committee most disagrees about.

It has been shown that both uncertainty sampling and query-by-committee may fail

when they tend to query outliers, which is the main motivating factor for other strategies

like estimated error reduction (Roy & McCallum, 2001). The problem is that outliers might

have high uncertainty (or a committee might find them controversial) but they are not good

surrogates for “typical” samples. Indeed, an ideal selection strategy should choose a subset

of samples that, when considered together, constitute in some form a good representation

of the entire training data set. Methods such as (Fujii et al. , 1998; Nguyen & Smeulders,

2004; Hoi et al. , 2006; Settles & Craven, 2008) address this problem, all of which have

been shown to be superior to methods that do not consider representativeness measures.

Our approach herein also belongs to this category. In particular, we use Fisher kernel to

build a graph over the unlabeled sample sequences, and optimize submodular functions over

the graph to find the most representative subset. Note that our Fisher kernel is over an

unsupervised generative model, which enables us to bootstrap our active learning approach

without needing any initial labeled data, yet we achieve good performance perhaps because

of the approximate optimality of our submodular procedures. This approach portends well

to underrepresented languages for which an initial labeled set might be unavailable.

Despite pre-existing extensive studies of active learning, there is relatively little work on

active learning for sequence labeling. Several methods have been proposed, most of which

are based either on uncertainty sampling or query-by-committee. In (Tür et al. , 2003,

2005; Hakkani-tür & Gorin, 2002), confidence scores from a speech recognizer are used to

indicate the informativeness of speech utterances. Active learning methods in (Scheffer
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et al. , 2001) select the most uncertain examples based on EM-style algorithm for learn-

ing HMMs from partially labeled data. In (Anderson & Moore, 2005), several objective

functions and algorithms are introduced for active learning in HMMs. Several new query

strategies for probabilistic sequence models are introduced in (Settles & Craven, 2008) and

an empirical analysis is conducted on a variety of benchmark datasets. Our approach can

be distinguished from these methods in that we select the most representative subset in

a submodular framework, where submodularity theoretically guarantees that the selection

problem can be solved efficiently and near-optimally. Submodularity has already been suc-

cessfully used in active learning tasks. Robust submodular observation selection is explored

in (Krause, 2008). In (Hoi et al. , 2006), the authors relate Fisher information matrices to

submodular functions so that the optimization can be done efficiently and effectively. Guil-

lory & Bilmes (2010) recently generalized submodular set cover (Wolsey, 1982) and active

learning to interactive submodular set cover. To the best of our knowledge, our approach

is the first work that incorporates submodularity for active learning in sequence labeling

tasks such as speech recognition.

Similar to speech summarization (Section 4.2), we want to select a good subset S of

training data V that maximizes some objective function, such that the size of S is no larger

than K (our budget). We use ffacility, fcut as our objectives. Again, we use the greedy

algorithm to solve the data selection problem efficiently and near-optimally. The greedy

algorithm for submodular data selection with the facility location objective is described in

Algorithm 4, where ρi = maxj∈S wi,j is updated to optimize the running of the algorithm.

The graph-cut objective algorithm is similar and omitted here.

4.3.2 Fisher Kernel

We express the pairwise “similarity” between the utterances i and j in terms of kernel

function κ(i, j) so that wi,j = κ(i, j). Since the examples are sequences with possibly

different lengths, we use the Fisher kernel (Jaakkola & Haussler, 1999), which is applicable

to variable length sequences. Consider a generative model (e.g., a hidden Markov models,

or more generally, a dynamic Bayesian network (DBN)) with parameters θ that models the
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generation process of the sequence. Denote Xi = (xi,1, . . . , xi,Ti) as the ith feature sequence

with length Ti. Then a fixed length vector, known as the Fisher score, can be extracted as:

Ui =
∂

∂θ
log p(Xi|θ) (4.9)

Each component of Ui is a derivative of the log-likelihood score for the sequence Xi with

respect to a particular parameter — the Fisher score is thus a vector having the same length

as the number of parameters θ. The computation of gradients in Eq. 4.9 in the context of

DBNs is described in detail in (Bilmes, 2008).

Given Fisher scores, different sequences with different lengths may be represented by

fixed-length vectors, so we can easily define several Fisher kernel functions to measure

pairwise similarity, e.g., cosine similarity, radial-basis function (RBF) kernel similarity, or

as shown below, the negative `1 similarity:

Negative `1 norm: κ(i, j) = −||Ui − Uj ||1 (4.10)

The generative model that is used to generate the Fisher score may contain several types of

parameters (i.e., discrete conditional probability tables and continuous Gaussian parame-

ters), and the values associated with different types of parameters may have quite different

numeric dynamic ranges. In order to reduce the heterogeneity within the Fisher score vec-

tor, all our experiments apply the following global variance normalization to produce the

final Fisher score vectors U ′i :

U ′i = (diag(Σ))−
1
2 · (Ui − Ū) (4.11)

where Ū = 1
N

∑N
i=1 Ui and Σ = 1

N

∑N
i=1(Ui − Ū)T (Ui − Ū)

4.3.3 Experiments

We evaluated our methods on a phone recognition task using the TIMIT corpus. Random

selection was used as a baseline. Specifically, we randomly take p% of the TIMIT training

set, where p = 2.5, 5, 10, 20, 30, 40, 50, 60, 70, 80, 90. For each subset, a 3-state context-

independent (CI) hidden Markov model (HMM) (implemented as a DBN; see (Bilmes &

Bartels, 2005) for details) was trained for each of the 48 phones. The number of Gaussian
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Figure 4.2: Relative improvements over the average phone error rate of random selection.

No initial model scenario.

components in the Gaussian mixture model (GMM) was optimized according to the amount

of training data available. In particular, GMMs with components sizes of 2, 4, 8, 16, 32 and

64 were trained using available data, and the one with best development set performance

was used. The 48 phones were then mapped down to 39 phones for scoring purposes

following standard practice (Lee & Hon, 1989). Recognition was performed using standard

Viterbi search without a phonetic language model (a language model was not used here

to emphasize the acoustic modeling performance, and since this speeds up experimental

turnaround time by avoiding tedious language model scaling and penalty parameter tuning

when large random selection experiments are performed). 100 trials of random selection

experiments were performed for each of the percentage numbers above. The average phone

error rates (PER) were calculated and used as baseline. The standard deviation was around

0.01 for small p and about 0.005 for larger p. Apart from the data selection strategy,

experiments on uncertainty sampling and submodular selection followed exactly the same

setups as random selection.

Uncertainty sampling and submodular selection were evaluated under two scenarios.

The first scenario we considered is when there is no initial model available. In this scenario,
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uncertainty sampling would typically randomly select a small portion of the unlabeled data

to label, and then train an initial model using these randomly selected data. We did the

following: a) randomly select α% of the training data, acquire the labels and train an initial

model; b) use the learned model to predict the unlabeled data, select the M most uncertain

samples for labelling; c) retrain the model using all labeled data. If the number of labeled

samples reaches the target amount, stop, else go to step b). We used α = 1 and M = 100

in the experiments, and the average per-frame log-likelihood was used as the uncertainty

measurement.

For our submodular selection method, HMMs with 16-component GMMs were obtained

by unsupervised training using all the unlabeled data. This model was used as the generative

model for the Fisher score using gmtkKernel, a GMTK (Bilmes & Bartels, 2005) DBN

implementation of Fisher kernels. The negative `1 norm was used to construct the graph

(we also tested other measures which had similar results). The relative PER improvements

over the average of the 100 random experiments are shown in Figure 4.2. As we can see,

uncertainty sampling achieves improvements over random sampling in general, but when

the target percentage number is small (i.e., 2.5% and 5%), which is usually the case in real-

world applications, it performs similarly to random selection since the model used for the

uncertainty measurement is of low quality. On the other hand, submodular data selection

outperforms both random selection and uncertainty sampling when the percentage is small.

This implies that even a model trained without any labeling information works quite well

for our approach. In other words, the submodular data selection approach proposed here is

quite robust to the scenario where no initial “boot” model is available.

Note that when the percentage is larger (e.g., on 70% and 80%), submodular data selec-

tion has similar performance to uncertainty sampling, and uncertainty sampling even out-

performs submodular approach slightly. First of all, the differences here are small (< 1%).

Secondly, note that for uncertainty sampling approach, we gradually increase the amount

of labelled data and update the model accordingly, while for the submodular selection ap-

proach, the graph is based on a model trained without any label information, and never get

updated when labeled data become available. One could imagine that better performance

might be achieved by updating the graph using Fisher kernel generated with better models
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Figure 4.3: Relative improvements over the average phone error rate of random selection.

With initial model scenario.

(trained on some labeled data).

Our second scenario is when an initial model is available to help the data selection.

Such a model should have reasonable quality. In our experiments, we assume a very high

quality initial model to strongly contrast with our first scenario – an initial model with 16-

component GMM-HMMs was trained on all the labeled TIMIT data, which was then used

in the uncertainty sampling approach, and also in the submodular selection method as the

generative model. The results are shown in Figure 4.3 — uncertainty sampling performs

better with a better quality initial model, when selecting small percentages of the data

but not necessarily with more data (presumably due to its selection of unrepresentative

outliers). Submodular data selection also performs better in general with a better quality

initial model. In particular, more than 12% relative improvement over random selection is

achieved when selecting 2.5% of the data. And again, submodular selection outperforms

both random sampling and uncertainty sampling. Also, notice that there are only relatively

minor performance drops in our approach when shifting from a supervised trained initial

model (Figure 4.3) to an unsupervised trained initial model (Figure 4.2), illustrating yet

again that submodular selection seems robust to the quality of the initial model.
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4.4 Generic Document Summarization

The goal of automatic document summarization is to help individuals deal with large quan-

tities of text data. Document summarization must address problems in both language

semantics and data compression in order to extract meaning from a large body of text in a

concise and precise way.

There are several variants of document summarization. For example, based on the con-

stituent sentences of a summary, a summarization can be conducted using either extraction

(select only sentences from the original document set), or abstraction, (involving natural

language generation). Summarization can also be generic (summarize a given collection of

documents) or query-focused (the summary generated should be relevant only to a given

query, something more akin to web search). In this section, we address the generic summa-

rization problem, and query-focused summarization in next section.

In extractive text summarization, textual units (e.g., sentences) from a document set are

extracted to form a summary, where grammaticality is assured at the local level. Finding

the optimal summary can be viewed as a combinatorial optimization problem which is

NP-hard to solve (McDonald, 2007). One of the standard methods for this problem is

called Maximum Marginal Relevance (MMR) (Dang, 2005; Carbonell & Goldstein, 1998),

where a greedy algorithm selects the most relevant sentences, and at the same time avoids

redundancy by removing sentences that are too similar to already selected ones. One major

problem of MMR is that it is non-optimal because the decision is made based on the scores

at the current iteration. McDonald (2007) proposed to replace the greedy search of MMR

with a globally optimal formulation, where the basic MMR framework can be expressed

as a knapsack packing problem, and an integer linear program (ILP) solver can be used

to maximize the resulting objective function. ILP Algorithms, however, can sometimes

either be expensive for large scale problems or themselves might only be heuristic without

associated theoretical approximation guarantees.

In the previous two sections, we modeled problems of interest with cardinality constraint

and already showed some supreme results. From this section on, we consider using knapsack

constraints, which essentially generalize cardinality constraints. A budget constraint is
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natural in summarization tasks as the length of the summary is often restricted. The length

(byte budget) limitation represents the real world scenario where, for example, summaries

are displayed using only limited computer screen real estate at a given fixed font size.

We use the proposed modified greedy algorithm (Algorithm 4) with fpenalty (Eqn. 4.5)

as the objective function, i.e.

fpenalty(S) =
∑
i∈V \S

∑
j∈S

wi,j − λ
∑

i,j∈S:i 6=j
wi,j , λ ≥ 0.

As mentioned before, this function is submodular but non-monotone. Note that both

Theorem 14 and Lemma 4 are for monotone submodular functions while our practical ob-

jective function (fpenalty) is not guaranteed everywhere monotone. However, our theoretical

results still holds for fpenalty with high probability (Theorem 18).

Intuitively, in summarization tasks, the summary is usually small compared to the

ground set size (|S| � |V |). When |S| is small, fpenalty is often monotone and our the-

oretical results still hold. Precisely, assume that all edge weights are bounded: wi,j ∈ [0, 1]

(which is the case for cosine similarity between non-negative vectors). Also assume that

edges weights are independently identically distributed with mean µ, i.e. E(wi,j) = µ. Given

a budget B, assume the maximum possible size of a solution is K. Let α = 2λ + 1, and

β = 2K − 1. Notice that β � |V | for our summarization task. We have the following

theorem:

Theorem 18. Algorithm 4 solves the summarization problem near-optimally (i.e. Theo-

rem 14 and Lemma 4 hold) with high probability of at least

1− exp

{
−2(|V | − (α+ 1)β)2µ2

|V |+ (α2 − 1)β
+ lnK

}
Proof. See Appendix A.

The probability given in Theorem 18, for example, is about 1−exp(−6.5) = 0.9985 given

a typical document with 500 sentences and a summary with at most 30 sentences under the

budget, i.e. |V | = 500,K = 30 and λ = 2.
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4.4.1 Experiments

We evaluated our approach on the data set of DUC’04 with the setting of task 2, which is

a multi-document summarization task on English news articles. In this task, 50 document

clusters are given, each of which consists of 10 documents. For each document cluster, a

short multi-document summary is to be generated. The summary should not be longer than

665 bytes including spaces and punctuation, as required in the DUC’04 evaluation. We used

DUC’03 as our development set. All documents were segmented into sentences using a script

distributed by DUC. ROUGE version 1.5.5 (Lin, 2004), which is widely used in the study of

summarization, was used to evaluate summarization performance in our experiments 3. We

focus on ROUGE-1 (unigram) F-measure scores since it has demonstrated strong correlation

with human annotation (Lin, 2004).

The basic textual/linguistic units we consider in our experiments are sentences. For

each document cluster, sentences in all the documents of this cluster forms the ground set

V . We built semantic graphs for each document cluster based on cosine similarity, where

cosine similarity is computed based on the TF-IDF (term frequency, inverse document

frequency) vectors for the words in the sentences. The cosine similarity (Eqn 4.7) measures

the similarity between sentences, i.e., wi,j .

Here the IDF values were calculated using all the document clusters. The weighted

graph was built by connecting vertices (corresponding to sentences) with weight wi,j > 0.

Any unconnected vertex was removed from the graph, which is equivalent to pre-excluding

certain sentences from the summary.

Comparison with exact solution

In this experiment, we empirically show that Algorithm 4 works near-optimally in practice.

To determine how much accuracy is lost due to approximations, we compared our approx-

imation algorithms with an exact solution. The exact solutions were obtained by Integer

Linear Programming (ILP). Solving arbitrary ILP is an NP-hard problem. If the size of

the problem is not too large, we can sometimes find the exact solution within a manageable

3Options used: -a -c 95 -b 665 -m -n 4 -w 1.2
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time using a branch-and-bound method. In our experiments, MOSEK (MOSEK, 2010) was

used as our ILP solver.

We formalize budgeted submodular maximization with fpenalty objective as an ILP by

introducing indicator (binary) variables xi,j , yi,j , i 6= j and zi for i, j ∈ V . In particular,

zi = 1 indicates that unit i is selected, i.e., i ∈ S, xi,j = 1 indicates that i ∈ S but j /∈ S, and

yi,j = 1 indicates both i and j are selected. Adding constraints to ensure a valid solution, we

have the following ILP formulation for budgeted submodular maximization with objective

function fpenalty(S):

maximize
∑

i 6=j,i,j∈V
wi,jxi,j − λ

∑
i 6=j,i,j∈V

wi,jyi,j

subject to:
∑
i∈V

cizi ≤ B,

xi,j − zi ≤ 0, xi,j + zj ≤ 1, zi − zj − xi,j ≤ 0,

yi,j − zi ≤ 0, yi,j − zj ≤ 0, zi + zj − yi,j ≤ 1,

xi,j , yi,j , zi ∈ {0, 1}, ∀i 6= j, i, j ∈ V

Note that the number of variables in the ILP formulation is O(|V |2). For a document

cluster with hundreds of candidate textual units, the scale of the problem easily grows

involving tens of thousands of variables, making the problem very expensive to solve. For

instance, solving the ILP exactly on a document cluster with 182 sentences (as used in

Figure 4.1) took about 17 hours while our Algorithm 4 finished in less than 0.01 seconds.

We tested both approximate and exact algorithms on DUC’03 data where 60 document

clusters were used (30 TDT document clusters and 30 TREC document clusters), each of

which contains 10 documents on average. The true approximation factor was computed

by dividing the objective function value found by Algorithm 4 over the optimal objective

function value (found by ILP). The average approximation factors over the 58 document

clusters (ILP on 2 of the 60 document clusters failed to finish) are shown in Table 4.5, along

with other statistics. On average Algorithm 4 finds a solution that is over 90% as good as

the optimal solution for many different r values, which backs up our claim that the modified

greedy algorithm solves the problem near-optimally, even occasionally optimally (Figure 4.1



102

shows one such example).

The higher objective function value does not always indicate higher ROUGE-1 score.

Indeed, rather than directly optimizing ROUGE, we optimize a surrogate submodular func-

tion that indicates the quality of a summary. Optimality in the submodular function does

not necessary indicate optimality in ROUGE score. Nevertheless, we will show that our

approach outperforms several other approaches in terms of ROUGE. We note that ROUGE

is itself a surrogate for true human-judged summary quality, it might possibly be that fMMR

is a still better surrogate — we do not consider this possibility further in this work, however.

Table 4.5: Comparison of Algorithm 4 to exact algorithms on DUC’03 dataset. All the

numbers shown in the table are the average statistics (mean/std). The “true” approximation

factor is the ratio of objective function value found by Algorithm 4 over the ILP-derived

true-optimal objective value, and the approximation bounds were estimated using Theorem

4.

Approx. factor ROUGE-1

true bound (%)

exact 1.00 - 33.60/5.05

r = 0.0 0.65/0.15 ≥0.19/0.08 33.50/5.94

r = 0.1 0.71/0.15 ≥0.24/0.08 33.68/6.03

r = 0.3 0.88/0.11 ≥0.37/0.06 34.77/5.49

r = 0.5 0.96/0.04 ≥0.48/0.05 34.33/5.94

r = 0.7 0.98/0.02 ≥0.56/0.05 34.08/5.41

r = 1.0 0.98/0.02 ≥0.65/0.04 33.32/5.14

r = 1.2 0.97/0.02 ≥0.48/0.05 32.54/4.69

4.4.2 Summarization Results

We used DUC’03 (as above) for our development set to investigate how r and λ relate to

the ROUGE-1 score. From Figure 4.4, the best performance is achieved with r = 0.3, λ = 4.

Using these settings, we applied our approach to the DUC’04 task. The results, along with
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Figure 4.4: Different combinations of r and λ for fMMR related to ROUGE-1 score on

DUC’03 task 1.

the results of other approaches, are shown in Table 4.6. All the results in Table 4.6 are

presented as ROUGE-1 F-measure scores. 4

We compared our approach to two other well-known graph-based approaches, LexRank

and PageRank. LexRank was one of the participating systems in DUC’04, with peer code

104 (a peer code was assigned for each participant). For PageRank, we implemented the

recursive graph-based ranking algorithm ourselves. The importance of sentences was es-

timated in an iterative way as in (Brin & Page, 1998)(Mihalcea et al. , 2004). Sentences

were then greedily selected based on their importance rankings until the budget constraint

was violated. The graphs used for PageRank were exactly the graphs in our submodular

approaches (i.e., an undirected graph). In both cases, submodular summarization achieves

better ROUGE-1 scores. The improvement is statistically significant by the Wilcoxon signed

rank test at level p < 0.05. Our approach also outperforms the best system (Conroy et al.

, 2004), peer code 65 in the DUC’04 evaluation although not as significant (p < 0.08). The

reason might be that DUC’03 is a poor representation of DUC’04 — indeed, by varying r

4When the evaluation was done in 2004, ROUGE was still in revision 1.2.1, so we re-evaluated the DUC’04
submissions using ROUGE v1.5.5 and the numbers are slightly different from the those reported officially.
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and λ over the ranges 0 ≤ r ≤ 0.2 and 5 ≤ λ ≤ 9 respectively, the DUC’04 ROUGE-1 scores

we got using our submodular approach were all > 38.8% with the best DUC’04 score being

39.3%.

Table 4.6: ROUGE-1 F-measure results (%)

Method ROUGE-1 score

peer65 (best system in DUC04) 37.94

peer104 (LexRank) 37.12

PageRank 35.37

Submodular (r = 0.3, λ = 4) 38.39
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4.5 Query-focused Document Summarization

In query-focused (i.e., question-based, or topic-focused) summarization, a user query (e.g., a

specific topic description) is given, and the task is to generate a summary from a document

(or a set of documents) which either explains the query or answers the need for information

expressed in the query. The challenges for query-focused summarization are as follows.

First, as is common with document summarization, the summary should be compact while

still covering all relevant information scatted about in the set of documents. The second

challenge, which is unique to query-focused summarization, is that information contained in

the summary should indeed be query-relevant. Therefore, effective summarization methods

that take into account the query during the summarization process is desired.

Many methods have been proposed for query-focused summarization. The most com-

monly used approaches usually consist of two major steps. In the first step, key sentences

(or other linguistic units) are identified based on their relevance to the query. The key

sentences could be found either by training a binary classifier (Kupiec et al. , 1995), or by

directly assigning weights to sentences based on a variety of features (Toutanova et al. ,

2007), or by ranking sentence models that are statistically related to both document and

query models in a Bayesian fashion (Daumé III & Marcu, 2006). In the second step, relevant

sentences are selected and chosen to be included into the summary while simultaneously

avoiding redundancy. One of the standard methods for this step is called maximum marginal

relevance (MMR) (Carbonell & Goldstein, 1998), where a greedy algorithm selects the most

relevant sentences, and at the same time avoids redundancy by removing sentences that are

too similar to already selected ones.

In this section, we propose three approaches to explore submodularity in query-focused

summarization. We show that we are able to achieve extremely high quality results with

only a fairly simple and efficient algorithm based on the submodularity of the functions to

be optimized. Our approaches are also graph-based, i.e., documents are represented as a

weighted graph G = (V,E;W ), where V is the ground set of the candidate sentences, E

is the edge set, and W is the weights associated with the edges. When a query Q (e.g., a

description of a topic) is given, we adapt the graph to be query-dependent such that the
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information carried in Q can be incorporated into the graph seamlessly. The query-focused

summarization problem is then formulated as constrained submodular function optimization

over a “query-focused” graph, say GQ, where we can leverage the power of submodularity

to solve the problem efficiently and effectively. We introduce several ways of producing the

query-depend graphs as well as the submodular functions that are defined over these graphs.

In the following, we assume that for each i ∈ V , the relevance of sentence i to the query

Q is measured by qi.

There could be several ways to estimate qi. For instance, we could use the cosine

similarity as inspiration and form:

qi =

∑
w∈Q tfw,Q × tfw,i × idf2w√∑

w∈Q tf2w,Qidf2w

√∑
w∈si tf2w,iidf2w

(4.12)

where idfw is the inverse document frequency (IDF) of term w, and tfw,Q and tfw,i are the

term frequency (TF) numbers of times that w appears in Q and sentence si, respectively.

We could also use the relevance measure that has proven to be successful in query-based

sentence retrieval (Allan et al. , 2003):

qi =
∑
w∈Q

log(tfw,Q + 1)× log(tfw,i + 1)× idfw. (4.13)

We next introduce three novel ways of incorporating query information into the sub-

modular summarization framework.

4.5.1 Vertex-induced Subgraph

In this approach, sentences that are query-unrelated are firstly excluded from the candidate

set (ground set), summarization is then performed on the reduced set, where generic sum-

marization techniques, such as the submodular function optimization approach (Lin et al.

, 2009; Lin & Bilmes, 2010b), can be applied. The logic behind this approach is that when

dealing with query-focused summarization, we only need to summarize the content that is

query-related.

In particular, we firstly exclude the vertices that are not similar to the query Q, and

then a subgraph is induced based on this reduced set of vertices, say VQ where VQ ⊆ V ,
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Figure 4.5: An example of a vertex induced subgraph GQ = (VQ, EQ), which is on the right,

based on G = (V,E), which is on the left.

i.e. we build a vertex-induced subgraph GQ = (VQ, EQ), where a subset of the vertices are

chosen and only edges EQ = (VQ × VQ) ∩ E whose endpoints are both in this subset are

preserved. Figure 4.5 shows one such example.

Excluding less relevant sentences can be done by setting a threshold θ on the relevance

measurement qi. Precisely, we define the subset of vertices for a given threshold θ as

VQ = {i ∈ V |qi > θ}.

On the induced subgraph (VQ, EQ), we then solve the following problem:

Problem 10. Given the vertex-induced weighted graph (VQ, EQ) where each node i ∈ VQ is

associated with a non-negative cost ci and each edge ei,j ∈ EQ associates with a non-negative

weight wi,j, find Find

S∗ = arg max
S⊆VQ

f(S) subject to:
∑
i∈S

ci ≤ b

This is exactly the problem for generic summarization (i.e. Problem 9) except that the set

function f is now defined on the reduced set VQ.

We use the fpenalty as the objective function defined on subsets of VQ:

fpenalty(S) = X (S;VQ \ S)− γR(S) (4.14)
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where X (S;VQ \ S) is the graph cut function, i.e.

X (S;VQ \ S) =
∑
i∈S

∑
j∈VQ\S

wi,j , (4.15)

R(S) measures the redundancy in the summary set S:

R(S) =
∑
i∈S

∑
j∈S,j 6=i

wi,j , (4.16)

and γ ≥ 0 is a trade-off coefficient. fMMR is submodular since X is submodular, R is

supermodular and non-negative scaling preserves submodularity (supermodularity).

Note that the computational complexity of producing the induced subgraph approach

is only O(|V |) which is quite affordable.

4.5.2 Query-focused Objective function

In the previous approach, although we can solve the optimization problem on the vertex-

induced subgraph both near-optimally and efficiently, the subgraph inducing procedure

excludes certain candidates before optimization occurs. While the optimization on the sub-

graph is still optimal, the entire summarization process can be far from optimal. The main

reason for this due to the lack of transitivity in this approach: intuitively, it is not only

sentences that get high relevance scores (i.e. qi) that we wish to include in our summary,

but also sentences that are related to qi should sometimes be included to produce a better

summary, even if they are not directly (and quantitatively based on our measure) related to

the query. Excluding such sentences can hurt the coverage of the final summary. Another

way of viewing this is via graph-based semi-supervised transductive learning: if an unlabeled

point lies on the geodesicaly shortest path between two identically labeled points, that point

is a likely candidate to receive the same label. In summarization, if a sentence is geodesically

close to two query-relevant sentences, perhaps that sentence should be included in the

summary if it is not too redundant with those two query-relevant sentences.

In our second approach introduced in this section, we address this issue. We utilize the

inter-sentence interaction and formularize the query-focused summarization problem as a

single optimization problem. In particular, we propose to optimize the following objective
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function:

fQ(S) = αX (S;V \ S) + βQ(S)− γR(S) (4.17)

where X ,R are graph cut functions and redundancy functions as introduced before, α, β, γ ≥
0 are trade-off co-efficients, and Q(S) measures the relevance of the summary set S to the

query Q.

As both X and −R are submodular functions, in order to make the objective function

fQ submodular, we need to find a Q that models the relevance as well as being submodular.

One handy option is:

Q(S) =
∑
i∈S

qi, (4.18)

which is in fact modular and thus submodular, therefore rendering fQ(S) submodular.

Query-focused summary can then be found by solving Problem 11:

Problem 11. Given a weighted graph (V,E) where each node i ∈ V is associated with a

non-negative cost ci and a non-negative score qi, and each edge ei,j ∈ E associates with a

non-negative weight wi,j, find

S∗ = arg max
S⊆V

fQ(S) subject to:
∑
i∈S

ci ≤ b.

Note that there are two special cases of the objective function fQ:

• β = 0, α > 0, γ > 0. This reduces to the generic summarization, i.e. everything is

independent from the query Q.

• α = 0, β > 0, γ > 0. This is similar to common query-focused summarization ap-

proach in the sense it finds the most relevant sentences while being compact. It is an

essentially different approach, however, as both relevance and redundancy are jointly

optimized here, via submodular function optimization.
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4.5.3 Query-focused Augmented Graph

In previous two approaches, we never re-compute the graph weights to make them query-

dependent. This is mainly because such re-weighting is expensive (it would cost O(|V |2)

to recompute weights for each query) and this cannot be pre-computed before seeing the

query. On the other hand, it is quite reasonable at least conceptually to take the queryQ into

account when considering the similarity between two sentences in the context of attempting

to describe Q. For instance, when the query is a named entity, repeatedly mentioning such

a named entity in the summary should not be seen as exorbitant redundant. That is, if two

sentences each mention the named entity several times, they could have a high similarity

score in the query-free case, but they should not necessarily have a high similarity in the

query-dependent scenario as they might describe very different aspects of the name entity

included in the query.

In our third approach, therefore, we propose to partially re-compute graph weights with

respect to a query. In the first phase of this approach, a relatively large query-independent

(generic) summary is generated for the document. Here a large summary refers to a sum-

mary that has cost over our budget b. Denoting this summary as set U with U ⊆ V , we

have

|U | � |V |

and

b ≤
∑
i∈U

ci ≤ λb

where λ > 1.

On this set U , we form a new graph (U,F ) where edges weights are re-computed to be

query-focused. Unlike in the complete graph, we are able to recompute the query-dependent

edge weights in an affordable complexity of O(|U |2), since U is still much smaller than V .

As U is a summary of V , we use it as a surrogate of V . In particular, for each i ∈ V ,

define δ(i) ∈ U to be i’s surrogate, which is the summary sentence that i is most close to.

Figure 4.6 shows one example of graph (V,E), graph (U,F ) and their connections.
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Figure 4.6: An example showing the graph augmentation. On the left is the original doc-

ument graph (V,E). On the right is the surrogate graph (U,F ) with edge weights query-

dependent. The dash lines indicate the connections between vertices in V and its surrogate

in U . For example, δ(s1) = t1, δ({s1, s8}) = {t1}, and δ({s3, s4, s5}) = {t2, t3}.

We also generalize δ to be defined on sets, and let

δ(S) ,
⋃
i∈S
{δ(i)}, S ⊆ V.

Then, given a set function f on U , we define a new function

G(S) , f(δ(S)) (4.19)

and we use G to measure the quality of summary S. Intuitively, the interaction between

elements in set S is now measured by the interaction between their surrogates in set U

where the graph weights are query-dependent.

We then solve the following problem in this approach:

Problem 12. Given a weighted graph (V,E) where each node i ∈ V is associated with a

non-negative cost ci and each edge ei,j ∈ E associates with a non-negative query-independent

weight, and another weighted graph (U,F ) where U ⊆ V and each edge ei,j ∈ F is associated
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with a non-negative query-dependent weight, find

S∗ = arg max
S⊆V
G(S) subject to:

∑
i∈S

ci ≤ b.

Interestingly, in Eqn. 4.19, the submodularity in f can sometimes be transfered to G, as

indicated by the following theorem.

Theorem 19. G is submodular if f is submodular and non-decreasing.

Proof. See Appendix A.

Note that even though G is submodular when f is monotone submodular, it is not

necessary monotone. Also, when f is not monotone, G is not necessary submodular.

4.5.4 Experiments

Task and evaluation method

The document understanding conference (DUC) was the main evaluation forum providing

benchmarks for researchers working on document summarization5. The tasks in DUC evolve

from single-document summarization to multi-document summarization and from generic

summarization (2001–2004) to query-focused summarization (2005–2007). We evaluated

our approaches on DUC data. In particular, we use DUC 2006 as our development set and

DUC 2007 as our evaluation set.

In DUC 2006, participants were given 50 document clusters, where each cluster contains

25 news articles related to the same topic. Participants were asked to generate summaries

of at most 250 words for each cluster. For each cluster, a title and a narrative (query)

describing a user’s information need are provided. The narrative is usually composed of a

set of questions or a multi-sentence task description. Below is an example of a narrative in

DUC-05:

Identify and describe types of organized crime that crosses borders or involves more than

one country. Name the countries involved. Also identify the perpetrators involved with each

type of crime, including both individuals and organizations if possible.

5http://duc.nist.org.
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The main summarization task in DUC 2007 is the same as in DUC 2006, where partici-

pants were required to generate 250-word summaries of 45 clusters of 25 newswire documents

each in response to short questions (query) about their content.

For summary evaluation, it is difficult to come up with a universally accepted method

to measure the quality of machine-generated summaries 6. As ROUGE (Lin, 2004) has

been officially adopted for DUC automatic evaluations since 2004, we take it as our main

evaluation criteria in this paper. In both DUC 2006 and DUC 2007, ROUGE-2 (bigram

overlap) was used as the major criteria for evaluation, and therefore we report ROUGE-2

in this paper 7.

Pre-processing

In all experiments, documents and queries were pre-processed by segmenting sentences. and

splitting words. Stop-words 8 were then removed and the remaining words were stemmed

with the Porter Stemmer. We built our query-independent graphs using cosine similarity,

where the cosine similarity between two sentences si and sj is computed as:

wi,j =

∑
w∈si tfw,i × tfw,j × idf2w√∑

w∈si tf2w,si idf2w

√∑
w∈sj tf2w,j idf2w

. (4.20)

Here idfw is the IDF of term w (up to bigram), and tfw,i and tfw,j are the numbers of times

that w appears in si and sentence sj , respectively. The IDF values were calculated using all

articles in all document clusters (Eqn 4.8). The weighted graph was then built by connecting

vertices (corresponding to sentences) with weight wi,j > 0. Any unconnected vertex was

removed from the graph, which is equivalent to pre-excluding certain sentences from the

summary. On average, about 99% of the sentences are preserved in the graph. Similarly,

we used cosine similarity to represent the similarity between query and sentences, i.e. qi

were computed using Eqn. 4.12, where the same IDF scores used in graph construction were

applied.

6Workshop on Evaluation Metrics and System Comparison for Automatic Summarization
(http://www.nist.gov/tac/2012/WEAS/), 2011.

7ROUGE version 1.5.5 was used with option -n 2 -x -m -2 4 -u -c 95 -r 1000 -f A -p 0.5 -t 0 -d -l 250

8http://www.ee.washington.edu/people/hlin/stopword.large.list
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Results

We adjusted all parameters in our approaches using grid search on DUC 2006, and the best

configurations were then applied to DUC 2007. Results are shown in Table 4.7.

For the first approach, objective function in Eqn. 4.14 was used with a grid search on

γ and scaling factor r. The best configuration we found for this approach is θ = 0, γ = 4.

Notice that we used Eqn. 4.12 to measure qi. Therefore θ = 0 basically means that the

reduced vertex set VQ consists of sentences that are at least have one term overlap with the

query.

In the second approach, the best configuration found was α = 1, β = 5, γ = 7, indicating

that jointly optimizing the similarity (weighted by α) , redundancy (weighted by β) and

the relevance (weighted by γ) is beneficial. On DUC 2007, our second approach achieves

competitive results to the best result where the 95% confidence interval overlaps a large

portion of that of the best system.

Table 4.7: ROUGE-2 F-measure results (%) on DUC 2007 (test set)

Method ROUGE-2 ( 95% conf. interval)

System 15 (Pingali et al. , 2007) 12.29 (11.80 – 12.77)

System 4 (Toutanova et al. , 2007) 11.89 (11.46 – 12.35)

Approach I (Induced graph) 11.75 (11.34 – 12.17)

Approach II (New subm. obj.) 12.06 (11.59 –12.55)

Approach III (Augmented graph) 11.07 (10.54 – 11.53)

As for the third approach, we used Eqn. 4.14 as f and the query-dependent edge weights

on (U,F ) were simply estimated by reducing the IDF scores of terms that appear in the

query. We tried different sizes of U . Results reported in Table 4.7 are the results with

|U | = 0.5 × |V |. When |U | = |V |, this approach reduces to the (expensive) case where

all the graph weights were recomputed to be query-dependent. Further improvements on

this approach is possible by investigating a better way of producing query-dependent edge

weights.
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4.6 Submodularity in Summarization

In this section, we show that many well-established methods for summarization are in fact

correspond to submodular optimization. Even the widely used automatic summarization

evaluation metric, ROUGE-N, is monotone submodular, giving evidence that submodular

functions are a natural fit for document summarization.

4.6.1 Maximum Margin Relevance (MMR) and related approaches

As mentioned in Section 4.1, summarization problem can be seen as a maximization problem

with knapsack (budget) constraint, and greedy-like algorithms, in fact, have been widely

used to solve this problem. One of the more popular approaches is maximum marginal

relevance (MMR) (Carbonell & Goldstein, 1998), where a greedy algorithm selects the most

relevant sentences, and at the same time avoids redundancy by removing sentences that

are too similar to ones already selected. Interestingly, the gain function defined in the

original MMR paper (Carbonell & Goldstein, 1998) satisfies diminishing returns, a fact

apparently unnoticed until now. In particular, Carbonell & Goldstein (1998) define an

objective function gain of adding element k to set S (k /∈ S) as:

λSim1(sk, q)− (1− λ) max
i∈S

Sim2(si, sk), (4.21)

where Sim1(sk, q) measures the similarity between unit sk to a query q, Sim2(si, sk) measures

the similarity between unit si and unit sk, and 0 ≤ λ ≤ 1 is a trade-off coefficient. We have:

Theorem 20. Given an expression for fMMR such that fMMR(S ∪{k})− fMMR(S) is equal

to Eq. 4.21, fMMR is non-monotone submodular.

Obviously, diminishing-returns hold since

max
i∈S

Sim2(si, sk) ≤ max
i∈R

Sim2(si, sk)

for all S ⊆ R, and therefore fMMR is submodular. On the other hand, fMMR, would not

be monotone. Note that submodularity and monotonicity are two necessary ingredients to

guarantee that the greedy algorithm with scaled cost gives near-optimal solutions. As fMMR
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is not monotone, the greedy algorithm’s constant-factor approximation guarantee does not

apply in this case. Moreover, the greedy algorithm of MMR does not take cost into account,

and therefore could lead to solutions that are significantly worse than the solutions found

by Algorithm 14 with scaled cost (see Figure 4.1 and 4.7 for examples).

Actually, MMR-like objective functions, in which a relevance (coverage) term is combined

with a redundancy penalization term, are commonly used in document summarization. For

instance, in (McDonald, 2007), the following objective function is studied:

fMMR-I(S) =
∑
i∈S

Rel(i)−
∑

i,j∈S,i<j
Red(i, j) (4.22)

where Rel(i) represents the relevance of textual unit (sentence) i, and Red(i, j) represents

the redundancy between unit i and j. This function is submodular but non-monotone (see

Appendix A for the proof). In this function, average redundancy of a sentence to other

sentences in the summary is penalized, whereas in the original MMR, maximum is used

instead of summation (averaging).

The fpenalty function (Eqn. 4.5) used in Section 4.2, 4.4 and 4.5 where a graph cut

function, measuring the similarity of the summary to the rest of document, is combined

with a subtracted redundancy penalty function. The objective function is submodular but

again, non-monotone. We theoretically justify that the performance guarantee of the greedy

algorithm holds for this objective function with high probability (Theorem 18). Our justi-

fication, however, is shown to be applicable only to certain particular non-monotone sub-

modular functions, under certain reasonable assumptions about the probability distribution

over weights of the graph.

Because of the redundancy penalization terms, all these MMR and MMR-like objective

functions do not have monotone property. As we will see in Section 4.7, we propose to posi-

tively reward diversity, instead of negatively penalizing redundancy, leading to a rich family

of monotone submodular functions that not only naturally fit into the paradigm of sum-

marization modeling, but also equipped with fast and scalable algorithm with performance

guarantee.
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4.6.2 Concept-based approaches

When scoring a summary at the sub-sentence level, submodularity naturally arises. Concept-

based summarization (Filatova & Hatzivassiloglou, 2004; Takamura & Okumura, 2009; Ried-

hammer et al. , 2010; Qazvinian et al. , 2010) usually maximizes the weighted credit of

concepts covered by the summary. Although the authors may not have noticed, their ob-

jective functions are also submodular, adding more evidence suggesting that submodularity

is natural for summarization tasks. Indeed, let S be a subset of sentences in the document

and denote Γ(S) as the set of concepts contained in S. The total credit of the concepts

covered by S is then

fconcept(S) ,
∑
i∈Γ(S)

ci, (4.23)

where ci is the credit of concept i. This function is known to be monotone submodular

(Narayanan, 1997a). Optimization methods used in most of these approaches, however,

are either greedy algorithms without scaled cost (e.g., (Filatova & Hatzivassiloglou, 2004;

Qazvinian et al. , 2010)), or over-complex algorithms (e.g., ILP) that are not usually scalable

(e.g., (Takamura & Okumura, 2009; Riedhammer et al. , 2010)).

4.6.3 Summarization with a covering constraint

Another perspective is to treat the summarization problem as finding a low-cost subset of

the document under the constraint that a summary should cover all (or a sufficient amount

of) the information in the document. Formally, this can be expressed as

Problem 13. Find

S∗ ∈ argmin
S⊆V

∑
i∈S

ci subject to: f(S) ≥ α,

where ci are the element costs, and set function f(S) measure the information covered by

S. When f is submodular, the constraint f(S) ≥ α is called a submodular cover constraint.

When f is monotone submodular, a greedy algorithm that iteratively selects k with mini-

mum ck/(f(S ∪ {k})− f(S)) has approximation guarantees (Wolsey, 1982). In particular,

when f is integer valued, the greedy solution is within H(maxk∈V f({k})) of the optimal
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solution where H(i) is the ith harmonic number. Recent work (Shen & Li, 2010) proposes

to model document summarization as finding a minimum dominating set and a greedy al-

gorithm is used to solve the problem. The dominating set constraint is also a submodular

cover constraint. Define δ(S) be the set of elements that is either in S or is adjacent to

some element in S. Then S is a dominating set if |δ(S)| = |V |. Note that

fdom(S) , |δ(S)|

is monotone submodular. The dominating set constraint is then also a submodular cover

constraint, and therefore the approaches in (Shen & Li, 2010) are special cases of Problem 13.

The solutions found in this framework, however, do not necessarily satisfy a summary’s

budget constraint. Consequently, a subset of the solution found by solving Problem 13 has

to be constructed as the final summary, and the near-optimality is no longer guaranteed.

Therefore, solving Problem 9 for document summarization appears to be a better framework

regarding global optimality. In the present chapter, our framework is that of Problem 9.

4.6.4 Summarization evaluation

Pyramid Method

A natural way to evaluate the quality of machined generated summaries is to use human

evaluations. The Pyramid method (Nenkova & Passonneau, 2004) is one of those manual

evaluation metrics, which has been used in DUC and recent TAC summarization track

9. Basically, the Pyramid method is a content based metric for which human annotators

mark Summary Content Units (SCUs) in the human-generated summaries, and a weight

is computed for each SCU based on how many human-generated summaries include this

SCU. Given a machine generated summary, human annotators select SCUs that has been

expressed in the summary. Scores are then computed as a ratio of the sum of the weighted

SCUs found in the machine summary over a constant consisting of the sum of the weights of

the SCUs in an ideal summary. Similar to the concept based approaches (Section 4.6.2), sum

of weights of the SCUs found in a summary is monotone submodular, and therefore scores

9http://www.nist.gov/tac/2011/Summarization/
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used in Pyramid method are monotone submodular. In particular, we have the following

theorem.

Theorem 21. The modified score in Pyramid method is monotone submodular.

Proof. Denote Γ(S) as the set of SCUs contained in summary S, and wi as the weight for

SCU i. Following the modified score defined in (Passonneau et al. , 2005), we have

fpyramid(S) =

∑
i∈Γ(S)wi∑
i∈Ωm

wi
(4.24)

where

Ωm , argmax
A⊆V,|A|=m

∑
i∈A

wi,

V is the set of all SCUs, and m is the average number of SCUs found in human summaries.

Since the denominator is a constant given the pyramid and human summaries, and the

numerator is monotone submodular (similar to the fconcept in Eqn 4.23), fpyramid is therefore

monotone submodular.

ROUGE

Automatic evaluation of summary quality is important for the research of document sum-

marization as it avoids the labor-intensive and potentially inconsistent human evaluation.

ROUGE (Lin, 2004) is widely used for summarization evaluation and it has been shown that

ROUGE-N scores are highly correlated with human evaluation (Lin, 2004). Interestingly,

ROUGE-N is monotone submodular, adding further evidence that monotone submodular

functions are natural for document summarization.

Theorem 22. ROUGE-N is monotone submodular.

Proof. By definition (Lin, 2004), ROUGE-N is the n-gram recall between a candidate sum-

mary and a set of reference summaries. Precisely, let S be the candidate summary (a set of

sentences extracted from the ground set V ), ce : 2V → Z+ be the number of times n-gram

e occurs in summary S, and Ri be the set of n-grams contained in the reference summary
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i (suppose we have K reference summaries, i.e., i = 1, · · · ,K). Then ROUGE-N can be

written as the following set function:

fROUGE-N(S) ,

∑K
i=1

∑
e∈Ri min(ce(S), re,i)∑K
i=1

∑
e∈Ri re,i

,

where re,i is the number of times n-gram e occurs in reference summary i. Since ce(S) is

monotone modular and min(x, a) is a concave non-decreasing function of x, min(ce(S), re,i)

is monotone submodular by Theorem 8. Since summation preserves submodularity, and the

denominator is constant, we see that fROUGE-N is monotone submodular.

Now that we know ROUGE-N is monotone submodular, we can then use Algorithm 14

to directly optimize fROUGE-N to get near-optimal summaries if the reference summaries

are given. Figure 4.7 shows such oracle experiment results on DUC-05. As we can see, the

greedy algorithm even outperforms human in terms of ROUGE-2 recall scores.

However, since the reference summaries are unknown, it is of course impossible to op-

timize fROUGE-N directly. Therefore, some approaches (Filatova & Hatzivassiloglou, 2004;

Takamura & Okumura, 2009; Riedhammer et al. , 2010) instead define “concepts”. Alter-

natively, we herein propose a class of monotone submodular functions that naturally models

the quality of a summary while not depending on an explicit notion of concepts, as we will

see in the following section.

4.7 A Class of Submodular Functions for Summarization

Two properties of a good summary are relevance and non-redundancy. Objective functions

for extractive summarization usually measure these two separately and then mix them

together trading off encouraging relevance and penalizing redundancy. The redundancy

penalty usually violates the monotonicity of the objective functions (Carbonell & Goldstein,

1998; Lin & Bilmes, 2010b). We therefore propose to positively reward diversity instead of

negatively penalizing redundancy. In particular, we model the summary quality as

f(S) = L(S) + λR(S), (4.25)
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Figure 4.7: Oracle experiments on DUC-05. The red dash line indicates the best ROUGE-2

recall score of human summaries (summary with ID C).

where L(S) measures the coverage, or “fidelity”, of summary set S to the document, R(S)

rewards diversity in S, and λ ≥ 0 is a trade-off coefficient. Note that the above is analogous

to the objectives widely used in machine learning, where a loss function that measures the

training set error (we measure the coverage of summary to a document), is combined with a

regularization term encouraging certain desirable (e.g., sparsity) properties (in our case, we

“regularize” the solution to be more diverse). In the following, we discuss how both L(S)

and R(S) are naturally monotone submodular.

4.7.1 Coverage function

L(S) can be interpreted either as a set function that measures the similarity of summary set

S to the document to be summarized, or as a function representing some form of “coverage”

of V by S. Most naturally, L(S) should be monotone, as coverage improves with a larger

summary. L(S) should also be submodular: consider adding a new sentence into two

summary sets, one a subset of the other. Intuitively, the increment when adding a new

sentence to the small summary set should be larger than the increment when adding it to the

larger set, as the information carried by the new sentence might have already been covered

by those sentences that are in the larger summary but not in the smaller summary. This is
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exactly the property of diminishing returns. Indeed, Shannon entropy, as the measurement

of information, is another well-known monotone submodular function.

There are several ways to define L(S) in our context. For instance, we could use L(S) =∑
i∈V,j∈S wi,j where wi,j represents the similarity between i and j. L(S) could also be facility

location objective, i.e., L(S) =
∑

i∈V maxj∈S wi,j , as used in (Lin et al. , 2009). We could

also use L(S) =
∑

i∈Γ(S) ci as used in concept-based summarization, where the definition

of “concept” and the mechanism to extract these concepts become important. All of these

are monotone submodular.

Alternatively, in this paper we propose the following objective that does not rely on

concepts. Let

L(S) =
∑
i∈V

min {Ci(S), α Ci(V )} , (4.26)

where Ci : 2V → R is a monotone submodular function and 0 ≤ α ≤ 1 is a threshold

co-efficient. Firstly, L(S) as defined in Eqn. 4.26 is a monotone submodular function.

The monotonicity is immediate. To see that L(S) is submodular, consider the fact that

f(x) = min(x, a) where a ≥ 0 is a concave non-decreasing function, and by Theorem 8, each

summand in Eqn. 4.26 is a submodular function, and as summation preserves submodularity,

L(S) is submodular.

Next, we explain the intuition behind Eqn. 4.26. Basically, Ci(S) measures how similar

S is to element i, or how much of i is “covered” by S. Then Ci(V ) is just the largest value

that Ci(S) can achieve. We call i “saturated” by S when min{Ci(S), αCi(V )} = αCi(V ).

When i is already saturated in this way, any new sentence j can not further improve the

coverage of i even if it is very similar to i (i.e., Ci(S ∪ {j}) − Ci(S) is large). This will

give other sentences that are not yet saturated a higher chance of being better covered, and

therefore the resulting summary tends to better cover the entire document.

One simple way to define Ci(S) is just to use

Ci(S) =
∑
j∈S

wi,j (4.27)

where wi,j ≥ 0 measures the similarity between i and j. In this case, when α = 1, Eqn. 4.26

reduces to the case where L(S) =
∑

i∈V,j∈S wi,j . As we will see in Section 4.7.3, having
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an α that is less than 1 significantly improves the performance compared to the case when

α = 1, which coincides with our intuition that using a truncation threshold improves the

final summary’s coverage.

4.7.2 Diversity reward function

Instead of penalizing redundancy by subtracting from the objective, we propose to reward

diversity by adding the following to the objective:

R(S) =
K∑
i=1

√ ∑
j∈Pi∩S

rj . (4.28)

where Pi, i = 1, · · ·K is a partition of the ground set V (i.e.,
⋃
i Pi = V and the Pis are

disjoint) into separate clusters, and ri ≥ 0 indicates the singleton reward of i (i.e., the reward

of adding i into the empty set). The value ri estimates the importance of i to the summary.

The function R(S) rewards diversity in that there is usually more benefit to selecting a

sentence from a cluster not yet having one of its elements already chosen. As soon as
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an element is selected from a cluster, other elements from the same cluster start having

diminishing gain, thanks to the square root function. For instance, consider the case where

k1, k3 ∈ P1, k2 ∈ P2, and rk1 = 4, rk3 = 9, and rk2 = 4 (See Figure 4.7.2 for illustration).

Assume k1 is already in the summary set S. Greedily selecting the next element will choose

k2 rather than k3 since
√

13 < 2 + 2. In other words, adding k2 achieves a greater reward

as it increases the diversity of the summary (by choosing from a different cluster). Note,

R(S) is distinct from L(S) in that R(S) might wish to include certain outlier material that

L(S) could ignore.

It is easy to show that R(S) is submodular by using the composition rule from Theo-

rem 8. The square root is non-decreasing concave function. Inside each square root lies a

modular function with non-negative weights (and thus is monotone). Applying the square

root to such a monotone submodular function yields a submodular function, and summing

them all together retains submodularity. The monotonicity of R(S) is straightforward.

Note, the form of Eqn. 4.28 is similar to structured group norms (e.g., (Zhao et al. , 2009)),

recently shown to be related to submodularity (Bach, 2010; Jegelka & Bilmes, 2011).

Several extensions to Eqn. 4.28 are discussed next: First, instead of using a ground set

partition, intersecting clusters can be used. Second, the square root function in Eqn. 4.28

can be replaced with any other non-decreasing concave functions (e.g., f(x) = log(1 + x))

while preserving the desired property of R(S), and the curvature of the concave function

then determines the rate that the reward diminishes. Last, multi-resolution clustering (or

partitions) with different sizes (K) can be used, i.e., we can use a mixture of components,

each of which has the structure of Eqn. 4.28. A mixture can better represent the core

structure of the ground set (e.g., the hierarchical structure in the documents (Celikyilmaz

& Hakkani-tür, 2010)). All such extensions preserve both monotonicity and submodularity.

4.7.3 Experiments

The document understanding conference (DUC) (http://duc.nist.org) was the main fo-

rum providing benchmarks for researchers working on document summarization. The tasks

in DUC evolved from single-document summarization to multi-document summarization,

http://duc.nist.org
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and from generic summarization (2001–2004) to query-focused summarization (2005–2007).

As ROUGE (Lin, 2004) has been officially adopted for DUC evaluations since 2004, we

also take it as our main evaluation criterion. We evaluated our approaches on DUC data

2003-2007, and demonstrate results on both generic and query-focused summarization. In

all experiments, Algorithm 4 was used.

4.7.4 Pre-processing

Documents given in DUC 2003-2007 are all English news articles. For each news article,

texts between <TEXT> and </TEXT> tags were extracted, and news press headers (e.g., AP,

Xinhua) at the beginning of each article were removed. Texts between parentheses were

also removed. Sentence segmentation was then applied using the maximum entropy sen-

tence boundary detector (Reynar & Ratnaparkhi, 1997). The resulting segmented sentences

consist our ground set. In other words, all our summaries were generated by extracting sen-

tences from this ground set.

After segmentation, quotation marks (i.e. “ and ”) were removed, and words were

stemmed using the Porter Stemmer. Each sentence was represented using a bag-of-terms

vector, where we used context terms up to bi-grams. Similarity between sentence i and

sentence j, i.e., wi,j , was computed using cosine similarity:

wi,j =

∑
w∈si tfw,i × tfw,j × idf2w√∑

w∈si tf2w,si idf2w

√∑
w∈sj tf2w,j idf2w

,

where tfw,i and tfw,j are the numbers of times that w appears in si and sentence sj respec-

tively, and idfw is the inverse document frequency (IDF) of term w (up to bigram), which

was calculated as the logarithm of the ratio of the number of articles that w appears over

the total number of all articles in all document clusters (Eqn 4.8). Since cosine similarity

is symmetric, we have wi,j = wj,i, ∀i, j ∈ V .

4.7.5 Generic summarization

Summarization tasks in DUC-03 and DUC-04 are multi-document summarization on English

news articles. In each task, 50 document clusters are given, each of which consists of 10
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documents. For each document cluster, the system generated summary may not be longer

than 665 bytes including spaces and punctuation. We used DUC-03 as our development

set, and tested on DUC-04 data. We show ROUGE-1 scores10 as it was the main evaluation

criterion for DUC-03, 04 evaluations.

Table 4.8: ROUGE-1 recall (R) and F-measure (F) results (%) on DUC-04. DUC-03 was

used as development set.

DUC-04 R F∑
i∈V

∑
j∈S wi,j 33.59 32.44

L1(S) 39.03 38.65

R1(S) 38.23 37.81

L1(S) + λR1(S) 39.35 38.90

Takamura & Okumura (2009) 38.50 -

Wang et al. (2009) 39.07 -

Lin & Bilmes (2010b) - 38.39

Best system in DUC-04 (peer 65) 38.28 37.94

We first tested our coverage and diversity reward objectives separately. For coverage,

we use a modular Ci(S) =
∑

j∈S wi,j for each sentence i, i.e.,

L1(S) =
∑
i∈V

min

∑
j∈S

wi,j , α
∑
k∈V

wi,k

 . (4.29)

When α = 1, L1(S) reduces to
∑

i∈V,j∈S wi,j , which measures the overall similarity of

summary set S to ground set V . As mentioned in Section 4.7.1, using such similarity

measurement could possibly over-concentrate on a small portion of the document and result

in a poor coverage of the whole document. As shown in Table 4.8, optimizing this objective

function gives a ROUGE-1 F-measure score 32.44%. On the other hand, when using L1(S)

with an α < 1 (the value of α was determined on DUC-03 using a grid search), a ROUGE-

1 F-measure score 38.65% is achieved, which is already better than the best performing

system in DUC-04.

10ROUGE version 1.5.5 with options: -a -c 95 -b 665 -m -n 4 -w 1.2
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Figure 4.9: ROUGE-1 F-measure scores on DUC-03 when α andK vary in objective function

L1(S) + λR1(S), where λ = 6 and α = a
N .

As for the diversity reward objective, we define the singleton reward as ri = 1
N

∑
j wi,j ,

which is the average similarity of sentence i to the rest of the document. It basically states

that the more similar to the whole document a sentence is, the more reward there will be

by adding this sentence to an empty summary set. By using this singleton reward, we have

the following diversity reward function:

R1(S) =

K∑
k=1

√ ∑
j∈S∩Pk

1

N

∑
i∈V

wi,j . (4.30)

In order to generate Pk, k = 1, · · ·K, we used CLUTO11 to cluster the sentences, where

the IDF-weighted term vector was used as feature vector, and a direct K-mean clustering

algorithm was used. In this experiment, we set K = 0.2N . In other words, there are 5 sen-

tences in each cluster on average. And as we can see in Table 4.8, optimizing the diversity

reward function alone achieves comparable performance to the DUC-04 best system.

Combining L1(S) and R1(S), our system outperforms the best system in DUC-04 sig-

nificantly, and it also outperforms several recent systems, including a concept-based sum-

marization approach (Takamura & Okumura, 2009), a sentence topic model based system

(Wang et al. , 2009), and our MMR-styled submodular system (Lin & Bilmes, 2010b). Fig-

ure 4.9 illustrates how ROUGE-1 scores change when α and K vary on the development set

11http://glaros.dtc.umn.edu/gkhome/cluto/cluto/overview
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Table 4.9: ROUGE-2 recall (R) and F-measure (F) results (%) on DUC-05, where DUC-05

was used as training set.

DUC-05 R F

L1(S) + λRQ(S) 8.38 8.31

L1(S) +
∑3
κ=1 λκRQ,κ(S) 8.48 8.42

Daumé III & Marcu (2006) 7.62 -

Extr, Daumé et al. (2009) 7.67 -

Vine, Daumé et al. (2009) 8.24 -

Table 4.10: ROUGE-2 recall (R) and F-measure (F) results on DUC-05 (%). We used

DUC-06 as training set. DUC-06 and DUC-07 were used as training sets for objective

L1(S) +
∑

κ λκRQ,κ(S).

DUC-05 R F

L1(S) + λRQ(S) 7.82 7.72

L1(S) +
∑3
κ=1 λκRQ,κ(S) 8.19 8.13

Daumé III & Marcu (2006) 6.98 -

Best system in DUC-05 (peer 15) 7.44 7.43

(DUC-03). As we can see, when K = 0.1N and α = 5
N , we have the submodular function

by maximizing which gives us the best ROUGE-1 F-measure score on DUC-03.

4.7.6 Query-focused summarization

We evaluated our approach on the task of query-focused summarization using DUC 05-07

data. In DUC-05 and DUC-06, participants were given 50 document clusters, where each

cluster contains 25 news articles related to the same topic. Participants were asked to

generate summaries of at most 250 words for each cluster. For each cluster, a title and

a narrative describing a user’s information need are provided. The narrative is usually

composed of a set of questions or a multi-sentence task description. The main task in

DUC-07 is the same as in DUC-06.

In DUC 05-07, ROUGE-2 was the primary criterion for evaluation, and thus we also
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Table 4.11: ROUGE-2 recall (R) and F-measure (F) results (%) on DUC-06, where DUC-

05 was used as training set. DUC-05 and DUC-07 were used as training sets for objective

L1(S) +
∑

κ λκRQ,κ(S).

DUC-06 R F

L1(S) + λRQ(S) 9.75 9.77

L1(S) +
∑3
κ=1 λκRQ,κ(S) 9.81 9.82

Celikyilmaz & Hakkani-tür (2010) 9.10 -

Shen & Li (2010) 9.30 -

Best system in DUC-06 (peer 24) 9.51 9.51

Table 4.12: ROUGE-2 recall (R) and F-measure (F) results (%) on DUC-07. DUC-05 was

used as training set for objective L1(S) + λRQ(S). DUC-05 and DUC-06 were used as

training sets for objective L1(S) +
∑

κ λκRQ,κ(S).

DUC-07 R F

L1(S) + λRQ(S) 12.18 12.13

L1(S) +
∑3
κ=1 λκRQ,κ(S) 12.38 12.33

Toutanova et al. (2007) 11.89 11.89

Haghighi & Vanderwende (2009) 11.80 -

Celikyilmaz & Hakkani-tür (2010) 11.40 -

Best system in DUC-07 (peer 15) 12.45 12.29

report ROUGE-212 (both recall R, and precision F). Documents were processed as in Sec-

tion 4.7.5. We used both the title and the narrative as query, where stop words, including

some function words (e.g., “describe”) that appear frequently in the query, were removed.

All queries were then stemmed using the Porter Stemmer.

Note that there are several ways to incorporate query-focused information into both the

coverage and diversity reward objectives. For instance, Ci(S) could be query-dependent in

how it measures how much query-dependent information in i is covered by S. Also, the

coefficient α could be query and sentence dependent, where it takes larger value when a

12ROUGE version 1.5.5 was used with option -n 2 -x -m -2 4 -u -c 95 -r 1000 -f A -p 0.5 -t 0 -d -l 250
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sentence is more relevant to query (i.e., a larger value of α means later truncation, and

therefore more possible coverage). Similarly, sentence clustering and singleton rewards

in the diversity function can also be query-dependent. In this experiment, we explore an

objective with a query-independent coverage function (R1(S)), indicating prior importance,

combined with a query-dependent diversity reward function, where the latter is defined as:

RQ(S) =

K∑
k=1

√√√√ ∑
j∈S∩Pk

(
β

N

∑
i∈V

wi,j + (1− β)rj,Q

)
,

where 0 ≤ β ≤ 1, and rj,Q represents the relevance between sentence j to query Q. This

query-dependent reward function is derived by using a singleton reward that is expressed as a

convex combination of the query-independent score ( 1
N

∑
i∈V wi,j) and the query-dependent

score (rj,Q) of a sentence. We simply used the number of terms (up to a bi-gram) that

sentence j overlaps the query Q as rj,Q, where the IDF weighting is not used (i.e., ev-

ery term in the query, after stop word removal, was treated as equally important). Both

query-independent and query-dependent scores were then normalized by their largest value

respectively such that they had roughly the same dynamic range.

To better estimate of the relevance between query and sentences, we further expanded

sentences with synonyms and hypernyms of its constituent words. In particular, part-of-

speech tags were obtained for each sentence using the maximum entropy part-of-speech

tagger (Ratnaparkhi, 1996), and all nouns were then expanded with their synonyms and

hypernyms using WordNet (Fellbaum, 1998). Note that these expanded documents were

only used in the estimation rj,Q, and we plan to further explore whether there is benefit to

use the expanded documents either in sentence similarity estimation or in sentence clustering

in our future work. We also tried to expand the query with synonyms and observed a

performance decrease, presumably due to noisy information in a query expression.

While it is possible to use an approach that is similar to (Toutanova et al. , 2007)

to learn the coefficients in our objective function, we trained all coefficients to maximize

ROUGE-2 F-measure score using the Nelder-Mead (derivative-free) method. Using L1(S)+

λRQ(S) as the objective and with the same sentence clustering algorithm as in the generic

summarization experiment (K = 0.2N), our system, when both trained and tested on DUC-
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05 (results in Table 4.9), outperforms the Bayesian query-focused summarization approach

(Daumé III & Marcu, 2006) and the search-based structured prediction approach (Daumé

et al. , 2009), which were also trained and tested on DUC-05. Note that the system in

(Daumé et al. , 2009) that achieves its best performance (8.24% in ROUGE-2 recall) is

a so called “vine-growth” system, which can be seen as an abstractive approach, whereas

our system is purely an extractive system. Comparing to the extractive system in (Daumé

et al. , 2009), our system performs much better (8.38% v.s. 7.67%). More importantly,

when trained only on DUC-06 and tested on DUC-05 (results in Table 4.10), our approach

outperforms the best system in DUC-05 significantly.

We further tested the system trained on DUC-05 on both DUC-06 and DUC-07. The

results on DUC-06 are shown in Table. 4.11. Our system outperforms the best system

in DUC-06, as well as two recent approaches (Shen & Li, 2010; Celikyilmaz & Hakkani-

tür, 2010). On DUC-07, in terms of ROUGE-2 score, our system outperforms PYTHY

(Toutanova et al. , 2007), a state-of-the-art supervised summarization system, as well as

two recent systems including a generative summarization system based on topic models

(Haghighi & Vanderwende, 2009), and a hybrid hierarchical summarization system (Celiky-

ilmaz & Hakkani-tür, 2010). It also achieves comparable performance to the best DUC-07

system. Note that in the best DUC-07 system (Pingali et al. , 2007; Jagarlamudi et al. ,

2006), an external web search engine (Yahoo!) was used to estimate a language model for

query relevance. In our system, no such web search expansion was used.

To further improve the performance of our system, we used both DUC-05 and DUC-06 as

a training set, and introduced three diversity reward terms into the objective where three dif-

ferent sentence clusterings with different resolutions were produced (with sizes 0.3N, 0.15N

and 0.05N). Denoting a diversity reward corresponding to clustering κ as RQ,κ(S), we

model the summary quality as L1(S) +
∑3

κ=1 λκRQ,κ(S). As shown in Table 4.12, using

this objective function with multi-resolution diversity rewards improves our results further,

and outperforms the best system in DUC-07 in terms of ROUGE-2 F-measure score. We also

tested this multi-resolution objective (again, with sizes 0.3N, 0.15N and0.05N) on DUC-05

and DUC-06 (see Table 4.9,4.10,4.11), and observed improvements on DUC-05.



132

4.8 Conclusion and Discussion

In this chapter, we see submodularity naturally arises in summarization tasks. Not only

do many existing automatic summarization methods correspond to submodular function

optimization, but also the widely used ROUGE evaluation is closely related to submodular

functions. As the corresponding submodular optimization problem can be solved efficiently

and effectively, the remaining question is then how to design a submodular objective that

best models the task. To address this problem, we introduce a powerful class of monotone

submodular functions that are well suited to document summarization by modeling two

important properties of a summary, fidelity and diversity. While more advanced NLP

techniques could be easily incorporated into our functions (e.g., language models could

define a better Ci(S), more advanced relevance estimations for the singleton rewards ri, and

better and/or overlapping clustering algorithms for our diversity reward), we already show

top results on standard benchmark evaluations using fairly basic NLP methods (e.g., term

weighting and WordNet expansion), all, we believe, thanks to the power and generality of

submodular functions. In Chapter 5, we further generalize this class of submodular functions

to mixtures of submodular functions with learning algorithm proposed accordingly, which

further improves the performance we have seen in this chapter.

As information retrieval and web search are closely related to query-focused summariza-

tion, our approach might be beneficial in those areas as well. For instance, since submodu-

larity has been known (Agrawal et al. , 2009; Chapelle et al. , 2011) to enhance diversity in

ranking, our class of submodular functions might apply to the search results diversification

as well.
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Chapter 5

LEARNING SUBMODULAR MIXTURES

So far, we have seen how submodular functions are natural as score functions for some

NLP problems and how we can leverage properties of submodular function optimization to

not only increase the expressive power of score functions, but also avoid imposing prohibitive

computation burden on inference. Often, there might be an underlying submodular function

that fully characterizes the problem. The function, however, is not usually accessible and

cannot be directly evaluated. For example, as we have seen in Chapter 4, ROUGE score

for summarization is submodular, but since the human references are not supposed to

be available for the task of automatic summarization, we could not directly evaluate this

score function when generating machine summaries. Alternatively, we propose a class of

submodular functions and evaluate them as surrogates to the ROUGE score function. One

issue we have not addressed, however, is how good the surrogate submodular function

approximates the ROUGE score that we actually want to optimize.

In fact, approximating a submodular function everywhere is not an easy problem. Goe-

mans et al. (2009) studied the algorithmic problem of efficiently finding a function which

approximates a submodular function at every point of its domain. In particular, the problem

studied in (Goemans et al. , 2009) is “can one make only polynomial number of queries to

an unknown submodular function f and constructs a f̂ such that f̂(S) ≤ f(S) ≤ g(n)f̂(S)

where g : N → R?”. For some submodular function, the above problem can be solved

exactly (i.e. with g(n) = 1) and one example of this sort is the graph cut function, where

one can completely reconstruct the graph in O(n2) queries. For more general monotone

submodular functions, any algorithm performing a polynomial number of queries must

have g(n) = Ω(
√
n/ log n); in other words, no algorithm can achieve a factor better than

Ω(
√
n/ log n) (Goemans et al. , 2009). Balcan & Harvey (2011) studied the submodular

function learning problem from a learning theory perspective, where given a polynomial
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number of samples from a distribution over subsets of some ground set, along with the

values of a submodular function at those sample points, the task is to approximate the

submodular function within a multiplicative factor at subsequent sample points drawn from

the same distribution, with sufficiently high probability. It turns out that this task is ex-

tremely hard for general sample distributions: no algorithm can approximate the function

to within a factor of O(n
1
3 ), even if the algorithm knows the underlying distribution and it

can adaptively query the target function at points of its choice (Balcan & Harvey, 2011).

In this chapter, instead of addressing the problem of learning a submodular function with

unknown forms or structures, we focus on learning submodular functions with known forms

but unknown parameters. In particular, we represent an underlying unknown submodular

function as a conical combination of a finite number of submodular functions with known

forms. We refer such conical combination of submodular functions as a submodular mixture,

and each submodular function as a component of the mixture.

By using a conic combination, submodularity is preserved, and therefore when a sub-

modular mixture is used as score function, the decoding can still be done efficiently and

near-optimally. Moreover, by using a variety of components, the expressive capacity of the

score function is further increased, and it might even be possible to well approximate the

unknown submodular function of interest (e.g., ROUGE score).

Since learning a submodular function is in general hard, we assume components in the

submodular mixtures are given. Indeed, as we will see (Section 5.3), a fairly rich class of

monotone submodular functions can be represented as a submodular mixture of components

with simple form (e.g., weight matroid rank function as a component, or truncation function

as a component, etc.).

The task is then learning the component weights given finite number of samples. In such

learning, we inevitably need to use approximate learning since by using a more expressive

class of score functions, the learning problem is intractable. On the other hand, we of course

want to leverage the rigorous approximation guarantees of submodular optimization such

that the approximate learning of submodular mixtures can be bounded in performance in

some way. As shown in (Kulesza et al. , 2007), if the learning and inference are not com-

patible, learning could fail even with approximate inference with rigorous guarantees. One
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example given in (Kulesza et al. , 2007) is perceptron learning with loopy belief propagation

(Pearl, 1988), where the assumption of perceptron learning is increasing weights for features

in correct labeling will lead to better predation, and the approximate inference, however,

can disturb and even invert such assumption, leading to the failure of learning. In general,

it is invalid to assume that an arbitrary choice of approximate inference will lead to useful

results when the learning method expects exact feedback. We therefore carefully choose the

learning algorithm such that it is compatible to our approximate inference (Section 5.4).

We moreover theoretically analysis the performance of submodular mixtures with approx-

imate learning (Section 5.5), and show how the best results ever reported on DUC-2004,

DUC-2005, DUC-2006 and DUC-2007 can be obtained by learning submodular mixtures

(Section 5.6).

5.1 Learning for Structured Prediction

We are given a set of training instances S = {(xxx(t), yyy(t))}Tt=1 drawn independently from a

distribution D over pairs (xxx,yyy) ∈ X ×Y, where X is an input space and Y is the associated

output or label space. The problem of interest is to find a hypothesis h : X → Y in a

hypothesis space H such that the risk E(xxx,yyy)∼D[`yyy(h(xxx))] is minimized, where ` : Y → R

is the loss function and `yyy(ŷyy) measures the loss of predicting ŷyy when the true label is yyy.

Usually, simpler model is preferred. Using a regularizer q : H → R that measures the model

complexity, the learning problem can then be written as

min
h∈H

(
E(xxx,yyy)∼D[`yyy(h(xxx))] + q(h)

)
.

The model complexity term severs to encourage a model with better generalization, and the

risk term is typically approximated using empirical risk:

E(xxx,yyy)∼D[`yyy(h(xxx))] ≈ 1

T

T∑
t=1

`yyy(h(xxx)).

Directly optimizing the empirical risk is usually difficult since the loss function is not convex

in general. Alternatively, convex loss functions that upperbound the original (zero-one) loss

are used as surrogates, and learning is performed using these surrogate convex loss functions.

Different choices of the hypothesis space (model) and/or the (surrogate) loss functions lead
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to different learning algorithms. For instance, a generative model assigns probability p(xxx,yyy)

for outcome (xxx,yyy) of X × Y, and a typical loss used in learning is the logistic loss, i.e.

`yyy(h(xxx)) = − log(p(xxx,yyy)).

Minimizing the empirical logistic loss is equivalent to maximizing the log likelihood, and the

learning algorithm, also known as maximum likelihood training, is widely used for generative

models. When priors are assumed for the model parameters (e.g., Dirichlet distribution is

often used as the parametric prior for a multinomial distribution) and used as regularizer,

the learning is then known as maximum a posterior training.

As mentioned in Chapter 1, NLP problems usually have a complex and structured out-

put space Y, and the decoding problem is often referred as structured prediction problem.

For structured prediction, one commonly used model is the conditional random field (Laf-

ferty et al. , 2001). In a conditional random field with log-linear models, the conditional

probability is modeled as

pwww(yyy|xxx) =
exp

[
www>fff(xxx,yyy)

]∑
yyy′∈Yxxx exp [www>fff(xxx,yyy′)]

, (5.1)

where www ∈ Rn is the weight (parameter) vector, and fff : X ×Y → Rn is the feature function.

And the loss used in learning is again the logistic loss, i.e.,

`CRF
yyy (h(xxx)) = − log(pwww(yyy|xxx)).

In order to make the learning practical, one must be able to efficiently compute the log

normalization constant in Eqn. 5.1, and often structure of Yxxx is assumed (e.g., linear chain

structure) such that dynamic programming techniques can be used (Lafferty et al. , 2001).

Another class of models for structured predictions simply ignores the probabilistic na-

ture. Instead, a score is directly assigned to each (xxx,yyy) pair without normalization. While

the scores are unnormalized, and thus cannot be treated as probabilities, the decoding is

done by choosing the highest scoring output, i.e. the hypothesis function has the following

form:

h(xxx;www) = argmax
yyy∈Y

www>fff(xxx,yyy), (5.2)
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where www ∈ Rn is the weight vector, and fff : X × Y → Rn is the feature function. Two

commonly used models of this kind are known as structured perceptrons (Collins, 2002)

and structured large margin models (Taskar et al. , 2004; Tsochantaridis et al. , 2006). In

this chapter, we focus on this type of models as we treat the score function as a submodular

mixture without normalization in the probability sense.

In the rest of this chapter, we denote

Yt , Yxxx(t)

fff t(yyy) , fff(xxx(t), yyy)

`t(yyy) , `yyy(t)(yyy)

for simplicity. Note that the output space (ground set) is instant-dependent, and see Sec-

tion 1.2 for more detailed discussions.

5.1.1 Structured perceptron

The structured perceptron (Collins, 2002) is an extension of the standard perceptron to

structured prediction problems. In perceptron learning, while looping through a set of

training instances S = {(xxx(t), yyy(t))}Tt=1, whenever the predicted

yyy∗t = argmax
yyy∈Yt

www>fff t(yyy) (5.3)

differs from yyy(t), we update the weights according to

www ← www + fff t(yyy
(t))− fff t(yyy∗t ). (5.4)

Intuitively, this weight update serves to bring the weight vector closer to the correct output

and further from the incorrect output. To avoid overfitting, weight averaging is often used

to produce final weights. A typical perceptron training algorithm is outlined in Algorithm 8.

The actual loss function used in the perceptron algorithm is:

`perceptron
yyy (h(xxx)) = www>fff(xxx, h(xxx))−www>fff(xxx,yyy). (5.5)

Learning of Perceptrons is easy to implement given the decoder. Moreover, some the-

oretical guarantees are available ensuring that the number of errors made can be bounded
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Algorithm 8: Averaged structured perceptron learning (Collins, 2002)

Input : S = {(xxx(t), yyy(t))}Tt=1 and the number of iterations I.

w = 000, wa = 000;

for i = 1, · · · , I do

for t = 1, · · · , T do

Inference: yyy∗t = argmaxyyy∈Y
xxx(t)

www>fff t(yyy);

if yyy∗t 6= yyy(t) then

www ← www + fff t(yyy
(t))− fff t(yyy∗t );

wwwa ← wwwa +www;

Return : the averaged parameters 1
TIwwwa.

(Collins, 2002). One limitation of Perceptrons, however, is that it is only applicable to prob-

lems where zero-one loss applies (Eqn 5.5 is a surrogate for zero-one loss). In other words,

when judging whether yyy∗t differs from yyy(t), the implicit assumption is that an output is either

“correct” or “incorrect”, while many problems in NLP, zero-one loss is far from satisfactory

in terms of modeling the problem properly. E.g., in extractive document summarization,

an output is never “correct”: even two humans, when asked to summarize a document,

would be unlikely to give identical summaries. In such problems, more sophisticated loss

functions are required in order to have the problem well-modeled, and perceptron is not

directly applicable.

5.1.2 Maximum margin Markov networks

Following the formalism for the support vector machine for binary classification, Maximum

margin Markov network (M3N) considers learning for structured prediction as a quadratic

problem (Taskar et al. , 2005b). In particular, M3N requires that the differences in scores

between the true output yyy(t) and a hypothesis output yyy∗t should be at least as much as the

value of the loss `t(yyy
∗
t ). In other words, M3N scales the margin to be proportional to the
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loss, which gives a learning problem of the following form:

min
www,ξt

1

T

∑
t

ξt +
λ

2
‖www‖2

subject to:

www>fff t(yyy
(t))−www>fff t(yyy) ≥ `t(yyy)− ξt,∀t,∀yyy ∈ Yt

ξt ≥ 0, ∀t.

where ξt, t = 1, · · · , T are slack variables and λ ≥ 0 is a parameter that trades off constraint

violations and margin maximization. Note that the number of constraints in the above

problem could be exponentially large due to the complexity of Y in structured prediction.

Converting the exponential constraint set for each training example into a single nonlinear

constraint, we have:

min
www,ξt

1

T

∑
t

ξt +
λ

2
‖www‖2

subject to:

www>fff t(yyy
(t)) ≥ max

yyy∈Yt

(
www>fff t(yyy) + `t(yyy)

)
− ξt,∀t,∀yyy

ξt ≥ 0,∀t.

Equivalently, we can have the following unconstrained objective function

min
www

1

T

T∑
t=1

((
max
yyy∈Yt

www>fff t(yyy) + `t(yyy)

)
−www>fff t(yyy(t))

)
+
λ

2
‖www‖2, (5.6)

from which we see that the following loss

`hinge
yyy (h(xxx)) =

(
max
yyy′∈Yxxx

www>fff(xxx,yyy′) + `yyy(yyy
′)

)
−www>fff(xxx,yyy) (5.7)

is actually used. Optimization techniques have been proposed to solve Eqn. 5.6, including

those based on exponentiated gradient method (Collins & McAllester, 2004), dual extra-

gadient method (Taskar et al. , 2006) and the subgradient descent method (Ratliff et al. ,

2006a,b).

Note that a subgradient of a convex function f : Rn → R at www ∈ Rn is defined as a vector

gggwww such that

f(www′)− f(www) ≥ ggg>www(www′ −www),∀www′ ∈ Rn
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Algorithm 9: Subgradient descent for learning M3N

Input : S = {(xxx(t), yyy(t))}Tt=1 and a learning rate sequence {ηt}Tt=1.

w0 = 0;

for t = 1, · · · , T do

Loss augmented inference: yyy∗t = argmaxyyy∈Ytwww
>
t−1fff t(yyy) + `t(yyy);

Compute the subgradient: gggt = λwwwt−1 + fff t(yyy
∗)− fff t(yyy(t));

Update the weights: wwwt = wwwt−1 − ηtgggt;
Return : the averaged parameters 1

T

∑
twwwt.

Subgradients need not be unique, but for a differentiable convex function, its gradient is

the unique subgradient. The following property can be used to compute the subgradient of

the objective in Eqn 5.6:

Lemma 6 (Shor et al. , 1985). Let fi be convex functions, i = 1, · · · ,m. Then φ(x) =

maxi=1,··· ,m fi(x) is convex. A subgradient of fi∗ at point x0 is also a subgradient for φ at

x0, where i∗ ∈ {i : φ(x0) = fi(x0)}.

Therefore, subgradient computation for Eqn 5.6 can seen as finding subgradients for

1

T

∑
t

(
www>fff t(yyy

∗
t ) + `t(yyy

∗
t )−www>fff t(yyy(t))

)
+
λ

2
‖www‖2

at point wwwt where

yyy∗t ∈ argmax
yyy∈Yt

www>fff t(yyy) + `t(yyy).

With the subgradient computed, subgradient descent methods can then be used to op-

timize the objective function and Algorithm 9 illustrates one instance of the (online) sub-

gradient method for M3N learning.

As we can see in Algorithm 9, whether the learning can be done efficiently depends

whether the so called loss augmented inference (LAI) problem,

max
yyy′∈Yxxx

www>fff(xxx,yyy′) + `yyy(yyy
′), (5.8)

can be solved efficiently.
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The LAI problem has a term that precisely matches the prediction program whose pa-

rameters we are trying to learn but with an additional term corresponding to the loss

function. Tractability of LAI is therefore not only depends on the tractability of the predic-

tion problem, but also on the form of loss functions. M3N assumes that the loss function can

be decomposed over parts of the output space, with a natural choice of Hamming distance

that counts the number of parts in a candidate yyy differ from the reference yyy(t). Therefore,

although M3N could apply to loss functions other than zero-one loss in theory, in practise

it could only apply to loss functions that are decomposable over structures (e.g., Hamming

loss).

5.1.3 Structured SVMs

Algorithm 10: Cutting plane algorithm for structured SVM learning (Tsochantaridis

et al. , 2006)

Input : S = {(xxx(t), yyy(t))}Tt=1 and the tolerance ε.

Wt ← ∅ for all t = 1, · · · , T ;

repeat

for t = 1, · · · , T do

H(yyy) ,
(
1−www>fff t(yyy(t)) +www>fff t(yyy)

)
`t(yyy);

Find the cutting plane: yyy∗t = argmaxyyy∈Y
xxx(t)

H(yyy);

Determine the value of current slack variable: ξt = max{0,maxyyy∈S H(yyy)};
if H(yyy∗t ) > ξt + ε then

Wt ←Wt ∪ {yyy∗t };
Update www by solving a QP with constraints based on

⋃
tWt.

until no Wt has changed during iteration;

Return : www.

The structured support vector machines formalism (Tsochantaridis et al. , 2006) is very
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similar to the M3N formalism. The quadratic problem for learning is:

min
www,ξt

1

T

∑
t

ξt +
λ

2
‖www‖2

subject to:

www>fff t(yyy
(t))−www>fff t(yyy) ≥ 1− ξt

`t(yyy)
∀t,∀yyy ∈ Yt

ξt ≥ 0,∀t.

The difference between M3N and structured SVM formalisms lies in the fact that M3N

uses the loss to do “margin rescaling” while structured SVM uses the loss to do “slack

rescaling”. To address the issue of exponentially many constraints, Tsochantaridis et al.

(2006) uses cutting plane algorithm to add constraints only when needed. In particular, it

starts with an empty set of constraint and adds the most violated constraint into the set in

each iteration. The algorithm is outlined in Algorithm 10, and it can be shown that after

polynomial number of iterations, the algorithm will converge to a solution within ε of the

optimal.

The primary disadvantage of structured SVMs for structured prediction is that it is

often difficult to optimize due to the fact that the search of cutting plane:

max
yyy∈Yt

(
1−www>fff t(yyy(t)) +www>fff t(yyy)

)
`t(yyy), (5.9)

where the loss appears as a multiplicative term in the objective, is never tractable for many

problems of interest. A cutting plane algorithm, on the other hand, can also be applied to

M3N formalism with margin rescaling.

5.2 Approximate Learning

Structured prediction problems are those for which the output space Y is complex and

consists of combinatorial structures. To make prediction tractable, assumptions have to be

made either on the score functions, or on independences of the parts of Y, or both (see

Section 1.1 for details). Similarly, to make discriminative learning for structured prediction

tractable, assumptions or approximations have to be made. This is primarily because in

discriminative learning, one has to handle the finite but exponentially large output space
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as well. For instance, in CRF learning, one has to do summation over the entire output

space. In large margin learning, inference (decoding, prediction) itself plays an important

role. As we have seen, inference or its variant with loss functions involved is one of the

critical ingredients in the learning algorithms for structured perceptrons (Eqn. 5.3), M3N

(Eqn. 5.8), and structured SVM (Eqn. 5.9).

Since some form of inference is a dominant subroutine in many learning algorithms for

structured models, it is natural to use good approximate inference techniques to make the

learning problem tractable as well.

We refer to learning with approximate inference as approximate learning.

Using approximate inference as a drop-in replacement of exact inference in learning,

however, could mislead the learning algorithm and result in arbitrary poorly learnt mod-

els. This is theoretically analyzed in (Kulesza et al. , 2007), where it is pointed out that

approximate learning could fail even with an approximate inference method with rigorous

approximation guarantees. Two counterexamples are given in (Kulesza et al. , 2007). The

first counterexample is on perceptron learning with loopy belief propagation (Pearl, 1988).

The assumption of perceptron learning is increasing weights for features in correct labeling

will lead to better predation. However, when using the approximate inference (loopy be-

lief propagation), such assumption can be disturbed and even inverted, leading to a failure

of learning. In the second counterexample, an approximate inference (linear programming

relaxation) with performance guarantee is used in the learning of a Markov random field

model, which is shown to make simple concept impossible to learn. In general, it is invalid

to assume that an arbitrary choice of approximate inference will lead to useful results when

the learning method expects exact feedback. Choosing compatible inference and learning

procedures is therefore crucial.

When learning submodular mixtures, we inevitably need to use approximate learning

since by using more expressive class of score functions that do not necessary required to

be decomposable over structures, the exact learning problem is intractable. On the other

hand, we of course want to leverage the rigorous approximation guarantees of submodular

optimization such that the performance of approximate learning of submodular mixtures

can be bounded in some way. One possible way of bounding is to investigate the degree
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to which we can approximate the parameters www that would be obtained by exact learning,

since the parameters themselves offer little consequence if good prediction cannot be made

from them. Alternatively, we concern ourselves from a practical point of view, and focus on

the quality of prediction obtained from an approximately learned model. In particular, we

seek to bound the risk gap. That is, the difference between the expected loss of predictions

from an approximate (but efficient) scheme and from exact (but intractable) methods. I.e.,

we want to show

E(xxx,yyy)∼D[`yyy(h(xxx; ŵww))]− E(xxx,yyy)∼D[`yyy(h(xxx;www∗))] ≤ B

for some constant B where ŵww are the parameters learnt with approximate inference and www∗

are the parameters learnt with exact inference. Or alternatively, we want to show the risk

of the approximately learnt model is bounded by the empirical risk of a model learnt with

exact inference.

E(xxx,yyy)∼D[`yyy(h(xxx; ŵww))]−
T∑
t=1

`t(h(xxx(t);www∗)) ≤ B(T )

for some B : Z+ → R+ which decreases as the number of training instances, T , grows.

The rest of this chapter is organized as follows. We formally introduce submodular mix-

ture and its learning algorithm in Section 5.3 and Section 5.4 respectively. In Section 5.5,

we bound the difference between the expected loss of predictions from the approximately

learned submodular mixtures and from the exactly learned submodular mixtures. Applica-

tion of submodular mixture to document summarization and the corresponding experimen-

tal results are given in Section 5.6.

5.3 Submodular Mixtures

We consider hypothesis functions with the following form

h(xxx;www) = argmax
yyy∈Yxxx

s(xxx,yyy)

= argmax
yyy∈Yxxx

www>fff(xxx,yyy)

= argmax
yyy∈Yxxx

∑
i

wifi(xxx,yyy).
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where www ≥ 000 and fi : X × Yxxx → R is submodular on Yxxx.

We call the score function

s(xxx,yyy) =
∑
i

wifi(xxx,yyy) (5.10)

submodular mixture, and each submodular function fi a component of the mixture.

Obviously, s(xxx,yyy) is also submodular on Yxxx since conic combination of submodular

functions preserves submodularity.

A fairly rich subclass of submodular functions can actually be presented as submodular

mixtures with components being simpler submodular functions.

Mixtures of weighted matroid rank functions

Recall that the rank function for a matroid M = (V, I) is defined as

rM(S) = max {|I| : I ⊆ S, I ∈ I} .

The weighted matroid rank function (Calinescu et al. , 2007) generalizes the above rank

function by assuming there is a non-negative cost ci for each i ∈ V , and the weighted rank

function g : 2V → R+:

g(S) = max

{∑
i∈I

ci : I ⊆ S, I ∈ I
}
. (5.11)

A submodular mixture of weighted matroid rank functions can then be defined on dif-

ferent matroids, say M1, · · · ,Md:

f(S) =
d∑
i=1

wirMi =
d∑
i=1

wi max

∑
j∈I

ci,j : I ⊆ S, I ∈ Ij

 , (5.12)

where ci,j is the cost for i associated with matroid Mj = (V, Ij).
A fairly rich subclass of submodular functions can be represented by f(S) above by

changing Mj , wi, and ci,j . For example, coverage type functions, canonical examples of

submodular functions, can be written as submodular mixtures in the form of Eqn. 5.12.

In particular, let a collection of sets be {Ai}1,··· ,|V | on a ground set E, and the set cover
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function is known as

f(S) =

∣∣∣∣∣⋃
i∈S

Ai

∣∣∣∣∣ .
We can define costs ci,j = 1 if Ai contains j ∈ E and ci,j = 0 otherwise. For each j ∈ E, we

define a simple uniform matroid, i.e. M = (V, I) where I = {I|I ⊆ V, |I| ≤ 1}. Then the

weighted rank of matroid Mj is

max

∑
j∈I

ci,j : I ⊆ S, I ∈ I

 = max {ci,j : j ∈ S} ,

which simply indicates whether
⋃
i∈S Ai covers element j. Using uniform weights, we have

the submodular mixture representing the covering function. I.e.,

f(S) =

∣∣∣∣∣⋃
i∈S

Ai

∣∣∣∣∣ =

|E|∑
j=1

max{ci,j : j ∈ S}.

Using non-uniform weights, we could similarly represent weighted coverage function (i.e.

f(S) = m
(⋃

i∈S Ai
)

where m : 2E → R is a modular function) by submodular mixtures.

Mixtures of truncation functions

Define a truncation function f : 2V → R as

f(S) = min {c(S), α} , (5.13)

where c : 2V → R is a modular function and α ∈ R is the truncation threshold. It is easy

to show that this function is submodular. A modular function can also be written as a

truncation function with α =∞.

The canonical set cover functions can also be represented as mixtures of truncation

functions. Using the same definition of ci,j as in the mixture of weighted matroid rank

function example, we have

f(S) =

∣∣∣∣∣⋃
i∈S

Ai

∣∣∣∣∣ =

|E|∑
j=1

min

{∑
i∈S

ci,j , 1

}
.
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Moreover, as pointed out in (Stobbe & Krause, 2010), any concave over cardinality function

can be decomposed into mixtures of truncation functions, any sum of concave over cardi-

nality functions can be expressed as a sum of a modular function and nonnegative linear

combination of truncation functions (i.e., mixtures of truncation functions as a modular

function could be the special case of a truncation function).

Actually, the submodular score functions introduced in Section 4.7 can indeed been

seen as mixture of submodular functions, with components being either the coverage or

the diversity objectives. We will further explore submodular mixture as score function for

summarization in Section 5.6.

In sum, by using a rich enough families of submodular components, a submodular mix-

ture could be very expressive, representing a very large family of submodular functions.

Therefore, instead of directly learning an unknown submodular function, which is hard as

aforementioned, we aim to learn the component weights of a submodular mixture.

5.4 Learning Algorithms for Submodular Mixtures

We follow the maximum margin approach (Taskar et al. , 2005b) to learn the component

weights www. We focus on supervised learning setup, where given a set of training instances

S = {(xxx(t), yyy(t))}Tt=1, the goal is to find a score function that scores yyy(t) higher than all other

yyy ∈ Y \ yyy(t) by some margin.

Formally, the learning problem with quadratic regularizer is as follows:

min
www≥0

1

T

T∑
t=1

((
max
yyy∈Yt

www>fff t(yyy) + `t(yyy)

)
−www>fff t(yyy(t))

)
+
λ

2
‖www‖2

= min
www≥0

1

T

T∑
t=1

rt(www) +
λ

2
‖www‖2

= min
www≥0

c(www).

where

rt(www) , max
yyy∈Yt

(
www>fff t(yyy) + `t(yyy)

)
−www>fff t(yyy(t))

c(www) ,
1

T

T∑
t=1

rt(www) +
λ

2
‖www‖2.
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Algorithm 11: Projected perceptron learning for submodular mixtures.

Input : S = {(xxx(t), yyy(t))}Tt=1 and the number of iterations I.

w = 000, wa = 000;

for i = 1, · · · , I do

for t = 1, · · · , T do

Approximate inference: ŷyyt ≈ argmaxyyy∈Y
xxx(t)

www>fff t(yyy);

if ŷyyt 6= yyy(t) then

www ← max{000,www + fff t(yyy
(t))− fff t(yyy∗t )};

wwwa ← wwwa +www;

Return : the averaged parameters 1
TIwwwa.

Two issues need to be noted when applying traditional learning algorithms to learn sub-

modular mixtures. First, the component weights are required to be non-negative. Second,

we only do approximate inference and infer the approximately highest scored hypothesis.

With these two issues in mind, we have the modified perceptron algorithm, cutting plane

method, and subgradient descent method for submodular mixture learning in Algorithms 11,

12, and 13, respectively, in which max of two vectors takes dimension-wise maximum, i.e.

max{aaa,bbb} = (max(a1, b1), · · · ,max(an, bn)) where aaa,bbb ∈ Rn.

For the first issue, we simply project the weights to the non-negative region whenever

doing the updates. Such extra projection step might violate the correctness or the conver-

gence of the original algorithms. Fortunately, for the three algorithms mentioned above, it

is easy to show that updates followed by projection onto a non-negative region do not affect

the convergence or correctness of the algorithm. Basically, when a point is projected onto

the convex set C, it is moved closer to every point in C, including the optimal points. I.e.,

‖wwwt −www∗‖ = ‖P (vvvt)−www∗‖ ≤ ‖vvvt −www∗‖

where P is Euclidean projection on C, vvvt is the point before projection, and www∗ is the

optimal point.
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Algorithm 12: Cutting plane algorithm for learning submodular mixtures.

Input : S = {(xxx(t), yyy(t))}Tt=1 and the tolerance ε.

Wt ← ∅ for all t = 1, · · · , T ;

repeat

for t = 1, · · · , T do

H(yyy) , www>fff t(yyy)−www>fff t(yyy(t)) + `t(yyy);

Find the approximate cutting plane: ŷyyt ≈ argmaxyyy∈Yt H(yyy);

Determine the value of current slack variable: ξt = max{0,maxyyy∈S H(ŷyyt)};
if H(ŷyyt > ξt + ε then

Wt ←Wt ∪ {yyy∗t };
Update www by solving a QP with constraints based on

⋃
tWt.

until no Wt has changed during iteration;

Return : www.

Algorithm 13: Projected subgradient descent for learning submodular mixtures.

Input : S = {(xxx(t), yyy(t))}Tt=1 and a learning rate sequence {ηt}Tt=1.

w0 = 0;

for t = 1, · · · , T do

Approximate loss augmented inference: ŷt ≈ argmaxyyy∈Ytwww
>
t−1fff t(yyy) + `t(yyy);

Compute the subgradient: gggt = λwwwt−1 + fff t(yyy
∗)− fff t(yyy(t));

Update the weights with projection: wwwt = max(000,wwwt−1 − ηtgggt);
Return : the averaged parameters 1

T

∑
twwwt.
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For the second issue, we need to further analyze whether using good approximate infer-

ence would lead to good approximate learning. Before doing so, we note that there are two

types of approximation inference algorithms, namely undergenerating and overgenerating

approximations.

Consider a maximization problem

max
yyy∈Y

f(yyy) , f∗.

Undergenerating approximation algorithm always find a solution yyy ∈ Y such that f(yyy) ≤ f∗,
while overgenerating approximation algorithm always find a solution yyy ∈ Ȳ ⊇ Y such that

f(yyy) ≥ f∗. The greedy algorithm (Algorithm 4) or loopy belief propagation (Pearl, 1988)

are instances of undergenerating approximation algorithms. Relaxation methods, e.g. linear

programming relaxation, are overgenerating approximation algorithms. Note that under-

generating algorithms usually produces solution that is within the feasible region of the

problem. Overgenerating algorithms, on the other hand, generate solutions that might

belong to a superset of the feasible region. Therefore, solutions found by overgenerating

algorithms sometimes need to be mapped back to the feasible region (e.g., rounding of lin-

ear programing produced solutions) in order to produce a feasible solution, during which

the approximation guarantee no longer holds in some cases (Ravikumar et al. , 2008). For

learning submodular mixtures, we are particularly interested in undergenerating algorithms

since the greedy algorithm, one of the undergenerating algorithms, offers near-optimal so-

lutions for submodular maximization with certain (e.g., cardinality, budget, and matroid)

constraints (e.g., Theorem 9, Theorem 14).

Again, from a practical point of view, we focus on the quality of prediction obtained

from an approximately learned model. I.e., we seek to bound the risk (expected loss) of

predictions made by the approximately learned models. A nice bound shall be on the risk

gap, that is, the difference between the expected loss of predictions from an approximate (but

efficient) scheme and from exact (but intractable) methods. Table 5.1 summaries the results

(some of which are new in this thesis) of generalization bounds for approximate learning

using perceptron, cutting-plane and subgradient descent algorithms. Generalization bounds

for approximate learning with cutting-plane algorithms, with either undergenerating or
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Table 5.1: Summary of approximate learning performance.

Approximate algorithms Risk bound?

undergenerating
Perceptron

overgenerating

undergenerating Yes (Finley & Joachims, 2008)
Cutting-plane

overgenerating Yes (Finley & Joachims, 2008)

undergenerating Yes (this thesis, Theorem 23)
Subgradient

overgenerating Yes (Martins et al. , 2009b; Kulesza, 2009)

overgenerating inferences, have been shown in (Finley & Joachims, 2008); the analysis,

however, is only on training with a single example, and the risks bounds, rather than

bounding w.r.t. the risk under exact learning, are data-depend (actually, they depend on

the single training example assumed). For subgradient descent methods, generalization

analysis is available, but only for overgenerating cases, in (Martins et al. , 2009b; Kulesza,

2009). As far as we know, no generalization analyses are available for approximate learning

with perceptrons, or with undergenerating subgradient methods. We fill this gap and offer

risk bounds for approximate learning with undergenerating subgradient methods w.r.t the

expected risk under exact learning.

5.5 Theoretical Analysis

Definition 9. Given a class of functions and a maximization problem maxyyy∈Y f(yyy) , f∗, we

call an (undergenerating) algorithm a ρ-approximate algorithm if it finds a solution yyy′ ∈ Y
such that f(yyy′) ≥ ρf∗, where 0 ≤ ρ ≤ 1.

In Algorithm 13, one need to solve the so-called loss augmented inference (LAI):

yyy∗ ∈ argmax
yyy∈Yt

www>t−1fff t(yyy) + `t(yyy).

Note that if ` is modular (e.g. hamming loss) or submodular (e.g. see Section 5.6.2), the

ρ-approximate inference algorithm can also apply to this loss augmented inference to find a

near-optimal solution efficiently. However, when an approximate inference algorithm is used

in a learning algorithm, a good approximation of the score might not be sufficient, and it is
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possible that the learning can fail even with rigorous approximate guarantees (Kulesza et al.

, 2007). On the other hand, Ratliff et al. (2006b) show that the subgradient algorithm is

robust under approximate settings, and the empirical risk experienced during training with

approximate subgradients can be bounded in an online setting.

In particular, we have Lemma 7 where www∗ is the optimal solution of the convex learning

problem, and a vector ggg is called a γ-subgradient of f at www if for all www′, f(www′) ≥ f(www) +

ggg>(www′ −www)− γf(www) where 0 ≤ γ ≤ 1.

Lemma 7 (Ratliff et al. , 2006b). Assume r(www) is upper-bounded by 1. Let ŵwwt be the

solution produced at each iteration of Algorithm 13 with γ-approximate subgradient. For

λ =
√

1+log T

‖www∗‖
√
T

, ηt = 1
λt , and S(T ) = ‖www∗‖

√
T (1 + log T ),

1

T

T∑
t=1

`t(h(xxx(t); ŵwwt)) ≤
1

1− γ

(
1

T

T∑
t=1

rt(www
∗) +

S(T )

T

)
.

Note that a ρ-approximate LAI does not necessary imply any γ-subgradient because the

approximate ratio does not apply to the term −www>ft(yyy(t)).

To see that, let ŷyyt be the solution found by ρ-approximate LAI, i.e.

www>t−1fff t(ŷyyt) + `t(ŷyyt) ≥ ρ
(
www>t−1fff t(yyy

∗
t ) + `t(yyy

∗
t )
)

and let

ct(www) = www>fff t(yyy
∗) + `t(yyy

∗)−www>fff t(yyy(t)) +
λ

2
‖www‖2,

ĉt(www) = www>fff t(ŷyyt) + `t(ŷyyt)−www>fff t(yyy(t)) +
λ

2
‖www‖2,

we have

ct(www) ≥ ĉt(www)

≥ ρct(www)− (1− ρ)www>ft(yyy
(t)) + (1− ρ)

λ

2
‖www‖2

and we compute an approximate subgradient using ŷyyt:

ĝggt = ∇www ĉt(www)

= fff t(ŷyyt)− fff t(yyy(t)) + λwww



153

therefore, for any www′, we have

ĝgg>t (www′ −www) ≤ ĉt(www′)− ĉt(www)

≤ ct(www′)− ρct(www) + (1− ρ)www>ft(yyy
(t))− (1− ρ)

λ

2
‖www‖2

= ct(www
′)− ct(www) + (1− ρ)ct(www) + Ct(www)

and we see ĝggt does not necessary to be a (1− ρ)-subgradient of ct at www due to Ct(www).

To analysis the actual impact of ρ-approximate LAI in the learning procedure when

compared with the exact formulation, we provide risk bounds for the approximate learner

in Theorem 23.

Theorem 23. Assume wi, fi, i = 1, · · · ,M are all upper-bounded by 1, r(www) ≤ B, and

‖gggt‖ ≤ G. Let ŵww be the solution returned by Algorithm 13 using ρ-approximate LAI with

learning rate ηt = 2
λt and λ = G

M

√
2(1+log T )

T . Then for any δ > 0 with probability at least

1− δ,

E(xxx,yyy)∼D[`yyy(h(xxx; ŵww))] ≤ 1

ρ

(
1

T

T∑
t=1

rt(www
∗)

)
+ S(T ),

where

S(T ) =
MG

ρ

√
2(1 + log T )

T
+B

√
2

T
log

1

δ
+

1− ρ
ρ

M

Proof. Let

r(ŵww) = ŵww>fff(xxx, h(xxx; ŵww)) + `yyy(h(xxx; ŵww))− ŵww>fff(xxx,yyy).

Following (Martins et al. , 2009b), we adapt a result in (Cesa-Bianchi et al. , 2001) to get

for any δ, with probability at least 1− δ

E[r(ŵww)] ≤ 1

T

T∑
t=1

rt(wwwt) +B

√
2

T
log

1

δ
. (5.14)

note that r(ŵww) ≥ `yyy(h(xxx; ŵww)) by the definition of h, it suffices to bound the right hand side.

Since ct(www) is λ
2 -strongly convex, we have

ct(www
∗) ≥ ct(www) +∇wwwct(www∗ −www) +

λ

4
‖www∗ −www‖2.
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when an approximate gradient ĝggt is generated with ρ-approximate LAI, we have

ct(www
∗) ≥ct(wwwt) + ĝgg>t (www∗ −wwwt) +

λ

4
‖www∗ −wwwt‖2 − (1− ρ)ct(wwwt)− Ct(wwwt).

Rearrange to get

ρct(wwwt)− ct(www∗)− Ct(wwwt) ≤ ĝgg>t (wwwt −www∗)−
λ

4
‖www∗ −wwwt‖2 (5.15)

We upper-bound ĝgg>t (www∗ −wwwt). Using the update for wwwt+1, we get

‖wwwt+1 −www∗‖2 ≤ ‖wwwt − ηt+1ĝggt −www∗‖2,

and hence

ĝgg>(wwwt −www∗) ≤
‖wwwt −www∗‖2 − ‖wwwt+1 −www∗‖2

2ηt+1
+
ηt+1

2
G2.

Using above and the fact that ηt = 2
λt , summing Eq. 5.15 from t = 1, · · · , T , we have

T∑
t=1

(ρct(wwwt)− ct(www∗)− Ct(wwwt))) ≤
T∑
t=1

‖wwwt −www∗‖2
(

1

2ηt+1
− 1

2ηt
− λ

4

)
+
G2

2

T∑
t=1

ηt+1

= 0 +G2
T∑
t=1

1

λ(t+ 1)

≤ G2

λ
(1 + log T ),

which gives us

ρ
1

T

T∑
t=1

rt(wwwt) ≤

1

T

T∑
t=1

rt(www
∗) +

λ

2

(
‖www∗‖2 − 1

T

T∑
t=1

‖wwwt‖2
)

+
1− ρ
T

T∑
t=1

www>t fff t(yyy
(t)) +

G2

λT
(1 + log T )

≤ 1

T

T∑
t=1

rt(www
∗) +

M2λ

2
+
G2

λT
(1 + log T ) +M(1− ρ)

Combining above with Eq. 5.14 and choosing λ = G
M

√
2(1+log T )

T , we have the theorem.

Note that there are three terms in S(T ), while the first two terms vanish as T →∞, the

third term does not. Therefore, the additional risk incurred due to the use of ρ-approximate
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LAI for learning is (1−ρ)(R∗+M)/ρ, where R∗ = limT→∞
1
T

∑T
t=1 rt(www

∗). Thus, the better

(larger ρ) the approximation, the less the additional risk there will be. And when exact

inference is used (ρ = 1), the additional risk shrinks to zero.

In practice, as the approximation factor of a greedy algorithm on submodular maximiza-

tion is usually very close to 1 (Lin & Bilmes, 2010b), one could expect very little additional

risk when using Algorithm 13 with approximate inference on sums of submodular functions.

To the best of our knowledge, Theorem 23 is the first approximate learning bound for

subgradient algorithms with undergenerating (greedy) inference.

5.6 Learning Submodular Mixtures for Summarization

5.6.1 Submodular components for summarization

In Chapter 4, we have seen how submodularity naturally arises in the task of document

summarization, and by designing a class of submodular functions, we achieved better than

other results ever reported on several standard benchmark tasks. In this subsection, we

generalize the class of submodular functions introduced in Section 4.7 and craft a variety of

submodular components that are useful for document summarization. By learning the sub-

modular mixture with these components, we obtain even better results than those reported

in Section 4.7.3, and these results are, in fact, the best ever reported as far as we know.

Diversity component

Given a partition {Pk}k=1,··· ,K of the ground set V , we define diversity component as

fdiversity(S) =

∑K
k=1

(∑
i∈S∩Pk ri

)α
∑K

k=1

(∑
i∈Pk ri

)α , (5.16)

where 0 < α ≤ 1 is the curvature and ri ∈ [0, 1] is the singleton reward of element i ∈ V .

This function is similar to the diversity reward function in Eqn. 4.28 except that it is nor-

malized. In fact, when α = 0.5, fdiversity(S) = R(S)/R(V ) where R is the diversity reward

function defined in Eqn. 4.28. Therefore, the diversity component models the diversity of a

summary set S, by diminishing the benefit of choosing elements from the same cluster.
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A variety of diversity components can be produced by varying the curvature α, the

clusterings (partition), or the singleton rewards.

Clustered facility location component

Given a partition {Pk}k=1,··· ,K of the ground set V , we define clustered facility-location like

component as

fc-facility(S) =
1

K

K∑
k=1

max
i∈S∩Pk

ri, (5.17)

where ri ∈ [0, 1] is the singleton reward of element i ∈ V . This function has a similar form

to the well known submodular function, facility location function, but defined on a partition

of the ground set. We thus call it clustered facility location function. If a summary contains

multiple elements from a same cluster, the element with largest singleton reward will be

regarded as the “representative” of this cluster, and only the reward of this representative

will be counted into the final score. This again diminishes returns of choosing elements from

the same cluster and therefore fc-facility is submodular.

A variety of clustered facility location components can be produced by changing the

clusterings (partition), or the singleton rewards.

Fidelity component

Given a ground set V , we define fidelity component as

ffidelity(S) =
1

|V |
∑
i∈V

min

{ Ci(S)

Ci(V )
, β

}
, (5.18)

where 0 < β ≤ 1 is the threshold and Ci : 2V → R is a monotone submodular function

modeling how S covers the information contained in i. This function is the normalized

version of the coverage function defined in Eqn. 4.26. Basically, the saturation threshold

controls how much information needed to be covered for an element; once Ci(S) is large

enough such that the ratio of it over the its largest possible value (Ci(V )) is over the

saturation threshold, covering more information in i does not help increasing the function

value. Therefore, a larger value of ffidelity tends to have more i ∈ V well covered (to the

extent controlled by β).
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A variety of fidelity components can be generated by varying the value of β, or the types

of Ci functions.

5.6.2 Loss function in summarization

One problem of applying large margin approach describe above to NLP is that the cost

(loss) functions at evaluation time are not always well-defined and usually require human

annotations. In the document summarization task, the human generated summaries are

sometimes abstractive, and therefore even with human summarises, exact labels for train-

ing automatic extractive summarizers are not always available. On the other hand, the

widely accepted evaluation criteria for summarization is ROUGE score, which is basically

a submodular function that counts n-gram recall rate over human summaries.

Let S be the candidate summary (a set of sentences extracted from the ground set V ),

ce : 2V → Z+ be the number of times n-gram e occurs in summary S, and Ri be the set of

n-grams contained in the reference summary i (suppose we have K reference summaries, i.e.,

i = 1, · · · ,K). Then ROUGE-N (Lin, 2004) can be written as the following set function:

fROUGE-N(S) ,

∑K
i=1

∑
e∈Ri min(ce(S), re,i)∑K
i=1

∑
e∈Ri re,i

,

where re,i is the number of times n-gram e occurs in reference summary i.

fROUGE-N(S) is submodular (as shown in Theorem 22) but cannot be directly used as

loss function since it basically measures “accuracy” rather than loss.

An alternative is to use 1 − fROUGE-N(S) as loss function, which is, however, super-

modular. Note that in order to have the risk of the approximated learned model bounded,

performance guarantees are required for the approximation algorithms used in inference,

or loss augmented inference. When using 1 − fROUGE-N, which is supermodular as a loss

function, the objective function in the loss augmented inference (Eqn. 5.8) is at most su-

permodular. On the other hand, we want to use a submodular mixture as the score func-

tion to best match the diminishing return property that naturally arises in the task of

summarization. The resulting objective function for the loss augmented inference is then

a submodular function plus a supermodular function. While an approximate algorithm

(e.g., submodular-supermodular procedure (Narasimhan & Bilmes, 2005b)) is available to
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approximately optimize the sum of a submodular function and a supermodular function,

performance guarantees usually do not exist for these algorithms. In fact, any set function

can be represented as sum of submodular and supermodular functions. It is unlikely that

a polynomial time algorithm can solve an optimization problem for any set functions near-

optimally. Therefore, using one minus ROUGE as the loss function, although intuitively

sounded, is not algorithmically well-supported: the greedy algorithm no longer supplies

near-optimal solution when applying to the non-submodular objective, and the risk bound

shown in Theorem 23 no longer holds.

To address this issue, we propose a ROUGE-like loss function that measures the “com-

plement recall”:

`ROUGE(S) ,

∑
e∈R̄ min(ce(S), re)∑

e∈R̄ re
, (5.19)

where

R̄ = N\
⋃
i

Ri, (5.20)

N is the set of all the n-grams occur in the documents, and re is the number of times

n-gram e occurs in the documents. Instead of counting with respect to human summary

counts, it counts the n-gram overlaps of a candidate summary S to the complement of human

summaries. In particular, given the ground set, the set of n-grams contained in the ground

set is also given, i.e. N is fixed. Thus R̄ is basically the n-grams that are not covered by

any human references.

Intuitively, we want a summary S to cover as many reference n-grams as possible such

that it would get a high ROUGE-score; this is equivalent to having S overlap as little as

possible with the n-grams that are not in human references. In this sense, `ROUGE measures

the portion of how many n-grams in the complement of the reference ngrams set are covered

(i.e., “complement recall”), and when comparing summaries with the same size, the smaller

`ROUGE is, the better. The extreme case is that the human reference itself would have

`ROUGE equal to 0.
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Obviously, a summary that is empty would also have `ROUGE equal to 0 but it is not a

good summary. It is worth noting that `ROUGE only makes sense when comparing summaries

that are close to the same budget. Fortunately, most summarization algorithms would try

to consume every bit of the budget and contain as much information as possible under

the budget constraint. For summaries produced in this way, `ROUGE offers a fair indicator

of their quality: the smaller the loss value is, the larger reference n-gram overlaps there

are, and therefore the better the summary is. Since the greedy nature of our algorithm

(Algorithm 4) makes it always output summary candidates that closely meet the budget,

`ROUGE can sever as a loss function for learning submodular mixtures for summarization

tasks.

The major advantage of using `ROUGE as a loss function is algorithmic. Note that all

the theoretical analysis of submodular learning introduced in Section 5.5 relies on the fact

that a ρ-approximation algorithm is available for the loss augmented information. Recall

that the objective to optimize in LAI is the sum of a score function and the corresponding

loss:

s(xxx,yyy) + `t(yyy).

Since we use submodular score function for summarization, the above objective will be

submodular if the loss function is submodular. Fortunately, similar to fROUGE-N, the pro-

posed loss for summarization, `ROUGE, is also monotone submodular. Therefore, the LAI in

submodular mixture learning for summarization is exactly the budgeted submodular maxi-

mization problem (Problem 4), and efficient and near-optimal algorithms (e.g., Algorithm 4)

are then available. Consequently, all the theoretical analyses in Section 5.5 apply.

Not only theoretical well sounded, using the ROUGE-like loss function proposed here

moreover empirically outperforms directly using 1− fROUGE as a loss functions, as we will

see in Section 5.6.4.

5.6.3 Related work

Recently, Sipos et al. (2012) studied large margin learning of submodular score functions for

extractive document summarization. In particular, two types of submodular score functions
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were considered. The first one is the submodular function that we proposed in (Lin et al. ,

2009; Lin & Bilmes, 2010b), which is based on inter-sentence similarity (fpenalty in Eqn. 4.5),

and the second one is the canonical coverage function where each word is assumed to have an

importance score, and the score for a summary is the sum of the importance scores of words

that the summary contains (fconcept in Eqn. 4.23 and see Section 4.6.2 for details). Sipos

et al. (2012) parameterize submodular score functions by using linear models for inter-

sentence similarity and word importance. In other words, similarity or word importance is

modeled as weighted sum of features, and the weights are then the model parameters to

learn.

The representation of submodular score function in (Sipos et al. , 2012) turns out to be

a special case of a submodular mixture. To see this, denote the pairwise similarity between

element i and j as σi,j , and word importance for word v as ωv. A weighted parameterization

is then

σi,j = www>φφφ(xxx, i, j),

ωv = www>φφφ(xxx, v),

where www is the weight vector to be learned, and φφφ ∈ Rd are feature vectors. Since fpenalty is

linear in σi,j and fconcept is linear in ωv, the weight vector on σ or ω can be extracted out and

serves as the weights for submodular components while the original feature vector is then

converted into a new feature vector with values generated from submodular components.

Precisely, recall that

fpenalty(S) =
∑
i∈V \S

∑
j∈S

σi,j − λ
∑

i,j∈S:i 6=j
σi,j ,
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we have

fpenalty(S) =
∑
i∈V \S

∑
j∈S

www>φφφ(xxx, i, j)− λ
∑

i,j∈S:i 6=j
www>φφφ(xxx, i, j)

= www>

 ∑
i∈V \S

∑
j∈S

φφφ(xxx, i, j)− λ
∑

i,j∈S:i 6=j
φφφ(xxx, i, j)


=
∑
k

wk

 ∑
i∈V \S

∑
j∈S

φk(xxx, i, j)− λ
∑

i,j∈S:i 6=j
φk(xxx, i, j)


=
∑
k

wkf
k
penalty(S),

which is exactly a submodular mixture with components being submodular functions with

different inter-similarity measures (φk(xxx, i, j)). Similar analogy can be applied to fconcept as

well. I.e.,

fconcept(S) =
∑

v∈Γ(S)

ωv

=
∑

v∈Γ(S)

www>φφφ(xxx, v)

= www>
∑

v∈Γ(S)

φφφ(xxx, v)

=
∑
k

wk

 ∑
v∈Γ(S)

φk(xxx, v)


=
∑
k

wkf
k
concept(S).

Our submodular mixture framework is more general and flexible than the framework

proposed in (Sipos et al. , 2012). Although the authors claim that their approach applies

to all submodular summarization models, there are many submodular functions useful for

summarization that are not linear on either pairwise similarity or singleton importance.

For example, in the diversity reward function, we have a concave function over the sums of

singleton rewards, and even if using linear model for singleton rewards, the score function

is non-linear over parameters since the weights can not be linearly extracted, and thus
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the algorithms in (Sipos et al. , 2012) does not apply. Viewing each feature as input to

a submodular component, on the other hand, preserves the linearity on the parameters,

whereas all the algorithms introduced in Section 5.4 apply. Moreover, representing score

function using a submodular mixture is very powerful in terms of expressiveness, as we have

shown in Section 5.3.

In (Sipos et al. , 2012), a cutting plane algorithm with one minus ROUGE F-measure as

loss function was used to learn model weights. When doing the loss augmented inference,

they use our greedy algorithm (Algorithm 4) to approximately optimize the objective. Their

objective function, however, is not submodular, due to the non-submodular loss function

they use. Therefore, the LAI inference is no longer guaranteed to be near-optimal, and

the performance of approximate learning with their cutting plane algorithm is no longer

guaranteed (Finley & Joachims, 2008). Also, Sipos et al. (2012) apparently neglect the

fact that the learned similarity (or importance) should be non-negative, which are necessary

ingredients to preserve the submodularity of the learned score function. One simple way to

ensure this is to constrain the weights to be non-negative, as we do for submodular mixtures.

5.6.4 Results

We evaluated learning submodular mixture approach on DUC data 2003-2007, and demon-

strate results on both generic and query-focused summarization. See Section 4.7.3 for details

about the DUC data and the preprocessing steps.

Generating pseudo labels

The automatic summarizers of interest here are extractive. On the other hand, although

human references are available for all DUC tasks, they are not necessary extractive. In

other words, annotators had freedom to use their own words when summarizing a docu-

ment cluster, and were not restricted to use the exact sentences from the documents to be

summarized. Therefore, labels are not available for DUC tasks in the sense of supervised

training. To address this issue, we generate “pseudo labels” using the human reference.

Since ROUGE-N is monotone submodular (Theorem 22), we can use the greedy algorithm
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to optimize it near-optimally, given the human references. The outputs of Algorithm 4 over

ROUGE-N score functions are then used as pseudo labels. The pseudo labels are required

for certain type of loss functions, e.g., the hamming loss. For the ROUGE-like loss function

we proposed in Section 5.6.2, no extractive labels are required, and thus pseudo labels we

generated were only used for hamming loss in our experiments.

Query-independent summarization

Table 5.2: ROUGE-1 recall (R) and F-measure (F) results (%) on DUC-04. DUC-03 was

used as development set.

DUC-04 R F

Takamura & Okumura (2009) 38.50 -

Wang et al. (2009) 39.07 -

Lin & Bilmes (2010b) - 38.39

Best system in DUC-04 (peer 65) 38.28 37.94

Lin & Bilmes (2011a) 39.35 38.90

Submodular Mixture 40.43 39.78

The summarization tasks in DUC-03 and DUC-04 are generic summarization tasks. We

used DUC-03 as the training set for submodular mixture learning. There are in total 60

document clusters in the DUC-03 task, therefore we have 60 training examples in total. We

used a submodular mixture with 15 fidelity components for this task. In particular, the Ci
function we used is

Ci(S) =
∑
j∈V

δi,j

where δi,j is the pairwise sentence similarity between sentence i and j. We used three types

of sentence similarities. The first two are cosine similarities with unigram and bigram TF-

IDF vectors respectively (see Section 4.7.3 for more details about the similarity generation).

The third similarity is again cosine similarity but on the vector generated by latent seman-

tic analysis. For each of the similarity measure, we use five different saturation thresholds
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Figure 5.1: Performance evolvement of submodular summarization approach.

Best result in
other approaches

Lin & Bilmes, 
NAACL 2010

Lin & Bilmes,
ACL 2011

Lin & Bilmes,
EMNLP 2012

submitted

38

39

40

41

Non-monotone 
submodular obj.

Fidelity+Diversity Submodular mixture

RO
U

G
E-

1 
Re

ca
ll 

(%
)

(β = 0.01, · · · , 0.05), and thus we have 15 fidelity components in total. We used the pro-

jected subgradient algorithm (Algorithm 13) with ROUGE-like loss (Eqn. 5.19) to learn

this submodular mixture. The ROUGE-1 results are shown in Table 5.2. As we can see,

the result of the learned submodular mixture significantly outperforms all other previous

reported results, and is the best result ever reported on DUC-04 as far as we know.

Figure 5.1 shows how the performance of our submodular summarization approaches

have evolved in recent years.

We also compared the performance of using different loss functions in the subgradient

algorithm. Two other loss functions are considered: the hamming loss (which uses pseudo

labels), and the one-minus-ROUGE loss (non-submodular objective). The ROUGE-1 recall

score improvement as the number of iterations increases in the subgradient algorithm is

shown in Figure 5.2. Both the two ROUGE related loss functions outperform the Hamming

loss with pseudo labels, while the proposed ROUGE-like loss shows superiority over one-

minus-ROUGE loss.
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Figure 5.2: Convergence of projected subgradient algorithm with different loss functions

(training set: DUC-03, test set: DUC-04).
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Figure 5.3: Visualization of component weights and ROUGE-2 recall scores.
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Table 5.3: Component weights of the submodular mixture trained on DUC-05 and DUC-06

and single component performance (ROUGE-2 recall %) trained on DUC-05,06 and tested

on DUC-07.

Submodular component Component weight Single comp. ROUGE-2-R

clustering I 0.005 11.39

reward I clustering II 0.091 11.10

clustering III 0.071 11.22

fc-facility(S) clustering I 0.057 11.25

Eqn. 5.17 reward II clustering II 0.028 11.50

clustering III 0.095 11.36

α = 0.4 0.077 11.41

clustering I α = 0.5 0.062 11.46

α = 0.6 0.024 11.55

α = 0.4 0.090 11.52

reward I clustering II α = 0.5 0.074 11.79

α = 0.6 0.061 11.79

α = 0.4 0.088 10.52

clustering III α = 0.5 0.190 10.76

α = 0.6 0.150 10.60

fdiversity(S) α = 0.4 0.119 10.76

Eqn. 5.16 clustering I α = 0.5 0.082 10.49

α = 0.6 0.165 10.42

α = 0.4 0.135 10.45

reward II clustering II α = 0.5 0.111 10.46

α = 0.6 0.067 10.68

α = 0.4 0.141 10.55

clustering III α = 0.5 0.119 10.57

α = 0.6 0.101 10.57

ffidelity(S) β = 30
|V | 0.003 10.91

Eqn. 5.18

Submodular Mixture - 12.51
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Query-focused summarization

Since 2004, DUC summarization evaluation had started focusing on query-focused summa-

rization. See Section 4.7.3 for details about the data and our preprocessing procedures.

We tested our submodular mixture approach for summarization on DUC-05, DUC-06

and DUC-07 data. In particular, we used DUC-06 and DUC-07 as the training set for the

DUC-05 task, DUC-05 and DUC-07 as the training set for the DUC-06 task, and DUC-05

and DUC-06 as the training set for the DUC-07 task.

We used diversity components, clustered facility location components, and fidelity com-

ponents to form the submodular mixture for query-focused summarization. For the diversity

and clustered facility location components, clusterings were generated by CLUSTO (refer to

Section 4.7.3 for details). Three clusterings with different numbers of clusters were created

(K = 0.1|V |, 0.2|V |, 0.3|V |). As for the singleton rewards, we used both query-independent

and query-dependent singleton rewards. The query-independent reward for i is simply the

summation of the pairwise similarities of other other elements in V to i. For the query-

dependent reward, we simply used the number of terms (up to a bi-gram) that sentence j

overlaps the query Q, where the IDF weighting is not used (i.e., every term in the query,

after stop word removal, was treated as equally important). Therefore, in total, we have 6

clustered facility location components. We further used three curvatures in diversity compo-

nents (α = 0.5, 0.6, 0.7), which gives 18 diversity components in total. With one additional

fidelity component, we have 25 components in sum.

All the components, along with their ROUGE-2 recall scores, are listed in Table 5.3.

Where single component performance is refer to the ROUGE-2 recall score we got by training

each component on DUC-05 and DUC-06 and then testing them on DUC-07. The single

component’s performance is further visualized in Figure 5.3(b). In general, components with

query-dependent rewards do not perform well by themselves. However, when combined with

other query-independent components, they play significant roles and boot the performance

of the mixture to a level that is much better than any single components. This can be seen

from the component weights (listed in Table 5.3 and also visualized in Figure 5.3(a)) of the

final learned submodular mixture, where the weights on components with query-dependent
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Figure 5.4: Convergence of projected subgradient algorithm with different loss functions

(training sets: DUC-05 and DUC-06, test set: DUC-07).
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information take major mass of the weight distribution.

We also compared the performance of using different loss functions in the subgradient

algorithm. Similar to what have been observed in the generic summarization task, ROUGE-

like loss achieves better ROUGE score than those obtained by using the one-minus-ROUGE

score. In this case, we see performance of using Hamming loss decreases as the number

of iteration increases, presumably because the pseudo labels were in low quality, and also

optimizing (convex relaxation) of the Hamming loss does not necessary imply better ROUGE

scores.

When compared to other results reported in literature (See Table 5.4, Table 5.5 and

Table 5.6), our submodular mixture approach achieves best results ever reported on DUC-

05, DUC-06, and DUC-07.
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Table 5.4: ROUGE-2 recall (R) and F-measure (F) results on DUC-05 (%). We used DUC-

06 and DUC-07 as training sets.

DUC-05 R F

Daumé III & Marcu (2006) 6.98 -

Best system in DUC-05 (peer 15) 7.44 7.43

Lin & Bilmes (2011a) 7.82 7.72

Submodular Mixture 8.44 8.39

Table 5.5: ROUGE-2 recall (R) and F-measure (F) results (%) on DUC-06, where DUC-05

and DUC-07 were used as training sets.

DUC-06 R F

Celikyilmaz & Hakkani-tür (2010) 9.10 -

Shen & Li (2010) 9.30 -

Best system in DUC-06 (peer 24) 9.51 9.51

Lin & Bilmes (2011a) 9.75 9.77

Submodular Mixture 9.92 9.93

Table 5.6: ROUGE-2 recall (R) and F-measure (F) results (%) on DUC-07. DUC-05 and

DUC-06 were used as training sets.

DUC-07 R F

Toutanova et al. (2007) 11.89 11.89

Haghighi & Vanderwende (2009) 11.80 -

Celikyilmaz & Hakkani-tür (2010) 11.40 -

Best system in DUC-07 (peer 15) 12.45 12.29

Lin & Bilmes (2011a) 12.38 12.33

Submodular Mixture 12.51 12.40
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Chapter 6

WORD ALIGNMENT VIA SUBMODULAR MAXIMIZATION OVER
MATROIDS

We cast the word alignment problem as maximizing a submodular function under ma-

troid constraints. Our framework is able to express complex interactions between alignment

components while remaining computationally efficient, thanks to the power and generality

of submodular functions. We show that submodularity naturally arises when modeling

word fertility. Experiments on the English-French Hansards alignment task show that our

approach achieves lower alignment error rates compared to conventional matching based

approaches.

6.1 Introduction

Word alignment is a key component in most statistical machine translation systems. While

classical approaches for word alignment are based on generative models (e.g., IBM models

(Brown et al. , 1993) and HMMs (Vogel et al. , 1996)), word alignment can also be viewed

as a matching problem (see Figure 6.1 for an example), where each word pair is associated

with a score reflecting the desirability of aligning that pair, and the alignment is then the

highest scored matching under some constraints.

I have ... as an example of public ownership

je le ai ... comme exemple de propriété publique

Figure 6.1: An example of word alignment between an English sentence and a French

sentence.
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Several matching-based approaches have been proposed in the past. Melamed (2000)

introduces the competitive linking algorithm which greedily constructs matchings under the

one-to-one mapping assumption. In (Matusov et al. , 2004), matchings are found using an

algorithm for constructing a maximum weighted bipartite graph matching (Schrijver, 2003),

where word pair scores come from alignment posteriors of generative models. Similarly,

Taskar et al. (2005a) cast word alignment as a maximum weighted matching problem and

propose a framework for learning word pair scores as a function of arbitrary features of that

pair. These approaches, however, have two potentially substantial limitations: words have

fertility of at most one, and interactions between alignment decisions are not representable.

Lacoste-Julien et al. (2006) address this issue by formulating the alignment problem as

a quadratic assignment problem, and off-the-shelf integer linear programming (ILP) solvers

are used to solve to optimization problem. While efficient for some median scale problems,

ILP-based approaches are limited since when modeling more sophisticated interactions, the

number of variables (and/or constraints) required grows polynomially, or even exponentially,

making the resultant optimization impractical to solve.

In this chapter, we treat the word alignment problem as maximizing a submodular func-

tion subject to matroid constraints. Submodular objective functions can represent complex

interactions among alignment decisions, and essentially extend the modular (linear) objec-

tives used in the aforementioned approaches. While our extensions add expressive power,

they do not result in a heavy computational burden. This is because maximizing a mono-

tone submodular function under a matroid constraint can be solved efficiently using a simple

greedy algorithm. The greedy algorithm, moreover, is a constant factor approximation al-

gorithm that guarantees a near-optimal solution. In this paper, we moreover show that

submodularity naturally arises in word alignment problems when modeling word fertility

(see Section 6.3). Experiment results on the English-French Hansards alignment task show

that our approach achieves lower alignment error rates compared to the maximum weighted

matching approach, while being at least 50 times faster than an ILP-based approach.

Backgrounds on submodularity and matroids can be found in Chapter 2.
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I have ... as an example of public ownership

je le ai ... comme exemple de propriété publique

Figure 6.2: An example of modeling fertility using intersection of sets. Green lines represent

an alignment A, orange lines represent PFi where i indicates word “of” in the English

sentence, and |A ∩ PFi | suggests how many words in alignment A are aligned to word “of”.

6.2 Approach

We are given a source language (English) string eI1 = e1, · · · , ei, · · · , eI and a target language

(French) string fJ1 = f1, · · · , fj , · · · , fJ that have to be aligned. Define the word positions

in the English string as set E , {1, · · · , I} and positions in the French string as set F ,

{1, · · · , J}. An alignment A between the two word strings can then be seen as a subset

of the Cartesian product of the word positions, i.e., A ⊆ {(i, j) : i ∈ E, j ∈ F} , V, and

V = E × F is the ground set. For convenience, we refer to element (i, j) ∈ A as an edge

that connects i and j in alignment A.

Restricting the fertility of word fj to be at most kj is mathematically equivalent to

having |A ∩ PEj | ≤ kj , where A ⊆ V is an alignment and PEj = E × {j}. Intuitively, PEj is

the set of all possible edges in the ground set that connect to j, and the cardinality of the

intersection between A and PEj indicates how many edges in A are connected to j.

Similarly, we can impose constraints on the fertility of English words by constraining

the alignment A to satisfy |A ∩ PFi | ≤ ki for i ∈ E where PFi = {i} × F . See Figure 6.2 for

an example, where green lines represent an alignment A, orange lines represent PFi where

i indicates word “of” in the English sentence, and |A ∩ PFi | suggests how many words in

alignment A are aligned to word “of”.

Note that either of {PEj : j ∈ F} or {PFi : i ∈ E} constitute a partition of V . Therefore,

alignments A that satisfy |A ∩ PEj | ≤ kj ,∀j ∈ F , are independent in the partition matroid
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ME = (V, IE) with

IE = {A ⊆ V : ∀j ∈ F, |A ∩ PEj | ≤ kj},

and alignments A that satisfy |A ∩ PFi | ≤ ki, ∀i ∈ E, are independent in matroid MF =

(V, IF ) with

IF = {A ⊆ V : ∀i ∈ E, |A ∩ PFi | ≤ ki}.

Suppose we have a set function f : 2V → R+ that measures quality (or scores) of an

alignment A ⊆ V , then when also considering fertility constraints, we can treat the word

alignment problem as maximizing a set function subject to matroid constraint:

Problem 14. maxA⊆V f(A), subject to: A ∈ I,

where I is the set of independent sets of a matroid (or it might be the set of independent

sets simultaneously in two matroids, as we shall see later).

Independence in partition matroids generalizes the typical matching constraints for word

alignment, where each word aligns to at most one word (kj = 1, ∀j) in the other sentence

(Matusov et al. , 2004; Taskar et al. , 2005a). Our matroid generalizations provide flexibility

in modeling fertility, and also strategies for solving the word alignment problem efficiently

and near-optimally. In particular, when f is monotone submodular, near-optimal solutions

for Problem 14 can be efficiently guaranteed.

For example, in (Fisher et al. , 1978), a simple greedy algorithm for monotone submodu-

lar function maximization with a matroid constraint is shown to have a constant approxima-

tion factor. Precisely, the greedy algorithm finds a solution A such that f(A) ≥ 1
m+1f(A∗)

where A∗ is the optimal solution and m is number of matroid constraints. When there is

only one matroid constraint, we get an approximation factor 1
2 . Constant factor approxima-

tion algorithms are particularly attractive since the quality of the solution does not depend

on the size of the problem, so even very large size problems do well. It is also important to

note that this is a worst case bound, and in most cases the quality of the solution obtained

will be much better than this bound suggests.

Vondrák (2008) shows a continuous greedy algorithm followed by pipage rounding with

approximation factor 1 − 1/e (≈ 0.63) for maximizing a monotone submodular function
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subject to a matroid constraint. Lee et al. (2009c) improve the 1
m+1 -approximation result

in (Fisher et al. , 1978) by showing a local-search algorithm has approximation guarantee of

1
m+ε for the problem of maximizing a monotone submodular function subject to m matroid

constraints (m ≥ 2 and ε > 0). In this paper, however, we use the simple greedy algorithm

for the sake of efficiency. We outline our greedy algorithm for Problem 14 in Algorithm 14,

which is slightly different from the one in (Fisher et al. , 1978) as in line 14 of Algorithm 14,

we have an additional requirement on a such that the increment of adding a is strictly greater

than zero. This additional requirement is to maintain a higher precision word alignment

solution. The theoretical guarantee still holds as f is monotone — i.e., Algorithm 14 is a 1
2 -

approximation algorithm for Problem 14 (only one matroid constraint) when f is monotone

submodular.

Algorithm 14: A greedy algorithm for Problem 14.

input : A = ∅, N = V .

begin

while N 6= ∅ do

a← argmaxe∈N f(A ∪ {e})− f(A);

if A ∪ {a} ∈ I and f(A ∪ {a})− f(A) > 0 then

A→ A ∪ {a}
N → N \ {a}.

Algorithm 14 requires O(|V |2) evaluations of f . In practice, the argmax in Algorithm 14

can be efficient implemented with priority queue when f is submodular (Minoux, 1978),

which brings the complexity down to O(|V | log |V |) oracle function calls.

6.3 Submodular Fertility

We begin this section by demonstrating that submodularity arises naturally when modeling

word fertility. To do so, we borrow an example of fertility from (Melamed, 2000). Suppose

a trained model estimates s(e1, f1) = .05, s(e1, f2) = .02 and s(e2, f2) = .01, where s(ei, fj)

represents the score of aligning ei and fj . To find the correct alignment (e1, f1) and (e2, f2),
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. . . the ... of public ownership

. . . le ... de propriété publique

. . . the ... of public ownership

. . . le ... de propriété publique

0.40.7 0.60.7

Figure 6.3: An example of diminishing returns when modeling word fertility.

the competitive linking algorithm in (Melamed, 2000) poses a one-to-one assumption to

prevent choosing (e1, f2) over (e2, f2). The one-to-one assumption, however, limits the

algorithm’s capability of handling models with fertility larger than one. Alternatively, we

argue that the reason for choosing (e2, f2) rather than (e1, f2) is that the benefit of aligning

e1 and f2 diminishes after e1 is already aligned with f1 — this is exactly the property

of diminishing returns, and therefore, it is natural to use submodular functions to model

alignment scores.

To illustrate this further, we use another real example taken from the trial set of English-

French Hansards data. The scores estimated from the data for aligning word pairs (the,

le), (the, de) and (of, de) are 0.68, 0.60 and 0.44 respectively. Given an English-French

sentence pair: “I have stressed the CDC as an example of creative, aggressive effective public

ownership” and “je le ai cité comme exemple de propriété publique créatrice, dynamique et

efficace”, an algorithm that allows word fertility larger than 1 might choose alignment (the,

de) over (of, de) since 0.68 + 0.60 > 0.68 + 0.44, regardless the fact that the is already

aligned with le. Now if we use a submodular function to model the score of aligning an

English word to a set of French words, we might obtain the correct alignments (the, le) and

(of, de) by incorporating the diminishing returns property (i.e., the score gain of (the, de),

which is 0.60 out of context, could diminish to something less than 0.44 when evaluated in

the context of (the, le)).

Formally, for each i in E, we define a mapping δi : 2V → 2F with

δi(A) = {j ∈ F |(i, j) ∈ A}, (6.1)
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i.e., δi(A) is the set of positions in F that are aligned with position i in alignment A.

We use function fi : 2F → R+ to represent the benefit of aligning position i ∈ E to a

set of positions in F . Given score si,j of aligning i and j, we could have, for S ⊆ F ,

fi(S) =

∑
j∈S

si,j

α

, (6.2)

where 0 < α ≤ 1, i.e., we impose a concave function over a modular function, which

produces a submodular function. The value of α determines the rate that the marginal

benefit diminishes when aligning a word to more than one words in the other string.

Summing over alignment scores in all positions in E, we obtain the total score of an

alignment A:

f(A) =
∑
i∈E

fi(δi(A)), (6.3)

which is again, monotone submodular. By diminishing the marginal benefits of aligning

a word to more than one words in the other string, f(A) encourages the common case of

low fertility while allowing fertility larger than one. For instance in the aforementioned

example, when α = 1
2 , the score for aligning both le and de to the is

√
0.68 + 0.60 ≈ 1.13,

while the score of aligning the to le and of to de is
√

0.68 +
√

0.44 ≈ 1.49, leading to the

correct alignment.

6.4 Experiments

We evaluated our approaches using the English-French Hansards data from the 2003 NAACL

shared task (Mihalcea & Pedersen, 2003). This corpus consists of 1.1M automatically aligned

sentences, and comes with a test set of 447 sentences, which have been hand-aligned and

are marked with both “sure” and “possible” alignments (Och & Ney, 2003). Using these

alignments, alignment error rate (AER) is calculated as:

AER(A,S, P ) = 1− |A ∩ S|+ |A ∩ P ||A|+ |S| (6.4)

where S is the set of sure gold pairs, and P is the set of possible gold pairs. We followed

the work in (Taskar et al. , 2005a) and split the original test set into 347 test examples, and

100 training examples for parameters tuning.
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In general, the score of aligning i to j can be modeled as a function of arbitrary features.

Although parameter learning in our framework would be another interesting topic to study,

we focus herein on the inference problem. Therefore, only one feature (Eq. 6.5) was used

in our experiments in order for no feature weight learning to be required. In particular, we

estimated the score of aligning i to j as

si,j =
p(fj |ei) · p(i|j, I)∑

j′∈F p(fj′ |ei) · p(i|j′, I)
, (6.5)

where the translation probability p(fj |ei) and alignment probability p(i|j, I) were obtained

from IBM model 2 trained on the 1.1M sentences. The IBM 2 models gives an AER of

21.0% with French as the target, in line with the numbers reported in Och & Ney (2003)

and Lacoste-Julien et al. (2006).

We tested two types of partition matroid constraints. The first is a global matroid

constraint:

A ∈ {A′ ⊆ V : ∀j ∈ F, |A′ ∩ PEj | ≤ b}, (6.6)

which restricts fertility of all words on F side to be at most b. This constraint is denoted

as FertF (A) ≤ b in Table 6.1 for simplicity. The second type, denoted as FertF (A) ≤ kj , is

word dependent:

A ∈ {A′ ⊆ V : ∀j ∈ F, |A′ ∩ PEj | ≤ kj}, (6.7)

where the fertility of word on j is restricted to be at most kj . Here kj = max{b : pb(j) ≤
θ, b ∈ {0, 1, . . . , 5}}, where θ is a threshold and pb(j) is the probability that French word j

was aligned to at most b English words based on the IBM 2 alignment.

As mentioned in Section 6.2, matroid constraints generalize the matching constraint. In

particular, when using two matroid constraints, FertE(A) ≤ 1 and FertF (A) ≤ 1, we have

the matching constraint where fertility for both English and French words are restricted

to be at most one. Our setup 1 (see Table 6.1) uses these two constraints along with a

modular objective function, which is equivalent to the maximum weighted bipartite match-

ing problem. Using greedy algorithm to solve this problem, we get AER 21.0% (setup 1

in Table 6.1) – no significant difference compared to the AER (20.9%) achieved by the
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Table 6.1: AER results

ID Objective function Constraint AER(%)

1 FertF (A) ≤ 1,FertE(A) ≤ 1 21.0

2 FertF (A) ≤ 1 23.1

3
modular: f(A) =

∑
i∈E

∑
j∈δi(A)

si,j
FertF (A) ≤ kj 22.1

4 FertF (A) ≤ 1 19.8

5
submodular: f(A) =

∑
i∈E

(∑
j∈δi(A) si,j

)α
FertF (A) ≤ kj 18.6

Generative model (IBM 2, E→F) 21.0

Maximum weighted bipartite matching 20.9

Matching with negative penalty on fertility (ILP) 19.3

exact solution (maximum weighted bipartite matching approach), illustrating that greedy

solutions are near-optimal. Note that the bipartite matching approach does not improve

performance over IBM 2 model, presumably because only one feature was used here.

When allowing fertility of English words to be more than one, we see a significant AER

reduction using a submodular objective (setup 4 and 5) instead of a modular objective

(setup 2 and 3), which verifies our claim that submodularity lends itself to modeling the

marginal benefit of growing fertility. In setup 2 and 4, while allowing larger fertility for

English words, we restrict the fertility of French words to be most one. To allow higher

fertility for French words, one possible approach is to use constraint FertF (A) ≤ 2, in which

all French words are allowed to have fertility up to 2. This approach, however, results in a

significant increase of false positive alignments since all French words tend to collect as many

matches as permitted. This issue could be alleviated by introducing a symmetric version

of the objective function in Eq. 6.3 such that marginal benefit of higher fertility of French

words are also compressed. Alternatively, we use the second type of matroid constraint in

which fertility upper bounds of French words are word dependent instead of global. With

θ = .8, about 10 percent of the French words have kj equal to 2 or greater. By using the

word dependent matroid constraint (setup 3 and 5), AERs are reduced compared to those

using global matroid constraints. In particular, 18.6% AER is achieved by setup 5, which
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significantly outperforms the maximum weighted bipartite matching approach.

We also compare our method with model of Lacoste-Julien et al. (2006) which also

allows fertility larger than one by penalizing different levels of fertility. We used si,j as

an edge feature and pb(f) as a node feature together with two additional features: a bias

feature and the bucketed frequency of the word type. The same procedures for training and

decoding as in (Lacoste-Julien et al. , 2006) were performed where MOSEK was used as

the ILP solver. As shown in Table 6.1, performance of setup 5 outperforms this model and

moreover, our approach is at least 50 times faster: it took our approach only about half a

second to align all the 347 test set sentence pairs whereas using the ILP-based approach

took about 40 seconds.

6.5 Discussion

We have presented a novel framework where word alignment is framed as submodular max-

imization subject to matroid constraints. Our framework extends previous matching-based

frameworks in two respects: submodular objective functions generalize modular (linear) ob-

jective functions, and matroid constraints generalize matching constraints. Moreover, such

generalizations do not incur a prohibitive computational price since submodular maximiza-

tion over matroids can be efficiently solved with performance guarantees. As it is possible

to leverage richer forms of submodular functions that model higher order interactions, we

believe that the full potential of our approach has yet to be explored. Our approach might

lead to novel approaches for machine translation as well.
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Chapter 7

OPTIMAL SELECTION OF LIMITED VOCABULARY SPEECH
CORPORA

We address the problem of finding a subset of a large speech data corpus that is useful

for accurately and rapidly prototyping novel and computationally expensive speech recog-

nition architectures. To solve this problem, we express it as an optimization problem over

submodular functions. Quantities such as vocabulary size (or quality) of a set of utterances,

or quality of a bundle of word types are submodular functions which make finding the op-

timal solutions possible. We, moreover, are able to express our approach using graph cuts

leading to a very fast implementation even on large initial corpora. We show results on

the Switchboard-I corpus, demonstrating improved results over previous techniques for this

purpose. We also demonstrate the variety of the resulting corpora that may be produced

using our method.

7.1 Introduction

Large vocabulary spontaneous conversational speech recognition is one of the most chal-

lenging tasks in speech processing and is one of the most computationally demanding in all

machine learning. In recent times, very large amounts of transcribed data, with both many

tokens and many types, have become available. Some corpora have a vocabulary size as

large as one million and as many as 230 billion tokens (Chelba et al. , 2010)! While having

such a wealth of training data is useful from the perspective of producing better speech

recognition systems (there is no data like more data), the data size itself presents a serious

problem for novel speech recognition research.

Novel ASR systems are often not highly optimized or tuned, including at the implemen-

tation level (where low-level coding tricks and years of human effort can have a significant

speed and memory benefit) and also at the algorithmic level (where different or new algo-

rithms can later be discovered to more efficiently solve the same underlying problem). The
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more novel the idea, the more effort it takes to get it working on a large system since there

is less chance of potential implementation reuse from a pre-existing system. In general, it

is important to be able to test a novel idea quickly, without investing enormous amounts

of time on the engineering effort to make the ideas perform well, and if a new idea ends up

performing poorly, knowing this sooner rather than later will avoid futile work.

Novel speech recognition systems, moreover, deserve rich data on which to be evaluated.

For example, novel systems might not show their benefit on data lacking the characteristics

the novel system is designed to address. Now, large corpora are useful not simply because

they are large, but because they contain information simply unavailable in typical smaller

corpora. For example, a large corpus can contain not only rich phonetic variety but also a full

representation of that variety. That is, a large corpus has many samples of high probability

word pronunciations (certain pronunciations might even be over-represented, and less data is

sufficient to produce for an accurate model). Even low probability pronunciations, however,

might have a sufficient number of samples in a very large corpus to produce a good statistical

pronunciation model.

On the other hand, recent large data sets are unkind to novel ASR systems simply

because they are so large. ASR systems often have complexity that is linear in the number

of tokens and polynomial in the number of types (e.g., decoding using a trigram language

model with size-N vocabulary has, in the worst case, a complexity of at least O(N3)). A

challenge is determining how to quickly test a new system on large data sets.

One way to address this problem is to produce a smaller version of the corpus, and one

way to do this is to draw a subset uniformly at random. Any such subset, however, might

not possess the richness mentioned above. It should moreover be possible to produce a

smaller corpus that removes over-representation while retaining proper representation for

every speech unit. Ideally, we would like a process that can take a large corpus and produce

a subset that satisfies a particular purpose. For example, when vocabulary size is the key

attribute hindering the rapid evaluation of novel acoustic method, we might choose a limited

vocabulary subset of data of maximal size. On the other hand, we may wish to correct for

some other quality, such as imposing a bias against certain word forms. We moreover wish

the results from the corpus to be an accurate reflection of results from the entire corpus.
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In this chapter we address this problem by formulating it as an optimization problem via

the use of submodular functions (Fujishige, 2005a). As we will see, this allows us to express

the problem of corpus subset selection in a variety of flexible ways, suiting the needs of an

individual novel ASR system and its designer, and allows us to find the optimal solution

for our objective, improving on a previously proposed method for this purpose (King et al.

, 2005).

7.2 Why Not Greedy

Our goal is to create a corpus of spontaneous conversational speech with limited (small)

vocabulary. We do this by selecting utterances from a large vocabulary conversational

speech corpus (e.g., Swithboard). The question is: how can we select as much and as rich

acoustic data as possible while limiting the vocabulary size?

One straightforward and simple way to solve this corpus subset selection problem is to

use a greedy algorithm: Here, we start with an empty vocabulary. In each greedy step, we

add an out-of-vocabulary (OOV) word into the vocabulary if the amount of data containing

only and nothing other than this new vocabulary is maximized (this is made formal

below via function fsvb). The algorithm stops when the desired vocabulary size is reached.

This algorithm was used in (King et al. , 2005), for instance.

The greedy algorithm, although conceptually simple, could perform arbitrarily poorly

for the corpus subset selection problem. To see this, we first formalize the greedy approach

as follows. Let F be the set of distinct words (i.e., vocabulary, or types) in the original

(large) corpus. For Y ⊆ F , let the function ζ(Y ) denote the set of utterances that contain

only words in Y . Given an utterance v, let tv represent the amount of data contained

in x. For instance, in (King et al. , 2005), tv is the number of word tokens in utterance

v. The greedy algorithm then attempts to select a set of words such that a set function

fsvb : 2F → R is maximized, where

fsvb(Y ) ,
∑

v∈ζ(Y )

tv. (7.1)

Now it can be shown that fsvb is a supermodular (Narayanan, 1997b) set function (see

Appendix for a proof). Therefore, the greedy algorithm above attempts to solve the problem
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of maximizing a supermodular function subject to a cardinality constraint. Unfortunately,

the greedy algorithm in this case has an unboundedly poor approximation factor. For

instance, let F = {a, b, c}, f({a}) = 1, f({b}) = f({c}) = 0, f({a, b}) = f({a, c}) = 1,

f({b, c}) = p > 1 and the cardinality is constrained to be at most 2. This function f is

supermodular. Greedily maximizing f leads to a solution {a, b} with objective function

value 1, while the true optimal objective function value is p. Since p is arbitrary, the

approximation factor for this example is unboundedly poor. This is unsurprising, as it is

known that greedy algorithm works near-optimally only when maximizing a submodular

function subject to cardinality (knapsack) constraint (Nemhauser et al. , 1978), and this

nice property has been used in our previous work on selecting good unlabeled training data

to transcribe (Lin & Bilmes, 2009) and for document summarization (Lin & Bilmes, 2010b,

2011a).

7.3 Problem Setup

In this chapter, we treat the corpus creation problem as finding a subset of utterances

that simultaneously minimizes the vocabulary size and maximizes the total amount of data,

measured as either the number of utterances, the number of tokens in the utterances, or

duration of speech. The problem can be seen as a combinatorial optimization problem

defined on a bipartite graph. Let V be a set of corpus utterances, and let F be the vocabulary

(set of distinct words) contained collectively in these utterances. We define a bipartite graph

G = (V, F,E) where E ⊆ V ×F are the set of edges. Each (v, f) = e ∈ E is an edge between

an utterance v ∈ V and a word f ∈ F if utterance v contains word f (see Figure 7.1(a) for

example). The problem of interest is then:

Problem 15. We find X ⊆ V that maximizes the following objective function

w(X)− λΓ(X) (7.2)

where w(X) measures the amount of data contained in utterances X, Γ(X) represents the

vocabulary size associated with utterances X, and λ ≥ 0 is a tradeoff coefficient.

Intuitively, maximizing Eq. 7.2 simultaneously maximizes the total amount of data
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Figure 7.1: In subfigure (a), V = {v1, v2, v3, v4} represents four utterances, which might

be (from top to bottom) “yes”, “oh yes”, “oh right, right” and “right”; F = {f1, f2, f3} is

the vocabulary, i.e., f1, f2, f3 represent words “yes”, “oh” and “right” respectively. For

X = {v3, v4}, γ(X) = {f2, f3}. For Y = {f1}, ζ(Y ) = {v1}. In (b), the s-t graph

corresponding to Eq. 7.6.

(w(X)) and minimizes the vocabulary size (Γ(X)). Note that we optimize the vocabu-

lary size instead of having hard constraints on it. By changing the value of λ, we can

produce corpora with different vocabulary sizes, where each vocabulary size is determined

during the optimization process and is optimal in terms of balancing with the amount of

the associated data. In general, the larger λ is, the smaller the resulting vocabulary size

will be.

There are at least two advantages of formulating the corpus subset selection problem

as maximizing Eq. 7.2. First of all, this allows us to express the problem of corpus subset

selection in a variety of flexible ways, suiting the needs of an individual novel ASR system

its designer. Secondly, unlike the problem setup in (King et al. , 2005) where only a sub-

optimal solution is available, our optimization problem can be solved exactly and efficiently

by leveraging techniques of submodular function minimization. We discuss these two aspects

in more detail in the following two sections.
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7.4 Objective Functions

When designing a corpus for novel ASR system development, certain properties of the data

as well as certain word forms might be preferred, both of which can be easily modeled in our

approach by using different forms of the objective function (Eq. 7.2). In particular, we may

have different w functions depending on our needs. For instance, when w is the cardinality

function, i.e. w(X) =
∑

v∈X 1 = |X|, it measures the number of the utterances. In this

case, maximizing Eq. 7.2 will give us a corpus that favors a large number of utterances.

We can also have a weight on each utterance where the weight indicates how important the

corresponding utterance is, i.e., we can have w(X) =
∑

v∈X sv, where sv is the weight for

utterance x. When sv represents the speech time-length of utterance x,
∑

x∈X sv measures

the total speech duration of the utterances X, in which by maximizing Eq. 7.2, we will

have a bias on utterances that contain more speech. On the other hand, we can also have

different forms of Γ(X) to impose a bias against certain word forms. First, we define γ(X)

to be the distinct words that appear in utterances X. That is

γ(X) , {f ∈ F : ∃v ∈ X s.t. (v, f) ∈ E}. (7.3)

In other words, γ(X) is the vocabulary of utterances (corpus) X, and the cardinality of

γ(X) (i.e., |γ(X)|) is the size of the vocabulary (see Figure 7.1(a)). Then we can have

Γ1(X) = |γ(X)|, which represents the collective vocabulary size of utterances in set X. We

can also have

Γ2(X) =
∑

f∈γ(X)

pf , (7.4)

where pf indicates the unimportance of word f . A larger pf states that word f is less

important. This allows certain desirable properties of the vocabulary of the resultant corpus

to be expressed (e.g., words with more syllables might be preferred). Note if pf = 1,∀f ,

then Γ2 = Γ1.

In some case, incorporation of stop words (e.g., “about”, “after”, “all”, “am”, etc.) is less

desirable compared to content words that convey the semantic meaning of an utterance. Let

(Fs, Ff ) be a partition of F into stopwords Fs and Ff non-stop (function) words Ff = F \Fs.
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We can use the above modular function (i.e. m in Γ2) to put a preference against stop words.

I.e., for any f ∈ Fs and f ′ ∈ Ff , we would have that m(f) ≥ m(f ′). So far (empirically)

this has ended up performing poorly since it effectively reduces the vocabulary size down

only to the function words.

Alternatively, we can use a submodular function that has a preference away from stop

words — the function is a mixture of a modular function over stop words and concave-

submodular function over content words. I.e., we define

Γ3(X) = m(γ(X) ∩ Fs) + α
√
m(γ(X) ∩ Ff ) (7.5)

where α is a tradeoff coefficient. This function is such that once we start including non-stop

words, they become cheaper but the stop words retain their expense.

By using different forms of objective function, corpora suiting different needs can be

created. Table 7.1 illustrates several objective functions that we used in our experiments,

where for instance, Corpus D was created by maximizing the total speech duration in the

resultant corpus while limiting the vocabulary with preference for words with more syllables.

7.5 Algorithm

Note that maximizing Eq. (7.2) is identical to finding X that minimizes

L(λ,X) , w(V \X) + λΓ(X). (7.6)

For a given λ, if L(λ,X) is a submodular function on X, then minX⊆V L(λ,X) can

solved exactly in polynomial time (Fujishige, 2005a) Fortunately, all the aforementioned

w functions are modular (both submodular and supermodular), and all Γ functions are

submodular, making L(λ,X) submodular in all our cases. Therefore we can solve our corpus

creation problem optimally by leveraging submodular function minimization techniques.

To create a corpus with the desired property (e.g., a fixed upper limit on vocabulary

size), different values of the trade-off coefficient λ must be tried, where multiple calls of the

optimization algorithm are required. In other words, we do not have direct control over

the vocabulary constraint, only indirect control via λ. In our case, however, all possible

solutions for minX⊆V L(λ,X) for all possible λ ≥ 0 can be found in the same complexity
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as the complexity of solving minX⊆V L(λ,X) for a single λ, and moreover there are only a

finite (no more than |V |) number of distinct values of λ that makes a difference, all thanks

to submodularity.

Finding all distinct λ values (and minimizing sets) can be done using parametric sub-

modular function minimization. When using a push-relabel framework (Fleischer & Iwata,

2000), finding solutions for all λ requires only the same asymptotic running time as a sin-

gle submodular function minimization. Note that the push-relabel framework was firstly

introduced in (Gallo et al. , 1989) for network flow (graph cut) problems.

Now, interestingly, the submodular functions used in this chapter are all graph-representable.

In other words, we can convert our submodular minimization problem to the problem of

finding minimum s-t cuts in a graph, and therefore a fast parametric flow algorithm (Gallo

et al. , 1989) can be used to find all the solutions for the corpus creation problem for all

possible values trade-off coefficient λ, while only requiring the computational complexity of

running a single minimum s-t cut, which can be solved very efficiently even on very large

graphs.

We next describe how we convert our minimization problem into a minimum s-t graph

cut problem. Take minX⊆V w(V \ X) + λΓ2(X) for example. We build an s-t graph as

follows. Add a source node s and connect it to every node v ∈ V with weight tv. Add a

sink node t and connect to it every node in f ∈ F with weight λpf . Use an infinite weight

for every original graph edge (v, f) ∈ E. Now in such a graph, due to the max-flow/min-cut

theorem, any minimum cut cannot have any edge (v, f) ∈ E since that edge has infinite

capacity, and therefore, any minimum cut will consist of either:

1. all the edges {(s, v) : v ∈ V } having a cut value of
∑

v∈V tv = w(V );

2. all of the edges {(f, t) : f ∈ F} having a cut value of λ
∑

f∈F pf = λΓ2(V ); or

3. the edges {(s, v) : v ∈ V \X} ∪ {(f, t) : f ∈ γ(X)}, with a cut value of
∑

v∈V \X tv +

λ
∑

f∈γ(X) pf = w(V \X) + λΓ2(X).

Note that the first case has X = ∅, and the second case X = V , both of which are special
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Table 7.1: Objective functions used for Corpora A, B, C and D. tv and sv are the number of word tokens,

and the duration of speech in utterance v respectively. qf is the number of phonemes in the pronunciation

of word f .

Objective Function

Corpus ID w(X) Γ(X)

A |X| |γ(X)|

B
∑
v∈X tv |γ(X)|

C
∑
v∈X sv |γ(X)|

D
∑
v∈X sv

∑
f∈γ(X)

100
qf

cases of the third case. The transformation is shown in Figure 7.1(b). Therefore, finding

the minimum s-t cut will minimize our objective w(V \X) + λΓ2(X).

7.6 Experiments

We tested our corpus subset selection approach on Switchboard I. To be comparable with

(King et al. , 2005), we followed the same experimental setup. In particular, each side

of the long conversations in the Switchboard-I corpus was divided into shorter segments.

The initial cuttings used were based on the segmentations produced by Mississippi State

University (Ganapathiraju et al. , 1998). These segments were further divided into smaller

utterances at every silence longer than 500ms. The resulting utterances were pruned by

removing those containing disfluency and filler-model words: i.e., all word fragments (e.g.

sim[ilar]-), words ending in a digit, uh, [noise], i-, yeah, [laughter], huh, hm, [laughter-*],

uh-huh, um-hum hum, huh-uh, um.

We investigated several types of w and Γ function, and produced corpora with different

properties. In particular, we created four corpora (corpus A, B, C and D) using objective

functions illustrated in Table 7.1, and compare them to SVitchboard (SVB, corpora created

using the greedy algorithm (King et al. , 2005).) Note that in our approach the vocabulary

sizes of the resulting corpora are naturally determined by the objective rather than prede-

fined, and we choose those that are as close as possible to the SVB vocabulary sizes (10,

25, 50, 100, and 500) for comparison.
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Figure 7.2: Corpora statistics on the total number of tokens in the utterances, the duration

of speech, and the average number of phones in the pronunciations of the corpus vocabulary.

The plots correspond to a vocabulary size of 50.
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Corpus A was produced with the objective function that maximizes the number of

utterances while restricting the vocabulary size. It turns out that corpus A indeed includes

more utterances compared to other corpora (created with objectives that are not maximizing

the number of utterances) given the same vocabulary size. For instance, with vocabulary

size 10, corpus A contains 7615 utterances while SVB has 6775. It even contains more

utterances (26165 vs. 23670) with a smaller vocabulary (489 vs. 500), compared to SVB.

Corpora B and C were produced in a similar way as corpus A except that utterance

weights were used. In particular, for corpus B, each utterance was weighted by the number

of tokens it contains (i.e.
∑

x∈X tx measures the number of tokens in utterances X), while

in corpus C, each utterance was weighted by the duration of the non-silence speech (i.e.∑
x∈X sx measures the total speech duration of X). The resulting corpora B and C do

have the desired property. As illustrated in Figure 7.2(a), with vocabulary size 50, there

are 23124 tokens in corpus B, which is larger than those in SVB, or in corpora C and D;

there are about 122 minutes of speech in corpus C, which is more than those in SVB, or

in corpora B and D, as shown in Figure 7.2(b). Note that for corpus A, the vocabulary

size closest to 50 is 51, but all the remaining corpora have a λ yielding a vocabulary size

of exactly 50. While corpus C (at 50 types) is optimized for speech duration, corpus A is

slightly larger in this measure, due to it having a 51 types. Corpus C, however, also had a λ

corresponding to 51 types and in this case, a 51-type corpus C had a total speech duration

of 123.17, beating the 51-type corpus A with its total speech duration of 122.49.

In some situations, we may be concerned not only with the amount of data and the

vocabulary size, but also wish for the resulting vocabulary to possess certain properties.

Our method can handle such scenarios naturally and efficiently. For instance, a corpus with

a limited vocabulary but rich phonetic variety could be useful for research on novel pronun-

ciation modeling, and this is how we produced corpus D. We approximated the phonetic

richness by the number of phoneme tokens in the pronunciation of a word (Ganapathiraju

et al. , 1998). We used an objective function as shown in Table 7.1. Intuitively, by using this

objective function, words with more phones will have a lower weight and therefore a higher

chance of being selected. The resulting corpus D is well balanced in terms of corpus size

and vocabulary variety. Compared to SVB at vocabulary size 50, corpus D not only has a
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Figure 7.3: Venn diagram showing the vocabulary difference between SVB-50 (King et al.

, 2005) and our D-50.

vocabulary with longer average pronunciation length (Figure 7.2(c)) but also includes more

tokens (Figure 7.2(a)) and more acoustic speech (Figure 7.2(b)). We compare the complete

vocabulary of SVB-50 and D-50 using a Venn diagram in Figure 7.3, clearly showing that

D-50 has a richer lexicon (with words like “absolutely” and “definitely”).

7.7 Conclusions

We have presented a framework for selecting a limited vocabulary subset of a large speech

corpora. We show that a previous approach (King et al. , 2005) for this purpose is theo-

retically unjustified, while the selection process in our new approach is optimal in the sense

that formulating the subset selection problem as an optimization problem over submodular

functions leads to an optimal solution. Our approach can be scaled to very large initial

corpora, thanks to the efficiency of finding a minimum graph cut. Experimental results on

Switchboard show that our approach indeed produces limited vocabulary corpora with both

additional and richer acoustic data.
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Chapter 8

CONCLUSION AND FUTURE WORK

This chapter summarizes the main contribution of this dissertation and suggests direc-

tions for future research.

8.1 Main Contribution

The contributions of this thesis are tailored into two types. On the algorithm side, the

contributions are

• A modified greedy algorithm for submodular maximization with knapsack constraints

is presented. The algorithm is cheap enough to be applicable to large scale NLP

problems. Moreover, we generalize Khuller et al. (1999)’s theoretical result on opti-

mizing set cover function under knapsack constraint to budgeted optimization problem

with any monotone submodular objectives, and show that our modified algorithm is

a (1 − 1√
e
)-approximation algorithm for budgeted maximization of a monotone sub-

modular function. A scaling parameter on the cost of ground set element is also

introduced to account for the uncalibrated issue in the ratio-based greedy heuristic

(ratio of objective function gain over the cost), and we also show that with non-unity

scaling parameter, performance of the proposed algorithm is still bounded.

• Minimum-norm-point (MN) algorithm is the widely regarded as the most efficient

algorithm for general submodular function minimization. In this thesis, we offer the

first empirical study of the complexity of MN algorithm when applied to a real-world

application scale problem of practical interest. We show that the empirical complexity

of MN algorithm on a particular type of submodular functions that arises in practice

is not as good as the complexity of the combinatorial algorithms for submodular

functions minimization, giving some implications for the theoretical analysis of the



193

worse-case complexity of MN algorithm (as the complexity of MN algorithm is still

an open question). Moreover, acceleration methods are proposed which speed up MN

algorithm phenomenally in practise.

• A pilot study is presented for the submodular knapsack problem. We show the hard-

ness of this problem, with a theorem saying that there is no (ρ, σ)-bicriteria approxi-

mation algorithm for submodular knapsack problem, even with monotone submodular

function, for any ρ and σ with ρ
σ = o

(√
lnn
n

)
where n is the ground set size.

• Learning algorithms for learning submodular mixtures are presented, with contribu-

tion on analysis of the performance of approximate learning when approximate infer-

ence (decoding) is used. In particular, we show that the risk of approximate learning

is bounded by the risk of exact learning where exact inference is used.

Application-wise, the contributions are:

• We show that submodularity naturally arises in document summarization. In par-

ticular, we show that a lot of well-established methods for document summarization,

including the widely used maximum marginal relevance (Carbonell & Goldstein, 1998)

method, are actually corresponding to submodular function optimization, without be-

ing realized for decades before this thesis. Moreover, we prove that the widely-used

ROUGE score (Lin, 2004) for automatic summarization evaluation, and the score

used in recently popular Pyramid evaluation (Nenkova & Passonneau, 2004), are both

monotone submodular, giving further evidence that submodular functions are natural

fit for the score function of document summarization.

• We introduce a class of submodular functions that is not only monotone but also

models relevance and diversity simultaneously for document summarization. This class

of submodular functions is further generalized to a mixture of submodular components,

where each component might either models the relevance or models the diversity, and

might differs either in function forms or in function parameters. When evaluated

on the standard benchmark task for document summarization, namely Document
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Understanding Conference (DUC), we achieve best results ever reported on DUC-2004,

DUC-2005, DUC-2006, and DUC-2007.

• We provide a new angle of viewing word alignment problem in machine translation

by casting it as an optimization problem over matroid constraints. We show that

submodularity naturally arises when modeling word fertility. Experiments on the

English-French Hansards alignment task show that our approach achieves lower align-

ment error rates compared to conventional matching based approaches as well as an

ILP based approach.

• We address the problem of finding a subset of a large training data set (corpus) that

is useful for accurately and rapidly prototyping novel and computationally expensive

machine learning architectures. To solve this problem, we express it as an minimiza-

tion problem over a weighted sum of modular functions and submodular functions.

Quantities such as number of classes (or quality) in a set of samples, or quality of

a bundle of classes are submodular functions which make finding the optimal solu-

tions possible. We apply the principal partition to our problem such that solutions

for all possible trade-offs between a modular function and a submodular function can

be found efficiently. We show results for speech recognition on the Switchboard-I

speech recognition corpus, demonstrating improved results over previous techniques

for this purpose. We also demonstrate the variety of the resulting corpora that may

be produced using our method.

8.2 Future work

From the theoretical and algorithmic perspective, there are several open questions for the

work that presented in this thesis.

First, we have empirically shown some hard examples for minimum-norm-point algo-

rithm for submodular minimization. The open question is what is the complexity of MN

algorithm. Is it the case that, similar to the simplex algorithm for linear programing (Klee

& Minty, 1972), MN algorithm is efficient in practise but requires exponentially many steps
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in the worst case? This might be a hard question to answer, but on the other hand, it might

be possible to show some lower bound of the MN’s complexity by constructing a submodular

function such that the runtime of MN algorithm on this function can be analytically ana-

lyzed. For instance, the Iwata’s function is known to be ideal for MN algorithm (Fujishige &

Isotani, 2011), since only two major iterations, regardless the ground set size, are needed for

the MN when minimizing this function. Similarly, it might be possible to construct a least

ideal function for MN, upon whom the number of MN’s major iterations can be analytically

analyzed. The hard examples we found in this thesis might give some clue on constructing

such examples. Regarding to the acceleration method that we propose, the open question

is whether there is a general way to identify the resolution of a submodular function. Also,

it has been shown that warm-start usually helps for many optimization problem, and the

question is then whether there is some effective warm-start strategy for MN algorithm as

well.

Second, we have addressed the problem of approximate learning for submodular mixtures

by theoretical analysis the learning performance. The analysis depends on the fact that the

loss augmented inference can be solved approximately and efficiently, which requires the loss

augmented inference objective to be submodular. However, for many applications arises in

practise, the loss function that best models the problem is supermodular (e.g., the ROUGE

score for summarization), or neither submodular nor supermodular. The question is then:

is there a general way to handle a loss augmented objective that is not submodular, while

at the same time preserves the performance guarantee? One possible direction of research

for this problem is to use submodular surrogates for the true loss, analogs to the convex

surrogates for non-convex loss functions that people have been using.

Application-wise, there are some immediate applications from what have been shown in

this thesis. The approaches we proposed to query-focused summarization can be directly

applied to information retrieval. In particular, there is a growing interest on diversifying

search results. The motivation is that when an ambiguous query is received, a sensible

approach is to diversify the results retrieved for this query, in the hope that at least one

of the interpretations of the query intent will satisfy the user. In this scenario, our query-

focused summarization approach is directly applicable since the goals are exactly the same:
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finding the most relevant documents and at the same time being as diverse as possible.

In general, many beautiful theory and algorithms have been developed for the submod-

ular optimization, NLP problems are essentially combinatorial optimization problems, and

we believe that there are many more NLP problems can benefit from submodularity and

submodular optimizations. What we have shown, e.g., the success in document summariza-

tion by leveraging submodularity, is just a tip of an iceberg. We am very excited at the

prospect of continuing research on exploring submodularity in natural language processing.
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Appendix A

OMITTED PROOFS

Proof of fsvb is supermodular.

Proof. Note that

ζ(Y ∪ {k}) \ ζ(Y ) = {v ∈ V : (v, k) ∈ E

and (v, f ′) /∈ E,∀f ′ ∈ F \ Y ∪ {k}}.

For any A ⊆ B ⊆ F and k /∈ B, we have

ζ(A ∪ {k}) \ ζ(A) ⊆ ζ(B ∪ {k}) \ ζ(B)

since if ∀f ′ ∈ F \A∪{k}, (v, f ′) /∈ E, then it is also true that ∀f ′ ∈ F \B∪{k}, (v, f ′) /∈ E.

Therefore, we have

fsvb(A ∪ {k})− fsvb(A) =
∑

i∈ζ(A∪{k})\ζ(A)

mi

≤
∑

i∈ζ(B∪{k})\ζ(B)

ti = fsvb(B ∪ {k})− fsvb(B)

Lemma 8. if f is non-decreasing concave, for a, b, c, d ∈ R such that a ≤ b, c ≤ d, and

b− a ≥ d− c, we have f(b)− f(a) ≥ f(d)− f(c).

Proof. Find b′ such that b′ − a = d− c. Since b ≥ b′ and f is non-decreasing, we have

f(b)− f(a) ≥ f(b′)− f(a).

By Cauchy’s mean value theorem, ∃x ∈ [a, b′],∃y ∈ [c, d] such that

f(b′)− f(a) = (b′ − a)f ′(x)

f(d)− f(c) = (d− c)f ′(y)
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If b′ ≤ c, then x ≤ y; we have f ′(x) ≥ f ′(y) because of concavity. Therefore f(b′)−f(a) ≥
f(d)− f(c).

If b′ ≥ c, then a ≤ c ≤ b′ ≤ d, and ∃x′ ∈ [a, c],∃y′ ∈ [b′, d] such that

f(c)− f(a) = f ′(x′)(c− a) = f ′(x′)(d− b′) ≥

f ′(y′)(d− b′) = f(d)− f(b′).

Therefore, f(b′)− f(a) ≥ f(d)− f(c) always holds, which indicates that

f(b)− f(a) ≥ f(d)− f(c)

Proof of Theorem 8.

Proof. For any A ⊆ B ⊆ V and k /∈ B, by submodularity of f we have

f(A ∪ {k})− f(A) ≥ f(B ∪ {k})− f(B).

Since f is non-decreasing, we have f(A) ≤ f(B). By Lemma 1, we have

g(f(A ∪ {k}))− g(f(A))

≥ g(f(B ∪ {k}))− g(f(B))

Proofs of fMMR-I is submodular.

Proof. Since
∑

i∈S Rel(i) is modular, we only need to show
∑

i,j∈S,i<j Red(i, j) is super-

modular. Denote Red(i, j) as ai,j for simplicity. Since
∑

i,j∈S,i<j ai,j = 1
2

∑
i,j∈S,i6=j ai,j , we

have the increment of adding k ∈ V \ S \ {k} to S as∑
i,j∈S∪{k},i<j

ai,j −
∑

i,j∈S,i<j
ai,j =

1

2

 ∑
i∈S\{k}

ai,k +
∑

j∈S\{k}

ak,j


which is monotone increasing.
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Proof of Theorem 18:

Proof. When f is not monotone, by submodularity, we have

f(S∗) ≤ f(Gi−1) +
∑

u∈S∗\Gi−1

ρu(Gi−1)−
∑

u∈Gi−1\S∗
ρu(S∗ ∪Gi−1 − {u}). (A.1)

Our proof still holds for non-monotone function if

∀Gi−1,
∑

u∈Gi−1\S∗
ρu(S∗ ∪Gi−1 − {u}) ≥ 0. (A.2)

Since G1 ⊂ G2 ⊂ ... ⊂ G, by submodularity, the above (Eqn. (A.2)) is true if

∑
u∈G\S∗

ρu(S∗ ∪G− {u}) ≥ 0. (A.3)

Let A be the event that our algorithm performs near-optimally for non-monotone func-

tions. We have:

Pr(A)

≥Pr

 ∑
u∈G\S∗

ρu(S∗ ∪G− {u}) ≥ 0


≥Pr (∀u ∈ G \ S∗, ρu(S∗ ∪G− {u}) ≥ 0)

=Pr

 ∧
u∈G\S∗

ρu(S∗ ∪G− {u}) ≥ 0


=1−Pr

 ∨
u∈G\S∗

ρu(S∗ ∪G− {u}) < 0


≥1−KPr (ρu(S∗ ∪G− {u}) < 0, u ∈ G)

where the last inequality follows from the union bound and K is the largest possible size of

a feasible solution (i.e. within the budget constraint).

In the following, we bound Pr(ρu(S) < 0) for our objective function fMMR.
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Let

X = ρu(S)

=
∑
i∈V

wi,u − (2λ+ 2)
∑
j∈S

wu,j − (2λ+ 1)wu,u

=
∑
i∈V \S

wi,u − α
∑
j∈S

wj,u

where α = 2λ+ 1 and we assume wu,u = 0 (i.e. self similarity does not count.)

Assume that all edges weights are bounded: wi,j ∈ [0, 1] (which is the case for cosine

similarity). Also assume that edges weights are independently identically distributed with

mean µ, i.e. E(wi,j) = µ. We have

E(X) = (|V | − (α+ 1)|S|)µ. (A.4)

Applying Hoeffding’s inequality we have for any t ≥ 0,

Pr(X − E(X) ≤ −t) ≤ exp

{
− 2t2

|V |+ (α2 − 1)|S|

}
(A.5)

Let t = E(X) (which is greater than zero when |S| � |V |, we have

Pr(X ≤ 0) ≤ exp

{
−2(|V | − (α+ 1)|S|)2µ2

|V |+ (α2 − 1)|S|

}
(A.6)

Since |G ∪ S∗ − {u}| ≤ 2K − 1 = β � |V |, we have

Pr(ρu(S∗ ∪G− {u}) ≤ 0) ≤ exp

{
−2(|V | − (α+ 1)β)2µ2

|V |+ (α2 − 1)β

}
(A.7)

In sum, we have

Pr(A) ≥1−KPr (ρu(S∗ ∪G− {u}) < 0, u ∈ G) (A.8)

≥1−K exp

{
−2(|V | − (α+ 1)β)2µ2

|V |+ (α2 − 1)β

}
(A.9)

=1− exp

{
−2(|V | − (α+ 1)β)2µ2

|V |+ (α2 − 1)β
+ lnK

}
(A.10)
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Proof of Thorem 19.

Proof. ∀A,B ∈ V , we have

G(A) + G(B) = f(δ(A)) + f(δ(B))

≥ f(δ(A) ∪ δ(B)) + f(δ(A) ∩ δ(B))

≥ f(δ(A ∪B)) + f(δ(A ∩B))

= G(A ∪B) + G(A ∩B),

where the first and last equation is by definition in Eqn. 4.19, the first inequality is based

on the submodularity of f , and the second inequality is due to the non-decreasing property

of f .

Note that we use the fact that δ(A∪B) = δ(A)∪δ(B) and also that δ(A∩B) ⊆ δ(A)∩δ(B)

(i.e., ∀v ∈ A ∩B, we have δ(v) ∈ δ(A) and δ(v) ∈ δ(B), and therefore δ(v) ∈ δ(A) ∩ δ(B)).

However, δ(A ∩ B) ⊇ δ(A) ∩ δ(B) is not necessary true, so we are not able to achieve

equality here and thus the non-decreasing condition on f is necessary to achieve this second

inequality.
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