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Civil inspection images are notoriously difficult to interpret for those who were not

present during an inspection, and so they have historically had limited value in on-

going condition monitoring applications. Within the last decade the advent of in-

expensive digital imaging has compounded this problem by making it possible and

common to capture and report numerous images, creating information overload that

can easily overwhelm engineers and structure owners. More recently, developments

in electronics manufacturing and robotics have made automated structural inspec-

tion an emergent technology for civil engineers, which inevitably is leading to even

more digital image data that must be handled. This dissertation presents a system-

atic approach to capturing, processing, and representing inspection image data such

that the inherent value of these increasingly large data sets can be realized. Using a

data pipeline combining automated image capture, contextualized 3D visualization,

and robust computational imaging and regression techniques, the goal is to allow

engineers to view inspection images in their 3D spatial context, while aiding them

through enhanced damage detection routines, all while helping to minimize field in-

spection disruptions through the use of robotic imaging. In the development of this

pipeline and an associated prototype implementation, several key challenges have





been addressed: (i) automated systems capable of comprehensive field imaging; (ii)

3D reconstruction algorithms which provide accurate, photorealistic image interpre-

tations; (iii) robust computer vision algorithms suitable for field applications; and

(iv) nonlinear regression models which correlate the relationships between extracted

image information and structural performance. The results of prototype testing show

that, given due consideration to the inherently large data sets that robots produce,

systematic imaging can enable entirely new ways of visualizing and interacting with

inspection information.
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Chapter 1

DISSERTATION OVERVIEW
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Structural inspection and monitoring can be thought of as producing three types

of information: observations, images, and measurements (including sensor measure-

ments). In current practice, captured images are decontextualized and underutilized.

The purpose of this research has been to rethink how we capture and handle image

information, and to explore how a holistic approach to inspection imaging leads to

fundamentally new sources of information for inspectors and engineers. The result is a

systems-level concept and associated prototype implementation, illustrated in Figure

1.1.

3D	  Scene	  
Reconstruc.on	  

Image	  
Analysis	  

Damage	  
Es.ma.on	  	  

Comprehensive	  
Imaging	  

Figure 1.1: A conceptual overview of the image analysis pipeline

The research effort spans the length of this “information pipeline” from image

capture to data contextualization and interpretation to damage estimation, exploring

the challenges inherent to each step of this new process, and proposing solutions

where necessary. The technical challenges to be addressed included: (i) prototyping

of an automated system capable of comprehensive field imaging; (ii) development of

3D reconstruction algorithms that provide accurate, scalable, and photorealistic image

interpretations; (iii) development of robust computer vision algorithms suitable for

field applications; and (iv) the creation of statistical regression models which correlate

the relationships between extracted image information and structural performance.

Accompanying the overall system concept, prototype solutions to these challenges

are provided within this dissertation as self-contained chapters and are the primary

contributions of this research. The content of the dissertation is as follows:
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Chapter 2

This chapter begins with a discussion of the current state of practice for bridge inspec-

tion and assessment, along with the related discipline of structural health monitoring

(SHM). A literature review is provided. This is followed by a presentation of the

systems-level approach to inspection imaging which forms the primary hypothesis of

this research, as well as an overview of the author’s contributions to this field.

Chapter 3

Chapter 3 is a self-contained paper on the topic of robotic systems for structural

inspection. Structured as a survey paper, the emphasis is on considerations and

metrics for developing robots specifically for structural inspections. Any such robot

must have sufficient maneuverability to access often complex 3D structures. Relatedly,

inspection robots must guarantee, either through human piloting or autonomous path-

planning algorithms, that the entire structure is inspected comprehensively. Lastly,

proper sensors and instrumentation must be chosen so as to detect structural damage

and deterioration. The paper concludes with a discussion of outstanding challenges

in the field, as well as emergent technologies.

Chapter 4

Chapter 4 is a self-contained paper which provides a comparative study of two com-

mon 3D scene reconstruction techniques — the process of constructing 3D models

from 2D images — in the context of automated structural inspection (e.g. via un-

manned aerial drones). Structure from Motion and Image Mosaicing are considered.

Metrics were developed to compare the two techniques: (i) scalability and interactive

renderability; (ii) geometric reconstruction accuracy; (iii) reconstruction artifacts na-

ture and prevalence. A series of model reconstructions using both approaches were

developed and compared using these metrics.
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Chapter 5

Chapter 5 is a self-contained paper which presents a computer vision algorithm sup-

porting automated surface crack detection in structural concrete. The presented

algorithm is designed with the necessary robustness for field implementation in mind,

while being capable of operating on the large image sets provided by automated

imaging. Specifically, a clustering segmentation and feature extraction scheme that

exploits inherent characteristics of fracture images was developed and tested. The ap-

proach is shown to perform well on a wide range of highly varied images and provides

an improvement in detection accuracy relative to existing techniques.

Chapter 6

Chapter 6 is a self-contained paper which investigates the potential of regression-

based techniques utilizing computational computer vision information to estimate

post-earthquake damage in structural bridge columns. Images taken during a series

of tests on socket column bridge footings were analyzed using crack and spall detec-

tion and parameterization algorithms. The numerical parameterizations were then

correlated to the known level of maximum drift at the time the image was taken,

a key indicator of structural damage. The results indicate that there is a strong

relationship between extracted image information and structural damage. However,

further work is necessary to develop similar patterns for other structural elements and

loading patterns. Recommendations for optimizing future camera placements during

testing are also provided.

Chapter 7

Chapter 7 outlines suggested directions for future research. The overarching system-

level hypothesis has received proof-of-concept validation by means of the work pre-

sented in the preceding chapters. Future work seeks to explore not only how to
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extend such a system, but how to integrate it more fully into the larger structural

health monitoring paradigm.
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Chapter 2

RESEARCH MOTIVATION AND HYPOTHESIS
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2.1 Current Bridge Inspection Protocols

Bridges represent a critical component of infrastructure systems, and therefore condi-

tion monitoring via periodic inspection has long been a key part of bridge operations

and maintenance practice. There are more than 578,000 bridges in the US alone, most

of which must be inspected every two years, and so hundreds of millions of dollars

per year are spent on the inspection of trillions of dollars in assets. There are also

substantial indirect costs associated with required lane closures and related traffic dis-

ruptions. Making bridge inspection less costly, less obtrusive, more quantitative, and

more effective in regards to the type and quality of data collected thus can lead to sig-

nificant economic savings and safety improvements. This includes reductions in both

the direct and indirect costs of the inspections themselves, the avoidance of unnec-

essary repairs, the timely implementation of needed repairs, and the opportunity for

improved engineering that comes from improved understanding of field performance

of designs over time.

Current bridge inspection technology typically requires an inspection team and

support equipment to travel to a given bridge to make a series of qualitative obser-

vations. Thus, there are a number of personnel, equipment, and travel costs inherent

in this approach that scale linearly with the number of bridges needing inspection,

the frequency of inspection, the distance between bridges, and the life of the bridges.

During a structural inspection, inspectors capture local measurements and close-up

images of critical bridge components and damage. However, these photographs and

measurements are notoriously difficult to comprehend by anyone other than the in-

spection team themselves, as they are captured and organized in such a way that

they are decontextualized. The images are also presented in a qualitative manner,

with no standard methods in place to objectively analyze them. An inspection report

which includes the decontextualized data is passed to an engineer who is responsi-

ble for assessing deterioration to the structure, considering the temporal context of
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the inspection information. The engineer then passes an assessment to managers

charged with high-level policy decisions concerning system-wide resource allocations.

In general, the movement of data up through this decision-making hierarchy results

in huge losses of potentially useful and critical information, and this is equally true

in regards to the the transfer of data across time (i.e., from inspection to inspection).

Contrasting the effort and expense required to complete a typical bridge inspection

with the resulting outcome of passing up the chain a set of coarse-grained, essentially

qualitative assessments, it is clear that the cost-to-information ratio is unfavorably

high.

The reliability and consistency of the bridge inspection process was studied at

length by Phares et al. [2004]. The results of 49 individual inspections were compared

against an agreed upon standardized inspection. Condition assessments showed sig-

nificant variability, with 95% of all element ratings varying by more than 2 condition

levels (on a 1-10 scale). There was also substantial variability in both the quality

and quantify of field notes taken, as well as no consistency in how photographs were

taken.

The high degree of variability in current inspection practices inhibit structure

owners and future inspection teams from properly assessing the previous condition

of a structure and make life-cycle projections highly ambiguous. Furthermore, the

inherently qualitative nature of the process prevents engineers from repeatably and

reliably estimating current and future structural performance.

2.2 Current State of Structural Health Monitoring Practices

In order to address the shortcomings of current inspection practice, the most recent

decade has seen rapid growth in regards to the use of embedded, fixed sensors for

monitoring various kinds of structural systems in a number of contexts, including

applications such as damage, deterioration, and health assessments. Referred to as

structural health monitoring (SHM), it could ideally lead to unsupervised monitoring
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and condition assessment of infrastructure, reducing the need for disruptive and costly

human inspections. It could also drastically improve reliability assessments.

There are, in general, two sensing paradigms. Local sensors, of which strain gauges

are the most common example, capture material response at what is effectively a

single point on the structure. Since damage is not known a priori, local sensors have

inherent limitations with regards to SHM. One possible method of overcoming this

local sensing limitation is to embed an extremely dense array of local sensors within

the structure at the time of construction. However, the lifespan of these sensing

systems are not as long as as those of the structures they monitor. The materials and

electronics used to create sensing systems (e.g. piezoelectrics, silicon, constantan)

experience permanent performance degradation with repeated use and are therefore

not suitable for long-term monitoring.

The result is that in most cases global sensors, which measure the system response

and can be easily replaced during the lifespan of the structure, are the preferred

technology for health monitoring. Accelerometers are the most commonly used sensor

for this purpose. The basic principle for accelerometer sensing is simple: observe key

aspects of the global dynamic response of a structural system over time, and relate

changes in response to changes in the condition of the structure itself. The actual

application of this concept is quite complex, and much of the activity in this area

has focused on the development of sophisticated pattern recognition systems capable

of processing and organizing data obtained from an accelerometer array [Cruz and

Salgado, 2009].

Modern SHM systems are capable of detecting the fact that some kinds of dam-

age have occurred and, depending on sensor density, can in some instances determine

the general location of the damage[Elbehairy, 2007]. However, the definition, quan-

tification, and diagnosis of damage eludes modern systems. The reality is that the

engineer is attempting to locate and quantify local damage based on the global sys-

tem response, a challenging task in direct opposition to St. Venant’s principle, which
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states that local effects decay rapidly with distance.

2.2.1 Literature Review

No attempt will be made here to review the structural health monitoring field comprehensively—

there are a number of representative summary and overview papers that have been

published recently. The survey that follows is meant to illustrate the state of practice

as it pertains to the current research project.

Worden et al. [2007] discussed the general concepts and limitations of structural

health monitoring. They defined SHM as a 4-part process: (i) damage detection; (ii)

damage localization; (iii) damage categorization; (iv) damage quantification. With

regards to this process, a series of axioms has been established.

• All materials have inherent defects.

• Damage assessment involves a comparison between two system states.

• Damage detection and localization can be done using unsupervised learning,

however categorization and quantification can only be performed using super-

vised learning techniques.

• Sensors cannot measure damage and sensor measurements require intelligent

feature extraction for that purpose

• Damage initiation and evolution time and length scales dictate the sensor sys-

tem’s requirements

• Higher sensitivity to damage increases sensitivity to noise

• The frequency range of excitation governs the size of damage that can be de-

tected

Wang and Chan [2009] provided an overview of vibration based SHM techniques.

Detection is performed by analyzing the dynamic response of the structure and moni-

toring damage sensitive parameters. Modal shift analysis is limited to severe damage
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events due to noise corruption of the sensed ambient dynamic response. Various meth-

ods of dynamic parameter extraction are discussed. They conclude that while SHM

methods are capable of damage detection and general localization, quantification of

damage or long-term life predictions is not currently feasible.

Fritzen and Kraemer [2009] also provided a discussion of modern SHM, including

both time and frequency domain techniques, as well as modal analysis concepts. Lim-

itations due to sensor breakdown, environmental changes, model dependencies, and

sparse sensor networks are explained. Case studies in aerospace, civil, and mechanical

engineering are used to illustrate the capacity of modern SHM systems.

Cruz and Salgado [2009] evaluated six damage detection techniques, including two

case studies. COMAC (coordinate modal assurance criteria), which analyzes modal

displacements, has been found to be ineffective for all but the most severe damage.

Curvature and strain energy based techniques offer a more sensitive analysis, but an

accurate portrayal of structural mode shapes is essential for good results. Wavelet

based techniques which operate at varying time and frequency resolutions, as opposed

to Fourier techniques that only operate in the frequency domain, have become much

more prevalent in recent years. However they are prone to noise contamination and

are therefore better suited to severe damage scenarios. Of the two case studies, one

was a simulated event and the other a field test. The simulated case study showed

that noise levels as low as 1.0% of the signal amplitude dramatically decrease the

effectiveness of any vibration based method. Applications for wavelet based damage

detection were discussed in Jiang and Adeli [2007]. They used the multi-resolution

properties of wavelet signal processing, combined with a feedback neural network to

create a damage detection algorithm capable of overcoming some of the noise issues

inherent to wavelet decomposition. However, the resulting algorithm still required

the analysis of damage data on the level of ambient noise.

Friswell [2007] provided an overview of inverse methods for damage localization

and parameterization. Inverse methods attempt to localize detected damage by sys-
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tematically altering a highly detailed finite element model of a structure to match

in-service vibration information. There are a wide range of methods associated with

this technique, however all of them suffer from a dependency on a detailed finite el-

ement model of known accuracy. The reliance on models also means that structural

damage, which is indicated by relatively small changes in dynamic response, is often

on the order of errors due to imprecise modeling.

Sohn and Farrar [2001] developed a time domain analysis technique for damage

detection in machinery. Their technique relies neither on accurate finite element

modeling nor advanced knowledge of modal shapes. Time history acceleration data

is broken into subdivisions and an autoregressive weighting function is used to rep-

resent accelerometer readings within these subdivisions. As damage accumulates,

residual error between the current system function weights and the weights from a

known undamaged condition increases. Larger errors will accumulate from sensors

near damaged locations. Damage detection and localization success rates were high.

Sensor density is the limiting factor for the system. Their system was implemented

for civil structures by Lu et al. [2008] as part of a system designed to provide online

wireless structure monitoring. The time domain method was found to be well-suited

to embedded computer processing, however the sensitivity of the error function was

found to be on the order of low-level white noise errors, mitigating the effectiveness

of the approach.

An overview of time-series based methods is provided by Fassois and Sakellar-

iou [2007]. Relevant to the current research project is that, while most time-series

methods are capable of damage detection and some degree of localization, damage

quantification is not possible without prior knowledge of the behavior of a structure

in a damaged state. This knowledge can stem either from previous monitoring or

finite element analysis. This is less of a concern for the monitoring of manufactured

equipment, for which such data may be available, but is a more serious issue for civil

structures, which are constructed on site rather than manufactured, and are difficult
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to model with a high degree of accuracy.

A general discussion of the global/local sensing issue is presented by Mal et al.

[2007]. The inherent difficulty of using a sparse network of accelerometers to detect

local damage is expressed, and the various methods used to extract damage sensitive

parameters from global dynamic response are examined. The authors propose the use

of both local (in this case, ultrasound) and global sensors to monitor structures. To

this end, they have developed a damage detection method based on time-series data

which can universally process global and local sensor data.

Lynch and Loh [2006] performed a survey of wireless vibration sensing technolo-

gies. Wireless monitoring of structures is often advantageous due to reduced instal-

lation costs and fewer maintenance issues compared to wired sensor networks, along

with an increased capability for embedment within structures. Furthermore, wireless

systems can easily contain on-board capabilities for processing sensor data. This de-

centralized data management approach leads to reduced sensor power demands due to

more limited data transmissions. However, wireless sensors still have power demands

beyond what is possible with energy harvesting systems and the majority of research

in this area has been directed towards power minimization strategies. Furthermore,

these systems are still limited by the inherent gap between local phenomenon and

global response.

Several researchers have studied the long-term performance of sensors, an im-

portant aspect of embedded “cradle to grave” SHM. Middleton [1986] tested the

endurance of strain gauges for fatigue testing purposes. Most strain gauges failed

at cycle counts on the order of 104, with a maximum on the order of 106. Inaudi

[2004] tested the durability and reliability of fiber optic strain sensors. Strain gauges

were embedded in concrete bridges and monitored over a 7 year span. Failure rates

for strain sensors were 1% per year. Cyclic loading was shown to have no effect.

Testing by Muhlstein et al. [2001] indicate that MEMS sensors (commonly used for

accelerometers) experience nonlinear changes in compliance and resonant frequency



14

at cycle counts below what is typically experienced during a bridge’s lifespan.

Brownjohn [2007] discussed issues specific to civil infrastructure monitoring. He

emphasized that the breadth of structural system types means that it is challeng-

ing to implement a universal approach to monitoring. Furthermore, it is reiterated

that localized damage detection and quantification is still far from being a reality

outside of laboratory situations. Most in-service monitoring systems are devoted to

tracking known defects or logging stochastic loadings such as wind or heavy truck

traffic. He highlights several key problems with civil monitoring: a lack of estab-

lished cost-benefit analyses to supply to owners, inappropriate instrumentation or

over-instrumentation, the resulting data overload and storage problems, sensor com-

munication reliability, compensating for environmental factors, and an overall lack of

funding and collaboration with regards to SHM research.

The integration of SHM data into the larger framework of damage prognosis is

discussed in Farrar and Lieven [2007]. Damage prognosis is defined as the process of

assessing the current state of a structure and predicting future degradation and re-

maining lifespan. Farrar states that the challenge of prognosis is in integrating sensing

systems with computational intelligence techniques that draw upon past experiences

as well as analytical system models for the accurate prediction of remaining system

lifespans.

Liu et al. [2010] suggested a first step towards condition assessment and damage

prognosis. They paired an online damage monitoring system with an offline statistical

damage prognosis algorithm populated with data from known fatigue failures. They

were able to successfully predict future remaining fatigue life based on the statistical

predictions, but their system relied on a database of known damage information as

well as preknowledge of the failure mechanism, in this case fatigue.

One well known example of vibration based bridge monitoring was undertaken

by Soyoz and Feng [2009]. A three span continuous post-tensioned box girder bridge

was instrumented with wireless accelerometers placed at quarter-points along the
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span. Monitoring was performed over a 5 year span, beginning 4 years after the

bridge was put into service. Frequency domain techniques were utilized in assessing

changes to global modal parameters. High variation in the modal parameters (on

the order of ±10%) was encountered, due to mass participation from passing vehicles

and thermal effects. Modal frequencies were estimated to decrease 5% over the the

5-year monitoring period. A neural network approach was used to correlate the shifts

in global modal behavior to more localized stiffness degradation. A 2% decrease in

structural stiffness was estimated, but with variations on the order of ±3%.

2.3 Systems Approach to Inspection Imaging

Bridge inspections continue to operate in much the same way as they have for decades,

using subjective and highly variable visual methods and a limited information pipeline

for communicating inspection information. SHM technologies, while very effective at

certain tasks, have fundamental limitations stemming from the need to extract local-

ized structural performance characteristics from inherently global sensor information.

The net result is that, despite sweeping changes to computing and sensing technolo-

gies in the last two decades, civil infrastructure managers have so far been unable to

leverage these technologies for substantive improvements in maintenance practice.

Viewed through a different prism, the limitations of modern bridge maintenance

addressed in this research are threefold:

• Engineers disregard massive amounts of potentially valuable and quantitative

data in the form of unprocessed and decontextualized images.

• Human factors associated with the tedious, repetitive, and disruptive nature of

current inspection practices limit the repeatability and quantification of inspec-

tions while adding to their cost.

• Current monitoring methods are incapable of associating inherently local dis-

turbances with global system performance and long-term trends, the ultimate
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goals of any monitoring and maintenance practice.

This work presents an alternative, complementary inspection framework which

systematizes each step in the processing of inspection imaging (Figure 2.1). This

framework uses automated mobile imaging methods that in principle can deliver im-

age data from anywhere (and thus everywhere) on a structure. In conjunction with

systematic and automated inspections, 3D scene reconstruction and computer vision

methods are used to supplement the traditional qualitative visual inspection process

and potentially increase the effectiveness of embedded sensor systems. The resulting

computational image data are used not only in a damage detection role, but also

serves as the foundation of nonlinear regression methods which correlate visually ap-

parent damage information with actual levels of structural performance, allowing for

damage estimation rooted in image analysis. The key in all these contexts is to have

a framework that controls the flow and processing of image information in a manner

guaranteeing its comprehensivity and contextualizes it both temporally and spatially,

thus enabling robust computational analyses.

3D	  Scene	  
Reconstruc.on	  

Image	  
Analysis	  

Damage	  
Es.ma.on	  	  

Comprehensive	  
Imaging	  

Figure 2.1: The proposed bridge inspection imaging framework

It is useful to consider a future scenario in which the envisioned technologies are

fully realized. In this scenario an engineer receives notice that new inspection data

have been obtained from a particular bridge via periodic robotic inspection requir-

ing no traffic disturbance, crew travel/safety risk, or equipment rental. The engineer

brings up the data in the context of an interactive geometric model of the bridge and

queries the system to show all new indications of damage or deterioration since the

previous inspection. Each indicated location can then be zoomed in on and examined



17

with in-context, high-resolution images simulating the experience of viewing the struc-

ture in the field, but with optional image enhancement highlighting damage. A second

query could then request an update of all previously existing indications of damage

or deterioration, followed by zoomed-in animations of the evolution of the damage

over time. A third query could request that a particular area of damage be compared

against a national database to compare rates of growth relative to similar flaws in

similar classes of structures, which could further be used to extrapolate growth rates.

A fourth query could ask for correlation between damage growth between inspections

and embedded sensor data indicating loading and other environmental history during

the period in question. In the case of ambiguous or unclear visual data, additional

inspection could be requested using alternative sensing modalities (e.g., ultrasound,

infrared, etc.), and so on. Lastly, damage patterns could be used to estimate me-

chanical deterioration in the structure through regression models constructed from

experimental testing.

2.3.1 Contributions

In order to enable this pipeline, several outstanding obstacles are addressed in this

dissertation:

• a need for a data-collecting front-end system capable of comprehensive imaging

for real bridges in the field (Chapter 3)

• a means of accurately storing and representing inspection information in a pho-

torealistic 3D context (Chapter 4)

• a need for computer vision algorithms capable of robustly handling highly vari-

able field image scenarios (Chapter 5)

• knowledge of the correlations between parameterized image information and

sensor data (Chapter 6)
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In addition to the development of the overall pipeline, the initial solutions to these

obstacles are the specific contributions of this research project, and are the emphasis

of the four self-contained papers which make up the body of this dissertation.
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Chapter 3

ROBOTIC INSPECTION CONSIDERATIONS: A SURVEY
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3.1 Introduction

The rehabilitation and replacement of aging infrastructure, such as buildings and

bridges, represents an increasingly critical component of government and private in-

dustry budgets, and so condition monitoring via periodic inspection has long been a

key part of infrastructure operations and maintenance practice. This paper presents

a survey of the state of the art of automated inspection based on mobile platforms

(i.e., robots), which while still in a largely nascent phase of development, can offer

significant opportunities for improved inspection and monitoring.

The purpose of any inspection regimen is to provide engineers and infrastructure

managers with information that helps them assess the need for repairs, as well as

to project the remaining in-service life of the structure. During each inspection, the

goal is to find and assess signs of structural damage and distress. However, what

constitutes damage and how it is observed are not always readily apparent. The

deterioration of materials is not always directly observable and often occurs internal to

the structure itself. Therefore, most inspections look for changes from some baseline,

as-constructed state of the structure. Inspectors search not only for obvious damage

such as material cracking and rusting, but also for mechanical deformations and other

indicators of distress, such as water intrusion. This leads to three critical criteria which

need to be met by any inspection methodology. The inspection must comprehensively

inspect the structure, observing every possible surface for signs of damage. This

observation must be done repeatably, over the course of decades, to facilitate long-

term life-cycle projections. Lastly, measurement tools must be available to assess the

condition of the structure quantitatively where possible.

Current inspection methods and standards have been in place for decades. Con-

sider the process of routine bridge inspection. The typical bridge inspection requires

an inspection team and support equipment to travel to a given bridge to make a series

of qualitative observations. The inspection process is primarily visual and teams typ-
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ically spend their time closely examining all of the core components of the structure,

taking detailed photographs and logging observations. This element-based assessment

is submitted as part of a detailed report to the structure owner along with inspection

images and any field measurements. The report is archived and compared against pre-

vious inspection reports to provide the basis for a long-term life-cycle maintenance

strategy for the bridge. Studies of the reliability and consistency of this inspection

process reveal substantial variability in both the quality and quantity of field notes

taken, as well as little consistency in how photographs are taken [Phares et al., 2004].

The inherent limitations of current bridge inspection practice extend to the inspection

of other structures as well.

Compounding the problem is that the advent of digital imaging has enabled reports

to include potentially hundreds of inspection images, many of which are spatially

decontextualized, exacerbating information overload and providing limited additional

information. This lack of inspection consistency, ineffective image communication,

and corresponding data overload inhibit structure owners and future inspection teams

from properly assessing the previous condition of a structure and make life-cycle

projections unreliable.

Another key limitation to current inspection approaches is the accessibility of

infrastructure systems. In many cases, key system components are either completely

or partially inaccessible to inspectors. Often, visual access to these components can

only be gained through great expense and disruption to the general public. There

are also substantial indirect costs associated with required lane closures and related

traffic disruptions for transportation structures. It is difficult to quantify the costs

associated with either failing to detect critical damage or to err on the side of making

unneeded repairs, but they are undoubtedly substantial, as well. It is not surprising

that there have been a variety of efforts to make infrastructure monitoring less costly,

less obtrusive, more quantitative, and more effective in regards to the type and quality

of data collected.
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3.1.1 Robotic Infrastructure Inspection

Largely to address the aforementioned limitations of current inspection methods, a

new and emerging field of inspection robotics is developing. Robots promise less ob-

trusive and lower cost inspections, as well as increased objectivity and repeatability

for routine inspection tasks. In terms of robot development, the primary challenges of

a structural inspection are robust mobility, comprehensive path planning, and dam-

age perception. Perhaps the biggest impediment to widespread implementation of

inspection robots is that civil structures are rarely uniform in shape and scale, and

generally exist in exposed outdoor environments. Furthermore, structures are not

typically designed with considerations for easy inspection access and often require

scaling hundreds of vertical feet or navigation around complex 3D obstacles, all of

which makes robot mobility in the inspection environment highly challenging. In-

spection robots must also be capable of comprehensively inspecting a structure in

order to guarantee that its safety for use by the general population. This often re-

quires the development of motion path planning algorithms that guarantee complete

structure coverage by the chosen sensor array. Lastly, an appropriate sensor array

must be chosen to detect damage, wholly separate from sensors used for navigation

and control. Compounding the difficulty is that sensing must sometimes be done

in murky, low-light environments which degrades the usefulness of commonly used

sensors such as cameras.

3.1.2 Considerations of This Survey

Developing general-purpose robots that are capable of completely tackling all of these

challenges consistently in a wide variety of inspection environments is impractical in

the short term. Instead, more specialized robots have been developed that are de-

signed to help detect some of these changes or to give inspectors additional perfor-

mance information from non-visual sensors. The implementations of these robotic
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inspection systems and their associated research efforts are disparate due to the in-

terdisciplinary nature of the field. The purpose of this survey is to agglomerate these

efforts to represent the state of the modern field and to give researchers a clearer

understanding of the outstanding challenges.

A precise definition of what a civil structure is, and therefore exactly what should

be included in such a survey, does not exist. This survey will focus on the general class

of constructed infrastructure facilities that require routine or special case inspections

to assess their long-term viability. Included facilities for the purposes of this survey:

• Buildings

• Bridges

• Tunnels

• Roadways

• Storage Tanks

• Marine Structures

A key distinction to make is between robots that are used to assess structural

integrity, as opposed to robots that are designed to navigate infrastructure such as

those used to find survivors of a disaster. The latter have distinctly different sensing

and mobility criteria and are not included in this survey. Pipe inspection, which is a

mature field for inspection robotics and implementations, will not be discussed here.

The previous survey of pipe inspection robots by Tur and Garthwaite [2010] covers

this topic. Transmission line inspection robots were covered by Toussaint et al. [2009]

and will also not be discussed here.

This survey is organized into two primary sections. Discussed first are the funda-

mental mechanisms and methods for mobility, comprehensive inspection, and damage
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perception that have been implemented for robotic inspection. The second section

presents case study implementations of inspection robots. Some of the presented

robots were developed to study fundamental technical challenges for inspection robots,

such as mobility in inspection environments, while others represent full implemen-

tations being used commercially or in field testing. The survey concludes with a

discussion of outstanding challenges and emerging technologies.

3.2 Fundamental Mechanisms and Methods

3.2.1 Mobility

The majority of case studies and prototypes for inspections have focused on the prob-

lem of robust mobility for structural access. The approaches that engineers have taken

are varied but in general the associated locomotive mechanisms can be categorized

as ground-based, crawling, climbing, aerial, and marine propulsion (Figure 3.1). The

choice of mechanism must balance the trade-off between the need for robust, stable

locomotion with the flexibility required for a robot to gain access to all portions of

the structure.

Ground-based Mechanisms

Many successful inspection robots have operated on simple wheeled or continuous

tread bases. In highly unstructured environments, as in the case of post-disaster

assessment, these may be the preferred option due to the inherent robustness. Such

ground-based locomotion is also sensible in scenarios like tunnel inspection. Tunnel

inspection typically involves only the inspection of the interior lining of the tunnel

itself. This is a tedious and time-consuming task for a human, but it is also a task

which poses relatively little difficulty in the way of access to key inspection features.

Similarly, ground-based robots are a suitable choice for pavement inspection.

An extension of the ground based locomotion concept has been to affix more
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(a) Ground-based

(b) Ground-based with ar-

ticulator (c) Vertical crawler (d) Climbing/walking

Figure 3.1: Mobility schematics for selected inspection robots
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sophisticated articulators and end effectors to a wheeled base to provide access to

more difficult to reach portions of structures. This combination has proven especially

capable in scenarios such as bridge inspection, where complex 3D articulation is a

necessity.

Crawling Mechanisms

An adaptation of the ground-based mobility approach is to affix the robot to the

structure under inspection.This allows for access to difficult to access portions of the

structure, such as high elevation locations, and traversal of vertical surfaces. Such

robots are referred to here as “crawlers”. Crawlers have been widely implemented for

the inspection of steel storage tanks, with magnetic adhesion allowing the crawlers to

scale walls. While magnetic continuous treads are commonly used for adhesion to the

structure, some implementations are clamped to the structure itself. Crawling is also

the most common method for inspecting structural cables [Wang and Xu, 2007]. In

most cases, the biggest challenge is in creating crawlers capable of avoiding obstacles,

due to their need to be affixed to the structure for support. With regards to the

trade-off between stability and flexibility, crawling robots tend to maintain highly

accurate motion at the cost of limited flexibility.

Climbing Mechanisms

Instead of being constantly affixed to the structure, climbing robots are able to par-

tially disconnect from the structure. This enables the robot to more easily avoid

obstacles and move between individual structural elements. These robots typically

attempt to minimize the kinematic degrees of freedom (DOF) of the robot while

maximizing potential articulation so as to minimize the weight of the robot [Bala-

guer et al., 2005]. For most climbing robots, the core problem is how such robots

affix themselves to the structure. The chosen adherence mechanism for an inspec-

tion robot is often determined by the type of structure being inspected. Traditional
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grasping methods, which attempt to grab an arbitrary structure for adhesion, have

not been historically popular. Reliable grasping of structures is challenging due to

highly variable structural shapes and the large flat surfaces that robots must often

traverse. Suction based adhesion has been far more popular. Attachment is gained by

creating a suction between the end effectors of the robot and the structural surface.

The other core issue is how to carry an often heavy payload reliably, occasionally in

an inverted position. The capability to move between planar surfaces (e.g. floor to

wall) is also valued in an inspection environment and is a major advantage of climbing

robots over crawlers.

Aerial and Marine Propulsion

Entirely different methods of locomotion for inspection are utilized by unmanned

aerial vehicles (UAV) and unmanned marine vehicles (UMV). Using propulsion through

air or water for locomotion, these systems maximize system flexibility at the expense

of state estimation accuracy, as these systems are far more susceptible to environmen-

tal control disturbances which disrupt localization and motion planning. Because of

these control difficulties, most UAV and UMV systems are remotely operated vehi-

cles (ROV), eschewing autonomy for human-led control and navigation. UAVs include

quadcopter drones, rotary helicopters, and fixed-wing systems. UMVs are often clas-

sified as unmanned surface vehicle (USV) or unmanned underwater vehicle (UUV)

depending on whether or not the robot is capable of operating below the water sur-

face. There are many commercially available UAV and UMV systems, including the

Parrot drone [Bristeau et al., 2011] and COMETS [Ollero et al., 2004]. UMVs include

the VideoRay [Wang and Clark, 2007] utilized in several of the included case studies.

3.2.2 Comprehensive Path Planning and Autonomy

To date, robot autonomy has not been emphasized generally for structural inspection.

Most of the presented robots are tele-operated, in particular those which have been
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implemented for field testing. The exception are robots developed to inspect storage

tanks. The relatively simple shapes of these structures have facilitated the use of

coverage planning algorithms.

In order for autonomous inspection robots to gain acceptance as tools for civil

inspection, they must be able to guarantee repeatable and comprehensive inspection

through the application of planning algorithms. These path planning algorithms

are, in fact, typically coverage algorithms which strive to minimize the time and

energy required to guarantee a complete observation. The complex 3D nature of civil

structures often requires path planning in 3D, leading potentially to high-dimensional

configuration spaces and complex motion paths. Furthermore, the large scale of civil

infrastructure often prohibits the use of tethered power systems, so the ability to

efficiently inspect every facet of a structure is essential due to battery life limitations.

3.2.3 Sensing and Perception Mechanisms

Perception mechanisms for inspection robots, in addition to those necessary for control

and localization, are critical for accurate and reliable inspection of civil structures.

The sensors chosen should be able to represent as many of the characteristics of

structural distress as possible. This distress can manifest itself as changes to the

surface appearance of the structure, such as is the case with steel corrosion or concrete

cracking. But it may also exist as excessive deformation of the structure itself or as

distress which occurs below the surface of the structure. One example of this kind

of damage is corrosion in concrete rebar, which is sometimes only detectable by non-

visual methods.

The sensors used in inspection robots run the gamut of available sensing tech-

nologies. Often payload capacity and fundamental sensor demands dictate the imple-

mented mechanisms, as is the case with lightweight climbing robots and small UAVs.

By far, the most common sensors used by inspection robots are cameras. In most

applications, robots are directed simply to capture images of a structure, often in



29

the form of video. This sort of application is similar to current, human-led visual

inspections and so is an intuitive approach for robots, especially tele-operated ROVs.

However, there is typically a lack of back-end processing which can result in human

inspectors watching hours of inspection footage, looking for flaws. This issue has

caused a perceived lack of value for robotic inspection amongst structure owners and

managers.

Rangefinding sensors, such as sonar, have seen use in murky marine environments

where imaging is difficult. Sonar has been used to detect bridge pier scour, as well as

subsurface damage to dams. Infrared rangefinders, and the associated RGB-D cam-

eras, have seen less use due to the highly variable infrared response of civil structure

in changing environmental conditions.

Of key interest to structure engineers and managers is the capability of robots to

not only capture the surface appearance of structures, but to perceive the internal

integrity. There are a wide range of tomographic sensing methods used in robotic

inspections, with ultrasound being the most common. However, ultrasound requires

direct contact between the transducer and the inspection surface, which makes it im-

practical for many applications. Magnetic flux-leakage is commonly used to inspect

the integrity of steel structures. The detection of flux-leakage corresponds to a loss of

integrity of steel structures, with the sensor detecting disruptions in a produced mag-

netic field due to this leakage. This sensing method has been used to detect damage in

steel storage tanks, where imaging is difficult or impossible. Other tomographic sen-

sors which have been used for field structural inspection include ground-penetrating

radar, thermographic, and electromagnetic methods.

3.3 Case Studies and Field Implementations

The previous section presented an overview of means and methods for robotic struc-

tural inspection. In this section, the individual case studies are presented and dis-

cussed. The survey of developed structural inspection robots is subdivided based on



30

application:

• Bridge and tunnel inspection

• Storage tank inspection

• Post-disaster inspection and assessment

• General inspection (no specific application)

• Miscellaneous applications

The presented case studies utilize a broad range of locomotive mechanisms to gain

inspection access. Comprehensive inspection is achieved primarily through the use of

a human pilot, with limited robot autonomy. In most cases, CCD cameras are the

preferred sensing paradigm, although other sensing methods are explored.

3.3.1 Bridge & Tunnel Inspection Robots

For bridge and tunnel structures, even small flaws can indicate a serious risk to the

public. Therefore, routine and comprehensive visual inspections in which all available

facets of the structure are observed are mandated by federal and state laws. For

human inspectors, this often means sophisticated and expensive climbing equipment

and machinery or, in the case of marine bridge pier inspections, highly skilled dive

teams. Disruptions to the general public are also a major concern, as is the safety of

the public and the inspection team during an inspection. There are readily apparent

benefits to using robots in this context, however the complexity of the structures is

a significant impediment. Most robots developed for these applications tend to focus

on gaining inspection access.

One of the most common and valuable pieces of inspection equipment is the

“snooper” truck. A snooper uses a large, articulating arm with an inspection platform



31

to give inspectors visual access to the underside of bridge. Several researchers have

developed robotic inspection systems which use a snooper as a basic platform. Tung

et al. [2002] prototyped one such inspector. Their access solution consists of a simple

mechanical arm transported by the snooper. They developed an edge-finding based

crack detector as a complement to the system. A similar system was developed by

Oh et al. [2007]. Their system is transported along a series of rails (connected to the

snooper) to simplify controls. Modularity was emphasized to decrease both initial

and long term costs of the system. Similarly, Lee et al. [2008] used a rail-guided sys-

tem(Figure 3.2e). In all cases, damage detection is performed using a CCD camera,

which also enables teleoperation capabilities.

Huston et al. [2003] proposed adaptive, mobile sensor arrays capable of moving to

areas of detected importance. Complex, highly flexible robot concepts were avoided

in favor of low cost and simplicity. Mobility concerns, such as obstacle avoidance, and

autonomy were not considered. This led to the development of a robotic prototype

which clamps to the bottom of a steel beam and uses a video camera for damage

perception (Figure 3.3a).

Choset [2000] developed an inspection robot in response to the extensive rigging

and traffic control costs inherent in standard bridge inspections. The robot was of the

serpentine arm (proposed 12 degrees of freedom) variety so as to provide optimized

manipulation for bridge truss access, and was envisioned to ride on a larger vehicle

for maximum mobility. The recognized high motor and stiffness demands for this

approach, which requires long arm lengths, required the use of highly efficient arm

joints and motor assemblies. A resulting prototype, while only incorporates 2 degrees

of freedom, was tested. While the challenges of coverage planning for a 12 DOF

serpentine robot were recognized, they were not considered in the final prototype,

which is tele-operated(Figure 3.2a). Perception and arm control are performed using

a camera as an end-effector.

An unmanned aerial vehichle (UAV) was developed for bridge inspection by Metni
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and Hamel [2007]. They believed that a UAV provided the best solution to the

challenging access problems of the bridge environment. However, they also recognized

that, in order to provide enough flight stability for accurate imaging of damage,

that the UAV would have to rely on visual servoing to maintain its position while

hovering. This led to the development and testing of a control law that used the 3D

homography tensor as feedback. The system was tested on a local bridge and found

to be reasonably effective as a feedback mechanism. The prototype is tele-operated,

with hovering stability provided by the servoing law(Figure 3.2b).

Mazumdar and Asada [2009] proposed a fleet of smaller robots that would “live”

on a bridge, inspecting it constantly. Such a system would provide resolution in time

closer to what is provided by a static sensor network. In addressed the mobility chal-

lenges, they developed a robot connected via permanent magnetic connection(Figure

3.2c). The robot is able to slide across the bottom of a steel plate, but is fairly lim-

ited with regards to the range of motion. No autonomy or damage detection were

considered.

One of the most difficult challenges in structural inspection is the assessment of

reinforcing steel embedded in concrete. This is particularly true for bridges, where

access problems and environmental concerns make corrosion of reinforcement a serious

safety issue. Under guidance from the Federal Highway Administration (FHWA),

Ghorbanpoor et al. [2000] developed a crawling robot that uses magnetic flux leakage

(MFL) to sense the location of damaged or deteriorated reinforcement in a concrete

beam. The basic prototype robot clamps laterally to a beam while rolling along the

length of the span (Figure 3.2f). The emphasis of this work was on the use of MFL

for damage detection, and mobility and comprehensiveness were not design criteria.

Researchers at Oklahoma State University developed a bridge deck inspection

robot that looks for cracking in the bridge deck (driving surface)[Lim et al., 2011].

Their robot uses a Pioneer 3-DX robotic wheeled base for mobility, as bridge decks

do not pose an access challenge(Figure 3.3c). Damage detection is done primarily via
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CCD camera. Much of their work emphasized optimal path planning algorithms for

the robot based on optimizing the camera field of view to provide efficient paths for

comprehensive inspection.

DeVault [2000] developed a robot to assist underwater bridge pier inspection,

which has long posed access problems for human inspectors. Their system is semi-

autonomous, with onboard microcontrollers manipulating the system. The primary

damage sensing unit is an underwater video camera, although considerations for sonar

were made (Figure 3.3b). The resulting robot ia capable of making observations in

high turbidity conditions, but field-test results were not published.

Yu et al. [2007] developed an autonomous tunnel inspection robot capable of auto-

matically extracting crack information from tunnel surface images. The robot uses a

simple wheeled base for mobility, an appropriate choice for tunnel inspections, which

do not pose complex access challenges. A CCD camera is used in tandem with a

pan/tilt head to provide comprehensive imaging of the structural surface (Figure

3.2d). Autonomous planning was not implemented.

A slightly different robotic bridge inspection robot was developed by Mascarenas

et al. [2009]. Instead of using onboard damage sensing, an RC helicopter (Spectra G)

was used to wirelessly power and interrogate embedded sensors on a bridge. This

approach was taken to solve a longstanding problem with static sensor networks

monitoring of structures, that of long-term sensor power supply and management. A

Spectra G helicopter was fitted with the communications and powering device, which

broadcast power via an electromagnetic wave. No autonomy or onboard perception

was used, and one finding of the study was that human piloting of the helicopter was

unstable and challenging.

3.3.2 Storage Tank Inspection

Storage tank inspections are designed to check the integrity of the tank walls from the

interior of the tank. In steel storage tanks, structural distress normally takes the form
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Figure 5: Serpentine robot completing a model bridge 

(a) Serpentine robot by Choset et al (b) UAV by Metni et al
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(c) Mag-Foot by Mazdumar et al (d) Tunnel inspector by Yu et al
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(e) Snooper Based Robot (Lee et al) (f) Robot by Ghorbanpoor et al

Figure 3.2: Bridge and tunnel inspection robots
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(a) Bridge crawler by Huston et al.

(b) Underwater bridge robot (DeVault et

al)
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(c) Bridge deck robot (Lim et al)

Figure 3.3: Bridge and tunnel inspection robots, cont’d
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of corrosion and cracking of the steel vessel, as well as damage to seams in the welded

sections of the tanks. The value of a robot in this scenario is that the tank does not

necessarily have to be drained to enable inspection. Compared to bridge inspections,

storage tanks are relatively simple shapes. This has enabled more autonomy and

effort on comprehensive path planning in development efforts. The primary challenge

for robotic tank inspection is detecting damage in murky or dark conditions which

can preclude the use of common imaging systems.

The Neptune robot, developed by Schempf et al. [1995], is a mobile wall crawl-

ing robot designed to adhere to tank walls using magnetic continuous treads (Figure

3.4a). The robot is, in fact, part of a system which also includes a deployment

system and operator console. Autonomy in this setup is minimal, relying on tele-

operation for comprehensiveness. Damage detection is performed using a standard

CCD camera and ultrasound. The ultrasound sensors are essential for inspections in

non-transparent media.

Engineers at the Osaka Gas Company developed an inspection robot to improve

the accuracy of their storage tank weld inspection methods [Sogi et al., 2000]. The

robot also uses magnetic adhesion and is designed to automatically follow weld seams

(Figure 3.4b). Sensing is performed via a combination of ultrasound and high-

precision rangefinders, which measure the size and thickness of welds. Their system

reduces both the inspection time and the number of inspectors required.

The robot developed by Kalra et al. [2006] was designed to inspect storage tanks

from the outside. Similar to the Neptune system, it uses magnetic treads to adhere

to the tanks (Figure 3.4c). Much of the development was focused on path planning

algorithms to autonomously inspect the tank while avoiding obstacles such as weld

joints and minimizing the time required for complete inspection. No sensing, other

than a camera used for system verification, is included in the final prototype.

Research by Menegaldo et al. [2009] resulted in a robotic crawler for the inspec-

tion of ship hulls and steel offshore marine structures, which have similar inspection
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requirements to storage tanks. This robot also uses the magnetic tread concept for in-

spection access. Ultrasound is used for sensing wall thicknesses. While the crawler is

not autonomous, it does perform relative localization via Extended Kalman Filtering

of the inertial sensors and motor encoder.

Fury, a robot designed by Marsh et al. [2004] for the Army Corps of Engineers, was

designed to test underground storage tanks for leakage. Like other storage inspection

robots, Fury uses magnetic wheels to adhere to tank surfaces (Figure 3.4d). It was

designed to be small enough to enter underground tanks through access pipes, and

uses an articulated chassis to change planes of motion. There is no autonomy, as

Fury is tele operated. The onboard inspection sensors use ultrasound to measure wall

thickness.

Researchers at ETH Zurich Fischer et al. [2007] adapted the magnetic wall climb-

ing mechanism. Noting that many of the smaller inspection robots used in past

research made obstacle avoidance difficult, researchers developed a “mother-child”

approach. The larger, “mother”, robot is designed to avoid major access obstacles

and carry a “child” robot (Figures 3.5a & 3.5b)). The child robot is incapable of ob-

stacle avoidance, but it carries the sensor package and can navigate over thin-walled

tanks which likely to be damaged by a larger robot. Both robots use magnetic wheels

for mobility. The system is capable of limited autonomy, making decisions about

child deployment and obstacle avoidance, but inspection coverage planning was not

considered. No inspection sensors were carried by the prototypes.

One inspection tank robot using a different locomotive strategy is SURFY [Rosa

et al., 2002]. SURFY replaces magnetic wheels with vacuum suction, allowing it

flexibility for use on other surfaces and potentially improved mobility (Figure 3.5c).

Much of the research effort was devoted to control algorithms for the complex loco-

motive kinematics. The robot is completely tele-operated. Ultrasonic sensors were

used during field testing.
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(a) Neptune tank inspection system

(Schempf et a)l
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(b) Tank inspection robot (Sogi et al)

(c) Tank inspection robot by Kalra et al

(d) Fury tank inspection robot (Marsh et

al)

Figure 3.4: Storage tank inspection robots
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Figure 3.5: Storage tank inspection robots, cont’d
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3.3.3 Post-Disaster Inspection Robots

Post-disaster robots have been developed for scenarios where it may not be safe to

send human inspectors after events such as earthquakes and hurricanes. It is often

difficult to predict how much damage infrastructure has experienced during such a

disaster, and keeping structures closed afterwards can have significant impacts to

emergency responders and the general public. Robots in these scenarios must often

navigate challenging, unstable terrain while providing sensory information for triage

structural assessment.

Murphy et al. [2011b] field tested a series of surface and underwater remotely op-

erated vehicles (ROV) for use in post-disaster bridge pier assessment after Hurricane

Ike and Hurricane Wilma (Figure 3.6a). They used multiple commercial UMVs, in-

cluding both subsurface and surface marine vehicles. Subsurface scour inspection was

performed using a CCD equipped Video-Ray and an EcoMapper with sonar sensors.

Surface investigations utilized a Sea-RAI with both acoustic and CCD sensors. In

studies performed after Hurricane Ike, they found that control disturbances due to

currents were particularly difficult to handle, sending the ROVs off course. This led to

difficulties with 3D registration and reconstruction of image data as well as hazards to

the robots themselves. Furthermore, human-ROV interaction was often disorienting

due to the limited visual field of the on-board cameras. To address these localization

problems, a GPS equipped UAV (Like90 T-Rex helicopter) was incorporated for field

studies after Hurricane Wilma. It was used in tandem with the Sea-RAI surface ve-

hicle to aid in vehicle localization by means of a CCD camera observing the UMV

[Murphy et al., 2008].

An ongoing series of rubble crawling robots, the Souryu series, is being developed

by Arai et al. [2008]. Using durable continuous treads and a segmented chassis, these

robots are capable of traversing through rubble or other post-disaster environments

(Figure 3.6b). The most recent version, the Souryu-V, uses four cameras. Two are



41

a b

c

(a) Inspection robots used by Murphy et

al

used for search and assessment operations and two are used for teleoperation and

control of the robot.

Using a ground-based robot, Torok [2012] developed an assessment system which

performs 3D reconstructions of structural elements using Structure from Motion meth-

ods [Hartley and Zisserman, 2000] and uses the resulting 3D model to detect anomalies

in the structure such as the severe concrete cracking that results from an earthquake.

The robot uses a continuous tread system for mobility and a CCD camera for sensing

(Figure 3.6c). Robot autonomy was not studied.

3.3.4 Other Applications

The cables of suspension and cable-stayed bridges must be inspected regularly, and

are often of key concern for inspection and maintenance teams. Recognizing the
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(b) Souryu-V robot (Arai et al)

(c) Damage detection robot by Torok et

al

Figure 3.6: Post-disaster inspection robots

inherent difficulties and disruptions of these inspection, Xu et al. [2011] developed a

cable crawling robot to inspect structural cables. The robot chassis is designed to fit

a variety of cable diameters and avoid minor obstacles along the cable itself (Figure

3.7a). The robot also includes several safety mechanisms in case of system failure

at high elevations, which could jeopardize the robot, the structure, and the traveling

public. Two video cameras provide sensing. Autonomy was not implemented.

High-mast highway light poles require disruptive inspections, and the sheer num-

ber of required inspections for an owner represent a substantial cost. Polecat, devel-

oped by Sheth [2005] was developed as a response to this problem. A crawling robot,

Polecat utilizes a series of magnetic wheels to scale light poles, and is capable of

avoiding small obstacles due to the articulated suspension (Figure 3.7b). It includes

several failsafe features. A video camera provides sensing. The robot is tele-operated.

3.3.5 General Inspection Robots

Many prototyped inspection robots were not created for a specific application, but

were designed to test and solve specific challenges for inspection. One of the biggest
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(a) Cable inspector (Xu et al)

 

 

FIGURE 3.  Polecat in field inspection.  Strap and slip joint can be seen. 

(b) Polecat during inspection (Sheth et

al)

Figure 3.7: Robots for miscellaneous inspection purposes

impediments to using robots for structural inspection is that the geometry that robots

must traverse can be arbitrarily complex in many cases. The sheer variety of bridge

and building types dictates using robots capable of sophisticated 3D mobility. While

many robots have been developed to climb walls, far fewer have been designed to

navigate the challenging geometry of civil structures. The robots presented here were

developed for the express purpose of maneuvering on civil structures.

The climbing robot ROBIN, developed at Vanderbilt University [Pack et al., 1997],

was designed to not only climb structures, but to also carry inspection sensors.

ROBIN is a 4 DOF robot with enough articulation to transition from from hori-

zontal to vertical surfaces, as well as turn (Figure 3.8a). Adherence to a structure is

gained via vacuum suction, which permits adhesion to arbitrarily oriented flat sur-

faces. As the study was primarily focused on mobility, sensing and autonomy were

not considered.

In the development of several robots by Balaguer et al. [2005], the demand for
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lightweight systems was paramount. As climbing robots add complexity of motion

and additional DOFs, they inevitably grow in weight. The trade-off eventually makes

highly articulated robots impractical for field climbing scenarios. This observation

led to two series of robots. The ROMA robot is capable of moving in multiple planes

as ROBIN does. The first generation ROMA used a somewhat limited grasping

mechanism for adherence. The most current version, ROMA II, uses vacuum suction

for adherence. ROMA II is a 4 DOF robot, but is capable of sophisticated locomotion

(Figure 3.8b). The other robot, MATS, is a 5 DOF robot with high mobility (Figure

3.8c). No perception mechanisms are present on any of the robots.

Robug II, developed by Luk et al. [2005] was also designed to navigate in multiple

planes. Robug uses four articulated arms with a bifurcated chassis which allows for

better mobility in arbitrary environments. Each leg has 3 DOF and uses vacuum

suction for adherence (Figure 3.8d). Inspection sensing is performed using ultrasonic

sensors on the chassis.

The Alicia series, culminating with the Alicia3 [Longo and Muscato, 2006], was

designed around the criteria of light weight, vertical climbing ability, and obstacle

avoidance. The Alicia series began as crawling robots, but the Alicia3 has an artic-

ulated chassis which enables improved obstacle avoidance (Figure 3.8e). Adherence

is maintained by vacuum suction, and was successfully tested on concrete surfaces.

Infrared proximity sensors are used for obstacle avoidance, but no inspection focused

sensors were included.

Localization difficulties for UAVs were addressed in Caballero et al. [2005]. GPS

is commonly used to localize UAVs in unstructured environments, however GPS ac-

curacy varies with the number of available satellites and can fail entirely. A computer

vision based backup system was created which derived relative camera positions us-

ing sparse image features and subsequent homography estimations. The method was

tested with the COMETS UAV, localizing the UAV with respect to a building (Figure

3.8f).
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(a) ROBIN climbing robot

(Pack et al)

(b) ROMA II climbing

robot (Balaguer et al)

(c) MATS climbing robot

(Balaguer et al)

Fig. 15. Robug IIs performing an automatic floor-to-wall transfer.

(d) ROBUG II climbing

robot (Luk et al)

Figure 15. A test of the Alicia3 robot over an outdoor con-

(e) Alicia3 climbing robot

(Luono et al)

!
!

"#$%!&!'()*+,!-./#0123.4%!

!

(f) COMETS rotary UAV

used by Caballero et al

Figure 3.8: General inspection robots
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3.4 Summary of Robotic Technologies for Infrastructure Inspection
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3.5 Unsolved Challenges

The field of inspection robotics is still nascent, with many outstanding challenges still

unmet. Prototype robot development generally has not been focused on inspection

robotics per se, but on exploring particular aspects of the field. Robots that have been

implemented have been, more often than not, specialized devices which limit flexibility

to gain stability and robustness. From the perspective of an inspector, inspection

robots are still limited in their ability to access structures, comprehensively inspect

those structures, and to perceive and represent damage consistently and accurately.

Fail-safe measures to guarantee the safety of the general public during an inspection

also remain outstanding.

The need for flexible locomotive systems imply that UAVs and UMVs, in their

respective environments, are a way forward for inspection robotics. Yet the work done

by CRASAR [Murphy et al., 2008] highlights why the solution is far from simple.

These robots are susceptible to environmental control disturbances, especially if they

are operating in GPS denied scenarios. An ongoing challenge for these systems will be

the development of localization and control methods which can better leverage sensor

data. The authors see computer vision and sensor fusion methods as potential solution

techniques, such as those developed by Scherer et al. [2012]. Another important

challenge is developing locomotive mechanisms which can operate reliably without

risk to the general public (e.g. UAVs inspecting a bridge in traffic).

There is substantial need for more sophisticated autonomy and efficient coverage

planning algorithms, a limitation again tied to the challenging and varied inspec-

tion environment. On a more fundamental level, questions remain regarding whether

ROVs or fully autonomous robots are preferable for field inspection tasks. ROVs al-

low for operator correction to environmental disturbances, but they tend to mitigate

one major benefit of autonomous robots, accurate map building. Furthermore, they

provide no guarantee of a comprehensive inspection. Still, for the near future, teleop-
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eration is likely the preferred choice in unstructured and unknown environments such

as those that exist in post-disaster scenarios.

Finally, the authors have observed three challenges to accurate damage percep-

tion. First, while most sensors can detect damage such as cracking or corrosion, it is

much more difficult to detect mechanical deformations in a structure as these are often

subtle and complex 3D phenomena. The 2D visual representations cameras produce

exacerbate this limitation. Second, there is a need to determine acceptable accuracy

metrics for robotic inspection measurements and methods for using those measure-

ments to make quantitative structural assessments. Lastly, there are outstanding

questions about how to represent robotic inspection information to structure owners.

Simply supplying an engineer or owner with video footage and sensor measurements

leads to confusion and tedious back-end work such as reviewing hours of close-up

footage of structural components, and consequentially to a perceived lack of value for

inspection robotics systems. Work must be done to ensure that inspection work is

organized in a manner that makes the job of human data review and analysis simpler

and more intuitive.

3.6 Emerging Technologies

Robots, and in particular focused robot designs such as those often used for inspection

purposes, have shrunk in cost dramatically while expanding in capabilities thanks to

the ubiquity of embedded processors and sensing systems. This is largely due to the

expansion of the smartphone industry, but also because of the efforts and expansion

of the online robotics and electronics enthusiast communities. This affordability and

accessibility is already expanding the base of research, as civil engineers are now

capable of incorporating robotic technologies in their research.

There is a great deal of current research on the study of RGB-D systems, such as

those supplied by PrimeSense [PrimeSense, 2011]. These systems produce fully 3D

color point clouds and therefore are potentially capable of providing both intuitive
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representations of structural damage and of detecting mechanical deformations in the

structure. However, they use infrared depth sensing, which has inherent limitations

and noise susceptibility. For consumer entertainment purposes, for which they were

originally designed, this is not critical but it can produce significant problems for the

construction of accurate 3D environment maps [Huang et al., 2011].

Another area of recent research is in the field of RFID (radio frequency identifica-

tion) interfacing with embedded sensors [Lynch and Loh, 2006]. Incorporating sensors

permanently into civil structures has been the focus of several decades of research in

the civil engineering research community. However, these sensors must either be

hardwired for power and communications, which limits their durability, or they are

limited by the battery demands of wirelessly transmitting sensors. RFID potentially

solves this problem by using transmitters which are energized by the receiver itself. If

adapted to structural sensing systems, a robotic inspector could potentially energize

RFID tags and access structural performance information of a sort that is currently

impractical with embedded systems.

3.7 Conclusion

Developing robotic systems for infrastructure inspection requires a broad set of con-

siderations in addition to the common robotics challenges of power, autonomy, and

communications. The field environment that inspection robots must navigate is com-

plex and challenging to localize within. It also poses potential safety hazards to the

general public in the event of robot system failure. And the degree of sensing accu-

racy and repeatability necessary for structural inspection can potentially dictate the

design of motion control algorithms and payload demands.

Still, the potential advantages of robotic inspection systems outweigh the devel-

opment challenges. Current inspection practices are expensive and often dangerous

for both inspectors and the general public, and robotic systems can mitigate both the

costs and the risks. Lastly, if properly employed, inspection robots can also improve
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inspection practices by providing more quantitative inspection information than what

is typically gained from standard visual inspection methods.
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Chapter 4

3D INSPECTION RECONSTRUCTION VIA ROBOTIC
IMAGING
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4.1 Introduction

This paper presents methods capable of providing a virtualized bridge inspection ex-

perience based on robotically captured images embedded in a spatially and temporally

contextualized, photorealistic, 3D visualization environment. In particular, different

methods of 3D scene reconstruction are studied and compared in regards to suitabil-

ity for infrastructure inspection applications, considering fundamental issues such as

accuracy, artifact behavior, and resolution requirements.

Computing advances have led to an emerging field of inspection robotics [DeVault,

2000, Guo et al., 2009b, Lim et al., 2011], and will likely lead to the increased us-

age of robots as inspection tools in the near future. There are many decisions to

be made regarding the development of a robotic inspection system, as robots can be

human piloted or designed to autonomously perform inspections, and a wide range

of locomotive mechanisms are available for navigating structures efficiently. In terms

of damage sensing, robotic systems often provide massive sets of unstructured and

decontextualized digital images as the primary means of damage. In order to maxi-

mize the utility of inspection robots, these images must be processed and organized

to facilitate their usage.

Robotic inspection systems in current bridge inspection practices most commonly

utilize cameras to sense and observe structures during routine inspections. This type

of sensing is an intuitive one for inspectors who have for decades performed struc-

tural inspections primarily through visual observation [Hartle and Administration,

2004]. However, robotically captured images and videos typically have a narrow field

of view and are often high-resolution close-ups of the structure. These images are

fundamentally decontextualized, as they do not consider information in the context

of the structure the way a human observer in the field intuitively does. This decon-

textualization has been shown to lead to disorientation for robot operators [Murphy

et al., 2008] and devalues robotic inspection as a general practice since engineers must
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often parse hours of close-up video footage.

The need for contextualized back-end visualization development to keep pace with

front-end robotic capture technologies is apparent. By converting the 2-dimensional

images into photorealistic 3-dimensional geometric models of the structure, a robotic

inspection regimen can effectively “bring the inspection into the office” and enable

inspectors and engineers to engage with robotic imaging in a more intuitive manner.

Beyond the direct value of making inspection image data more comprehensible, a

properly calibrated 3D visualization environment can provide accurate inspection

measurements comparable to those performed in the field, and can enable time-history

analyses by accurately overlaying image data from repeated inspections throughout

a structure’s life-cycle.

In order to create photorealistic virtual bridge inspection environments, the images

captured during an inspection must be converted into 3D computer models, a process

known as scene reconstruction. There are two primary paradigms for constructing

3D models from the 2D monocular images commonly captured by robots. The first

paradigm consists of so-called näıve methods that require no knowledge of the scene

in the image or the location of the camera with respect to objects in the image,

and typically generate 3D point clouds of the reconstruction. The most commonly

used näıve approach today uses a process known as Structure from Motion (SfM)

to generate sparse 3D point clouds, followed by a series of associated methods to

develop dense 3D point clouds and eventually photorealistic 3D models of a scene

[Snavely et al., 2008]. The second scene reconstruction paradigm is referred to herein

as Image Mosaicing (IM). With IM, an underlying 3D geometric model is constructed

independently of the captured images. Using this known model, the captured 2D

images are calibrated and stitched together. They are then texture mapped onto the

underlying 3D geometric model.
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4.1.1 Prior Research

Scene Reconstruction for Infrastructure Maintenance

Jahanshahi et al. [2011] considered image stitching and scene reconstruction meth-

ods for civil inspection purposes. They utilized image stitching methods to detect

changes between two stitched scenes, allowing for time-history analyses from 2D in-

spection images. They did not use their technique to provide 3D reconstructions and

visualizations.

3D scene reconstruction via SfM and dense point cloud reconstruction has been ap-

plied in a wide variety of computer science applications [Snavely et al., 2008, Pollefeys

et al., 2004, Akbarzadeh et al., 2006, Pizarro et al., 2004]. Many of these applications

have focused on the reconstruction of single objects or on scene reconstructions that

do not consider scale accurate representations of fine details or the scalability of the

reconstructions to large models.

Researchers have tested the capabilities of photogrammetric reconstruction meth-

ods, including SfM, to provide photorealistic reconstructions for as-built construction

verification [Golparvar-Fard et al., 2011, Bhatla et al., 2012]. While these studies

tested the reconstruction accuracy of SfM methods, the studies were designed for

construction site inspections, as opposed to routine bridge inspections, and so the

reconstructions were not evaluated for inspection measurement accuracy or artifact

appearance but for their capability as a virtual “as-built” model. Furthermore, the

tested methods were considered for use by a human inspector without the restrictions

of robotic inspection in mind.

Torok [2012] applied the SfM method to a severely cracked concrete block. Images

were captured via a ground-based robot, which were then used to reconstruct the

object. The 3D reconstruction was then applied to provide crack detection capabilities

based on the reconstructed depth information. This study did not consider scene

reconstruction accuracy or the performance of the SfM method on structural materials
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other than concrete.

In the work of Dai et al. [2011], a methodology for assessing the suitability of recon-

struction algorithms was developed. The proposed method involved: (i) identifying

relevant target objects; (ii) reconstructing the target objects; (iii) taking measure-

ments of the objects using both the reconstructed model and the physical test object;

(iv) comparing the two sets of objects. The system was not tested in the context of

reconstruction accuracy.

Typically, IM is used to reconstruct objects with arbitrary complexity and where

photorealism, not accuracy, is the primary metric [Lensch et al., 2000, Jankó et al.,

2005]. In the context of civil inspection, Früh et al. [2004] used aerial images captured

at an oblique angle, mapping them to a known 3D model of a city. Images were

registered to the model by matching line segments in the 3D model to line segments

in the images. The method was not designed for bridge inspection, as the level of

image detail available from satellite images is inadequate for inspection purposes.

The most detailed assessment of an IM system was presented in Jauregui et al.

[2006]. This research analyzed both the accuracy of a commercial IM method, as

well as an associated method for generating 3D models of a scene, in the context of

routine inspections. The technique required previously defined targets on a structure

to aid in the reconstruction. The IM method was found to be suitably accurate for

reconstruction, but the accuracy assessment did not consider flaw detection or the

nature of reconstruction artifacts.

Robotic Bridge Inspection

Researcher have for several decades explored using robots to perform routine bridge

inspections. Such robots have take many forms, ranging from complex articulators

attached to vehicles [Choset, 2000, Tung et al., 2002, Lee et al., 2008] to smaller

crawling robots [Huston et al., 2003]. Recently, researchers have considered using

unmanned aerial vehicles (UAV) [Metni and Hamel, 2007, Caballero et al., 2005]. The
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lightweight nature of such robots restricts the allowable sensor payload and limits the

application of heavier tomographic or laser-based sensing systems. Instead, UAVs

tend to rely on digital camera imaging as the primary means of perception due to the

low weight and minimal power consumption of such sensors.

The challenges of processing and representing robotically captured images were

explored during a series of post-disaster robotic inspections [Murphy et al., 2011b,a,

2008]. In this work, unmanned aerial and marine robots were used to inspect struc-

tures in post-disaster scenarios. One of the key findings of the studies was that the

robotically captured imaging is often disorienting and confusing to both the robot

operator and the end-user.

4.1.2 Contributions of this work

Photorealistic 3D scene reconstruction methods have been applied in a variety of

circumstances. However, these methods have rarely been considered and tested in

the context of routine bridge inspection, and never in the context of robotic bridge

inspection. To date there has been no study on the fine scale measurement accu-

racy, reconstruction viability, or resolution demands of these methods with respect to

robotic bridge inspection needs.

Given the state of the art of both robotic structural inspection and scene recon-

struction techniques, the primary contribution of this research is a comparative study

of the two most common methods of monocular scene reconstruction, a SfM-based

method and an IM method, and the development of guidelines for their implemen-

tation within a robotic bridge inspection framework. The study is designed to lend

insight into the suitability of both methods for robotic inspection applications utilizing

monocular imaging as the primary inspection sensor.

The SfM-based and IM methods were prototyped and tested in several imaging

scenarios to compare their relative merits based on fundamental performance metrics

described later in the paper. The methods were first tested on a series of small-scale
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structural objects to simplify the reconstruction process and observe the fundamental

behaviors of the two methods. This was then followed by a full-scale reconstruction

of a bridge using robotic imaging, so as to provide insight into the implementation of

a robot in a simulated inspection scenario.

This paper is structured as follows. First a brief overview of the two tested recon-

struction techniques, a dense SfM-based method (referred to herein as DSfM), and

Image Mosaicing (IM), is presented. The details and results of the performed com-

parative small-scale tests are then presented, followed by details and observations of

the full-scale test. The paper concludes with directions for future research.

4.2 Reconstruction Methodologies

While there are many methods of reconstructing scenes using various sensing tech-

nologies, such as LADAR or stereo depth correlations [Golparvar-Fard et al., 2011,

Brilakis et al., 2011, Valença et al., 2012], such methods are typically impractical in

the context of robotic bridge inspection [Chambers et al., 2011]. Most robotic inspec-

tion platforms must maneuver through complex 3D environments and are severely

limited by on-board weight, power, and computing restrictions. Thus, single camera

sensing is utilized by the majority of inspection robots and this consideration guided

the choice of reconstruction methods in this study. DSfM and IM were chosen as they

are the most commonly implemented methods for reconstructing photorealistic 3D

scenes from monocular 2D images.

4.2.1 Photogrammetric Reconstruction via DSfM

There are many variants of the DSfM approach available, however the general concept

is typically the same [Hartley and Zisserman, 2000]. First, salient feature points

in unstructured 2D color images are found, xi
j for the jth point in the ith image.

These points are then matched across multiple images using the descriptions of the

features. Using these matches and the intrinsic parameters of the cameras, the spatial
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orientations of each camera, represented as a projection matrix Pi, and the 3D points

Xj, are derived using geometric epipolar constraints. For each detected feature, the re-

projection error of its 3D location onto the relevant 2D image planes is then minimized

using a least squares approach, a process known as bundle adjustment. The results

of bundle adjustment are estimated camera orientations and 3D point locations, P̂i

and X̂j as expressed below:

argmin[
∑
i,j

(PiXj − xi
j)

2]→ P̂i, X̂j (4.1)

The result of the SfM method is a sparse 3D point cloud, containing only the

estimated locations of relevant salient features.

The next step is to create a dense point cloud reconstruction. There are various

methods to perform this reconstruction [Furukawa and Ponce, 2010, Pollefeys et al.,

2004]. The result is a dense point cloud with oriented surface normals. Finally, in or-

der to provide a realistic, consistent, and accurate visualization this dense point cloud

is then employed to create a surface mesh using a Poisson Reconstruction [Kazhdan

et al., 2006]. The result is a 3D surface mesh and associated texture map that can

be rendered using standard 3D imaging techniques. The complete flowchart for this

method can be shown in Figure 4.1.

Figure 4.1: DSfM method flowchart

DSfM has two critical limitations with regards to field applications. First, the

reliance on salient and robust local features for creation of the point cloud can lead

to problems in regions of low texture variations, or where scene lighting or camera
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position become too extreme between captured images. The second issue is that, if

a cluster of feature points are co-planar, this can lead to degenerate solutions of the

SfM equations and unstable depth correspondences for those features [Hartley and

Zisserman, 2000]. Something as common as an area of a relatively clean steel plate

can give rise to these kinds of issues [Bhatla et al., 2012].

4.2.2 Image Mosaicing Reconstruction

The other major scene reconstruction paradigm is IM. With IM, an underlying 3D

geometric model is constructed independently of the captured images. Using this

known model and a set of previously calibrated baseline images, the captured 2D

images are calibrated and stitched together. They are then texture mapped onto

the underlying 3D model (Figure 4.3). A flowchart for the complete IM method is

illustrated in Figure 4.2.

Figure 4.2: IM method flowchart

Image Stitching, and Mapping

After the images are calibrated, they are stitched together as necessary to provide tex-

ture maps. UV texture mapping [Wright et al., 2010] is then applied to the resulting

stitched images based on the known spatial locations of the images.
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(a) Underlying 3D struc-

tural model

(b) Model with photorealis-

tic texture map.

Figure 4.3: IM texture mapping example

IM methods have several limitations. In order to develop a successful visualization

system using this technique, the underlying 3D geometric model must provide an ac-

curate representation of the as-built structure. In many 3D reconstruction problems,

the underlying model is not well known, making IM impractical. However, most mod-

ern infrastructure projects now include highly detailed 3D computer models of the

structures themselves. This makes creating the 3D model relatively simple, and the

primary question is how refined to make the model for visualization purposes. How-

ever, the 3D model used may have been created for a purpose other than structural

inspection, such as architectural renderings, and may not provide a suitable level of

model complexity for structural inspection.

4.2.3 Model Calibrations

In either scenario, the model must be calibrated and projected into a global reference

frame and to provide perspective corrected images. There are several methods for

performing such calibrations, such as methods using checkerboard or known targets
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(a) Single captured image (b) Final stitched texture map

Figure 4.4: IM image stitching example
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on the structure [Zhang, 2000]. For the work presented here, all models were calibrated

manually.

4.3 Preliminary Small Scale Testing

The goals of the preliminary study were to identify any fundamental limitations to the

application of either DSfM or IM to bridge inspection, and to explore how material

textures and structural complexity affected the different reconstruction methods inde-

pendent of the complications inherent to full-scale testing. The initial tests were also

performed so as to determine key imaging demands such as required reconstruction

resolution for the eventual full-scale test.

In order to provide a comparative analysis of the two methodologies presented,

a series of small-scale structural objects were comprehensively and systematically

photographed. These images were then used to develop 3D reconstructions of the

objects, which were imported into the open-source visualization program Meshlab

[Cignoni et al., 2008]. MeshLab is a 3D environment that is optimized for rendering

performance and provides a suitable comparison platform for working interactively

with 3D models. MeshLab also has the functionality to perform scale-accurate 3D

measurements and report rendering performance information.

4.3.1 Test Setup

Reconstructed Structural Objects

Three reconstruction targets were chosen: an 11-inch long S8×18 aluminum section,

a scale aluminum and acrylic structure, and a tubular steel bridge column with a

concrete footing. The S8×18 section was chosen so as to explore the accuracy of the

reconstruction methods for single structural components. The section had a variety of

pre-existing markings and surface imperfections, which provided useful measurement

targets for system accuracy testing. The scale structure was chosen to test each
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method’s capabilities for more complex 3D structural systems. The steel and concrete

bridge column was chosen to test capabilities with regards to variance in structural

materials, and to test system accuracy at a larger physical scale. The test subjects

are shown in Figure 4.5.

(a) Aluminum Section (b) Scale Structure (c) Column and Footing

Figure 4.5: Test objects for reconstructions

Image Capture

Images were captured in a manner representative of how they might be during a

robotic inspection using either of the two proposed approaches. For the DSfM ap-

proach, images were captured at roughly 5-10-degree intervals around the test spec-

imens. Images for the IM approach focused on imaging each associated structural

face separately. Images were captured using a 12-megapixel camera at an ISO of 400.

The equivalent of a 50mm focal length (35mm format, 40◦ field of view) was used to

minimize perspective distortion.



66

Reconstruction Algorithm Implementation

All DSfM reconstructions were performed using Autodesk [2013]. Preliminary testing

indicated that 123D-Catch provided the most consistent results compared to recon-

structions performed with Arc3D [Tingdahl and Gool, 2011] or Clustering Views

for Multi-View Stereo (CMVS) [Furukawa and Ponce, 2010], however the differences

were slight. The IM reconstruction algorithm was developed using a combination of

the Python programming language, the computer vision package OpenCV [Bradski,

2000], and the OpenGL graphics API. SURF (Speeded Up Robust Features) [Bay

et al., 2006] were used for feature detection and matching purposes.

Metrics

The following criteria were used to assess each reconstruction method’s utility for

bridge inspections:

1. Reconstruction accuracy (i.e., the ability to represent inspection information

accurately and repeatably).

2. Graceful failure (failed reconstructions or image artifacts should not provide

misleading information).

3. Resolution demands for accurate reconstruction

The reconstruction accuracy was assessed following the work of Dai et al. [2011].

Field measurements were taken using a measuring tape as would be done during

a routine bridge inspection [Hartle and Administration, 2004]. As a baseline, the

precision of field measurements was estimated to be on the order of 1/8 inch due

to the often ambiguous nature of field observations. These measurements were then

compared to measurements from the reconstructions, taken in Meshlab. Because the

IM method implicitly is based on known global geometries, the measured external
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dimensions of the reconstructions were not compared in this analysis. Instead, features

such as marking and cracks on each object were measured and compared, referred to as

Features A, B & C for each reconstruction. These figures were chosen as representative

of the sort of defects or flaws that would require measurement by a field inspection

team. Examples of measured features are shown in Figure 4.6.

Figure 4.6: Example features for measurement testing

Regarding image resolution requirements, maximizing a sensor’s resolution does

not necessarily lead to an optimal reconstruction. Higher resolution images inherently

produce more of the salient feature points that both methods rely on, resulting in ex-

panded computational demands for feature matching across multiple images, and in

denser meshes in the case of the DSfM method. Both of these expansions reduce the

scalability and renderability of reconstructed models. Furthermore, feature points

that can only be detected by higher resolution cameras are inherently less robust,

particularly when considering the inevitable image degradation that accompanies me-

chanical vibrations in robotic imaging systems. In this study, the minimum resolution

required to produce a reconstruction of each object was explored. To determine the

resolution demands, the captured images were down-scaled from 12 megapixels until

reconstruction failed.
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4.3.2 Small Scale Results and Discussion

Reconstructions of the S8×18 aluminum section are shown in Figure 4.7. Reconstruc-

tions of the scale structural model are shown in Figure 4.8. For this latter case, DSfM

reconstruction performed extremely poorly, despite repeated reconstruction attempts.

This failure was due to the low texture of the brushed aluminum components and the

highly planar nature of the structure itself, which led to many degenerate DSfM so-

lutions and an unstable solution (Figure 4.8b). Reconstructions of the bridge footing

and column are shown in Figure 4.9.

(a) IM reconstruction (b) DSfM reconstruction

Figure 4.7: Reconstructions of aluminum section

Measurement Accuracy

Measurement accuracy comparisons for the aluminum section are shown in Table 4.1.

For the aluminum section, both methods provide consistent and scale-accurate results,

with discrepancies less than 1/4 of an inch, on the order of the potential accuracy of

a field inspection. However, the IM approach failed to capture the full extent of

Feature C due to a texture mapping artifact related to inaccuracies in the simplified

underlying model of the aluminum section that did not account for a slight coping.
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(a) IM reconstruction (b) DSfM reconstruction

Figure 4.8: Reconstructions of scale structure

Measurement accuracy comparisons for the scale structure are shown in Table

4.2. The IM method provided accurate results for all three measurements, with

discrepancies less than 1/8 inch. The exception occurred in Feature C, a surface

gouge with ambiguous start and end points. The large gaps and inconsistencies in

the DSfM reconstruction for this case prevented accurate measurement of any of the

features.

Measurement comparisons for the bridge column are shown in Table 4.3. Both

methods produced scale accurate measurements, with most measurement discrepan-

cies less than 1/8 of an inch. There is a slight discrepancy in the measurements

obtained for Feature B using the IM approach. This feature was a marking on the

cylindrical column and the error is due to the approximate modeling of the curved

cylinder.

Artifacts and Inaccuracies

In addition to the reconstruction failures illustrated earlier for the DSfM model and

the measurement inaccuracies shown for the IM approach, it is important to compare

other types of visual artifacts created by each method. Two typical artifacts for the
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Feature Field IM DSfM

Feature A (red marker line) 11/4 × 1/16 11/4 × 1/16 13/8 × 1/16

Feature B (red marker line) 31/8 × 1/16 31/4 × 1/16 31/4 × 1/16

Feature C (black smear) 43/8 × 1 31/4 × 1a 43/8 × 11/4

a Error from inaccurate 3D model

Table 4.1: Measurements on aluminum section (nearest 1/16 inch)

Feature Field IM DSfM

Feature A (black marking) 61/4 × 1/8 61/4 × 1/8 –

Feature B (tape residue) 13/8 × 2 13/8 × 21/8 –

Feature C (surface gouge) 15 × 1/16
a 143/8 × 1/16

a –

a Observational discrepancy

Table 4.2: Measurements on scale structure (nearest 1/16 inch)

Feature Field IM DSfM

Feature A (black marker line, footing) 371/2 x 1/16 38 x 1/8 373/4 x 1/8

Feature B (tape, column) 85/8 x 1 73/4 x 1a 81/2 x 1

Feature C (circular hole, column) 25/8 x 25/8 21/2 x 23/8 21/2 x 21/2

a Error from inaccurate 3D model

Table 4.3: Measurements on bridge column (nearest 1/16 inch)
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(a) IM reconstruction (b) DSfM reconstruction

Figure 4.9: Reconstructions of bridge column and footing

aluminum section are shown in Figure 4.10a. The IM approach creates blacked out

areas where camera motion prevented complete imaging of the section face. The

DSfM approach created holes in some surfaces. These holes are due to the inherent

difficulties in producing accurate depth correspondences when most nearby salient

features all lie on the same plane.

(a) IM artifact (b) DSfM artifact

Figure 4.10: Typical artifacts in aluminum section reconstructions

For the IM reconstruction of the scale structure, some features were accurately
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represented and some were not. Inaccuracies again were due to inaccuracies in the

underlying geometric model itself. For instance, the height of some columns were

incorrectly approximated, which led to misalignment distortions during texture map-

ping. However, all of the features selected for measurement were represented ac-

curately. The misalignment problem is illustrated in Figure 4.11a, which shows an

artifact produced by inaccurate column modeling. The IM reconstruction also intro-

duced artifacts due to another type of modeling error. In the 3D geometric model, all

angles between sections were modeled as right angles. However, some of the structure

connections were in fact slightly skewed. As mentioned previously, the DSfM recon-

struction produced a poor reconstruction due to the lack of texture on the brushed

aluminum surfaces and the planar nature of the structure itself. An example of this

failure is shown in Figure 4.11b.

(a) IM artifact (b) DSfM artifact

Figure 4.11: Typical artifacts in scale structure reconstructions

For the reconstruction of the bridge column and footing, both methods produced

several artifacts. The DSfM model reconstructed a fictitious hole in the bridge column

(Figure 4.12b). The DSfM method also inaccurately modeled the footing in regions
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of lower surface texture. For the IM reconstruction, poor image stitching due to

the curved shape of the column led to artifacts of the type shown in Figure 4.12a.

The top face of the column was also not properly imaged and produced a distorted

representation. While improved imaging and stitching would mitigate these types of

artifacts, they are likely to always be present to some extent. More notable is the

inherent failure of the IM method to accurately capture the spalling at one corner of

the footing (Figure 4.13). The 3D geometric model was not designed to capture this

kind of localized damage, and so the damage is rendered in an unrealistic, distorted

fashion. In such cases it would be impractical to include this kind of unpredictable

damage geometry in an as-built geometric model, so this kind of distortion of major

damage areas would generally be an inherent issue of an IM approach. Because it is

neither helped nor hindered by an assumed geometric model, the DSfM reconstruction

was much more successful at capturing the true nature of the spalling damage.

(a) IM artifact (b) DSfM artifact

Figure 4.12: Typical artifacts in bridge column reconstructions

Overall, artifacts created by the IM method are typically easy to spot and generally

result in distortion of existing features rather than in the introduction of realistic

looking features not present in the actual structure. They show up as blocky, blacked
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(a) Image of actual damage (b) IM representation (c) DSfM representation

Figure 4.13: Comparison of spalling representations on bridge footing

out, or clearly distorted features (Figure 4.10a). A notable exception is the distorting

effect of an inaccurate underlying 3D model. Such inaccuracies may create natural

looking but distorted features, as evidenced in the measurement testing. Artifacts

created by DSfM reconstructions can be harder to recognize as artifacts. In some

cases, they manifest themselves as photorealistic features such as the pseudo-hole

in the flat plate in Figure 4.10b. More caution must be used when viewing DSfM

reconstructions, in particular if automated computer vision methods are employed as

part of the analysis.

Resolution Demands

As an indicative study of the resolution needs of these methods, reconstructions were

performed with repeatedly down-sampled versions of the original 12 megapixel cap-

tured images until reconstruction methods failed. However, each reconstruction target

varied in size relative to the overall frame of the images. The critical factor is not

the resolution of the camera, but the pixel density (pixels per inch) of the reconstruc-

tion targets in images. In the context of robotic inspection, pixel density demands

determine the maximum viewing distance of the robot, relative to the reconstruc-
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tion target, so as to produce an accurate reconstruction. Therefore, the results of

the small-scale resolution analysis are reported in terms of the approximate required

pixel density (pixels per inch).

For the scale structure and the aluminum section, a resolution of about 50 pixels

per inch was necessary to create a stable reconstruction using either method. The

bridge column required a resolution of approximately 20 pixels per inch. Higher

resolution images than those necessary for a stable reconstruction provided more

accurate reconstructions with fewer artifacts, but the benefit was often minimal. The

higher resolution demands of the scale structure and aluminum section are due to the

relatively less textured surfaces of those objects. The results of this analysis are not

meant as definitive, as reconstruction capability is dependent on many variables such

as sensor sensitivity, lens quality, and lighting conditions. However, the results served

as a guideline for the imaging demands of the full-scale robotic test.

4.4 Full Scale Testing

The purpose of the full-scale test was to provide proof-of-concept verification using

an unmanned aerial vehicle (UAV) to comprehensively image and reconstruct a local

bridge. The bridge used in testing is an in-service reinforced concrete arch bridge that

carries pedestrian traffic and spans another pedestrian walkway (Figure 4.14). The

bridge is believed to have originally been a rail bridge repurposed for pedestrian use.

The bridge was chosen so as to mitigate safety concerns inherent to operating drones

in automotive traffic.

The results of small-scale testing yielded two findings that were applied to the

full-scale testing. DSfM was shown to produce accurate and highly flexible recon-

structions without detailed knowledge of the underlying model and was therefore the

only method utilized at full-scale. The lack of an existing underlying geometric model

coupled with the relatively complex architectural finish of the bridge ruled out the

use of IM. The reconstructions were performed using 123D-Catch, as was done in the



76

Figure 4.14: Pedestrian bridge chosen for full-scale reconstruction

small-scale study. Also, the maximum viewing distance of the inspection robot was

chosen so as to capture images at a pixel density greater than 20 pixels per inch.

The 20 PPI criteria was chosen based on the results of the small-scale bridge column

results, which had similarly textured concrete surfaces.

The inspection was performed using a human-piloted Parrot AR Drone 2.0 UAV

[Bristeau et al., 2011]. Due to the low resolution of the onboard video camera, and a

loss of image resolution due to video encoding artifacts, an 11 MP auxiliary camera

was used to image the bridge. The auxiliary camera used a rectilinear fisheye lens

with a wide horizontal field of view (135◦). Automated lens correction was applied to

correct the fisheye distortion using Adobe [2013].

The maximum viewing distance (D, inches) of the robot was determined based on

the estimated pixel density demand (PPI, pixels per inch) for reconstruction, as well

as horizontal sensor density (LH , pixels) and the horizontal field of view of the lens
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Feature Field DSfM

Feature A (corner spall) 71/4 × 43/8 61/2 × 41/8

Feature B (repair patch) 3× 11/4 23/4 × 15/8

Feature C (repair patch) 27/8 ×7 /8 31/8 × 11/16

Table 4.4: Measurements on pedestrian bridge (nearest

1/16 inch)

(HFOV , degrees). The generalized equation is shown in Equation 4.2. A maximum

viewing distance of 3 feet was estimated for the specified UAV and served as a guide

for UAV piloting.

D =
LH

PPI
cot(

HFOV

2
) (4.2)

4.4.1 Results and Discussion

Reconstructions of the bridge are shown in Figure 4.15. As was done with the small-

scale study, a series of tape-measurements were compared against measurements taken

from the reconstructions. The measured objects are shown in Figure 4.16. The com-

parison is shown in Table 4.4. The performance of the method in the field was

dependent not just on the choice of lens and sensor resolution, but also on the sensi-

tivity of the digital sensor. It was observed that bright lighting scenarios with heavy

shadows and a correspondingly broad range of lighting proved problematic during

the reconstruction process. Not only did heavy shadows reduce the apparent surface

texture, bright scenes often caused the camera to underexpose the scene and made

reconstruction more difficult.

Many of the phenomena observed during small-scale testing were apparent in the

full-scale reconstruction. The DSfM method created artifacts of a similar nature
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Figure 4.15: DSfM reconstruction of the pedestrian bridge

to those of the small-scale test. In particular, areas of dark shadows during the

reconstruction process were problematic due to the low image texture in those regions

(Figure 4.17). Several of the relatively large planar surfaces on the bridge distorted

the reconstruction as well. While these regions were weathered concrete, and thus

highly textured, the co-planar nature of the associated feature points reduced the

accuracy of the SfM solution.

4.5 Conclusions

3D scene reconstruction is an area of active and on-going research in the computer

science community. While the underlying algorithms that produce reconstructions

continue to evolve, the two fundamental reconstruction paradigms presented here

likely will not change dramatically for some time. This paper has presented the

fundamental capabilities and limitations of these two primary photorealistic recon-

struction approaches in realistic but simplified contexts, as well as a full-scale test of

the application of the DSfM method to robotic inspection. The results of this study



79

Figure 4.16: Features used in full-scale measurement testing

indicate that both methods can be used to create 3D reconstructions for photorealistic

structural inspection provided attention is paid to the critical characteristics of each

approach.

The most readily apparent observation of this study is that the choice of recon-

struction paradigm should be based on the intended application. Ultimately, it is a

choice between creating a näıve but completely adaptable reconstruction, or mapping

image data onto a previously constructed geometric model. For routine inspections

in relatively stable and known imaging environments, IM can provide stable and re-

peatable results with less computational demand due to the efficient representation

of the underlying structure. For scenarios without well-known structural maps or

that demand substantial reconstruction complexity, methods such as DSfM are the

practical choice. It is not difficult to imagine combination approaches, as well, in

which global IM-based results are used to drive additional localized reconstructions

using DSfM. The spalling damage presented earlier would be a good example where

such an approach could be suitable.

Robotic inspection necessitates several additional considerations. Care should be

taken to verify the correct exposure parameters for any robotic camera, particularly
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Figure 4.17: Artifact on underside of bridge due to low image texture

in scenes with broad dynamic ranges, prior to employing the robot. Motion blur in

images is an inevitability for UAVs, and so optimizing on-board cameras to mitigate

this effect through proper choice of sensor and lens is essential. The choice of cam-

era lens is critical not just to maximize camera shutter speed, but also to minimize

reconstruction errors due to field curvature distortion of the lens. Lastly, the possi-

bility of providing supplemental on-board lighting to minimize dark shadows should

be considered.

The results of this paper demonstrate the basic feasibility of generating photo-

realistic reconstructed 3D models suitable for enhancing current robotic inspection

procedures, but much work remains to be done in terms of broader evaluation and

improvement of such methods. There are numerous opportunities for further develop-

ments associated with repeated imaging over time, combined machine-learning/data

mining and human data analysis, and inclusion of different robotic sensing modalities,

all of which are of particular interest for purposes of inspection and monitoring.
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Chapter 5

FIELD-ROBUST CRACK DETECTION
(WITH PERMISSION FROM ASCE)
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5.1 Introduction

The application of systematic image capture and computer vision techniques holds the

promise of significantly changing how infrastructure systems are inspected and main-

tained. In particular, enabling the automatic location, assessment, quantification,

and tracking of visible (or otherwise detectable) damage in appropriately captured

inspection images/data can add substantial enhancement to the largely ad hoc, qual-

itative inspection systems in use currently. A structural inspection vision system

could quantify observed damage to a level likely impossible for a human inspector

and remove much of the bias associated with an inspector’s personal judgements on

the severity level of structural damage.

As discussed in detail below, computer vision methods have been successfully ap-

plied in infrastructure-oriented situations that provide consistent lighting and struc-

tural surface quality, typically with relatively small numbers of images. This paper

considers the challenge of addressing highly variable field inspection scenarios and

large image sets, which are key issues for broad, practical application of this ap-

proach. In particular, concrete crack detection is considered as a damage pattern for

computer recognition and analysis based on the common presence of such damage

in structures, and based on the computer vision challenges associated with the high

variability in concrete surface appearance amongst structures.

5.1.1 Computer Vision For Field Inspection

In order to train a computer to perform automatic image analysis, three core steps are

necessary: (i)segmentation of the image; (ii) feature extraction; and (iii) recognition

[Gonzalez et al., 2010]. Segmentation is the process of isolating only those elements

of an image relevant to an analysis, often represented as binary objects for ease of

computation and analysis. Feature extraction is the process of parameterizing any

objects found in the binary image resulting from segmentation and, for the purposes
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of this research, creating a feature vector that represents all of the relevant parameters

associated with a found object. These first two steps are diagrammed in Figure 5.1.

Recognition is the process by which a computer analyzes each of these object-specific

feature vectors and categorizes them, typically via machine learning algorithms. Once

a computer recognizes damage in an image, further image processing and analysis for

damage tracking and quantification can begin.

Original Image

Typical

Binary

Object

Binary Segmentation Feature Extraction

Feature Seti = {areai, perimeteri, …}

[

[{ … }

{ … }

{ … }

{ … }

…

Figure 5.1: Schematic example of segmentation and feature extraction process

The key performance metrics for a field-ready computer vision system are clas-

sification accuracy, classifier robustness, and computational cost. To be successful,

a trained machine-learning classifier must be able to consistently and accurately an-

alyze inspection images. For general field use, it must also robustly handle a wide

range of variations in images, such as the changes in lighting, texture, debris, stain-

ing, and contrast that accompany inspection photographs. Similarly, it must operate

fast enough to process and analyze large numbers of images within a reasonable time

frame for use by an engineer.
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5.1.2 Previous Work

Previous crack segmentation research generally has focused on controlled contexts,

thereby limiting variability in the images considered. The emphasis has been on the

segmentation of cracks from images of concrete surfaces using edge detection schemes.

Edge detection schemes generally look for high gradients in pixel values as indications

of a physical edge captured in the image. The representation of cracks as edges is

intuitive and such methods tend to be very fast in implementation. Edge finding

segmentation covers a wide range of related methods, the likes of which were studied

and discussed in length in Abdel-Qader et al. [2003]. They determined that edge de-

tection based on Haar wavelet decomposition was the optimal edge detection method.

However, the Canny edge detection method [Canny, 1986] was shown to be almost

as accurate. The provided analysis did not consider robustness to image variability

within the test set. Guo et al. [2009a] combined Canny’s method for edge detection

with a region growing method to improve segmentation results, but their system re-

quired controlled artificial lighting for accuracy. Yu et al. [2007] developed a similar

system, but also found that consistent results required controlling the light source

in each image. Hutchinson and Chen [2006] addressed the problem of brittle tuning

parameters used in edge detection algorithms. Jahanshahi et al. [2009] compared the

various available edge detection methods available and their general limitations with

respect to “noisy” concrete surfaces.

Another popular segmentation method for crack detection was proposed in Yam-

aguchi et al. [2008]. Noting the inherent difficulty of using edge detection methods

on noisy images, and the low accuracy of morphological methods, they developed a

method which uses localized connectivity relationships to “percolate” crack regions

in images. This method does not require pixel-to-pixel correspondences to be similar

across an image or image set, unlike edge detection methods. More recently, they

attempted to speed up their algorithm to scale to larger image sets [Yamaguchi and
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Hashimoto, 2010]. However, they noted that the speed of their approach is tightly

linked to texturing and noise in the image, with significant slowdowns occurring for

highly textured and weathered concrete surfaces. Their system was modified by Zhu

et al. [2011], working in tandem with an edge detector for faster segmentation re-

sults. However, this system is prone to the noise susceptibility of all edge detection

based methods. A pipe inspection robot which adapted the percolation technique

was developed, but its performance on field images was indeterminate [Walter et al.,

2012].

There has been less work on how to optimize the feature extraction and recogni-

tion process, and some of the previously discussed methods use single scalar classifier

thresholds [Abdel-Qader et al., 2003, Yu et al., 2007, Walter et al., 2012]. Sinha and

Fieguth [2006] developed a feature extraction scheme that utilized size, shape, and

orientation descriptors for the parameterization of crack objects in images. However

their method is neither scale not orientation invariant. Abdel-Qader et al. [2006]

used principal component analysis on sub-images derived from edge detection to de-

tect cracks in localized regions, however the method is dependent on the size of the

sub-images and is therefore not invariant to changes in camera perspective and dis-

tance. Chae et al. 2001, 2001 developed a fuzzy neural network approach for feature

extraction and recognition of cracks in images. However the descriptors used in this

work included mostly scale and orientation variant descriptors such as angle, width,

and length.

5.1.3 Research Motivation

The methods used in these past studies can be effective provided the variations in

both the calibration and field images are limited. However, when presented with

more general (i.e., messier) image sets, the performance of these algorithms has been

shown to drop significantly. The reality is that almost any crack detection method,

and more generally any computer vision method, can be shown to provide a high
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degree of accuracy given enough control over the parameters in the image test set.

The primary reason for these successes are the inclusion of finely tuned thresholding

parameters which filter out information to provide a segmented image. In the case

of Canny’s method, these thresholding parameters are used to hysteretically filter

the edge detection response of the algorithm. With wavelet based methods, it is the

high and low pass wavelet coefficients which are filtered. Critically, these thresholding

parameters rely on the concept that the localized pixel to pixel correspondences which

correlate to cracks remain constant throughout both the image itself and the entire

set of images being analyzed. When the relative correspondences which represent

cracks within an image change, the thresholding parameters begin to improperly filter

results. This algorithm brittleness is aggravated by classifiers which have not properly

considered how to robustly describe segmented crack objects and often use only a

simple, single, and scale variant description of segmented objects, such as linearity.

This leads to computer vision system which have been overtrained on limited data

sets.

Segmentation methods which do not rely on consistent localized correspondences,

such as percolation methods, avoid the tuning parameter problem and are typically

more robust to image variance. This observation has motivated the work presented

in this paper, which has focused on developing an algorithm that can perform with

improved consistency in the face of significant fluctuations in image features consistent

with realistically varying field conditions, all while performing fast enough to be able

to efficiently handle the hundreds of images captured during a field inspection. The

resulting algorithm, which is optimized to address these concerns, is the primary

contribution of this work.

This alternative method uses a custom clustering segmentation algorithm com-

bined with a robust feature descriptor vector that performs well under a wide variety

of conditions without localized parameter tuning which is dependent on the imaging

context. The effectiveness of this method is compared to commonly implemented
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edge detection algorithms using image sets captured from a variety of infrastructure

contexts, and it is shown to be more consistent in detection and identification accu-

racy across varying image scenarios, such as those likely to arise in field inspection

settings.

Furthermore, no study to date has attempted to analyze the relative significance

of the various types of segmented object descriptors and machine learning methods

with respect to crack detection. This analysis is provided as well.

5.2 Algorithm Development

5.2.1 Segmentation

As indicated previously, the first core process in a computer vision system is the

segmentation of the image. For the purposes of this system, the intent of the segmen-

tation is to extract binary representations of possible damage from images. These

binary representations do not need to be exact representations of the damage in the

image, and in most cases they are not. What is critical in this process is that the

resulting binary representations can be easily and logically parameterized for even-

tual recognition by a trained machine learning model. After damage is detected in a

processed image, there is an opportunity for further image processing to capture the

full extent of the damage.

Method Selection

The criteria for identifying a suitably robust segmentation approach were to find

methods that: (i) did not rely on localized pixel correspondences; and (ii) could be

computed fast enough to handle large-scale applications, potentially using embedded

processors. This method would then be compared against commonly implemented

edge detection based systems.

In regards to performance, based on the Federal Highway Administration’s bridge
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inspection requirements [Hartle and Administration, 2004], it is reasonable to expect

that for a medium size bridge at least 500 images per structure would need to be

processed by a comprehensive field imaging system. For this number of images, a

per-image processing time of 3 minutes each would require a total processing time

of about 24 hours. For purposes of the long-term goals of the project driving the

present research this was taken as an upper limit of acceptable performance assuming

commonly available hardware.

This performance metric eliminated several crack detection methods implemented

in previous work. Segmentation based on graph partitioning [Shi and Malik, 2000]

and fractal segmentation methods [Chaudhuri and Sarkar, 1995] were not considered

in the present work due to the inherently high computational cost associated with

them. Color based segmentation methods were not applicable because of the essen-

tially monochrome nature of structural concrete. Morphological methods, which are

inherently not shape or scale invariant, were also not implemented.

Segmentation based on the percolation method of Yamaguchi and Hashimoto

[2010] was implemented and tested. While computational times for relatively lightly

textured concrete images met system performance requirements, the computational

time for highly textured images of field concrete increased by an order of magnitude

and the method was therefore determined to be unsuitable for this application.

Ultimately, a clustering segmentation method was chosen for further compara-

tive study against commonly implemented edge detection techniques using Canny’s

method and Haar wavelet filtering. All three of these methods satisfied computational

speed requirements, segmenting images in less than 1 minute on the benchmark sys-

tem (a 2.2GHz multicore Intel laptop, C++, and the optimized image processing

system OpenCV [Bradski, 2000]).
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Clustering Based Segmentation Via k-means

The clustering method developed is a variant of a k-means clustering algorithm [Har-

tigan and Wong, 1979]. K-means clustering satisfied the research objectives of not

relying on localized pixel correspondences and associated sensitive tuning parameters

while meeting computational speed requirements. The method is also inherently scale

and orientation invariant, requiring no previous knowledge of the size and shape of

image objects. Finally, clustering algorithms can be largely parallelized for optimiza-

tion. The downsides to k-means clustering are that the method is not inherently

invariant to change in image lighting and the method can be highly sensitive to the

initial random values chosen [Guo et al., 2009a]. Furthermore, pixel intensities in

concrete images tend to follow a Gaussian distribution, making it difficult to distin-

guish crack pixel values in an image histogram, a common technique for improving

the performance of a k-means algorithm [Pena et al., 1999].

Clustering Via k*-means

These shortcomings were addressed by developing a custom variant to the classic k-

means algorithm that exploits particular characteristics of the image sets to generate

a consistent segmentation. This variant overcomes known deficiencies with the k-

means algorithm with regards to crack detection. This approach will be referred to as

a k*-means algorithm, indicating its conceptual link to standard k-means clustering

techniques.

The key characteristic for this application is the fact that cracks show up as some

of the darkest regions in an image. Therefore the cluster with the lowest mean value

will likely contain any pixels associated with a crack. The k*-means algorithm exploits

this a priori knowledge and allows for a more intelligent initialization of the cluster

values. By skewing the initial values of the clusters so that most cluster values are

initially set to bright pixel values, dark pixels within cracks are more likely to be
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clustered together and more likely to be cleanly separated from the remainder of the

image. In particular, skewing via a logarithmic distribution of initial cluster values

has been used to produce the results presented below. An algorithm flowchart for the

method is illustrated in Figure 5.2.

Specify number of clusters and skew initial 

cluster values to bright pixel values

Assign each pixel to a cluster

Set cluster value to average value of pixels 

currently in cluster

Segment pixels in lowest

 valued cluster

Characterize objects via

 machine learning

Have cluster 

values changed?

Yes

No

Figure 5.2: Flowchart for the k*-means algorithm.

Prior to applying the clustering method, each image can be normalized for lighting

variance via standard histogram equalization [Acharya and Ray, 2005] to improve

the algorithm’s performance. Also, specifying ten initial clusters was empirically

determined to provide a consistent result across a series of test images selected to have
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a wide variety of image characteristics and noise patterns. The basis for this empirical

choice was that ten clusters provided the most consistent segmentation of crack areas

without clustering contiguous crack information across disjoint clusters. While this

method, like almost all segmentation methods, requires setting various parameters

(number of clusters and initial cluster values), these parameters are more robustly set

for a wider range of images. The hysteretic thresholding parameters used with Canny’s

method, and the wavelet coefficients thresholds for wavelet based edge techniques, are

related to the relative intensity of the crack pixels with respect to concrete surface

pixels. If surface conditions change, as with water staining and concrete weathering,

the relative intensity of crack pixels changes and edge detection performance with the

original thresholding values degrades accordingly. With a clustering approach, crack

pixels will almost always appear as the darkest regions of the image, and the method

is not as dependent on local relative pixel intensity for performance. The specified

number of clusters and the initial cluster values are globally related parameters which

are more general in nature. The downside is that small pockets and defects are

often clustered along with cracks when using k*-means. However, these additionally

clustered objects can be removed with machine learning techniques. An example of

the binary image which results from k*-means is shown in Figure 5.3.

Edge Based Segmentation via Canny’s Method and Haar Wavelet Filtering

Canny’s method is, like most edge detectors, based on convolving gradient filters

with a grayscale image [Canny, 1986]. The resultant edge image is then hysteretically

thresholded to produce the edge segmentation. The hysteretic thresholds must be

specified by the user and can produce widely varying results depending on the image

test set. For the present research the hysteretic thresholds were determined empiri-

cally in order to prevent crack edge information from being filtered out of the resulting

binary images (see e.g. Hutchinson and Chen [2006] for a discussion of thresholding

issues and strategies). An example of the binary image which results from Canny’s
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method is showing in Figure 5.3.

(a) Result from k*-means (b) Result from Canny’s Method

Figure 5.3: Examples of resulting binary images from segmentation

Haar wavelet crack detection was implemented based on the work of Abdel-Qader

et al. [2003]. The image is first transformed using the Haar wavelet transform. A

high pass filter is then implemented in wavelet space and the resulting coefficients

are transformed back into pixel space to produce an edge image. A crack is then

classified based on the average intensity of this resultant image. For this research, the

filtering and crack classifier thresholds were determined empirically[Hutchinson and

Chen, 2006].

In this study, only Canny’s method is used in conjunction with a machine learning

classifier, as it simplifies the creation of continuous line segments for robust feature

extraction relative to wavelet based methods with only a slight decrease in accuracy.

Research by Hutchinson and Chen [2006] corroborate this result. The performance

of the Haar wavelet approach using edge intensity as a classifier metric is discussed

below in the overall testing section.

5.2.2 Feature Extraction

After the image has been converted into a segmented binary image, a connected com-

ponent analysis is performed to catalogue individual objects in the image [Gonzalez
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et al., 2010]. The basic idea is to construct connected sets (blobs) of matching pixels,

with each connected set considered to represent an object of possible interest. Once

these binary objects in the image have been isolated and identified, they can be pa-

rameterized and represented using vectors of parameterized features. As previously

discussed, prior research generally has focused on the use of shape and orientation

descriptors to describe crack objects in binary images. These descriptors typically in-

clude object length, area, perimeter, orientation, aspect ratio, and compactness (also

known as roundness). The aspect ratio of an object is defined in terms of distances

that are precomputed during the connected component analysis, specifically as the

ratio of the major axis length to the minor axis length. Compactness of a region is

defined as the square of the perimeter divided by the area [Gonzalez et al., 2010].

A key goal of this work has been to develop a crack detector that is not only

robust to variance within the image set, but also maintains scale and orientation

invariance. For this reason, all scale variant shape descriptors, including length, area,

and perimeter length were excluded from consideration. Object orientation was also

excluded. The remaining relevant shape descriptors were aspect ratio and region

compactness. Analysis indicated that including compactness descriptors has a small

but positive impact on overall results. However, it is not possible to parameterize

the compactness of line segments resulting from edge based segmentation, as they are

one-dimensional objects and therefore have no area. Thus, in the following analyses,

compactness was used for the clustering based system only.

The use of only one or two descriptors (aspect ratio and compactness) leads to

a feature vector with only one or two attributes, creating an inadequate descrip-

tor vector for a machine learning algorithm and potentially leading to overtraining.

Therefore, a technique was developed to incorporate regional textural information

into the object description, as well. Textural descriptors attempt to describe a re-

gion by parameterizing its co-occurrence matrix, a representation of pixel intensity

variance in a region [Chanda et al., 1985]. The most common descriptors include
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correlation, contrast, energy, homogeneity, and entropy [Gonzalez et al., 2010]. All of

these descriptors are relatively scale and orientation invariant and were included in

the feature descriptor. The resulting feature descriptor is not only scale invariant, but

it is semi-universal in that it can be used to describe connected component objects

found by clustering as well as line segments found by edge detection techniques, with

the minor exception for compactness as noted previously.

The effectiveness of a feature descriptor is measured by its utility in a developed

classifier model. Two analysis methods have been used in the present work: (i) the χ2

test; and (ii) a recursive feature elimination classifier. The reader is referred to Duda

et al. [2001] for an explanation of the χ2 test, which evaluates a class’s statistical

dependence on a given feature. The recursive feature elimination method functions

by building a classifier using all available features and then recursively eliminating

the least significant features with regards to classifier accuracy. For this analysis a

support vector machine (SVM) classifier was used [Vapnik, 2000].

5.2.3 Object Recognition

The final step in the prototyping process is to construct a machine learning classifier

to perform object recognition on extracted image objects. The complete set of param-

eterized instances, including the class of each object, are used to train the model and

verify its accuracy. For this paper, the instances are descriptor vectors for each seg-

mented image object, and the classes have been specified in binary fashion as “crack”

or “not a crack”. The classes of the training data were manually indicated prior to

training, a technique known as supervised learning. This introduces some human bias

and variability into the overall process, which can result in errors in the test set’s

“ground truth”, especially given the large set of images requiring tagging. Care was

taken to minimize such errors, but there is a possibility of some small percentage error

in the test set classification.
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Tested Algorithms

Within the field of supervised learning there are generally four model types: statisti-

cal; instance based; rule based; and generalized linear regression [Witten and Frank,

2005, Duda et al., 2001]. Within each model type, there exists a variety of algorithms

and variants, each with its own strengths, weaknesses, and opportunities for tuning.

The purpose of this research was not to determine the optimal machine learning al-

gorithm for this system, which could only provide a fleeting answer considering the

rapidly evolving landscape of machine learning. Instead, a subgoal was to explore the

benefits and drawbacks of the various methodological archetypes to provide a more

broadly representative point of reference. Classifiers from each of the four model types

(statistical, instance, rules, generalized linear regression) were tested and compared.

Adaptive Boosting was utilized where appropriate [Freund and Schapire, 1996].

The statistical classifiers used in this research were a Naive Bayes [Blum and

Langley, 1997] classifier and a more sophisticated Bayesian Network [Heckerman et al.,

1995]. A K-Nearest Neighbors (KNN) algorithm was used to construct an instance

based classifier [Aha et al., 1991]. A pruned decision tree (J48) was used as the

representative rule based classifier [Quinlan, 1986]. And a multi-layer perceptron

(ANN) was used for the generalized linear regression classifier [Bishop, 1995]. Ten-

fold cross-validation [Kohavi, 1995] was used to train and test the classifier models.

A One-Rule (One-R) classifier was also developed to establish baseline perfor-

mance. As one of the simplest classifiers possible, it represents a comparative bench-

mark for other methods [Holte, 1993], indicating the value of implementing more

complex and computationally expensive machine learning models. The One-R classi-

fier is used as such a benchmark in the later discussion of recognition analysis.
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Performance Metrics

To measure classifier accuracy, the simplest metric is the overall accuracy of the

classifier (% correct). While this is often a reasonable measure, it does not indicate

if the data are biased towards classifying all instances one way or another, nor does

it represent the cost of a false positive or false negative, which may be different.

Therefore, the true positive rate (% true positive) and true negative rate (% true

negative) are also included in the results. In the following analysis, a positive detection

is defined as a determination that an extracted object is a crack.

Receiver operating characteristic (ROC) curves can be used to represent overall

classifier accuracy in a more general way [Provost and Fawcett, 1997], taking into

account the cost of a false positive or negative classification. The true positive rate

is plotted against the false positive rate, where the the classifier’s discrimination

threshold between positive and negative can be shifted to produce differing results

(see Figure 5.7 below for an example ROC curve plot). A perfect classifier would plot

as a vertical line based at zero false positives and a horizontal line at a true positive

rate equal to 1.0, with an area under the curve of 1.0. The area under a non-ideal

ROC curve provides a complimentary statistic that can be used to provide a numeric

summary of an algorithm’s overall level of performance.

The build time for each classifier model is also presented in the recognition analysis

discussion as a measure of computational cost.

5.3 Testing and Analysis

Image segmentation and feature extraction were performed using MATLAB [Inc.,

2011]. All three portions of the computer vision system were tested using the open

source machine learning package WEKA [Hall et al., 2009]. All classifier training and

testing data were evenly split between extracted crack and non-crack features. Models

were trained and tested using a ten-fold cross-validation process, unless explicitly
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noted otherwise. All cost sensitive parameters were set for equivalent costs for both

false positives and false negatives.

5.3.1 Image Test Set Development

Prior to vision system testing, the acquisition of an image set is necessary. For many

common computer vision problems, standard image sets are available in public reposi-

tories for consistent comparative algorithm testing. However, for the selected damage

type, concrete cracking under general field conditions, no such standard repository

exists. Instead, images were acquired using a hand-held consumer five megapixel dig-

ital camera. In order to develop a vision system which improved the robustness of

current methods, images were captured which captured the highly variable imaging

conditions which occur during inspections. Image variations include regional texture,

concrete efflorescence, water staining, crack width, extraneous objects, construction

joints, image blurring, and lighting levels.

Image Sets

Three separate image sets were collected, referred to as Sets A, B, and C. Set A

contains images of well-controlled concrete surfaces. Some light staining or lighting

variations are present but, in general, the quality of the concrete is high. Crack widths

are consistent. This set is representative of concrete in a new structure or laboratory

setting. Set B contains images of weathered and highly textured concrete surfaces.

Scaling and staining are much more prevalent in this image set, and crack widths are

more variable. This set is intended to represent deviations from controlled imaging

scenarios, as occur frequently during field inspection.

Sets A and B were used in combination for most tests as a means to build the

most robust classifier possible. In the image variation tests described below, Set A

was used as the training set and Set B as the test set. This simulates a scenario

in which a computer vision system has been trained around one type of concrete
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surface and then used in an application where crack characteristics varied from the

“known” representations. An example: a vision system developed and tuned using

images captured from a new bridge and then applied to images from a 60-year-old

bridge. An overtrained vision system will inevitably perform worse than a robust

system in such a test, providing relative insight into a system’s feasibility for field

implementation.

Set C images have a mix of variations. Lighting variations are present, as are other

small surface defects. Set C was used for the overall systems validation presented near

the end of the paper. The image counts for each Test Set and the produced crack

and non-crack objects for each segmentation routine are provided in Table 5.1. Note

that Set C was used to test crack detection per image (as opposed to per segmented

object) and therefore the number of objects is not reported in Table 5.1. Example

images for each set are shown in Figures 5.4, 5.5, and 5.6.

Total Crack Objects Non-crack Objects

Images k*-means Canny k*-means Canny

Image Set A 797 904 2486 904 2486

Image Set B 36 38 71 38 71

Image Set C 200 - - - -

Table 5.1: Image test set breakdown

5.3.2 Segmentation Algorithm Testing and Analysis

Comparisons between the Canny edge detection and k*-means clustering segmen-

tation methods were performed using machine learning performance metrics at the
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Figure 5.4: Typical image examples from Set A

Figure 5.5: Typical image examples from Set B

object recognition stage of the analysis. For the analysis the results of both seg-

mentation methods were extracted using identical feature descriptors, and identical

machine learning methods were trained and tested. The feature descriptor used was

the complete vector detailed earlier including the following parameters: aspect ra-

tio, compactness, energy, homogeneity, entropy, correlation, and contrast variance.

Compactness was not included for the edge detection methods for the reasons pre-

viously discussed. The machine learning classifiers trained to compare segmentation

routines were a naive Bayesian statistical classifier, a boosted J48 decision tree using

adaptive boosting, and a k-nearest-neighbor instance based classifier (KNN). These

three algorithms were chosen not because they were the optimal classifier choices, but
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Figure 5.6: Typical image examples from Set C

because they require minimal parameter tuning at the training phase, clarifying the

comparison. Support vector machines and neural networks, effective classifiers in this

vision system, were not included in comparison of segmentation routines due to the

number of tunable parameters. This provides a comparison of how successfully the

system is able to extract and recognize the image information that is provided by each

segmentation routine. A more general test of the accuracy of such a system relative

to a simple classifier is found in the overall system validation section presented near

the end of the paper.

Results of the segmentation effectiveness tests are provided in Table 5.2. It can

be seen that accurate object recognition was possible for both types of segmented

objects, with little to no statistical difference in overall accuracy between the two

segmentation object types. The largest variation in performance can be seen for the

Naive Bayesian classifier, with k∗-means outperforming the Canny method by a small

amount.

Image Variation Testing

In order to further assess the robustness of the two segmentation methods, Test Sets

A and B were separated. Set A was used to build and train a classifier model, which
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Naive Bayes J48 KNN

k*-means Canny k*-means Canny k*-means Canny

% Correct 89.8 88.7 92.6 92.8 92.4 91.1

% True Pos. 96 91 94 92 93 91

% True Neg. 83 86 91 93 92 91

ROC Area 0.962 0.942 0.973 0.971 0.927 0.911

Table 5.2: Classifier results for two segmentation methods

was then tested on Set B. The purpose of this test was to determine the capability

of each computer vision system to handle unfamiliar image scenarios (recall that the

Set B images are much noisier than those in Set A). Once again, the same three

minimally-parameterized classifiers were considered: Naive Bayes, J48 decision trees,

and k-nearest-neighbors. The J48 classifier was boosted using adaptive boosting.

The results for this test are shown in Table 5.3 and the Receiver Operating Char-

acteristic (ROC) curves for the J48 classifier are shown in Figure 5.7 for both the

previous low-variation image sets and the current high variance sets. The other clas-

sifiers produced similar ROC curves.

Naive Bayes J48 KNN

k*-means Canny k*-means Canny k*-means Canny

% Correct 72.4 87.3 82.9 81.7 86.8 72.5

% True Pos. 100 85 97 70.4 97 59

% True Neg. 45 90 68 93 76 86

ROC Area 0.918 0.913 0.953 0.918 0.868 0.725

Table 5.3: Classifier results for image variance test
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Figure 5.7: ROC plots for low and high variance image sets

In all cases, performance degrades compared to results using the complete image

set. However, recognition performed using Canny’s method for segmentation is rel-

atively inferior if the primary metrics are the accurate detection of cracks (% True

Positive) and the ROC curve area, as opposed to classification of non-cracks. The

ROC plot for the J48 classifier (Figure 5.7) is indicative of this issue. Both detection

systems perform comparably with the complete image set. However the ROC of the

Canny based system degrades significantly with the more varied set of test images.

This difference is likely due to the additional tuning parameters required for Canny’s

method, which contribute to algorithm (and therefore system) brittleness.
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5.3.3 Feature Descriptor Testing and Analysis

To better understand the functioning of the feature classifier, the parameters of the

feature vector were compared and ranked via a parameter sensitivity analysis per-

formed in Weka. This sensitivity analysis was performed for both the k*-means and

Canny segmentation algorithms. Furthermore, the effectiveness of a combined shape

and texture based descriptor was compared against vectors using only texture or

shape information.

The sensitivity study was performed using the attribute evaluation capabilities of

Weka. Two evaluative methods were considered: a ranking provided from a SVM

classifier using recursive feature elimination, and a χ2 score, both of which are pre-

sented in Table 5.4. The SVM values represent a simple integer ranking, while the

χ2 values represent the weighted statistical significance of each feature, with values

dependent on the total number of feature instances. The most significant feature

scores are shown in bold.

These results indicate that not only does the importance of each parameter vary

between the k*-means and Canny segmentations, but their importance varies with the

chosen metric. What is apparent is that, for both types of segmented features, both

textural and shape descriptions provide relevant information for machine learning.

Based solely on χ2 scores, the clustering derived classifier emphasizes a subset of

the descriptors (although all parameters are relevant), whereas the Canny derived

classifier relies on a more even combination.

This result is further verified by comparing classifier models built with either shape

or textural descriptors against a classifier model using the combined information. For

the combined classifier, a J48 decision tree was used as the classifier. Other classifiers

provided comparable results. In both cases, the classifier model using the combined

description outperformed the models using only the textural or shape subset, as ev-

idenced by the ROC plots in Figures 5.8 and 5.9. In no case did the inclusion of all
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k*-Means Canny

SVM χ2 SVM χ2

aspect ratio (S) 7 482 7 4620

compactness (S) 2 446 - -

energy (T) 8 868 4 3999

homogeneity (T) 6 80 5 3660

entropy (T) 5 553 6 4073

correlation (T) 4 923 1 1090

contrast (T) 3 43 3 3660

variance (T) 1 9 2 4054

Table 5.4: SVM classifier attribute rankings and χ2 scores. (S) denotes shape de-

scriptors, (T) denotes textural descriptors

feature descriptors actually degrade classifier performance. This can be a common

problem with machine learning classifiers, so this is another indication of robustness

in the overall framework.

5.3.4 Object Recognition Testing and Analysis

After verification of the segmentation routine and consideration of feature vector

sensitivity, a study was performed to determine an optimal classifier type. The opti-

mal classifiers from each machine learning paradigm (determined during preliminary

testing) were tested and compared: Bayesian networks (BNet); J48 decision trees;

multilayer perceptron (ANN); and k-nearest-neighbors (KNN). Algorithm boosting

using adaptive boosting and 10-fold cross-validation were utilized where applicable.

A one-rule (1-R) classifier was also developed as a baseline.
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Figure 5.8: ROC comparison plot for k*-means segmentation

The results of this analysis are summarized in Tables 5.5 and 5.6, with the best

outcomes shown in bold. These tables also contain the computer times required to

generate the results using each algorithm, which are useful for comparing relative

computational costs.

Once again, the results show that the four algorithms considered are comparable in

performance, and all of them outperform the 1-R classifier, although with significantly

increased computational costs. In terms of accuracy, there is little to distinguish

between classifier methods, and a paired t-test indicated that there is essentially no

statistical distinction in performance between these classifiers.

5.3.5 Overall System Validation

As a final test to verify the benefits of using a more complex machine learning ap-

proach compared to a system that uses a single classifier metric, the two fully devel-
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Figure 5.9: ROC comparison plot for Canny segmentation

oped and trained vision systems were run on a separate image test set of 100 images

with cracks and 100 images without cracks. The established Haar wavelet method

[Abdel-Qader et al., 2003], which uses average pixel intensity in an image as a classi-

fier threshold, was the representative system using a single metric classifier. The test

images, as described earlier, included lighting and surface quality variations. Based

on its previously observed good accuracy and relatively low computational cost a J48

decision tree utilizing adaptive boosting was used as the classifier for the k*-means

and Canny results. The outcomes of this analysis are shown in Table 5.7.

Both machine learning based systems performed comparably well and it is appar-

ent that both systems are weighted to produce false positive results far more often
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1-R BNet J48 ANN KNN

% Correct 86.6 91.5 92.7 92.6 92.4

% True Pos. 89 92 94 93 93

% True Neg. 84 91 91 92 92

ROC Area 0.866 0.960 0.973 0.961 0.927

Build Time 0.09 s 0.43 s 0.74 s 18.4 s 0.46 s

Table 5.5: Classifier results for k*-means clustering-based segmentation

1-R BNet J48 ANN KNN

% Correct 91.0 92.9 92.7 93.3 91.1

% True Pos. 91 92 94 93 91

% True Neg. 91 94 91 94 91

ROC Area 0.91 0.971 0.973 0.965 0.911

Build Time 0.01 s 1.44 s 0.73 s 26.5 s 0.33 s

Table 5.6: Classifier results for Canny edge-based segmentation

than false negatives. It is instructive to observe the missed positive images for each

case, which are shown in Figure 5.10. The Canny based system failed due to the

faintness of the hairline crack combined with the staining around the crack edge.

This likely led to a weakened edge response and the resulting edge was thresholded

out. The miss for the k*-means system is less apparent. While difficult to perceive

in the image, the crack had several gaps in it once the image was median filtered.

This led to smaller objects that were not recognized as one continuous crack. In gen-

eral, this last test serves as verification that using a machine learning approach for

crack classification and detection improves detection accuracy rates compared to ba-

sic discriminators such as represented by the Haar results in Table 5.7. The high false
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k*-Means Canny Haar

% Correct 86.5 87.5 63.0

% True Pos. 99 99 62

% True Neg. 74 76 64

Table 5.7: System test results for k*-means, Canny, and Haar wavelet based systems

positive rate can be reduced using a cost-sensitive analysis in any implementation.

(a) k*-means method failure (b) Canny’s method failure

Figure 5.10: Missed positive images for k*-means and Canny based vision systems

5.4 Summary and Conclusions

A computer vision methodology for automatically detecting cracks in concrete images

has been developed and tested. The system is capable of accurate classification that is

more robust to the image variations inherent in field inspections than established edge-

based approaches. The complete system is computationally fast enough to handle

large image sets, potentially in embedded applications.

Three segmentation methods were considered. An edge based approach using

Canny’s method and a clustering approach using a custom variant of the k-means

algorithm (k*-means) were combined with a machine learning classifier. While both
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segmentation methods perform well on uniform test sets, clustering segmentation is

more robust for highly variable image sets and is therefore better suited as a seg-

mentation method for general field image analysis. Clustering methods can also be

more optimally parallelized for large-scale applications. Both machine learning ap-

proaches significantly outperformed a Haar wavelet based approach using a simple

crack discriminator.

The combined shape and textural feature descriptor used in this paper is essentially

invariant to crack size and orientation, and is an improvement over descriptors using

only shape or texture parameters. One advantage of the k*-means based system is the

availability of shape descriptors that are not useable with the line segments resulting

from Canny’s method.

In general, the present results show that most machine learning methods will pro-

vide comparable performance with regards to accuracy, in particular if meta routines

such as adaptive boosting are used. Conveniently, this means the choice of classifier

can be made based on execution speed and ease of implementation within a larger

framework. The most likely source of error in the results stems from possible mistakes

during the manual tagging and registration of training and testing data.

Continuing work in this area is being done to expand the ability of the computer

vision system to distinguish between different damage types. The detection system

is also being implemented within a larger vision system which will be capable of not

only detecting damage, but also of quantifying and cataloguing damage.

In addition to the technical approaches presented in this paper to improve au-

tomated damage characterization, the case is also made for the need for broadly

available image databases to enable further research to move forward on common

ground. Computer vision systems demand a large and varied set of images for opti-

mal model performance, but the handful of sample images typically capable of being

presented in a paper are inadequate for reproducing results, evaluating and compar-

ing outcomes using alternative algorithms and approaches, and being able to apply
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statistically valid analyses. This clearly limits the rate at which this field of research

can develop. The authors propose the development of an open database for both

submitting new images and accessing images used in prior research efforts. As a first

step in this effort, all images used for the development of this paper can be obtained

by contacting the authors.
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Chapter 6

IMAGE ANALYSIS FOR POST-EARTHQUAKE DRIFT
ESTIMATION
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6.1 Introduction

This paper investigates the feasibility of using computer vision for quantitative struc-

tural condition assessment, motivated by the need for a better and more complete

understanding regarding the estimation of damage in structural components. In par-

ticular, it considers the fundamental question as to the degree correlations between

images of bridge columns and maximum column displacements exist, in the context

of visually observable damage and an associated displacement history.

Current methods of structural inspection and assessment are limited in their abil-

ity to quantitatively estimate the extent of damage and deterioration that structural

components have experienced. These limitations are manifested not only during rou-

tine inspections of structures, where qualitative estimates of damage have been shown

to be highly variable and susceptible to inspector bias [Phares et al., 2004], but also

during post-disaster triage assessment of critical infrastructure.

In such a triage scenario, rapid assessments must be made regarding the structural

integrity of infrastructure to enable critical rescue and transport operations. Often,

these assessments must be made without the time or training required to perform

complex analyses of structures, and are therefore performed via simple visual obser-

vation. This process is normally not quantitative and exhibits many of the same

variances as routine infrastructure inspections. However, inspectors typically take

digital images of structures under inspection, providing a potential source of quanti-

tative information.

Digital images can provide a powerful complement to qualitative inspection ob-

servations. Digital images are, in essence, complex sensor data. These two, and

sometimes three, dimensional images can contain a great deal of information regard-

ing the extent of damage and deterioration of infrastructure components. Extracting

and making use of this information is an ongoing challenge that extends well beyond

the civil engineering community.
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Yet, image analysis provides only simple descriptions of damage states such as

concrete cracking, metal corrosion, or concrete efflorescence. These descriptions do

not inherently provide correlation to structural performance and so, on their own,

processed digital images are not capable of enabling quantitative damage estimations.

However, were the correlation between structural damage and image data known,

it would be possible to use images as a means of generating damage estimates via

supervised machine learning techniques.

The goals of this study were threefold. The primary purpose was to determine

if there was in fact a strong, statistically robust relationship between bridge column

performance under lateral load and visually observable column damage. The analysis

was also designed to determine the limits of applicability for derived regression models

with regards to other structural elements of similar size but varying design. Lastly, the

work was performed to provide recommendations for camera setups of future experi-

mental testing programs so as to maximize the utility of captured and synchronized

images. The results of the study indicate that there is a robust relationship between

parameterized image information and quantifiable structural performance, and that

future experimental testing programs can be optimized to enable these correlations

for other structural components.

6.1.1 Prior Work

There is a large body of work on using static sensors for damage detection and esti-

mation [Wang and Chan, 2009] in structures. While finite element model updating

and vibration analysis can successfully both detect and analyze certain kinds of dam-

age, the majority of structures are not instrumented with static sensor networks,

limiting the utility of such techniques for applications such as post-earthquake triage

assessment.

To date there have been no studies that have explored correlations between ob-

jects in images and structure displacements. Prior efforts have focused on detecting
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damage, assigning a prescribed damage level, or estimating permanent deformations

from images, but not on numerically estimating the mechanical integrity of structural

elements from images.

German et al. [2012] developed a method for detecting and parameterizing spalling

in images. Their approach used features of the image covariance matrix which relate

to spalling. These spall regions were then parameterized via template matching of

exposed rebar in the images. Zhu et al. [2011] developed a technique for parame-

terizing concrete cracking in images. The percolation method of crack segmentation

developed by Yamaguchi and Hashimoto [2010] was used to provide a crack map that

was then described numerically and associated with prescribed generalized damage

states. The method was used on images taken after the January 2012 earthquake in

Haiti.

Digital image correlation (DIC) has been widely applied to crack detection in

images [Destrebecq et al., 2011]. Via a comparison of two images, it is possible

to detect and measure deformations and cracking in concrete. These techniques,

however, require camera placement to be the same between images. Furthermore,

to date there has been no effort in correlating DIC detected cracks to underlying

structural causes.

There have been a series of research efforts using augmented reality (AR) systems

to aid in damage detection post-earthquake [Kamat and El-Tawil, 2007, Dai et al.,

2011]. In this work, the position of a field inspector was determined via photogram-

metric analysis of a known model of the structure. This known, undamaged, model

of the structure was then overlaid to the AR system to aid in determining if per-

manent inter-story drift had occurred. However, assessments of permanent drift do

not necessarily capture the extent of structural damage due to scenarios such as the

re-centering of compromised structural elements due to global structural effects.

Carreno et al. [2010] developed a technique for damage estimation using machine

learning. Their system used a fuzzy artificial neural network and a wide range of
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heterogenous inputs. These inputs included damage to structural elements and non-

structural elements, site conditions, and issues such as material variability. The sys-

tem was capable of quantifying damage, but did not link observations to the displace-

ment history of the tested structures, and was only able to categorize structures based

on prescribed damage states.

OBrien et al. [2011] also developed and tested a post-earthquake triage assessment

tool. Based on broad, easy to obtain structural measurements such as building floor

plan dimensions and areas of lateral load resisting elements, a vulnerability index was

constructed. This index was designed to enable building inspectors to estimate the

likelihood of significant structural damage without complex analysis. However, the

developed index did not numerically relate observations to quantitative displacement

histories.

6.1.2 Research Objectives and Approach

The research presented in this paper explores the relationship between parameter-

ized image information and maximum experienced structural displacements. Such

estimations are more closely related to the mechanical performance and integrity of

structural elements relative to techniques which estimate residual displacements or

associate observed damage with previously defined, and more qualitative, damage

states.

For this research, concrete bridge columns with socketed footing connections were

studied. Using laboratory testing specimens originally tested as part of a Pacific

Earthquake Engineering Research (PEER) project [Haraldsson et al., 2012, Davis

et al., 2012], known levels of maximum lateral displacement were recorded syn-

chronously with digital images of the columns from various angles and perspectives.

The images of the columns were captured after the column had returned to a zero-

displacement configuration. These images were analyzed, parameterized, and then

correlated with the known maximum displacements by constructing regression mod-
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els via machine learning.

6.2 Methodology

In order to build a machine learning model using synchronized experimental test-

ing and image data, images must first be reduced to vectorized numeric descriptors

of relevant objects in the images themselves. Once vectorized, the complete set of

descriptors for all images can be correlated to the known maximum drift levels via

any number of learning methods. In this work, images were first segmented to pro-

duce sub-images of only the relevant visible damage. These segmentations were then

numerically described and parameterized using non-dimensional descriptors such as

normalized size and location. These first two steps are diagrammed in Figure 6.1. Fi-

nally, regression analysis was performed via a suite of supervised learning algorithms.

The resulting regression models were tested for accuracy and potential overfitting.

Original Image

Typical

Binary

Object

Binary Segmentation Feature Extraction

Feature Seti = {areai, perimeteri, …}

[

[{ … }

{ … }

{ … }

{ … }

…

Figure 6.1: Schematic example of segmentation and feature extraction process
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6.2.1 Image Segmentation

In order to parameterize the images, relevant objects within the image such as cracks

or spalls were first isolated, a process known as image segmentation [Gonzalez et al.,

2010]. The cracks that occurred during testing were marked using a red or blue

marker. As a preliminary study, the image segmentation process was aided by these

additional manual marking of cracks during laboratory observation and this distinc-

tion was used to develop a repeatable crack segmentation routine with minimal com-

plexity. This simplification was performed in order to minimize potential variables in

the study. The images were segmented twice, once for crack patterns and again for

concrete spall patterns.

For the first segmentation, the RGB images were projected into the CIE-LAB color

space [Fairchild, 2005]. CIE-LAB isolates the red and blue channels in an image, which

helps reduce the impacts of color temperature variances. The A and B channels of the

image were thresholded using simple binary thresholds to develop binary images of the

cracks, which were then combined. Morphological dilation was performed to connect

small discontinuities in the crack patterns and reduce variance caused by crack widths

[Serra, 1982]. Connected component analysis was then performed [Gonzalez et al.,

2010], discarding small objects that corresponded to image noise. The result of the

segmentations were binary geometric skeletons of the crack patterns.

For the second segmentation, the initial image of the uncracked specimen was

compared to each subsequent image to provide a differential image. Both images

were projected into the CIE-LAB color space. Only the luminance channel, which

provides a grayscale image, was used. The differential of the two images was converted

into a binary image using simple thresholding. Again, morphological dilation and

connected components analyses were performed. The resulting images were binary

representations of only the spalls patterns.

It is important to note that this research was not a study of image segmenta-
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tion methods, and the simple method used is suitable for laboratory specimens with

marked crack patterns only. In the field, issues such as crack closing make segmenta-

tion more challenging. There are many methods for segmenting objects from images

and it is an active field of research in the computer vision community. However, given

current research it is reasonable to assume that an accurate and robust segmenta-

tion is possible in a field environment, particularly if an inspector distinctly marks

observed cracks.

6.2.2 Feature Extraction

The two binary images, one of the crack patterns and one of the spall patterns,

were then reduced to numeric descriptions of the objects in the images. Normalized

descriptions of the images were used to reduce variances due to changes in camera

perspective between test cameras. The emphasis was on performing bulk parameteri-

zation of the images, as opposed to describing individual binary objects in the images,

in order to reduce sensitivity to small segmentation variances.

The parameterizations were designed to describe the formation of a plastic hinge

in the tested columns, as well as to describe damage in the columns after hinging

had occurred and concrete cracking had subsequently stabilized. For the segmented

images of the crack patterns, the area of crack pixels in both the binary image and the

luminance channel image were included. The centroid of segmented crack objects was

also included. All dimensional descriptors were normalized to reduce scale variances.

Normalization was performed by leveraging the known dimensions of the column and

corresponding pixel size to express all parameters as a ratio of the column dimensions.

For the segmented images of the spalls, three descriptors were used. The first was

a binary flag indicating whether or not a spall had been detected. The other two

descriptors used were the area of the spall and the centroid of the spall. Both the

area and centroid descriptors were normalized to reduce scale variances.
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6.2.3 Machine Learning

The parameterizations of the images were compiled into a data set that also included

the known level of maximum experienced column drift corresponding to each image.

This data set was then used to construct a series of regression models via machine

learning. These models were designed to predict the maximum experienced drift in

the column, as opposed to residual drift, using only the parameterizations of the

images.

6.3 Testing and Analysis

The test setup included both the experimental testing of the columns and the numer-

ical analysis of the synchronized images.

6.3.1 Structural Test Setup

A series of 1:2 scale structural tests were performed in which 4 columns were mono-

tonically and laterally loaded to prescribed displacements, specified as a ratio of the

column height to the lateral displacement, or percent drift. After each load cycle, the

columns were brought back to a neutral “at rest” position. Images of the columns

were captured in this at rest position from various camera angles, resulting in 13

camera sequences from the 4 tests (Figure 6.2). The reader is referred to Haraldsson

et al. [2012] and Davis et al. [2012] for more details concerning the testing. These

four tests are referred to as SF-1, SF-2, SF-3, and PT-SF in the following discussions.

The orientation of the cameras during each test are illustrated in Figure 6.3 and key

structural parameters for each test are shown in Table 6.1. Several differences between

the tests are of note. The first is that the differences between SF-1 and SF-2 involve

detailing of the confinement reinforcement, which is not indicated in the table. The

second key difference is the thinner footing used during SF-3. The thinner footing

led to a punching shear failure in the footing at high drifts, as opposed to the bar
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buckling observed during the other tests. Lastly, while the design of the column is

similar, PT-SF also included significant prestressing force.

Figure 6.2: Sample images from experimental tests

6.3.2 Computer Vision Test Setup

Image segmentation and parameterization were performed in Inc. [2011], using the

Image Processing Toolbox. All images were analyzed with a standardized resolution of

about 50 pixels per inch. Regression analysis was performed using the WEKA machine

learning software suite [Hall et al., 2009]. A series of linear and nonlinear regression

models were constructed. M5P regression trees [Quinlan, 1992] provided the highest

degree of accuracy, as is discussed in Section 6.4.1, and were used throughout the

analyses unless noted otherwise.

6.3.3 Analysis Procedure

As a first step in the analysis of the image-based regression models, a study was

performed in order to assess the need for a nonlinear regression model, as opposed

to simple linear regression. A data set of SF-1, SF-2, and SF-3 was used for training

and testing via 10-fold cross-validation [Kohavi, 1995].
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Figure 6.3: Orientation of cameras during column testing

Once a suitable regression model was chosen, the next step was to determine the

need for various image descriptors. In particular, the necessity of modeling visually

observable spalls was studied. For this study, each of the data sets from SF-1, SF-

2, and SF-3 were trained and tested separately via 10-fold cross-validation, both

with and without spall descriptors. Additional preliminary tests were performed to

determine the need for the other included parameters.

In addition to standard regression analyses, it was vital that the constructed

data set be tested for overfitting. Overfitting refers to the construction of statistical

models that exhibit a high degree of prediction accuracy on a limited data set, but

perform poorly on more varied image sets [Witten and Frank, 2005]. While there

is no guaranteed way to prevent or detect overfitting, there are several commonly

used techniques generally considered to be effective in minimizing the likelihood of
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Specimen Column Column Footing Reinforcement Axial Load

Diameter Height Depth Ratio

(in) (in) (in) (%) (kip)

SF-1 20 60 22.5 1.12% 159

SF-2 20 60 22.5 1.12% 159

SF-3 20 60 10 1.12% 159

PT-SF 20 60 22.5 1.0%a 159 (+PS)

a Total reinforcement ratio. Mild steel ratio was 0.36%

Table 6.1: Details of experimental tests

overfit. The most common is to construct the regression model using one data set

and test the model’s accuracy on data from an entirely different scenario. Such tests

illustrate the robustness of a regression model with regards to new information. For

the purposes of this research, regression models trained on data from SF-1 were tested

on data from SF-2 and SF-3. A model trained on test SF-2 was tested on SF-1 and

SF-3 as well. The differences in camera positioning, lighting, and column detailing,

as well as variances in column fabrication and material behavior, provided significant

differentiation between tests.

After selecting a descriptor set and classifier, as well as checking against model

overfitting, regression models built using the complete data set were trained and

tested via 10-fold cross-validation. The accuracy of this complete data set model

was examined for each individual column test in regards to predicting maximum

experienced drift based on image data. The impact of camera variables such as camera

position and lighting were explored by analyzing the regression models’ accuracy on

a per-camera basis.

Lastly, the PT-SF column, which included prestressing, was tested using the re-
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gression model built from the other column tests. This was done in order to explore

whether or not the visual model could be extended to socket columns with a signifi-

cantly different internal structural design. The expectation was that the differences

in concrete cracking due to additional prestressing would reduce the accuracy of the

regression model.

Performance Metrics

The metrics associated with analyses of the the type described above are related to

the performance of the regression models. Key regression accuracy metrics include

the correlation coefficient between the predicted and known drift levels, the mean

absolute error, and the root mean squared error. The correlation coefficient provides

a relative measure of model fit, or the scatter in the results. The other metrics provide

an estimate of the overall accuracy of a regression model [Witten and Frank, 2005].

Scatter plots which indicate the correlation between the true and predicated max-

imum drifts are provided for all analyses in the next section. Each data point in the

scatter plots represents the predicted drift for one test image and displacement. A

perfect prediction would fall on a 45 degree line in the plots. Such a line is included

in all plots as a visual aid, labeled as the “ideal trend” line.

6.4 Results

6.4.1 Regression Model Selection

Regression models were built using a series of linear and nonlinear algorithms using a

data set compiled from SF-1, SF-2, & SF-3. Initial testing indicated that M5P regres-

sion trees provided the most accurate and reliable results. A comparison between the

performance of linear regression and M5P is shown in Figures 6.4 and 6.5 and Table

6.2. Both methods indicated a correlation between parameterized image information

and structural performance, however the M5P algorithm allowed for an arbitrarily
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R Mean Abs. Err. RMS Rel. Err. Root Rel. Sq. Err.

Linear 0.91 0.93 1.23 40.0% 42.3%

Linear (low drift) 0.73 0.73 0.91 45.4% 52.1%

M5P 0.94 0.66 0.99 28.5% 33.0%

M5P (low drift) 0.90 0.35 0.49 21.6% 27.6%

Table 6.2: Results for linear regression and M5P tree models (complete data set)

complex nonlinear model capable of better results, particularly at low drifts where

spalling is not observable. The linear regression model optimizes overall accuracy by

heavily weighting spall parameters that are unavailable at lower drifts. The result is

a model that predicts an almost constant maximum drift if spalling is not observed.

6.4.2 Spall Modeling Analysis

Preliminary models only described crack patterns in images and neglected spall in-

formation entirely. However those models did not perform well at higher drift levels

(>4%) due to the stabilization of crack patterns after the formation of a plastic hinge

in the columns. A comparison of regression models both with and without spall

descriptors are shown in Figures 6.6, 6.7, & 6.8 and Table 6.3. In all three cases,

the inclusion of spall information both reduces scatter in the data and improves the

accuracy of the overall trend. The improvement is most noticeable at higher drift

levels, as expected. The outliers for SF-1 at 7% drift (Figure 6.6) are due to a dis-

turbance of the test specimen that created a false spall pattern high on the column,

leading to an overestimated drift prediction. The noticeable outliers for SF-3 (Figure

6.8) can be attributed to the ultimate failure mechanism of the column. For SF-3,

the footing thickness was significantly less than for the other tests and resulted in

a punching shear failure. This failure caused the entire column to shift downwards
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Figure 6.4: Comparison of M5P tree and linear regression based models using com-

plete training set

substantially, lowering the centroid of both the cracking and spalling patterns and

causing an under-estimation of the maximum drift.

6.4.3 Overfitting Analysis

The results of the overfitting analyses are shown in Figures 6.10, 6.12, & 6.11 and

Table 6.4. For models tested and trained on SF-1 and SF-2, error increases, but the

correlations remain strong and indicate that overfitting is unlikely. Performance of

models tested on SF-3 perform worse, predominantly under-predicting the maximum

drift that the column had experienced.

This difference was due to relatively severe lighting changes during the SF-3 test

(Figure 6.9). Light sources for cameras during tests SF-1 and SF-2 remained much

more consistent throughout testing. The variance inhibited the consistent segmen-



126

0 1 2 3 4 5 6
0

1

2

3

4

5

6

True Maximum Experienced Drift (% Drift)

P
re

d
ic

te
d

 M
a

x
im

u
m

 E
x
p

e
ri
e

n
c
e

d
 D

ri
ft

 (
%

 D
ri
ft

)

 

 

M5P Tree

M5P Tree trend

Linear Regression

Linear Regression Trend

Figure 6.5: Comparison of M5P tree and linear regression based models at low drift

level

tation of cracking in images from SF-3 and the resulting crack parameterizations

indicated less cracking in the column than was actually present, leading to the under-

estimation of column drifts, despite a correlation coefficient above 0.8 (Table 6.4).

6.4.4 Complete Model Analysis

After initial model verification, the accuracy of the regression model built using the

complete data set was tested. The model was constructed and tested using 10-fold

cross-validation to minimize overfit. The results for the complete model, as well as

the results broken out for each individual training set, are shown in Figures 6.14, 6.15,

6.16, & 6.17 and Table 6.5. Prediction accuracy is relatively consistent for SF-1 and

SF-2. Accuracy is lower for predictions on data from SF-3, for the reasons discussed

earlier.
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R Mean Abs. Err. RMS Rel. Err. Root Rel. Sq. Err.

SF-1 with spall 0.97 0.47 0.69 19.7% 22.9%

SF-1 no spall 0.91 0.79 1.26 32.9% 41.9%

SF-2 with spall 0.98 0.40 0.58 18.0% 20.5%

SF-2 no spall 0.85 0.83 1.49 37.3% 52.5%

SF-3 with spall 0.90 0.75 1.28 30.8% 43.0%

SF-3 no spall 0.74 1.45 1.96 60.1% 65.7%

Table 6.3: Results for M5P tree regression models considering spall descriptors

R Mean Abs. Err. RMS Rel. Err. Root Rel. Sq. Err.

SF-1 on SF-2 0.89 0.89 1.40 39.7% 50.0%

SF-1 on SF-3 0.83 1.75 2.46 75.9% 83.8%

SF-2 on SF-1 0.92 0.95 1.50 40.9% 50.1%

SF-2 on SF-3 0.81 2.46 3.12 108.0% 105.7%

Table 6.4: Results of overfit analysis

R Mean Abs. Err. RMS Rel. Err. Root Rel. Sq. Err.

Complete Data 0.93 0.75 1.08 32.4% 36.9%

SF-1 breakout 0.98 0.49 0.66 20.7% 22.2%

SF-2 breakout 0.96 0.56 0.87 24.9% 30.9%

SF-3 breakout 0.93 0.95 1.40 41.2% 47.8%

Table 6.5: Performance of complete data set (includes breakouts for individual

column tests)
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Figure 6.6: Performance of SF-1 trained model with and without spall information

6.4.5 Camera Analysis

It is instructive to study the performance of the complete regression model on a per

camera basis, and these results are shown in Figures 6.18, 6.19, & 6.20 and Table 6.6.

The prediction accuracy for SF-1 and SF-2 data sets remains high regardless of camera

orientation. Prediction accuracy results from SF-3 indicate that models built using

the northwest camera provided less accurate predictions than the northeast camera.

This was due to the problematic lighting variances experienced by the northwest

camera.

6.4.6 Pretensioned Column Analysis

As a final test of the limits of the model, the complete regression model constructed

from SF-1, SF-2, and SF-3 was tested on the images from pretensioned socket col-

umn PT-CB (Figure 6.21 and Table 6.7). Both error and correlation outcomes are
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R Mean Abs. Err. RMS Rel. Err. Root Rel. Sq. Err.

SF-1 Northeast 0.98 0.46 0.57 19.0% 18.2%

SF-1 South 0.99 0.49 0.74 20.1% 23.7%

SF-1 Southwest 0.97 0.60 0.76 24.5% 24.2%

SF-1 West 0.42 0.34 0.44 17.0% 21.5%

SF-2 Northwest 0.98 0.55 0.76 22.8% 24.2%

SF-2 South 0.98 0.74 1.07 30.3% 34.3%

SF-2 Southwest 0.93 0.57 0.95 28.3% 39.2%

SF-2 West 0.97 0.20 0.22 10.0% 10.9%

SF-3 Northeast 0.93 0.81 1.11 36.9% 40.2%

SF-3 Northwest 0.96 1.08 1.63 45.1% 52.9%

Table 6.6: Performance of complete data set per camera
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Figure 6.7: Performance of SF-2 trained model with and without spall information

significantly worse for this test than for any other analysis performed in this work.

This is an expected result, as the pretensioned column exhibited an entirely different

cracking pattern and failure mechanism.

The inability of the regression model to predict the maximum displacement of the

pretensioned column does not negate the value of the overall approach. Instead, it

serves as an example as to the limitations of applying any single regression model

to a wide variety of structural elements. In a fully realized implementation of this

computer vision approach, regression models for various structural elements would be

necessary, as well as models which analyzed cracking patterns from other potential

loading patterns, using a hierarchical pattern recognition methodology.
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Figure 6.8: Performance of SF-3 trained model with and without spall information

R Mean Abs. Err. RMS Rel. Abs. Err. Root Rel. Sq. Err.

PT-SF 0.34 2.83 4.37 107.3% 130.9%

Table 6.7: Performance of regression model on pretensioned column

6.5 Conclusions

A series of regression models capable of predicting the maximum experienced lateral

displacement of a socket column have been developed based solely on numeric infor-

mation extracted from images of the bridge columns via computer vision techniques.

Analysis of the regression models indicates that there is a strong correlation between

parameterized image data and structure displacement histories for the tested bridge

columns. This correlation is robust to changes in camera position and column detail-
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Figure 6.9: Example of lighting variance during test SF-3

ing, but severe lighting variances or significant structural changes, such as additional

column pretensioning, inhibit model prediction accuracy.

Changes in lighting during the test were determined to be a significant source of

segmentation error with respect to the images of test SF-3. In order to maximize the

utility of images taken during future experiments, care should be taken to provide

consistent lighting throughout testing. Furthermore, analysis of experimental images

can be optimized if cracks are marked using distinct colors such as was done for the

tests used herein. A marking scheme which distinguishes between cracks observable in

the “at-rest” condition from cracks only observable at maximum displacement would

also aid further model development and calibration.

Given the correlation and predictive accuracy of the models in this study, image-

based regression models have the potential to be used as triage assessment tools in

order to better determine the mechanical integrity of bridge columns post-earthquake.

However, the limitations of the constructed models with respect to the pre-tensioned

column highlight the substantial work that must be completed before such assessment



133

0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18
0

1

2

3

4

5

6

7

8

9

10

11

12

13

14

15

16

17

18

True Maximum Experienced Drift (% Drift)

P
re

d
ic

te
d

 M
a

x
im

u
m

 E
x
p

e
ri
e

n
c
e

d
 D

ri
ft

 (
%

 D
ri
ft

)

 

 

prediction

prediction trend

ideal trend

Figure 6.10: Overfit check: correlation for training on SF-1 and tested on SF-2

tools can be realized. In order to achieve a fully comprehensive field implementation,

image-based regression models must be developed for other column shapes and de-

signs, as well as for other loading patterns such as torsional loadings. There are many

other practical issues to be addressed as well. Ultimately, a suite of regression models

should be constructed, as well as a computer vision methodology for discriminating

between potential damage patterns a column could experience. Both the number of

models necessary to construct a comprehensive assessment tools and the limits of

applicability or any one model are open research questions.
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Figure 6.11: Overfit check: correlation for training on SF-1 and tested on SF-3
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Figure 6.12: Overfit check: correlation for training on SF-2 and tested on SF-1
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Figure 6.13: Overfit check: correlation for training on SF-2 and tested on SF-3
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Figure 6.14: Correlation for training and testing on SF-1, SF-2, & SF-3 (10-fold

cross-validation)
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Figure 6.15: Correlation for training and testing on SF-1, SF-2, & SF-3 (10-fold

cross-validation): SF-1 breakout
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Figure 6.16: Correlation for training and testing on SF-1, SF-2, & SF-3 (10-fold

cross-validation): SF-2 breakout
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Figure 6.17: Correlation for training and testing on SF-1, SF-2, & SF-3 (10-fold

cross-validation): SF-3 breakout



139

0 1 2 3 4 5 6 7 8 9 10 11 12 13
0

1

2

3

4

5

6

7

8

9

10

11

12

13

True Maximum Experienced Drift (% Drift)

P
re

d
ic

te
d

 M
a

x
im

u
m

 E
x
p

e
ri
e

n
c
e

d
 D

ri
ft

 (
%

 D
ri
ft

)

 

 

SF1NE

SF1NE trend

SF1S

SF1S trend

SF1SW

SF1SW trend

SF1W

SF1W trend

ideal trend

Figure 6.18: Correlation for training and testing on SF-1, SF-2, & SF-3 (10-fold

cross-validation): SF-1 breakout by camera
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Figure 6.19: Correlation for training and testing on SF-1, SF-2, & SF-3 (10-fold

cross-validation): SF-2 breakout by camera
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Figure 6.20: Correlation for training and testing on SF-1, SF-2, & SF-3 (10-fold

cross-validation): SF-3 breakout by camera
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Figure 6.21: Correlations for training on SF-1, SF-2, & SF3, testing on PT-SF
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Chapter 7

CONCLUSIONS & AVENUES FOR FUTURE RESEARCH
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7.1 Conclusion

A new, systematic, methodology for capturing and analyzing inspection images has

been presented and prototyped. This system processes images captured via unmanned

aerial drones capable of comprehensive imaging. These images are reconstructed into

an accurate and scalable 3D geometric model of the inspected structure, providing

spatial context to the high-resolution 2D images. Structural damage in these 2D

images is then detected via field-robust image segmentation and trained machine

learning pattern classifiers. The detected damage in the images is then parameterized

for input into nonlinear regression models that estimate mechanical damage.

This research program strove to prototype the system, addressing key challenges

at each phase to enable the application of each process within the larger framework.

However, the primary goal of this research has not been the optimization of any one

process. Instead, the goal has been to show the feasibility of this systematic approach

to inspection and to illustrate the possibilities for new damage models and inspection

techniques that are a direct result of this approach. Specifically, by incorporating a

holistic methodology to inspection imaging, the following are achieved:

• Minimization of the costs and impacts of inspection through automation

• A contextualized environment that allows for consistent transmission of inspec-

tion data

• Improvements in how inspectors and engineers interact with inspection data

• New, quantitative models of the deterioration of structures

The various required processes in this systematized inspection framework are each

complex and challenging research fields in their own right and potential for future

research exists in all phases of the imaging pipeline, extending it and expanding it to

incorporate information on a broader scale.
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7.2 Future work in inspection robotics

Based on an analysis of the robots currently used for structural inspection, there

is an immediate need to develop robots capable of performing inspections more au-

tonomously in a field environment. Most implementations, including the one used for

this research, require human piloting. Such ROVs are more capable of avoiding ob-

stacles and are quicker to implement than autonomous robots. However, they provide

no guarantee as to inspection coverage and tend to be highly inefficient with respect

to inspection speed. One fundamental reason that autonomy has not be implemented

for structural inspections is that the problem of mapping and exploring an unknown

and dynamically changing field environment, often referred to as the Simultaneous

Localization and Mapping (SLAM) problem, is difficult for lightweight flying robots.

These UAVs are highly susceptible to environmental disturbances such as wind gusts,

and inherent weight restrictions inhibit the use of on-board computers capable of

on-line pose recalibration.

The 3D reconstructions that are a result of the systematic inspection methodology

provide a potential solution. These 3D models include robust salient image features,

which are used to produce the reconstructions. These features can also be used

as “waypoints”, potentially enabling a robot to localize itself in the environment.

Furthermore, such a known underlying 3D model can facilitate autonomous path

planning that guarantees comprehensive structural inspection. The challenges in both

case are developing the initial model of the structure and utilizing the information in

a manner that allows for on-line robotic decision making.

7.3 Future work in 3D scene reconstructions

There are two primary avenues for future work in 3D scene reconstruction, in the

context of structural inspection. The first is the development of methods that pro-

vide 3D reconstructions using underwater imaging and sensing modalities. This has
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been done in the simpler context of mapping the ocean floor, but more sophisticated

3D reconstructions have not been performed. In conjunction, how to connect 3D

reconstructions that utilize different sensing modalities is an open research question.

More specific to the field of structural inspection, there is a need for work that

relates 3D reconstructions to the deformations and mechanics of structures. Often,

structural damage can only be perceived as a deformation of the structure (e.g. cross-

frame buckling). Repeated imaging and reconstruction of a structure can capture

these changes, but in order to relate changes to deformations and potentially to strain

fields within the structure requires utilizing the reconstruction information in new

ways. Relatedly, there is potential to use reconstruction point clouds to perform

finite element model updating.

7.4 Future work in damage detection

The majority of potential future research lies in extensions of the developed computer

vision methodologies. There is a need for research into damage detection and param-

eterization methods that can detect and numerically describe other forms of damage

such as corrosion and concrete efflorescence. Damage and defect detection could also

be improved by developing computer vision techniques that not only detect defects,

but can match them against a database of defects in similar structures to provide a

more complete picture of the causes and impacts of damage.

7.5 Future work in image-based damage estimation

The regression models developed herein are only applicable within the narrow range of

socket columns subjected to a uniaxial lateral load. There is substantial need to build

similar regression models for other structural elements and loading patterns. Further-

more, techniques for determining the limits of applicability for developed regression

models are needed. Lastly, there is potential to extend these regression models by

incorporating additional numerical information, such as is provided by accelerome-
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ters and other global response sensors. If achieved, such an image-sensor fusion could

address long standing challenges in the structural health monitoring community with

regards to combining localized damage descriptions with changes in the global struc-

tural response.
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