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In many areas of research, robust and efficient data-mining, and data-driven modeling,

have become essential to progressing our understanding of increasingly complex and

nonlinear relations often embedded in cluttered and/or corrupted data. Applications

in the industry and technology sectors are demanding high-performance algorithms

that can tease out important information in real-time, and help humans interact better

with computers. Researchers are starting to explore sparse modeling techniques that

can sample sparsely and project onto a low-dimensional bases, where the essential

information that drives the system can be extracted without having to build and run

costly models of the full dynamics of the entire system. The focus of this work will

be on the development of data analysis techniques that can be applied to solving the

gesture recognition problem, with the goal of improving performance.

One of the most exciting results of the research presented here is found in the use of

dynamic mode decomposition (DMD) as a viable and effective method for subtracting

out the backgrounds for moving objects in videos. The method will be introduced and

compared against the current standard method in the background subtraction field,

namely robust principal component analysis (RPCA). The computational speed and

accuracy of the DMD separation method offers a comfortable margin for real-time,

online data processing. The fact that DMD approximates RPCA’s low-rank/sparse





separation of data matrices opens the possibilities of various applications in the time-

scale separation of dynamics arena, and even in the data compression and sparse

sensing fields.

It will be shown that through enhanced pre-processing techniques, robust, ac-

curate, and real-time gesture recognition can be achieved, even on heavily down-

sampled images where gestures are nearly indistinguishable to the human eye. This

is compared to the current trend in the computer vision field that advocates more

complicated and computationally expensive feature selection and statistical learning

routines that become problem specific and often still suffer from gesture irregular-

ity in the data. Gesture recognition can be further improved by selecting the most

appropriate gestures for the given task, accounting for ergonomic, vernacular, and

algorithmic considerations. A new method, which combines these subjective and ob-

jective constraints into a single measure that indicates which gestures are best for the

given application, is developed and tested on a real hand gesture recognition problem.

Insights from the way that gestures render themselves in feature space help guarantee

that this best lexicon methodology will be useful and reliable for realistic recognition

problems.

In the appendix of this work, the theoretical background and practical implemen-

tation techniques needed in order to model a high-power Raman fiber laser/amplifier

system that includes stimulated Brillouin scattering (SBS) and four-wave mixing

(FWM) effects will be delineated, and the strengths and weaknesses of the computer

model will be discussed.
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Chapter 1

INTRODUCTION

The consumer electronics market and technology industry have been seeing a

growing interest in and demand for robust, real-time gesture recognition algorithms

that can improve the human-machine interaction process. Indeed, technologies are

now being proposed for future integrated voice, eye movement, facial expression, and

hand gesture recognition capabilities in many electronic devices such as smart phones,

laptops, televisions, game consoles, and tablets (See Fig. 1.1). The computer vision

and statical learning communities have been working hard to answer this call, and

to provide software that is intuitive and reliable enough to be used by the general

public. Computer vision broadly includes mathematical methods and algorithms for

acquiring, processing, analyzing, and understanding images and videos, often which

are high-dimensional, in order to produce accurate decisions and classifications about

what is observed [1, 2, 3, 4].

Many modern electronic devices now come with built-in cameras that can take

fairly high resolution pictures and videos. Though, these cameras offer access to a

great deal of information imbedded in the pixels and colors, it comes with a compu-

tational efficiency trade-off, where more data translates into slower processing times.

Most image recognition techniques need to rely on an underlying low-dimensional

structure to the gestures that they are attempting to detect and identify in order to

meet the real-time operational requirement.

This dissertation will present novel and intelligent methods for aiding the recog-

nition process, while achieving the ability to operate in real-time, and under a robust

set of circumstances. Also, an improved method for background/foreground subtrac-
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Figure 1.1: This figure illustrates a potential consumer electronics application for

computer mouse control using hand gesture recognition. Five hand gestures repre-

sent the mouse operations of “single-click”, “double-click”, “cursor movement and

control”, and “scroll-up” and “scroll-down”.

tion in video sequences will be introduced, which also has applications in time-scale

separation for dynamical systems.

This dissertation can be outlined as follows. . .

1.1 Gesture Recognition

In chapter 2, the recognition process will be explained for gesture images, and some

common algorithms for completing the recognition process will be delineated. The

first step of the recognition process has been a particularly difficult challenge in the

recognition field, namely subtracting stationary backgrounds out of video streams.

This has been at the forefront of modern data-analysis research for quite a while, and

has been a vexing task that has seen a very slow progression toward a truly competent

and efficient algorithm. Background/foreground separation can be an integral step

in detecting, identifying, tracking, and recognizing objects in video sequences. Most



3

modern computer vision applications demand algorithms that can be implemented in

real-time, and that are robust enough to handle diverse, complicated, and cluttered

backgrounds. Competitive methods often need to be flexible enough to accommodate

changes in a scene due to, for instance, illumination changes that can occur throughout

the day, or location changes to where the application is being implemented. A variety

of algorithmic techniques and methods have been developed in order to separate video

backgrounds from their foregrounds [5, 6, 7, 8, 9].

At the forefront of background/foreground subtraction in video sequences is a

method developed by by Candès et al. [9] called robust principal component anal-

ysis (RPCA). The RPCA method views this computational task as a matrix sepa-

ration problem that decomposes the video matrix into low-rank (background) and

sparse (foreground) components. By weighting a combination of the nuclear and the

L1 norms, a convenient convex optimization problem (principal component pursuit)

was demonstrated, under suitable assumptions, to exactly recover the low-rank and

sparse components of a given data-matrix (video). The RPCA technique, which has

its computational costs dominated by a convex optimization procedure, was shown

to be highly-competitive in comparison to the state-of-the-art computer vision pro-

cedure described by De La Torre and Black [10]. This result follows decades of work

attempting to robustify the PCA dimensionality-reduction technique, through, for in-

stance, influence function techniques [10, 11], multivariate trimming [12], alternating

minimization [13] and/or random sampling [14].

The separation technique presented in this chapter advocates the same approach as

Candès et al. except by using the method of dynamic mode decomposition (DMD) [15,

16, 17, 18, 19, 20] instead of RPCA. This method, which essentially implements

a Fourier decomposition of the video frames in time, distinguishes the stationary

background from the dynamic foreground by differentiating between the near-zero

modes and the remaining modes bounded away from the origin, respectively.

Originally introduced in the fluid mechanics community, DMD has emerged as
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a powerful tool for analyzing the dynamics of nonlinear systems [15, 16, 17, 18, 19,

20]. In the context of fluids, DMD has gained popularity since it provides, in an

equation-free manner, information about the dynamics of flow even if the underlying

dynamics are nonlinear. It is equation-free in the sense that a typical application

requires collecting a time series of experimental (or simulated) velocity fields, and

computing DMD modes and eigenvalues from them. The modes are spatial fields

that often identify coherent structures in the flow. The corresponding eigenvalues

define growth/decay rates and oscillation frequencies for each mode. Taken together,

the DMD modes and eigenvalues describe the dynamics observed in the time series

in terms of growth, decay, and oscillatory components; i.e. it is a decomposition of

the data into Fourier modes in time [17].

In the application of video surveillance, the video frames can be thought of as

snapshots of some underlying complex/nonlinear dynamics. The DMD decomposi-

tion yields growth, decay, and oscillatory time components of the video frames that

have contextual implications. Namely, those modes that are near the origin represent

dynamics that are unchanging, or changing slowly, and can be interpreted as sta-

tionary background pixels, or low-rank components of the data matrix. In contrast,

those modes bounded away from the origin are changing on O(1) timescales or faster,

and represent the foreground motion in the video, or the sparse components of the

data matrix. Thus, by simply applying the dynamical systems DMD interpretation

to video frames, an effective RPCA technique can be enacted at a fixed cost of a

singular-value decomposition and a linear equation solve, O(N3). Unlike the convex

optimization procedure of Candès et al. [9], which can be guaranteed to exactly pro-

duce a low-rank and sparse separation under certain assumptions, no such guarantees

are currently given for the DMD procedure. Regardless, the RPCA [9] and computer

vision [10] methods are orders of magnitude slower in computational performance,

while the DMD method works in real-time on laptop-class computing power, which

suggests that this DMD technique merits serious consideration.
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While most of the current research is focused on creating more elaborate and

sophisticated methods for extracting better gesture features and developing smarter

statistical learning algorithms, an alternative approach to achieving robust recognition

in real-time will be advocated. Through some simple, static hand gesture recognition

examples, it will shown that pre-processing is key to improving the accuracy and

computational efficiency while maintaining the robustness needed to handle a wide

variety of situations that are experienced in real-world applications. Indeed, pre-

processing is the area in this field that is most overlooked, and has the greatest

potential to be improved algorithmically.

The lack of direct, head-to-head comparisons between both feature selection tech-

niques and statistical testing methods as a function of image resolution and pre-

processing methods in the recognition field is addressed for some common, yet im-

portant recognition algorithms. These comparisons will be used to indicate that with

a well-designed pre-processing procedure, even simple, well known feature extraction

and classification procedures can produce excellent results, and do so with very low

overhead and processing times. The objective will be to demonstrate that improving

the pre-processing routine is a competitive alternative, or even a complement, to de-

veloping more sophisticated feature selection and statistical discrimination methods

for applications in the consumer electronics arena.

1.2 Best Gestures

Having a good gesture recognition algorithm that works does not necessarily guarantee

accurate recognition for every application. In order to ensure a successful automatic

recognition process, one needs to consider how the gestures of the application are

handled by the computational process. For many software recognition applications,

it is often the case that only a few gestures are needed for accomplishing the tasks of

the application, which can be chosen from among a nearly endless number of gestures

that a person can articulate. Thus given a large lexicon of gestures and an application
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that requires only a small subset of those gestures, one would like to know which are

the best gestures to choose for the given application; this will be explored in chapter 3.

More succinctly, an algorithm is developed that chooses the best n gestures from a

lexicon of m gestures, where typically n≪m.

There are many factors, both objective and subjective, which may determine which

gestures are most appropriate and useful for a particular application, i.e. best ges-

tures. Certain gestures may be easier for the computer to process and recognize, but

may not necessarily be comfortable or suitable for humans to articulate. Ergonomics,

or the ease of articulating the various gestures, and relations to physical signs and

gestures that are already in use in the culture or that are appropriate for the given

application constitute subjective measures for claiming some gestures may be better

than others. The objective reasons for ranking the quality of gestures comes purely

from the computer’s ability to distinguish and recognize gestures in a statistical sense.

Both the subjective and objective reasons for determining the n best gestures from

a lexicon with m elements need to be considered for designing gesture-based, robust

software interfaces.

Objectively, the best lexicons of size n are determined by having the computer

attempt to recognize every combination of n out of m gestures, and then choosing

the best gesture set as the one with the highest overall successful recognition rate

during a training process [21, 22]. This can be a time-consuming and combinatorially

challenging problem. In this chapter, a new metric, called the ellipsoidal distance

ratio metric (EDRM), is introduced that provides an excellent indication as to which

gestures will be easily recognizable according to the computer. The EDRM is applied

to the feature space of the gestures, and therefore does not require the computer to

complete the entire recognition process in order to gain some notion as to which are

the best gestures in the entire lexicon of available gestures [23]. Thus a robust and

efficient algorithm is developed to extract the best n of m gestures as required.
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1.3 Outlook

In chapter 4, the main points of this dissertation will be recapped and emphasized.

Also, some future projects that can be derived from the work presented here will be

mentioned.
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Chapter 2

GESTURE RECOGNITION

In computer vision, the gesture recognition process starts when a raw image is

imported into the computer. The gesture recognition process can be broken down

into the following steps:

(i) gesture detection, segmentation, and background subtraction, which is the process

by which the gesture is found and isolated within the image frame,

(ii) pre-processing, which is the process of normalizing like-gestures to similar sizes,

shapes, colors, positions, and orientations,

(iii) feature selection, which is the process of determining important characteristics

and aspects of gestures that will simultaneously distinguish between different

gesture classes and will highlight like-gesture classes, and

(iv) statistical learning and classification, which is the process of training the com-

puter to identify and recognize a gesture’s articulation by statistical means and

predictive functions that draw upon feature data.

Not all recognition schemes use all of these steps, or even complete the steps in the

same order as they are listed above; however, the general procedure is still valid [4].

A great number of recognition techniques have been proposed [24, 25, 26, 27,

28, 29], which mostly focus on the image features being extracted and/or the de-

velopment of the statistical learning techniques involved in the recognition process.

However, many state-of-the-art techniques come at the cost of increased processing
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times, trading for more complex and sophisticated algorithms that work on more

realistic datasets.

This work allows for a direct performance and robustness comparison of various

feature extraction and statistical testing techniques that hitherto have been deficient

in the general literature of the recognition field. Such comparisons, made across differ-

ent pre-processing scenarios, illustrate that accurate recognition can be accomplished

using very little processing power and at low-resolution. By combining and imple-

menting simpler, more computationally efficient recognition algorithms in unique and

clever ways, robust and reliable recognition can be achieved in real-time. It will be

demonstrated that the performance of recognition algorithms can be most enhanced,

using minimal processing overhead, through improved pre-processing techniques.

Also, in this chapter, it will shown that the methods for finding the most identifi-

able features for each gesture suggest that there are ways to determine which features

play more significant roles in the recognition process, i.e. which are the best fea-

tures. Likewise, a novel approach for inferring which gestures are most easily and

efficiently distinguished from one another is presented, i.e. a technique for finding

the best gestures. This method allows for one to create gesture lexicons that are best

suited for given applications, guaranteeing proficient algorithmic performance, and

accounting for both subjective and objective considerations that make some gestures

more optimal than others.

2.1 Background/Foreground Separation

Segmentation and background removal is an important step in gesture recognition. It

is understood that most modern applications to the gesture recognition field will want

to take advantage of the movement of gestures that can be obtained from video se-

quences. This gesture movement, along with well-established gesture identification or

localization techniques like the Viola-Jones detector [30], the Gaussian mixture model

(GMM), kernel density estimation (KDE), the max/min inter-frame differences tech-
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nique [31], and robust principal component analysis [9] (RPCA) provide excellent

ways to identify the gesture within its background. Further, the use of passive in-

frared cameras in consumer electronic devices may afford a great deal of flexibility in

automatically removing the hot gesture from its cold background. No doubt, a noisy,

complex, and/or cluttered background will make any detection algorithm less robust.

A robust method that can segment an object of interest in a static image from its

background is an essential part of almost all static gesture recognition processes, and

is an on-going topic of research. With dynamic gestures in videos, this segmenta-

tion is known as background subtraction, and has the added advantage of containing

extra information about what objects are moving through time, leaving background

variations that are highly correlated between frames.

This background/foreground separation problem has been looked at by many re-

searchers over the years with limited success [5, 6, 7, 8, 9]. However, recently, Candès

et al. [9] advocated an approach that breaks apart the video matrix into low-rank

and sparse components, which, for most conditions, separates the video into its back-

ground and foreground, respectively. This is accomplished through robust principal

component analysis (RPCA), which decomposes a given data matrix X into

X = L + S, (2.1)

where L has a low-rank and S is sparse. At first, the ability to separate such a matrix

X into its constitutive components seems to be an impossible task considering that

the rank of L and the locations of the non-zero (sparse) components of S are unknown.

Amazingly, Candès was able to prove that the convex optimization procedure could

exactly recover the low-rank and sparse matrices under suitable circumstances, thus

allowing for a highly-robust procedure for matrix separation and completion.

Presently, it will be demonstrated, without proof of convergence, that this low-

rank/sparse separation can also be performed by the dynamic mode decomposition

(DMD) procedure. And, in some aspects, the DMD method is more robust and
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efficient at effecting this separation than the RPCA method. At its core, the DMD

method relies on a underlying separation of time-scales between the sparse and the

low-rank structures in the data matrix. This also means that, through the DMD

method, other dynamical systems can be decomposed into their fast and slow time-

scale components, an appealing ability for a wide range of applications.

2.1.1 Robust PCA Theory

For many modern data analysis problems, principal component analysis (PCA) has

become a fairly ubiquitous means for achieving dimensionality reduction. The PCA

method, and many other statistical methods for reducing dimensionality, rely on the

L2-norm for optimizing data-fitting because of its convenient mathematical properties

and ease of interpretation as a measure of an energy in the system. However, the L2-

norm suffers greatly in the presence of corrupted data because of its sensitivity to

outliers, which easily skew the results by weighing them more heavily than one would

desire. Refer to subsection A.2.1 of the appendix for further details on PCA.

There are other norms available to be used as a measure for data-fitting; specifi-

cally, the L1-norm is a good candidate because it does not over-weight sparse outliers

in the data and can be used to promote sparsity. Indeed, the L1-norm has been

recently demonstrated as a successful and extremely broad measure with many favor-

able physical interpretations [32]. The robust principal component analysis (RPCA)

algorithm improves the classical PCA algorithm by mixing the use of the two differ-

ent norms in order to make the dimensionality reduction more robust to, potentially

grossly corrupted, sparsity in the data. More details about the RPCA algorithm are

sketched out in subsection A.1.1 of the appendix.

Video Interpretation of the RPCA Method

In a video sequence, stationary background objects translate into highly correlated

pixel regions from one frame to the next, which suggests a low-rank structure within
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the video data. In the case of videos, where the data in each frame is 2D by nature,

frames ought to be reshaped into 1D column vectors and united into a single data

matrix X. The RPCA algorithm can then implement the background/foreground

separation found in equation (2.1), where the low-rank matrix L will render the video

of just the background, and the sparse matrix S will render the complementary video

of the moving foreground objects. Because the foreground objects exhibit a spatial

coherency throughout the video, the RPCA method is no longer guaranteed a high

probability of success; however, in practice, RPCA achieves an acceptable separation

almost every time [9].

Figure 2.1 illustrates the quality of background/foreground separation as the reg-

ularization parameter λ is varied about its suggested value of λ = (
√
n)−1. In this

case n = 11520, being the number of pixels per frame; hence, λ ≈ 9.32 ⋅ 10−3. Arti-

ficially brightened by a factor of 10, the RPCA method performs on par with the

DMD method, which will be explained in the next section, in terms of separation.

However, as λ is decreased, the sparse reconstruction of the video, which is stored

in matrix S, starts to incarnate more of the original video, including erroneous sta-

tionary pixels that should be part of the low-rank background. When λ is increased,

the sparse reconstruction of the video begins to see a decrease in the pixel intensities

that correspond to the moving objects, and even some foreground pixels disappear

all together.

2.1.2 DMD Theory

Dynamic mode decomposition (DMD) is a mathematical method that was developed

in order to understand, control, or simulate inherently complex, nonlinear systems

without knowing fully, or partially, the underlying governing equations that drive the

system. Experimental, or simulated data, collected in snapshots through time, can

be processed with DMD in order to mimic, control, or analyze the current state or

dimensionality of a system, or even to predict future states of, or find coherent struc-



13

tures within, that system. The power of DMD is found in exploiting the intrinsic

low-dimensionality of a complicated system, which may not be obvious a priori, and

then rendering that system in a more computationally and theoretically tractable

form. DMD has been traditionally used in the fluid mechanics, atmospheric science,

and nonlinear waves communities as a popular method for data-based learning and

discovery [15, 16, 18, 20]. The details of the DMD method are delineated in subsec-

tion A.1.2 of the appendix.

2.1.3 Video Interpretation of the DMD Method

A video sequence offers an appropriate application for this DMD method because

the frames of the video are, by nature, equally spaced in time, and the pixel data,

collected in every snapshot, can readily be vectorized. Given m frames to the video

stream, the n×1 vectors x1,x2, . . . ,xm can be extracted, which contain the pixel data

of each frame; there being n pixels in total per frame. The DMD method can attempt

to reconstruct any given frame, or even possibly future frames, by calculating xDMD(t)

at the corresponding time t, as is described in equation (A.6). The validity of the

reconstruction depends on how well the specific video sequence meets the assumptions

and criteria of the DMD method.

In order to reconstruct the entire video, consider the 1 × m time vector t =

[t1 t2 . . . tm], which contains the times at which the frames were collected. If

tj = j − 1 ∀j, then time becomes equivalent to the frame count, where the first frame

is labelled as 0 and the mth frame is labelled as m − 1. The video sequence X is

reconstructed with the DMD technique as follows. . .

XDMD =
`

∑
j=1

bjϕje
ωjt ∶= ΦΩtb.

Notice that ϕj is a n× 1 vector, which is multiplied by the 1×m vector t, to produce

the proper n×m video size. By the construction of the DMD methodology: x1 = Φb,

which means that Φb renders the first frame of the video with a dimensionality
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Figure 2.1: This figure demonstrates the sensitivity of the RPCA method to the

λ parameter value. In Frame #557 of the “Parked Vehicle” video [33], there are

3 moving vehicles to be separated from the background. Using video segments of

30 frames, the DMD background/foreground separation method finds the 3 moving

vehicles, with few erroneous pixels included as part of the foreground. The RPCA

method also achieves similar results with the recommended regularization parameter

value of λ = 9.32 ⋅ 10−3. As this parameter is changed by only ±0.006, either extra,

foreign pixels get included in the foreground (λ = 3.32 ⋅ 10−3), or two of the three cars

begin to fade away and blend into the background (λ = 1.532 ⋅ 10−2). Note that the

sparse results for both the DMD and RPCA methods are artificially brightened by a

factor of 10 in order to illuminate all the dark extraneous pixels that would normally

not be visible against the black background.
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reduction chosen through the parameter `. Thus, the diagonal matrix Ωt dictates

how that first frame gets altered over time in order to reconstruct the subsequent

frames. It becomes apparent that any portion of the first video frame that does not

change in time, or changes very slowly in time, must have an associated Fourier mode

(ωj) that is located near the origin in complex space: ∥ωj∥ ≈ 0. This fact becomes

the key principle that makes possible the ability of the DMD method to separate

background (low-rank) information from foreground (sparse) information.

Assume that ωp, where p ∈ {1,2, . . . , `}, satisfies ∥ωp∥ ≈ 0, and that ∥ωj∥ ∀ j ≠ p is

bounded away from zero. Thus,

XDMD = bpϕpe
ωpt

´¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¶
Background Video

+ ∑
j≠p

bjϕje
ωjt

´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶
Foreground Video

(2.2)

Assuming that X ∈ Rn×m, then a proper DMD reconstruction should also produce

XDMD ∈ Rn×m. However, each term of the DMD reconstruction is complex: bjϕj exp (ωjt) ∈

Cn×m ∀j, though they sum to a real-valued matrix. This poses a problem when sep-

arating the DMD terms into low-rank and sparse reconstructions because real-valued

outputs are desired and knowing how to handle the complex elements can make a

significant difference in the accuracy of the results. Consider calculating the DMD

low-rank reconstruction according to

XLow-Rank
DMD = bpϕpe

ωpt.

Since it should be true that

X = XLow-Rank
DMD +XSparse

DMD ,

then the DMD sparse reconstruction,

XSparse
DMD =∑

j≠p

bjϕje
ωjt,

can be calculated with real-valued elements only as follows. . .

XSparse
DMD = X − ∣XLow-Rank

DMD ∣,



17

where ∣ ⋅ ∣ yields the modulus of each element within the matrix. However, this may

result in XSparse
DMD having negative values in some of its elements, which would not make

sense in terms of having negative pixel intensities. These residual negative values can

be put into a n ×m matrix R and then be added back into XLow-Rank
DMD as follows. . .

XLow-Rank
DMD ←R + ∣XLow-Rank

DMD ∣

XSparse
DMD ←XSparse

DMD −R

This way the magnitudes of the complex values from the DMD reconstruction are

accounted for, while maintaining the important constraints that

X = XLow-Rank
DMD +XSparse

DMD ,

that none of the pixel intensities are below zero, and ensuring that the low-rank

and sparse DMD reconstructions are real-valued. This method seems to work well

empirically.

In terms of video streams, dimensionality reduction, done through the parameter

`, has the effect of blurring the frames together through time. Thus, for the sake of

most accurately separating foreground objects from their background counterparts,

it is recommended that ` is fixed to be the as large as possible, which is one less

than the number of frames in the video sequence, or m− 1. This way there are sharp

contrasts in movements between frames so that the algorithm can accurately detect

the object itself, and not a blurred pixel trail that follows behind the movement.

2.1.4 Performance Metrics and Limitations

With the DMD method explained, the task of separating background/foreground

information in video sequences, which is an application of great importance to the

computer vision community, can be accomplished.
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Surveillance Video Application

Using the Advanced Video and Signal based Surveillance (AVSS) Datasets [33], specif-

ically the “Parked Vehicle - Hard” and “Abandoned Bag - Hard” videos, the DMD

separation procedure can be compared and contrasted against the RPCA procedure.

The original videos are converted to grayscale and down-sampled in pixel resolution

to n = 120 × 96 = 11520, in order to make the computational memory requirements

manageable for personal computers. Also, the introductory preambles to the surveil-

lance videos, which constitute the first 351 frames of each video, are removed because

they are irrelevant for the following illustrations.

The video streams are broken into segments of m = 30 frames each, which are

analyzed individually using both the RPCA and DMD methods. Frame numbers

500, 1000, and 2000 of the entire video streams are depicted in figures 2.2 (a) and

(b), along with their separation results for easy comparison. Although one has the

option of manually tuning the regularization parameter of the RPCA method to best

suite the given application, for fairness λ is set at λ = (
√
n)−1 ≈ 9.32 ⋅ 10−3, as is

suggested by Candès et al. [9] for creating a reliable automatic algorithm. Likewise,

the dimensionality reduction parameter of the DMD method is held constant at ` =

m − 1 = 29 for the sake of producing the best results. For enhanced contrast and

better visibility, the sparse results from both methods are artificially brightened by a

factor of 10.

Consider Fig. 2.2 (a) of the AVSS “Parked Vehicle” surveillance video, which

generally shows various vehicles traveling along a road, with a traffic light (not visible)

and a crosswalk (visible) near the bottom of the frame, and with an occasional vehicle

parking along side the road. Sometimes, In the distance, moving vehicles become

difficult to perceive with the naked-eye, limited by the pixel resolution. Note that,

for all three frames, the RPCA method is unable to eliminate spurious background

pixels from its sparse results, whereas the DMD method does a much better job
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of capturing only the moving objects. Many of the erroneous pixels in the sparse

structure could be eliminated by applying a simple thresholding criterium; though

the RPCA results would likely still contain unwanted background pixels because they

are nearly as bright as the foreground pixels.

Consider Fig. 2.2 (b) of the AVSS “Abandoned Bag” surveillance video, which

generally depicts people walking, standing, and sitting as trains come and go in a

subway station. Shadows are relevant in this video because they do move with their

respective foreground objects, and they do sometimes change the background signif-

icantly enough to be viewed as extensions of the moving objects themselves. Note

that, for frames 500 and 1000, both methods struggle with the fact that between the

numerous moving objects and their shadows, many of the pixels in the video change

intensity at some point. Objects of low intensity, nearly or all black, create bright pix-

elated movement trails that provide a cartoonish sense of motion. The DMD method

is generous in depicting moving shadows in the its sparse results, while the RCPA

method is more conservative. In Frame 2000, the DMD method picks up many un-

wanted background pixels in its foreground estimation of the walking woman, but the

RPCA method seems to capture her motion much better, as is evidenced by the fact

that she is almost completely absent from the RPCA low-rank frame.

Figures 2.2 (a) and (b) seem to indicate that the RPCA and DMD methods

have comparably good background/foreground separation results. The difference in

the separation quality seems to depend on the specific situation, likely because the

assumptions that determine when the RPCA and DMD methods will perform well are

also different. Though, given the relatively consistent quality of the separation results,

other factors, such as computational effort, become the distinguishing characteristics

that determine which method is more suitable for the given application.
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Figure 2.2: The DMD and RPCA background/foreground separation results are illus-

trated for 3 specific frames in the “Parked Vehicle” video (a) and in the “Abandoned

Bag” video (b). In video (a), the 30 frame video segment that contains frame #500

has 3 vehicles driving in the same lane toward the camera. In video (a), the 30 frame

video segment that contains frame #1000 has a man stepping up to a crosswalk as

a vehicle passes by, and a second car in the distance, barely perceptible, starts to

come into view. In video (a), the 30 frame video segment that contains frame #2000

has 3 vehicles stopped at a traffic light at the bottom of the frame with another 2

vehicles parked on the right side of the road, and 5 moving vehicles, 2 going into the

distance and 3 coming toward the vehicles waiting at the light, the last vehicle being

imperceptible to the eye at this pixel resolution: n = 11520. In video (b), the 30 frame

video segment that contains frame #500 has 3 people stepping slightly closer to an

arriving train, and another person walks behind a support pillar, toward the train in

the upper right area of the frame. The two people closest to the camera walk toward

the bottom of the frame. In video (b), the 30 frame video segment that contains frame

#1000 has 4 people walking in different directions in the middle of the frame, one of

which comes out from behind a support pillar, while, farther down the platform, 2

people enter the train. In video (b), the 30 frame video segment that contains frame

#2000 has a woman walk out from behind a support pillar, moving to the left, and

then turning somewhat toward the camera. The train is moving and the man sitting

closest to the support pillar adjusts his backpack.
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Timing Performance

The real difference in effectiveness between the RPCA and DMD algorithms is found

in the amount of computational time needed to complete the background/foreground

separation. Again, consider the AVSS Datasets, with the two videos used previously:

“Parked Vehicle” and “Abandoned Bag”. For a timing performance experiment, con-

sider having these videos down-sampled to various pixel resolutions n and separated

into various video segment sizes m. Averaging the computational time for either fixed

numbers of pixels or fixed video segment sizes, and using both the RPCA method

and the DMD method on both videos, Fig. 2.3 was produced. Both the exact ALM

and the inexact ALM convex optimization routines were used for solving the PCP

problem (A.1) of the RPCA method.

In Fig. 2.3, the empirical computational times are plotted on a logarithmic scale,

along with best-fit curves found by the linear least squares method. It is clear that

the DMD method is about 2 − 3 orders of magnitude faster than its RPCA method

counterpart using the exact ALM optimization procedure, and is about 1 order of

magnitude faster when the inexact ALM optimization procedure is employed. In

fact, given that many cameras operate at a rate of about 20 − 30 frames per second

and that the DMD method can be completed for those video segment sizes in about

0.1 − 0.01 seconds for high and low resolution images, respectively, then real-time,

on-line data processing is possible, even without downsampling.

Parameter Test

As was mentioned previously, there is no need for implementing a dimensionality

reduction in the DMD algorithm for background/foreground video separation. How-

ever, in order to portray the effect that the dimensionality reduction parameter ` has

on the DMD process, consider the foreground DMD results represented in Fig. 2.4.

As is expected, the highest contrast in movement between frames, and therefore
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the best sparse separation results, corresponds to having the least amount of dimen-

sionality reduction, namely when ` = m − 1. The surprising result depicted in this

figure is the quality of the low-rank and sparse separation even when ` is set as low as

1. Since dimensionality reduction has the effect of blurring the video frames together,

it is impressive that there are not more erroneous background pixels appearing in

the sparse results for the smaller values of `. However, in the next experiment, it

will seen that these good results are in part due to the fact that the vehicles in the

video of Fig. 2.4 did not move very far within the frame, and so the smearing of

pixels over the places of movement is very localized. In either case, this suggests yet

another time-saving procedure that can potentially reduce the costs even further of

reconstructing the sparse and low-rank video segments.

DMD Error Analysis

In order to accurately measure how well the DMD method captures actual fore-

ground movement, and not the stationary background, it would be helpful to have

a constructed video where the true background and foreground are known. The er-

ror could then be measured precisely between the actual and DMD reconstructed

backgrounds. Moreover, the quality of reconstruction can be also compared with the

RPCA technique.

One such video was constructed for calculating the error in the DMD low-rank/sparse

separation method with 300 frames in total, each being 100 × 100 pixels. The back-

ground to the video is produced by a uniform random, grayscale intensity field, rang-

ing form pure black to pure white. The background remains constant throughout the

entire video.

This video contains three moving objects: (1) a black square, 7 × 7 pixels in size,

with four white pixels in each corner and a white ”plus” sign centered in the middle,

(2) a light gray circle with a diameter of 9 pixels, and (3) a transparent square, 13×13

pixels in size, lined by black pixels and with a black “X” centered within. Object (1)
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Figure 2.3: DMD timing performance on a 1.86 GHz Intel Core 2 Duo pro-

cessor using Matlab. For the “Abandoned Bag” and “Parked Vehicle” videos,

the computational times of the DMD (green & yellow, respectively), inexact

ALM RPCA (red & magenta, respectively), and exact ALM RPCA (blue &

cyan, respectively) background/foreground separation methods are graphed on a

logarithmic scale. Figure (a) holds the numbers of pixels per frame fixed at

{720,1280,1620,2880,5120,6480,11520}. This timing data fits reasonably well with

a quadratic fit: t = cs2, where t is the computational time, c ∈ R, and s is the video

segment size (number of frames per video segment). Figure (b) holds the numbers of

frames per video segment fixed at {10,20,30, . . . ,100}. This timing data fits reason-

ably well with a linear fit: t = cs, where t is the computational time, c ∈ R, and s is

the frame resolution size (number of pixels per frame).
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(a) Fixed pixel resolution.
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(b) Fixed video segment size.
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Original ℓ = 1 ℓ = 5 ℓ = 10

ℓ = 15 ℓ = 20 ℓ = 25 ℓ = 29

Figure 2.4: The effects of the parameter ` that controls the dimensionality reduction

of the DMD process is depicted. The original frame, and the DMD sparse recon-

structions of that frame, artificially brightened by 10 times the true intensity, are

illustrated for frame #2000 of the “Parked Vehicle” video [33] using a 30 frame video

segment (See Fig. 2.2 (a)). Notice that the sparsity increases with the parameter ` be-

cause dimensionality reduction has the effect of blurring the motion between frames,

and thus smearing the motion out over a greater number of pixels in any given frame.

Also, note that even under tremendous dimensionality reduction (` = 1) the back-

ground/foreground separation is still accomplished reasonably well. Compare this

to changing the regularization parameter λ in the RPCA method of Fig. 2.1, where

` = 29 for DMD method in that figure.

revolves, at a constant rate of 4 pixels per frame, counter-clockwise around the inside

edges of the frame starting at the top left corner of the frame for the entire duration

of the video. Object (2) enters the video on frame 25 on the left side of the frame,

moving up and to the left at a constant rate of 2 pixels per frame in both directions.
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This object reflects downward and eventually leaves the frame after bouncing off of

an imaginary wall located a fifth of the way down from the top of the frame. Object

(3) enters the video on frame on frame 50 on the right side of the frame, moving

down and to the left. Once this object enters the frame it stays inside the frame

for rest of the video, reflecting off of the edges of the frame. Object (3) maintains a

constant vertical velocity of 1 pixel per frame, and a horizontal velocity of 6 pixels

per frame. At various times these objects overlap one another, and the precedence is

that object (1) is drawn first, then object (2), then object (3), burying the previously

drawn objects underneath the newly drawn object.

The foreground results of the DMD method applied to this video are illustrated

in Fig. 2.5 (a) for frame numbers 53, 79, and 137. Again, the pixel intensities of the

sparse frames are amplified by a factor of 10 in order to increase the contrast and

visibility of the results against a black background. Note that object (3) cannot be

seen in the results because it is pure black. This exemplifies a limitation to the DMD

method, in that when there is an object of low pixel intensity, it may be difficult to

distinguish it from the zero entries that naturally occur in a sparse matrix. Note that

the spurious pixels are both residuals of previous frames and projections of where the

objects will be moving in future frames, and have inverted pixel intensities from the

black pixels with the objects. This is much like what is seen in the foreground DMD

results of frames #1000 and #2000 of the “Abandoned Bag” video (See Fig. 2.2 (b)),

where the walking man (frame #1000) and walking woman (frame #2000) are both

depicted with mostly dark pixels, and are nearly indistinguishable from the sparse

background, but their movement trails are bright white. The gray to white pixels do

not seem to create these extraneous movement trails.

The mean, normalized pixel intensity error for this constructed video is shown in

Fig. 2.5 (b). This error is calculated on the first m − 1 frames of the video segments

of length m because the last frame is where the DMD procedure accumulates its

error. Note that the background to the sparse DMD reconstructed videos should be
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Figure 2.5: The DMD background/foreground separation results for the 300 frame

video used for an error analysis are presented here. In the top figure (a), the left

column shows the original frames with the random background noise that is fixed in

time. The middle three columns show the sparse DMD results using 10, 30, and 100

frames per video segment, which are artificially brightened by a factor of 10, and the

right column shows the true background noise that was added to each frame. The

erroneous pixels contribute to the mean pixel intensity error of the background. The

mean pixel intensity error for the entire video at each video segment size is plotted

in the bottom left figure (b) on a normalized intensity scale where 1 is pure white

and 0 is pure black, the target background color. The mean computational times t,

using Matlab on a 1.86 GHz Intel Core 2 Duo processor, as a function of the video

segment sizes s is plotted in the bottom right figure (c); yielding a quadratic best-fit:

t = 1.52 ⋅ 10−4s2, R2 = 0.983.
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pure black, and on an intensity scale of 0 to 1, the average sparse background pixel

intensity is on the order of 10−3, compared to the true average background intensity

of nearly identically 0.5. Recall that, in some cases, thresholding techniques can

eliminate spurious background pixels from the foreground results, and improve the

measured error.

One might have expected that the DMD algorithm errors would have decreased

as the video segment sizes increased, due to the fact that having more frames means

that the DMD method has more information to work with. However, because of this

anomaly with black objects leaving white movement trails, there are extraneous pixels

for every video segment size. As the videos get longer, these erroneous movement trails

also get longer, projecting both into the past and future increasing the amount of error

in proportion to the increase in number of frames per video segment. However, the

longer videos do produce less bright pixel intensity trails, which helps reduce the

error, which is consistent with the idea that they should be able to make more use of

the extra information that they have.

The RPCA reconstructed foreground error results are also presented for compari-

son, where the suggested λ = (
√
n)−1 = 0.01 is used. In this case, the RPCA perfectly

reconstructs every video for segment sizes greater than 10 frames.

Figure 2.5 (c) reconfirms the quadratic growth in computational times that the

DMD scheme experiences as the video segment sizes are increased. This quadratic

growth trails off slightly for very small segment sizes, likely due to inherent program-

ming processing times that do not scale with data size. For segment size 10, there is, of

course, the option of retuning the regularization parameter λ, however, in most cases

where the true solution is unknown, this must be done manually by time-consumingly

rerunning the RPCA algorithm.

Finally, it should be noted that as object size increases relative to the frame size,

the DMD reconstruction error also increases. Likewise, and not surprisingly, the

DMD reconstruction error increases if less frames are used to show the same object
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Figure 2.6: In this figure, the mean normalized background pixel intensity, a measure

of DMD separation error, is shown to decrease as the DMD separation method is

applied iteratively to the previous iteration’s sparse component result. The first error

depicted above (i = 1) corresponds to first separation of the original video data, and

the rest of the errors correspond to the iterations of consecutively applying the DMD

method (i = 2,3, . . . ).

movement. Not all types of object movement are accurately reconstructed with the

DMD method; however, it seems that high-speeds and acceleration can still be handled

fairly well given enough snapshots to capture the movement. Objects that were once

moving and then stop is an event that is not well reconstructed by the DMD method.
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Surveillance Video Challenge

It is worth noting that the “Parked Vehicle” and “Abandoned Bag” videos that came

from the AVSS Datasets were created and posted publicly as part of the i-LIDS bag

and vehicle detection challenge [33]. In order to spark further innovation and progress

in the security and surveillance field, the Home Office Scientific Development Branch

(HOSDB) of the UK issued a challenge for researchers use computer algorithms to

automatically detect any parked cars along a street or abandoned bags in an under-

ground station, and send out an alert. This challenge illuminates another potential

application for this DMD method.

Given that a normal frame acquisition rate for most cameras is about 30 frames

per second, it is clear that the DMD background/foreground separation method is

well within the range of realtime operation, even at high image resolutions. Stream-

ing surveillance video would likely be analyzed in segments of a few seconds or less

worth of frames. Effectively, the fact that short video segment sizes can be analyzed

separately offers another dimension to the time-scale separation problem because the

backgrounds that are detected can be stored and compared with the most recent

detected background.

By comparing backgrounds determined by the DMD method over the course of an

appropriate amount of time, it would be fairly easy to detect the desired objects that

stop moving and become part of the background itself. Objects that change or move

on much shorter or longer time-scales than the one that corresponds to the given

application are easily filtered out. Vehicles may stop temporarily at traffic lights, or

for crossing pedestrians, but they start to move again in a fairly predictable amount of

time. Likewise, people and their belongings may stay motionless for a while, waiting

for their train, but the arrival and departure of trains allows for a practical limit on

the most amount of time that anyone or anything should stay put before one gets

concerned. Changing lighting conditions throughout the day may not have much
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significance over short time periods. Detecting stopped objects that start moving,

and counting the flux of objects moving through the frame, can also be accomplished

using this methodology.

One could also design the algorithm to focus only on movement in certain areas,

e.g. on the street or on the station platform, where alertable activity is most likely to

occur. Similarly, other areas of the image frame can be avoided, e.g train tracks, yards,

driveways, buildings, etc., where maybe the activity of concern is not a problem, e.g.

parking on one’s own property, or where other activities that occur on the same time-

scale may set off false alarms, e.g. trains may come and go at about the same rate as

one would want to be concerned that bags or packages have been abandoned.

Though this challenge has not been undertaken by using the DMD method as of

yet, the concept of examining the data collected in short snapshots of time in order

to distinguish events that occur on longer time-scales is intriguing, and may answer

the needs of certain applications, e.g. determining when dynamic gestures start and

stop in recognition problems.

2.1.5 NLS Examples

The background/foreground subtraction in videos only explores the case when the

slow dynamics of the system are stationary. In order to explore time-scale filtering on

broadened set of circumstances, consider the nonlinear Schrödinger (NLS) equation

iut +
1

2
uxx + ∣u∣2u = 0, (2.3)

and its initial condition for a soliton solution

u(x,0) = N sech(x − x0)e
iΩx, (2.4)

where N is the soliton number, x0 is the center-position offset, and Ω represents a

center-frequency shift of the soliton. First, consider the case when N = 1, x0 = −10,

and Ω = π/2, and where a random noise, modulated by a low amplitude, low
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frequency oscillation (cos(t/4 + φrand)/20) in time, is added to the solution. This

modulated background represents, in some sense, a proxy for an artificial background

and/or corruption of the original solution.

The initial condition produces a single soliton that moves to the right at a constant

velocity. The noisy solution, in the intervals x ∈ [−20,20] and t ∈ [0,4π], sampled

evenly in space (n = 512) and in time (m = 25), is illustrated in Fig. 2.7. The

process of reconstructing the solution with the DMD method is done without any

extra dimensionality reduction: ` = m − 1 = 24. The translation of the soliton over

time makes the soliton a sparse structure within the noisy solution, while the slowly

varying noise comprises the low-rank structure of the noisy solution.

Figure 2.7 shows that there is a Fourier frequency, labelled with a 1 in the bottom

left panel of (a), associated with the DMD process that is located near the origin of the

complex plane: ω1 = −0.0432+ 0i. This Fourier frequency corresponds with the DMD

term that models the background noise, which, by construction, is nearly stationary

in time. Surprisingly, this Fourier frequency has a slight negative real component

and no imaginary component, as is depicted in the time dynamics plot (solid red and

dashed magenta curves) in the bottom right panel of Fig. 2.7 (a). The remaining 23

DMD terms, which reconstruct the translating soliton, also attenuate slightly over

time corresponding to having negative real components to their Fourier frequencies

as well. Notice that the DMD basis function modes Φ (See the middle left panel of

Fig. 2.7 (a)) have very small amplitudes and do not seem to carry much information

about the actual shape, size, direction, or speed of the solution. However, it is known

that x1 = Φb (See Equ. (A.7)), which means that with the initial amplitudes b (See

the middle right panel of Fig. 2.7 (a)), the size and shape of the solution at t1 is well

reconstructed. The solution is translated in time with information embedded in the

Fourier time dynamics (See the bottom panels of Fig. 2.7 (a)).

Next, consider the case when N = 1, x0 = 0, and Ω = 0, and where a temporal

and spatial random noise is added to the solution. In this case, the single soliton is
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stationary in time, and is therefore best represented as the low-rank structure of the

system. Figure 2.8 illustrates the DMD separation for this solution and its added

noise. Note that the error that accumulates in the DMD process is deposited in the

last time step of the DMD reconstruction, leading to erroneous spikes as can be seen

in the middle left panel of Fig. 2.8 (b). In spite of the fact that the noise is not very

sparse overall, the DMD separation still works with excellent results.

Finally, consider the more complicated case when N = 2, x0 = 0, and Ω = 0,

which also has a, somewhat sparse, temporal and spatial random noise added to the

solution. This is the case of a two soliton breather solution that is stationary in

time; however, because the solution “breathes” in time, the low-rank component to

the separation cannot be represented by just one DMD term. Figure 2.9 portrays

the DMD separation for the two soliton solution and its added noise. Here, three

DMD terms accurately reconstruct the true soliton solution from information embed-

ded non-intuitively in the DMD basis function functions Φ, the initial amplitudes

b, and the DMD Fourier frequencies ω. Note that the three best DMD terms for

reconstructing the solution without noise are not the three terms that corresponded

to the three smallest Fourier frequencies in modulus (∣ωj ∣, j = 1,2, . . . , ` = 24), but

were terms 1, 21, and 22, where the terms are listed in order of increasing magnitudes

of the Fourier frequencies. Again, erroneous spikes can be seen in the last time step

of the DMD low-rank component (See the middle left panel of Fig. 2.9 (b)). Over

all, though, the DMD method separates the true solution from the added noise with

a great deal of accuracy, indicating that this procedure has a good chance of working

in more realistic settings.

The RPCA low-rank/sparse separations for figures 2.7, 2.8, and 2.9 are done

perfectly correct. Because the exact solution was known for all 3 of these cases, an

optimization routine was established, which found the best regularization parameter λ

that made the most accurate separation possible. It should be noted that, for all three

solitons, the best λ parameter was not near the suggested value given by Candès et
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Figure 2.7: These figures illustrate the DMD process performed on a single soliton

solution, with initial condition parameters N = 1, x0 = −10, and Ω = π/2 (2.4), to

the NLS equation (2.3) with a random spatial noise slowly modulated in time. The

original solution with the added background noise is shown at the top of (a). The

DMD basis function modes Φ (A.4) (middle left), the DMD initial amplitudes b (A.8)

(middle right), the DMD eigenvalues µ (A.3) in green with some of their corresponding

Fourier frequencies ω (A.5) in blue (bottom left), and the time dynamics of the

best (real and imaginary components in green and yellow respectively) and worst

(real and imaginary components in red and magenta respectively) DMD terms for

reconstructing the solution without noise (bottom right) are all depicted above. The

true background noise (top left) and the true soliton solution (top right) are shown

in (b), along with their versions from the DMD (middle) and RPCA (bottom) low-

rank/sparse separation methods. A single term of the DMD defines the background

noise (low-rank structure), and the remaining 23 DMD terms reconstruct the soliton

solution (sparse structure), for a total dimensionality of ` = 24.
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(a) DMD process.

(b) RPCA and DMD comparison.
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Figure 2.8: These figures illustrate the DMD process performed on a single soliton

solution, with initial condition parameters N = 1, x0 = 0, and Ω = 0 (2.4),

to the NLS equation (2.3) with a random temporal and spatial noise. The original

solution with the added background noise is shown at the top of (a). The DMD

basis function modes Φ (A.4) (middle left), the DMD initial amplitudes b (A.8)

(middle right), the DMD eigenvalues µ (A.3) in green with some of their corresponding

Fourier frequencies ω (A.5) in blue (bottom left), and the time dynamics of the

best (real and imaginary components in green and yellow respectively) and worst

(real and imaginary components in red and magenta respectively) DMD terms for

reconstructing the solution without noise (bottom right) are all depicted above. The

true background noise (top left) and the true soliton solution (top right) are shown

in (b), along with their versions from the DMD (middle) and RPCA (bottom) low-

rank/sparse separation methods. A single term of the DMD defines the soliton (low-

rank structure), and the remaining 23 DMD terms reconstruct the background noise

(sparse structure), for a total dimensionality of ` = 24.
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(a) DMD process.

(b) RPCA and DMD comparison.
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Figure 2.9: These figures illustrate the DMD process performed on a two soliton

breather solution, with initial condition parameters N = 2, x0 = 0, and Ω = 0 (2.4),

to the NLS equation (2.3) with a random temporal and spatial noise. The original

solution with the added background noise is shown at the top of (a). The DMD

basis function modes Φ (A.4) (middle left), the DMD initial amplitudes b (A.8)

(middle right), the DMD eigenvalues µ (A.3) in green with some of their corresponding

Fourier frequencies ω (A.5) in blue (bottom left), and the time dynamics of the 3

best and 3 worst (real and imaginary components plotted separately) DMD terms

for reconstructing the solution without noise (bottom right) are all depicted above.

The true background noise (top left) and the true soliton solution (top right) are

shown in (b), along with their versions from the DMD (middle) and RPCA (bottom)

low-rank/sparse separation methods. Three terms of the DMD define the soliton

(low-rank structure), and the remaining 21 DMD terms reconstruct the background

noise (sparse structure), for a total dimensionality of ` = 24.
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(a) DMD process.

(b) RPCA and DMD comparison.
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al. [9] in equation (A.2), where λ would be given by λ = (
√

max(512,25))−1 ≈ 0.0442.

Figure 2.7, specifically in the middle right panel of (b), depicts the fact that the

DMD method sometimes is able to capture the proper low-rank and sparse compo-

nents to the given problem, but ends up reconstructing the solution with a lower

amplitude (or, in the case of images, a lower pixel intensity) than the true solution

(or the true image intensity). This fact has been seen in many other examples as well,

though not presented here. This imperfect reconstruction may not be a significant

problem for many applications, especially when the low-rank and sparse components

do not overlap, e.g. background/foreground separation in videos, and so the DMD

reconstruction can be replaced with the original data in the positions where the dy-

namics (or components of the solution) are detected.

2.2 Image Pre-Processing

The main purpose of image pre-processing is to develop a representation of the images

that preserves both the intra-class similarity and the inter-class distinctions between

gestures. This goal is achieved by a consistent normalization of all the images once

the gesture has been properly segmented from its background, while maintaining, if

not highlighting, the main features and shape of the articulated gestures.

Quality gesture detection and segmentation in mist of complex and cluttered back-

grounds the is still an open area of active research. Here, gesture detection and extrac-

tion from its background are treated as separate processes from that of pre-processing,

though some have combined these steps in other recognition methodologies. In this

way, any gesture localization and segmentation algorithm can be added to the front

end of the procedures and techniques developed here in order to a get a complete

gesture recognition scheme.
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2.2.1 Pre-Processing Steps

The image processing can be broken down into the following steps that do not neces-

sarily need to adhere to the given ordering:

(1) grayscale conversion - changing raw images from color to grayscale,

(2) image resizing - the image is down-sampled, meaning that it is resized in order

to reduce the image resolution, usually to a square of the size n × n, where n is

an integer,

(3) intensity normalization - the pixel intensities are normalized such that the bright-

est pixel is set to be pure white,

(4) segmentation/background removal - the gesture is selected from its background,

which is set to be pure black,

(5) cropping - the elimination of the excess background pixels around the gesture

by cutting them out, which also effects the size (scale) of the gesture within its

frame,

(6) arm/wrist removal - the arm and wrist regions of the hand are removed, being

cut-off at the bottom of the palm and set to pure black,

(7) centering - the resulting isolated gesture is set in the centroid of the image

frame, where the gesture center is calculated by finding the average pixel po-

sition, weighted by the pixel intensities of the gesture,

(8) orientation detection - the principal direction of the gesture is determined by the

best-fit line that satisfies the linear least squares of the gesture’s pixel positions,

again weighted by the pixel intensities, and
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(9) rotation - the angle of rotation is calculated based off of the angle that the best-

fit line makes with a horizontal line through the center of the gesture, and the

gesture is rotated by a simple linear transformation so that the gesture points in

a consistent direction within the frame; consistent to other like-gestures of the

same class.

The arm/wrist removal step is, of course, specific to hand gestures, but may have par-

allels to pre-processing for other types of gestures, e..g cropping out shoulders/necks

for facial expressions, or cropping out face regions above and below the eyes when

recognizing eye movements. An example pre-processing scheme for hand gestures is

depicted in Fig. 2.10, which shows the progression from the original color image to a

final normalized gesture image (Specifically, see images (a)-(g) in Fig. 2.10).

Erroneous black spots (See the top left and bottom right panels of Fig. A.2), which

appear due to the rotation algorithm and rounding to the nearest pixel position, need

to be filled in within the region of the articulated gesture. One could use morphological

operations like dilation to handle these erroneous black spots [34]. However one needs

to be careful at low image resolutions where dilation may start to erase the prominence

of the gesture’s features and shape. Even when one follows the dilation with an erosion

operator in an attempt to restore the original features of the gesture, the subsequent

erosion only rarely can restore loss of shape or feature to very low resolution images.

Erosion morphological operations could also be implemented in attempt to sup-

press and eliminate background objects. However, these operations are best used at

high image resolutions because, at low resolutions, they are only mildly successful

in segmenting and removing the background. Plus, they suffer from the same prob-

lem of erasing the prominence of the gesture’s features and shape as was explained

previously.

One clever way to eliminate spurious, non-black, background pixels that sometimes

appear away from the gesture, and to eliminate the erroneous black spots within the
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gesture after rotation, is to complete as many of the pre-processing steps as possible,

with consideration to the computational time, before down-sampling the image. In

the down-sampling process, the interpolation can often eliminate, or at least minimize

the intensity of, rogue pixels since their influence on the interpolation is minimal. A

thresholding criterium may handle any remaining pixel intensity associated with the

background.

Algorithms for finding the principal direction can be confounded by a variety of

gesture postures, such as with “o”-shaped hand articulations, which do not have an

obvious principal direction. Also, sometimes features outside of the gesture can help

indicate the proper orientation of the gesture, e.g. the arm/wrist region for hand

gestures or neck and shoulders region for facial expressions. If these outside features

get masked and/or separated from the image frame by dark clothing, sleeves, jewelry,

watches, or bracelets, then automatic orientation detection algorithms may fail. In

these cases the goal would be to get a consistent rotation of like-gestures to a single,

suitable orientation.

An advantage of using grayscale images over color images is that one does not need

to consider the various skin colors of the general population. Also, low lighting levels

can be normalized out in the pre-processing, and storing and manipulating grayscale

images is computationally more efficient since less information is being stored than

with color images.

Note that when doing gesture recognition, there are a variety of ways in which

one can optimize the pre-processing in order to favor a certain image resolution. For

instance, there are many parameters that control the automatic segmentation and

background removal, which can be tailored for the best results at the desired image

resolution. When one creates the training sets for real applications, it is best to choose

and label the training set images after all the pre-processing and resizing has been

accomplished, so that pre-processing errors do not skew the purity of the training set.

Usually one desires only the best articulated gestures of each class to be included in
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Figure 2.10: This diagram exemplifies the recognition process for hand gestures start-

ing with an example pre-processing progression (left panel), which includes: (a) origi-

nal image, (b) grayscale conversion and intensity normalization, (c) segmentation and

background removal, (d) crop, (e) arm/wrist removal, (f) downsample and center, and

(g) rotation. Two feature selection methods are depicted (middle panel): principal

component analysis (PCA) and generalized projections (GP). Using PCA, the image

(h) can be reconstructed using (i) 1 feature, (j) 3 features, (k) 5 features, and (l)

7 features. Using GP, a feature vector (n) is formed by extracting horizontally and

vertically a discrete number of the projection values (m). The classification methods

used are (right panel) linear discrimination analysis (L) and logistic regression (R).

Feature vectors from two different classes are illustrated by red and magenta dots,

respectively. The optimal threshold (black dotted line) for classification purposes is

determined in the training process.
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the training set, thus labeling at a specific image resolution helps ensure the quality

of the training set for that resolution.

Gesture occlusion is a pernicious problem that may need to be addressed for

certain applications. Specifically, with hand gestures, the dexterity of a human hand,

wrist, and arm allows for many instances when fingers are hidden behind the palm or

other fingers, greatly complicating the recognition process. However, occlusion issues

are dismissed in the following analyses as being a problem tangential to the primary

objectives and goals presented here, and so no steps are taken in the pre-processing

to mitigate or overcome this effect.

2.2.2 Segmentation and Background Removal

Static segmentation of gestures that can remove the backgrounds in images is still

a difficult problem in the recognition field. Many researchers avoid the issue by

controlling or idealizing the backgrounds in their datasets of gesture images; this also

done here in this dissertation. Some gesture databases with cluttered backgrounds,

like the RWTH German Fingerspelling Database [35, 36], have been studied by others.

However, some of the established gesture databases that are available on-line, such

as the Cambridge hand gesture database [37] or the Sébastien Marcel datasets [38],

also avoid the background subtraction issue by providing gesture sets with uniform

backgrounds with well-centered and pre-oriented gestures. Indeed, these datasets

remove almost all pre-processing from the gesture recognition process. In contrast,

the datasets used here have fairly uniform, dark backgrounds under different lighting

conditions, but leave the gesture image noise and variances in rotation, scale, skew

and translation to be handled by the pre-processing algorithms (See Fig. 2.11). Even

with these significant liberties taken, a gesture identification and background removal

scheme is still needed.

In order to identify the gesture from the dark background, a distribution of the

grayscale pixel intensities of each image can be made. In a histogram of the pixel
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Figure 2.11: These twenty-five hand images comprise a gesture lexicon that is im-

plemented for analysis in this chapter. The first row of five gestures were considered

previously for a potential lexicon, which can be used as a computer mouse control

application (See Fig. 1.1). Note the various lighting conditions, amount of arm/wrist

region present in the frame, translations, scales, rotations, and slight occlusions con-

tained within the dataset. There are even similar gestures that are articulated slightly

differently in order to test the robustness of the recognition process. Other images

in this dataset come from other people, sometimes with long sleeves of various colors

and patterns.

intensity distribution, the dark background appears as a high frequency peak of low

pixel brightness values. A threshold can be automatically determined, based on the

position of the minimum that separates these low intensity pixels from the brighter

pixels of the gesture. Then, all the pixels that are darker (of lower intensity) than

the threshold can reliably be considered to be background, and are made to be pure

black. This effectively eliminates the background and detects the gesture.
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2.2.3 Arm/Wrist Removal

Creating an automatic algorithm for detecting and removing arm and wrist regions

from an image can be quite difficult, yet makes an important impact on the perfor-

mance of gesture recognition algorithms. Since this document focuses on hand images

that fill most of the frame of the image, one can safely deduce that the arm/wrist

must exit the frame of the image. Assuming that the background removal is done well,

sleeves or any other article of clothing or apparel may naturally cut the hand image

off near the bottom of the palm or top of the wrist, as is desired. Otherwise, one

can find the arm/wrist region on the frame of the image and follow it inward towards

the hand, erasing the rows/columns of pixels that belong to the arm/wrist region

as one goes. If one is viewing the hand from the front or back (not the side) there

is a distinguishing feature that separates the arm from the hand; namely, a sudden

increase in width of the arm/wrist/hand region as one transitions from the arm to the

hand. Using this distinctive feature and tracking the arm/wrist widths as one moves

toward the image center, an automatic algorithm for removing the arm/wrist region is

created. Since the examples used in this chapter focus on hand gestures that are only

viewed from the front or back, removing arm/wrist regions from side-viewed hands

is rendered moot. As with many automatic processes, there is a trade-off between

robustness and computational processing time.

2.3 Feature Selection

There are many types of features that can be extracted from gesture images. In order

to achieve high accuracies in gesture recognition, the features that are extracted need

to be consistent within each gesture class of images but different between classes. It

would impossible to create an exhaustive list of all the possible values associated with

images that could be used as features. In this chapter, principal component analysis

(PCA), generalized projections (GP), and image moment (IM) methods, including
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some variations of these algorithms, are implemented as feature selection algorithms

in the analysis that follows. More detailed explanations of these feature extraction

methods are delineated in the appendix of this work, specifically sections A.2.1, A.2.2,

and A.2.3. All of these methods have been used previously in the context of gesture

recognition [24, 39, 40, 41, 42, 43, 44, 45, 46, 47, 48, 49, 50, 51], though some their

variations are novel to this work.

Feature selection does not necessarily have to proceed the gesture segmentation

and preprocessing steps. For instance, it has been found that the aspect ratio of the

gesture can be an important feature, especially in the context of severe image down-

sampling, where similar gesture postures, e.g. a frontal view of an open palm hand

with the fingers close together vs. a closed fist, can become confused at low image

resolutions. This aspect ratio can best be extracted as a posture feature before the

gesture image is resized to be square. Additionally, there are many gesture detection

algorithms that find features within the image in order to detect the gesture, and

these features can also be used for the posture recognition [30, 31].

Gesture Representation in Feature Space

Most gesture recognition algorithms eventually represent the gestures as a sequence

of features, which can be thought of as points in a feature space (See Fig. 2.12).

This feature space provides a great deal of information about how similar or differ-

ent the computer views the gestures. However, it is very common that most gesture

recognition algorithms extract many features in order to better their recognition per-

formance, and this corresponds to having high-dimensional feature spaces, which are

usually impossible to visualize in a figure. The high-dimensional nature of feature

spaces invokes many of the same issues that accompany the well-known curse of di-

mensionality [52] found in the computer vision, statistics, and geometry fields. This

curse is basically defined by the fact that high-dimensional data becomes intractable

to systematically work with as the number of dimensions increases, especially when
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Figure 2.12: This figure exemplifies how gestures may appear in feature space. Ges-

ture classes a (green) and e (white), which overlap in feature space, are separated by a

linear separatrix (cyan) that attempts to distinguish the classes in some optimal sense.

Gesture classes u (blue) and v (magenta), which do not overlap in feature space, are

separated by a nonlinear separatrix (yellow). Gesture class 0 is well-separated from

the other four classes in feature space.

one does not have a preconceived notion as to how the data ought to render itself.

Figure 2.12 provides a visual example of what a feature space may look like; in this

case, it is in 3 dimensions, which corresponds to having three features extracted from

every image. A common way to extract features is through, for instance, a principal
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component analysis, but there are many other techniques available. Note that gesture

class 0 in Fig. 2.12 is well-separated from the other four classes in feature space. Also,

the feature points of this class are well-clustered such that there does not appear to

be any images with feature points that are extreme outliers to the other images of

this gesture class. Well-clustered feature points are a result of extracting consistent

feature values from like-gestures of the same class. Clearly, this is a very desirable

circumstance for how the feature points are positioned in feature space.

Gesture classes a and e illustrate a common occurrence with many gestures that

look similar in that these classes overlap with one another in feature space. Obviously,

similar gestures are likely to produce similar feature values, and therefore will lie near

one another in feature space. Also, consider how classes a and e are not well-clustered,

and have many outliers to their apparent centers. A linear separatrix, defined by

y = (2/5)x + 9/5, can be found by the computer using statistical learning techniques

in order to distinguish these two classes in some optimal sense. However, it is evident

that there is not a perfect way of separating these classes without likely over-fitting

the data so that the separation remains general to any new data that may be used in

the recognition application.

Gesture classes u and v of Fig. 2.12 exemplify another possibility in the recognition

process in that the classes are separated from one another in feature space, but the

boundary between the two class regions is defined by some nonlinear function. In

this case, a nonlinear separatrix, defined by y = (2/5)x + cos(4x)/4 + cos(4z)/4 + 6,

distinguishes the two classes in some optimal sense. One can easily image that without

enough data points, assuming they are even available, and/or without any a priori

idea as to how these classes ought to be separated, a computer algorithm may struggle

to learn the nonlinear separatrix, although this may be possible with, for instance,

adaptive boosting methods [53, 54]. Even still, if the computer is able to learn data

that is separated in some complex, nonlinear manner, one would still have to question

whether over-fitting has occurred, and thus if the learned separation is generalizable.
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It is unlikely for most gesture recognition problems that one will be able to get any

useful a priori information as to how the features of any class will appear in feature

space relative to another gesture class, especially given the high-dimensional nature

of most feature spaces.

Therefore, it would be ideal if all gesture classes were comprised of well-clustered

feature points, and if they were all well-separated from one another into distinct

regions of the feature space. One of the best ways of controlling how the gestures are

rendered in feature space is by choosing excellent features in the first place. A quality

feature selection algorithm will find features that remain consistent for like-gestures

and yet are very distinct for different gestures.

Best Features

A common practice in the recognition field is to extract as many features as possible

and allow the statistical learning algorithm to diminish the relevance of the features,

usually by controlling weightings, which do not strongly effect the decision making

process of the classification. However, in order to determine the best gestures, this

practice may be detrimental because weak features are either inconsistent (noisy) for

like-gestures of the same class or they are consistent across different classes. This

inherently sabotages the chances for like-gestures to be well-clustered in feature space

and yet well-separated from different gesture classes. Additionally, by including more

features, the dimension of the feature space is increased, making it harder for both the

human and computer to understand how the different gesture classes are separated

in feature space. Thus, in terms of searching for the best features, it is better to filter

out the weak features from the analysis, and only focus on the more effective features.

Currently, there are some tests designed to evaluate the efficacy of a given feature

on the entire recognition process [23]. Some examples include the Fisher score [55],

the Generalized Fisher score [56], mutual information [57], ReliefF [58], the Laplacian

score [59], the Hilbert Schmidt Independence Criterion [60], the Trace Ratio Crite-
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rion [61], the Multi-Layer Perceptron Sensitivity Method [62], and Principal Feature

Analysis [63].

Another variable selection routine that can help determine which features have

the greatest impact on the recognition performance is what is termed here as the

feature selection weakness (FSW). This measure assesses how close points of the same

class/type/variety are to one another against how far points of different classes/types/varieties

are separated from one another. This is similar to the Fisher score. Also like the

Fisher score, FSW treats the features independently and not in combination with

other features.

Assume that there are L features extracted from each image and M gestures in

total, there being Nm images of the mth gesture, where m ∈ {1,2, . . . ,M}. Therefore,

the total number of images in the dataset is given by ∑
M
m=1Nm. Let X` be a data

structure which contains all of the feature values for feature `, where ` ∈ {1,2, . . . , L},

such that X` has M columns, and the mth column has Nm rows. The element in

the ith row and mth column of this data structure will be denoted by X`
im. The

average among the feature values for feature ` and for gesture class m is given by

µ`m = 1
Nm ∑

Nm
i=1 X

`
im. The mean of these averages across all gesture classes is given by

µ̄` = 1
M ∑

M
m=1 µ

`
m. The variance among the features values for feature ` and for gesture

class m is given by (σ2)`m = 1
Nm−1 ∑

Nm
i=1 (X`

im − µ`m)
2
. With this notation, the FSW for

the `th feature can be defined as

FSW(`) =
1
M ∑

M
m=1 [(σ

2)`m]

1
M−1 ∑

M
m=1 (µ

`
m − µ̄`)

2 .

Upon closer inspection, the numerator of the FSW value is the mean, across all

classes, of the variances in each class. And the denominator of the FSW value is

the variance, across all classes, of the means in each class. If the variance in the

feature values within any given class is small ((σ2)`m ∼ small), then it means that

feature ` produces consistent values for each class, which was already noted to be a

beneficial attribute for the recognition process. When there is large variation between
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Figure 2.13: Here are the feature values for the first 4 features of a recognition problem

with 25 gesture classes. The features are extracted using the PCA method. The

average and one standard deviation spreads (blue) of the feature values (magenta)

for each class are plotted. Note the smaller spreads in the feature values of feature 1

as compared to feature 4, which has larger error bars. Also, note how, for feature 1,

some classes {11− 15,18} are well-distinguished from the rest of the classes. But, for

feature 4, the classes are not as well-separated. These attributes are reflected in the

FSW values shown in Fig. 2.14.

the average feature values in each class (µ`m), then these classes are well-separated by

feature `. Therefore,

FSW(`) =
small =

in-class

clustering =
in-class

consistency

large =
between-class

separation =
between-class

distinction

= (small).

Figures 2.13 and 2.14 illustrate how FSW values relate to the actual feature value
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Figure 2.14: Here the FSW values are plotted for the 25 features of a recognition

problem that uses PCA feature selection. As would be expected for PCA features,

the best features are extracted first, and then the features tend to get progressively

weaker as more are extracted. The first 4 FSW values come from the feature values

plotted in Fig. 2.13.

data collected from a feature selection algorithm.

Now it is clear that if a given feature (`) receives a large FSW value, then this

is a weak feature; hence the “weakness” in the term feature selection weakness. The

contrapositive is that the better (stronger) features will receive smaller FSW values.

There is no definite border between “small” and “large” FSW values; rather FSW

values among all the classes ought to be compared. The FSW value must be non-
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negative, and is ideally zero. This measure can be used to evaluate the efficacy of the

features in the recognition process, and even to remove the weakest features.

2.4 Statistical Learning & Classification

Extracted features are put to use in statistical learning algorithms that can find the

best way to separate labeled gesture images so that future gestures can be classified

according to their type. These algorithms require an optimization routine to learn the

best parameters to some function that draws upon feature data to distinguish between

gesture classes. Often, a training set of gestures is used for the learning phase, and

for setting thresholds, which help differentiate between gesture classes, on the output

function values of the statistical learning algorithm. After the best parameters have

been found, classification routines compare the function output value of the statistical

learning algorithm to the threshold so that a decision can be made as to what class

the given gesture belongs.

Two standard methods are applied here: linear discriminant analysis (LDA) [55]

and logistic regression [64], which are described in the appendix sections A.2.4 and

A.2.5, respectively. Other, more sophisticated, methods exist and are well known,

such as neural networks [65], support vector machines (SVM) [66], adaptive boost-

ing [67, 68, 69], Hidden Markov Models (HMM) [70, 71, 72], and conditional random

fields (CRF) [73], and these methods have been shown to perform well even in real-

time scenarios.

In most gesture recognition problems there are multiple classes present. In the

examples of this chapter, two classification styles are considered: pairwise testing and

a one-versus-the-rest strategy. Pairwise classification checks every possible pairing of

classes, deciding in which class a gesture is most likely to be. A one-versus-the-rest

classification style checks each individual class against all other classes, which are

clumped together and treated as a single class. Pairwise testing has the advantage of

having a very high confidence level that a gesture is correctly labeled in the correct
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class, but does not scale well with the number of classes and is prone to exclude

gestures from their proper class. The one-versus-the-rest strategy scales better with

the number of classes, but struggles to make clear distinctions when there are sim-

ilar gesture classes present in the recognition problem. This dissertation addresses

this issue as more of a matter of finding better pre-processing techniques, or even

better features, in order to distinguish between similar classes, over improving the

classification scheme.

A tree-based hierarchy classification [74], which narrows the search algorithm and

eliminates the need for comparing all pairs of classes, can improve the scalability of

having many gesture classes. But, only a few gesture classes are used in the analysis

that follows, so a tree-based hierarchy classification style is not implemented.

2.5 Hand Gesture Application

In order to highlight the overall influence of pre-processing in the gesture recognition

process, consider a hand gesture recognition problem that uses a variety of techniques

at different image resolutions in order to discover what method combinations produce

the best results. Only five gesture classes are explored in this study (See Fig. 1.1,

and the top row of hand gestures in Fig. 2.11), with images mostly taken from two

subjects, and with all of the 189 hand images being well articulated, with similar sizes

(a consistent scale), similar orientations within each gesture class (less than ±10 deg

rotation variance), and with little to no extra arm/wrist region showing in the image

frame. There are 38 class 1 images (one-click), 48 class 2 images (double-click), 29

class 3 images (scroll-up), 45 class 4 images (scroll-down), and 29 class 5 images (move

cursor). No outside gestures are inserted into the image set in this study. The raw

images were gathered at several different times, with slightly different lighting condi-

tions. This idealized dataset is amassed in order to show that proper pre-processing

can still have profound effects on the results. Indeed, without pre-processing, fea-

ture selection and classification schemes perform quite poorly (approximately 40%
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accuracy).

In this study two different pre-processing methods are employed, which will be

called reduced pre-processing (RPP) and cropped pre-processing (CPP). Both of these

methods start by reading in a raw color image. The RPP method completes the pre-

processing steps mentioned in the section 2.2.1 in the same order as they are listed,

with exception of not completing steps (5) and (6), i.e. the cropping and the arm/wrist

removal. The CPP method crops the unnecessary spaces above and below the hand

region, and makes sure the hand resides on the center with wrist against the bottom

and highest finger tip touching the top. CPP does some extra work to ensure that

the background is completely removed from the image by removing any extraneous,

isolated bright dots in the image frame. Images are not resized into a square n × n

image until after the background removal and cropping has been completed. Then

CPP centers and rotates the image as is done in steps (7)-(9). Linear interpolation

is then used to get the pixel value of the rotated hand. Finally, the CPP procedure

removes the arm/wrist region from the hand image. Because CPP does more pre-

processing, and does it in a more perceptive and insightful way, one should expect

the CPP to perform significantly better.

For this hand gesture example, only three feature selection methods are employed,

namely, the traditional PCA method, generalized projections, and derivatives of gen-

eralized projections. These feature selection methods extract features that are distinct

enough from one another so as to allow one to determine if one method is significantly

advantageous over the others. Moreover, the fact that these methods lack some of

the invariance properties (scale, translation, rotation, and skew), allows for a better

investigation of the pre-processing effects on the recognition process.

The two pre-processing and the three feature selection schemes are used in com-

bination with the LDA and logistic regression statistical learning and classification

methods. Both the pairwise and the one-versus-the-rest classification styles are also

implemented in combination with the other strategies. Table 2.1 provides the acronyms
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for the various methods that will be implemented.

In order to best measure the error rates in properly recognizing the hand gestures,

100 rounds of cross-validation testing is completed for all of the method combinations

found in Table 2.1. In such tests, the training and testing sets are randomly chosen

from the entire set of 189 images, ensuring that each gesture class has at least a few

images in the training set. The target is to have the training set size be about 20%

of the entire image set size. In each round, the images are randomly reshuffled, and

new training and testing sets are obtained. After 100 rounds of testing, the final error

rate is calculated from the average error rates from all the rounds.

Figures 2.15 and 2.16 summarize the average error rate results. Associated with

each line on the graph are three acronyms from Table 2.1 that highlight the feature se-

lection, classification method and classification style. The resolution is the number of

Feature Selection Method

S/PCA singular value decomposition / principal component analysis

2DPCA two-dimensional principal component analysis

GP generalized projections

DGP derivative of generalized projections

CGP circular generalized projections

IM image moments / invariant moments

Classification Methods

R logistic regression

L linear discrimination analysis

Classification Styles

P pairwise

OR one versus the rest

Table 2.1: Acronyms associated with feature selection, classification method and

classification style.
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Figure 2.15: The average error rate of various recognition algorithms as a function

of the resolution of hand images using RPP pre-processing. Compare the trends of

these plots with those of Figure 2.16, which only differ because another pre-processing

scheme is implemented.

pixels in the x- or y-direction of the image, which is square. Figure 2.15 illustrates the

use of the RPP pre-processing method while Fig. 2.16 shows the CPP pre-processing

technique. Fundamental to these graphs is the accuracy of the gesture recognition

as a function of the resolution of the images. A lower image resolution will guaran-

tee a faster, real-time algorithm. Figure 2.15 starts with error rates between about

70% and 80% at the 4 × 4 pixel resolution and achieves about 7% to 25% error rates

at the 64× 64 pixel resolution. Figure 2.16 fairly consistently achieves error rates be-

tween about 1% and 20% at all the pixel resolutions. For well resolved images (64×64

pixel resolution), the difference in the average accuracy of the techniques shifts from

≈85% (RPP) to ≈95% (CPP). The difference is much more pronounced for lower res-
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Figure 2.16: The average error rate of various recognition algorithms as a function

of the resolution of hand images using CPP pre-processing. Compare the trends of

these plots with those of Figure 2.15, which only differ because another pre-processing

scheme is implemented.

olutions (8×8 pixel resolution) where a number of the CPP methods can still achieve

≈99% average accuracy whereas any RPP technique is only 40% accurate. The most

striking aspect of the CPP at such low resolutions is its ability to distinguish between

classes when the gestures are no longer recognizable to the human eye. Note that the

8 × 8 resolution is especially attractive for rapid, low overhead detection applications

on hand-held electronics.

To summarize, the CPP method allows for high accuracy at low resolution. The

actual accuracies presented in these graphs are not as significant as the general trends

of the plots, which, in Fig. 2.15, show a nearly monotonic decline in error rates as

the image resolution increases, and in Fig. 2.16, show mostly consistent accuracies
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Figure 2.17: The average computation times in order to complete the feature selection

and pre-processing phases of the hand gesture recognition problem. All the “x”s mark

the maximum computation times, and the error bars represent one standard deviation

above and below the average times.

for all resolutions. One would expect that higher resolution images would be easier

to classify since the features become more salient and detailed. Of course this is

only true to a certain point, eventually further detail does not contribute any new

pertinent information about the features; this is why Figure 2.15 starts to level off

near the 64 × 64 pixel resolution. However, Fig. 2.16 shows that even better than

the expected performance can be achieved given the proper pre-processing, and using

simple, computationally efficient feature selection and classification methods.

In addition to the accuracy as a function of resolution, the computing time required

to perform the recognition algorithm is considered. As stated previously, the bulk
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of the computational processing time is found in the pre-processing of the images.

Figure 2.17 demonstrates the computed processing time, extracting 10 features, for

the PCA based method (top left panel) as well as the GP (bottom left panel) and

DGP (top right panel) methods. All of the results are presented as a function of

the image resolution. The bottom right panel of this figure shows the pre-processing

times as a function of resolution for the RPP method, which is where most of the

computing time comes from in the recognition process.

2.6 Analysis of Pre-Processing

In order to further elucidate the importance of efficient pre-processing methods, con-

sider the results of Table 2.2 for which a variety of gesture recognition method com-

binations are used on a more realistic hand recognition problem. The timing results

produced here are generated on a 1.86 GHz Intel Core Duo processor, which is fairly

standard among moderately powered laptops. All the images have a resolution of

32 × 32 pixels, and the results are averaged over 1349 images, which contain 20 more

gestures other than the 5 gestures previously mentioned, and many non-gestures

and/or poorly articulated gestures (See Fig. 2.11). This set of images also has a

larger rotational variance among the images. Here t̄ is the average time to complete

the method, with a corresponding standard deviation σt. The minimum (tmin) and

maximum (tmax) times are also given. The accuracy is measured using both LDA and

logistic regression classification schemes, and are presented under the “Success Rate”

column. These success rates are averages of the within-class success rate, meaning

when images are correctly labeled within their respective class, and the out-of-class

success rate, meaning when images are correctly not labeled to belong to classes to

which they do not belong. All of the 1349 images used in these performance tests

have been pre-processed using all of the pre-processing steps listed in section 2.2.1

as is illustrated in Fig. 2.10. The test that included invariant moments (IM) and

logistic regression (R) failed to recognize the hand gestures because of a failure in the
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optimization routine that trains the logistic regression scheme.

Figure 2.18 further breaks down the pre-processing time into its constitutive com-

ponents. A relative comparison of the various pre-processing steps are illuminated so

that one can visually determine their importance. This is said with the caveat that

the “Background Subtraction” appears to be less significant (2.81%) to the overall

pre-processing time than it should be because identifying and localizing the hand in

Feature Selection Method t̄ [msec] σt [msec] tmin [msec] tmax [msec] Success Rates

PCA 2.58 0.946 2.33 24.6
L → 0.889

R → 0.885

2DPCA 0.340 1.658 0.200 34.0
L → 0.940

R → 0.962

GP 1.709 0.531 1.482 15.90
L → 0.873

R → 0.861

DGP 1.799 0.0366 1.767 2.54
L → 0.857

R → 0.847

CGP 34.5 2.21 29.7 46.0
L → 0.897

R → 0.859

IM 10.80 1.218 10.47 50.3
L → 0.782

R → N/A

Classification Method t̄ [msec] σt [msec] tmin [msec] tmax [msec]

R 0.1008 0.0530 0.0908 1.090

L 0.0621 0.0266 0.0554 0.737

Pre-Processing Method t̄ [msec] σt [msec] tmin [msec] tmax [msec]

All 88.5 21.5 44.6 195.7

Table 2.2: Performance of various methods of the gesture recognition process at an

image resolution of 32 × 32 pixels.
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Figure 2.18: The relative comparisons of pre-processing times averaged over 1349 im-

ages and 13 different image resolutions, ranging from 4 × 4 images to 64 × 64 images.

The letter labels correspond to the pre-processing steps as follows: A. Grayscale Con-

version (11.87%), B. Image Resizing (18.31%), C. Intensity Normalization (0.67%),

D. Background Subtraction (2.81%), E. Cropping (0.25%), F. Arm/Wrist Removal

(1.67%), G. Centering (0.64%), H. Orientation Detection (0.47%), I. Rotation

(6.63%), and J. Other (56.69%). In order to complete all the pre-processing steps,

the average computation time was 0.0847 sec.

cluttered backgrounds is not considered. The “Other” pre-processing step (56.69%)

is dominated by the process of importing the raw image.

Table 2.2 reiterates the fact that pre-processing is the most time-consuming step

of the recognition process, whereas the classification scheme is the least costly step.

These pre-processing times form a lower bound for the times that would occur in

more realistic gesture recognition applications, which would need to implement more
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elaborate and robust gesture localization and segmentation routines, not included in

these results.

Since real-time applications depend on fast processing, it is apparent that improv-

ing the pre-processing performance is paramount. Table 2.2 also shows that the both

classification schemes, LDA and logistic regression, produce similar results in accu-

racy averaged over within-class and out-of-class success rates. This provides some

evidence that if the pre-processing is done well, and the best features are extracted

from the images, then the classification scheme need not be overly sophisticated.

With the importance of pre-processing in mind, consider a new performance study

that aims to emphasize the contributions of the various steps of the pre-processing,

and whose results are illustrated in Fig. 2.19. In this experiment, only the PCA

feature selection method is implemented because of its sensitivity to variations in

translation, rotation, and scale. Also, only the LDA classification scheme, with a

one-vs-the-rest comparison style, is used to determine the gesture class of the hand

images. This study uses only one well articulated image for each gesture class, there

being five different classes in total, as before. These images do have some significant

portions of the arm/wrist region showing in the frame of the images.

Recalling the nine pre-processing steps from section 2.2.1, these images are pre-

processed in 12 different ways: The first six ways stem from completing all the possible

pre-processing steps (“All”), and then, in the other five ways, a single pre-processing

step is removed. The last six ways stem from completing as little pre-processing as

possible (“None”), and then, in the remaining five ways, a single pre-processing step

is implemented. However, even the images that are pre-processed under “None” are

converted to grayscale, resized to the desired image resolution, and have the hand

segmented from the background. In order to depict the effects of not having certain

pre-processing steps, noise is added to the images in order emphasize the missing

step(s); i.e. when no image cropping is done, the hand size is purposely rescaled in

its frame to appear much smaller than the ideally articulated gesture. Other types of
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Figure 2.19: The success rates of recognizing 5 hand gestures, just using 1 image for

each class (gesture). Within-class success rates (ICS) are calculations of correctly

labeling images within their respective classes. Out-of-class (OCS) success rates are

determined from correctly not labeling images into classes to which they do not be-

long. The success rates are averaged over the five images of each pre-processing

scenario and over 13 different image resolutions, ranging from 4× 4 images to 64× 64

images. The alpha-numeric labels correspond to the pre-processing methods as fol-

lows: 1. All, 1C. All But Intensity Normalization, 1E. All But Cropping, 1F. All But

Arm/Wrist Removal, 1G. All But Centering, 1I. All But Rotation, 2. None, 2C. Only

Intensity Normalization, 2E. Only Cropping, 2F. Only Arm/Wrist Removal, 2G. Only

Centering, and 2I. Only Rotating.

image noise includes de-centering the hand within the frame of the image, and a 90

degree rotation of the hand counter-clockwise.

The success rates are averaged over the five images of each pre-processing scenario,

and over 13 different image resolutions, ranging from 4 × 4 to 64 × 64. Figure 2.19

illustrates the results of this test with both the within-class and out-of-class success
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rates for all 12 pre-processing scenarios.

As would be expected, the images that were pre-processed with “All” of the pos-

sible steps performed with perfect accuracy because the classification was trained

(learned) using these images. The success rates of these fully pre-processed images

serve as an upper bound to which the other pre-processing methods can be relatively

compared against. Likewise, success rates for the images that were pre-processed with

“None” of the possible steps, serve as a lower bound to which the other pre-processing

methods can be relatively compared against. In this case, the lower bound is about

a 40% accuracy. Thus, the actual accuracies are not as meaningful as the relative

differences in accuracy between each pre-processing scenario.

Figure 2.19 clearly shows that pre-processing is key to accurately recognizing ges-

tures. The normalization of the pixel intensities seems to be the least important of

the pre-processing steps in this study, while rotation seems to be the most important.

Some pre-processing steps depend on other steps; for instance, centering the hand

within the frame of the image is useless without first removing the excess arm/wrist

regions. Not accounting for the PCA method’s sensitivity to translation, scale, and

rotation variances in the pre-processing causes the recognition rates to suffer.

One way of avoiding the costly pre-processing would be to use translation, scale,

and/or rotation invariant feature selection methods. Even still, the pre-processing

procedure cannot be completely avoided. For instance, the arm/wrist detection is

still needed in order to for any feature selection method to properly identify the true

center of the hand. Also, identification, localization, segmentation, and background

removal will always be a crucial aspect of pre-processing, and is the most time con-

suming part as well. Additionally, rotation may still be an issue for some background

removal methods to work properly, e.g. the Viola-Jones detector is sensitive to gesture

rotations [75]. Finally, sometimes the best features may not come from translation,

scale and rotation invariant methods. Referring back to Table 2.2, it is clear that

the PCA and GP methods, and their variants, out-performed the IM method in both



71

accuracy and speed.

2.7 Chapter Discussion

Dynamic mode decomposition has been shown to be a viable and efficient method for

time-scale dynamics separation and filtering problems. For the important application

of background/foreground separation in videos, the DMD method produces a high

quality separation for most realistic and practical videos, the results of which are

comparable with the leading competing method found in the RPCA algorithm, except

that the DMD method is at least an order of magnitude faster computationally. For

other separation tasks, the DMD method has shown a great deal of promise in being

able to properly identify and filter dynamics operating on different time-scales.

As with any separation method, including RPCA and DMD, the burden of work-

ing with too much data, i.e. high-resolution images and/or many frames per video

segment, can be problematic because of reduced computational speeds and limited

memory sizes. Nonetheless, the DMD algorithm has shown itself to be robust and

efficient enough to produce attractive results in times well below the normal frame

acquisition rate of most cameras, allowing for higher pixel resolutions and video seg-

ment sizes to be used. For real-time video applications, it makes sense to break the

continuous video stream into segments large enough to ensure that there is enough

information to complete an adequate background/foreground separation, but small

enough to keep the processing times smaller than the data acquisition times. Plus,

moving objects that turn, stop, and/or accelerate are better handled by the DMD

procedure as individual actions, than in one large video segment.

It is important to understand that the DMD method is not actually performing

a true low-rank/sparse separation of the given data, only an approximation to these

components. In the two soliton example presented here, the data (dynamics with

noise) initially has a rank of 25, the same as the number of steps in time. The RPCA

method is able to find a low-rank structure with a rank of 13, and a corresponding
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sparse structure with a rank of 25. If the soliton solution without any noise was

stationary in time and if the RPCA method made a perfect low-rank/sparse sepa-

ration, then the low-rank term L would have had a rank of 1. The DMD method

separates the data into approximate low-rank and sparse structures, both with ranks

of 25. Note that the ranks, and thus condition numbers, of the approximate low-

rank and sparse DMD terms are also skewed by the process of ensuring real-valued,

non-negative matrix entries for both matrices, which requires taking magnitudes of

complex values and exchanging values between the two matrices.

However, the condition numbers κ to these data matrices suggest that the DMD

method is truly approximating the low-rank and sparse components to the original

data. The low-rank structure is expected to be ill-conditioned in terms of solving

linear equation problems, and therefore should have a higher condition number; while

the sparse structure is expected to be well-conditioned, and thus should have a lower

condition number. In this two-soliton with noise problem, the original data has a

condition number κ ≈ 24.8, and the RCPA low-rank/sparse separation produces con-

dition numbers of κ ≈ 5.23 ⋅ 1016 and κ ≈ 2.42, respectively. Compare this to the

DMD low-rank/sparse separation, which produces the condition numbers of κ ≈ 203

and κ ≈ 16.96, respectively. This suggests that if one were looking for an exact low-

rank/sparse separation, then one could use RPCA method with the DMD solution

as an excellent initial guess to the PCP problem (A.1), potentially speeding up the

computational time needed to solve the convex nonlinear optimization of the RPCA

routine.

Figure 2.6 demonstrates the fact that the DMD method can be applied itera-

tively in order to converge toward the true low-rank and sparse components of the

given data. The successive DMD iterations are applied to the approximate sparse

structure, creating a better approximate sparse structure and adding more data back

into the low-rank structure. In the future, finding the exact rate of convergence and

understanding the theoretical basis for this convergence will be important steps to-
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ward establishing an analytical connection between the RPCA and DMD separation

algorithms.

The DMD routine does accumulate error in the last time step (or last frame) of

its reconstruction, but it cannot reconstruct every type of dynamics. More analytical

work is needed in order to properly understand conditions under which the DMD

method will fail at separating low-rank/sparse structures within the data, and/or

when the DMD method cannot reconstruct the given data.

It has been established that through clever and thoughtful pre-processing, the

recognition algorithms can be greatly improved. When the gesture images are well-

normalized, even simple feature selection, statistical learning, and classification tech-

niques are effective enough to produce accurate recognitions in real-time, and can

overcome translational, scale, and rotational variances that would otherwise plague

the algorithms’ performance capabilities. Since feature extraction and classification

are computationally quick to accomplish, there is not too much to be gained by im-

proving these processes, especially through more elaborate and sophisticated schemes.

But, pre-processing is inherently a more time-consuming procedure, and it holds a

great influence over the ability of the feature selection and classification to preform

properly. Thus, there is much more to be gained through enhancing pre-processing

methods so that they are more robust and efficient.

It was seen that, even at image resolutions as low as 8×8 pixels, accuracies of

99%, using PCA feature selection, and 95%, using generalized projection techniques,

could be achieved given the right kind of pre-processing (CPP), and, of course, with

a somewhat idealized dataset that starts with dark, uniform backgrounds. It is likely

that such accurate results are achieved because the pre-processing is tailored to this

particular application and experiment. Not all applications will be able to produce

such performance, but the pre-processing schemes can be optimized around the given

application.
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Chapter 3

BEST GESTURE LEXICONS

By carefully crafting the pre-processing procedure, the recognition process can

benefit from faster processing times, greater accuracy, and applicability to a more

diverse set of situations. However, computer algorithms alone cannot ensure that a

gesture recognition scheme will achieve excellent performance results. It is also im-

portant to consider what gestures will be used in a given application; namely, whether

those gestures are favorable for both the gesture articulator and the recognition algo-

rithms involved.

Figure 2.12 highlights this idea of choosing the best gestures for a recognition

project, out of a potentially vast set of available gestures. One would have to con-

sider how some gestures, e.g. gestures a, 0, and v, already have vernacular mean-

ings in certain contexts, i.e. “stop”/letter “a”, “zero”/“nothing”/letter “o”, and

“peace”/“two”/letter “v”, respectively. But, it is also important to consider that

in order for the selected gestures to be well-distinguished by a computer algorithm,

they need to be well-separated in feature space. In particular, if n = 3 gestures were

required for the given project and one could choose from the m = 5 lexicon shown in

Fig. 2.12, then one might choose 0, along with one of either a or e, and one of either

u or v, depending on the application for which it was intended.

From a computer’s perspective, the best gestures are those which are the most

easily distinguished through its given feature selection and statistical learning algo-

rithms. For the computer, ergonomic and/or vernacular gestures are irrelevant to

its consideration process. Previously, arguments have been made claiming that well-

clustered (with-in class) and well-separated (between classes) gestures in feature space
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constitute easily distinguishable gestures for computer algorithms. However, it may

be argued that with many features, even weak ones, and a sophisticated statistical

learning algorithm, a computer can still achieve great recognition accuracies, even

when the gestures classes are either not well-separated in feature space or are sep-

arated in some complicated, nonlinear fashion. There is validity to this argument,

however with some caveats.

As was alluded to previously, one major problem in the recognition field is over-

fitting. Over-fitting occurs when a statistical learning algorithm learns its training set

too well, and thus is able to distinguish between the training set gesture classes with

excellent accuracies, but at the cost of not being able to maintain those accuracies in

a generalized setting. Over-fitting can occur by simply not having a diverse enough

training set, but also because of the complexity and over-sophistication of the learning

algorithm. One might think of finding an incredibly complicated separatrix, like the

one in Fig. 3.1 (B), that perfectly distinguishes two classes in the training set, but

does not do as good of a job distinguishing the test data which may actually have

overlapping features from the two classes.

For most recognition applications, one cannot determine how the different classes

will render themselves in feature space. And since many sophisticated statistical

learning algorithms need some a priori information in order for the algorithm to

learn a complex, nonlinear separation measure, one is often left to either guess-work

or very specific problems and applications where a priori information is known.

A good statistical learning algorithm may also be able to learn a nonlinear separa-

tion between classes if there are enough training data points available, especially near

and well-distributed around the nonlinear separation. However, not every application

can provide a sufficient number of training data points, nor would it be easy to guar-

antee that those points would be near and well-distributed around the critical areas

of the feature space. This problem is further exacerbated by having high-dimensional

data, which multiplies the number of data points needed in order to properly learn
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complicated class separations as the dimension increases. This is another reason for

leaving out weak features if possible.

In some recognition applications, especially when there are only a few gestures

needed, it may be acceptable to have gesture classes that are spread out in feature

space, as long as the classes are separated from one another. However, in general,

expansive classes tend to be harder to separate than well-clustered classes [23]. In

part, this is because most features tend to yield values in a limited range, and so

sparse classes are more likely to overlap in feature space. Also, as more gestures are

needed for the given application, it becomes more likely that a spread out gesture class

will overlap in feature space with another class, making them difficult to distinguish.

Therefore, having complicated, nonlinear separations between classes is not very

desirable, nor is having spread out features in feature space. Thus, the idea of keep-

ing the gestures in feature space well-clustered with-in individual classes and well-

separated between different classes remains an excellent indication of how easily a

computer will be able to distinguish the classes in a recognition algorithm. This indi-

cation remains valid and general across the many applications and specific algorithms

used in the recognition process [76].

3.1 Ellipsoidal Distance Ratio

In order to create an objective metric that captures the desirable feature space char-

acteristics for the recognition process of computers, it makes sense to reward gesture

classes that are distributed in ellipsoidal-like shapes in feature space. When a ges-

ture’s features lie in an ellipsoidal distribution in feature space, they are likely to be

both well-clustered and easily separated from other classes. The ellipsoidal distance

ratio metric (EDRM), to be introduced presently, is one possible metric for gesture

class separation that takes advantage of rewarding optimal class feature space distri-

butions. Here, the distinctions between the terms ellipse, ellipsoid, and hyper-ellipsoid

are ignored, and the general term ellipsoid is used no matter the dimension of the
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object at hand.

The first step to calculating the EDRM between two classes is to find the ellipsoid

in the appropriate dimension which best encompasses the feature points for each

gesture class, even, of course, if those points are not in a true ellipsoidal distribution.

This is accomplished by finding the positive definite matrix E for each class of the

general ellipsoid equation: (x⃗ − x⃗0)
∗E−1(x⃗ − x⃗0) = 1, where (∗) is the Hermitian

transpose, x⃗0 is the center of the ellipsoid, x⃗ defines a point on the surface of the

ellipsoid, and the eigenvectors and eigenvalues of the matrix E are the principal

directions of the ellipsoid and the squares of the semi-axis lengths, respectively. The

centers of the ellipsoids are the centers of the feature points for each class in feature

space.

Assume that the feature data for a given gesture m is in a data structure Y m such

that Y m has L columns, which corresponds to the number of features extracted from

the images, and the `th column has Nm rows, which corresponds to the number of

images in gesture class m. Note that the number of features extracted L is also the

dimension of the feature space. By the properties of the singular value decomposition

(SVD), the ellipsoidal matrix for gesture m is Em = (Y m)
∗
⋅ Y m. This works out

because the SVD states that any matrix Z ∈ Rq×r can be decomposed such that

Z = UΣV ∗, where U ∈ Rq×q is unitary, Σ ∈ Rq×r is diagonal, and V ∈ Rr×r is unitary.

This implies that Z ⋅ Z∗ = UΣ2U∗, which is the eigendecomposition of Z ⋅ Z∗. So if

the ellipsoid matrix E = Z ⋅Z∗, then the principal directions of the ellipsoid are found

in the columns of U and the corresponding squares of the semi-axis lengths are along

the main diagonal of Σ2. Letting Z = (Y m)
∗
, the ellipsoidal matrix E is guaranteed

to have the proper dimensions (L×L) and proper attributes that best fit the feature

data of feature m into an ellipsoid.

Obviously, the more gesture images in each class, the better sampling one will get

for the true size and nature of the class in feature space. It would be good to have

at least as many images in each gesture class as there are dimensions of the feature
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space (L) in order to create the gesture ellipsoids and to calculate the EDRM.

At this point one has the option of rescaling the size of the ellipsoid for each gesture

class. This somewhat arbitrary rescaling can have significant effects on the EDRM.

Clearly, it is best to choose a consistent rescaling scheme across all the gesture classes

in order to maintain fair comparisons of the class sizes and distances in feature space.

It is suggested that each ellipsoid’s surface be a certain percentage of the distance from

the center of the ellipsoid to the most extreme outlier feature point in that gesture

class. In this way, it is guaranteed that at least some feature points from each class

are on the outside of the ellipsoid of its own class. This method acknowledges the

reality that there are almost always impure articulations (outliers) of any gesture that

may not fully represent the class. The actual percentage used in this convention can

be determined based on how pure the gesture images are for each class. For instance,

if all the images used in the dataset are of well-articulated gestures, then one might

choose to have the ellipsoid encompass most of the feature points; this is assuming

there are few to no outliers, and so a high percentage value is used, e.g. 90%− 100%.

Whereas, a noisier sampling of the gestures might assume the existence of outliers

in each class, and so a lower percentage of 60% − 80% is used. In what follows, the

convention will be set at 65%.

The ellipsoidal distance ratio is the shortest distance between two ellipsoids com-

pared against the distance between the ellipsoid centers. Measuring the straight-line

distance between ellipsoid centers is trivial. However, the shortest distance between

two ellipsoids needs to be formulated as an optimization problem. Suppose there are

two classes, a and b, with ellipsoid surface points x⃗a and x⃗b, centers x⃗a0 and x⃗b0 , and

ellipsoid matrices Ea and Eb, respectively. The optimization problem can then be



79

stated as follows

arg min
√

(x⃗a − x⃗b)
∗
⋅ (x⃗a − x⃗b)

subject to (x⃗a − x⃗a0)
∗
E−1

a (x⃗a − x⃗a0) = 1 &

(x⃗b − x⃗b0 )
∗
E−1

b (x⃗b − x⃗b0 ) = 1.

This problem effectively says that one wants the shortest distance between the points

x⃗a and x⃗b, while constraining x⃗a to be on the surface of the ellipsoid of gesture a

and constraining x⃗b to be on the surface of the ellipsoid of gesture b. Without any

loss of purpose or accuracy, the optimization problem can be better formulated for

numerical and algorithmic stability issues such that

arg min
(x⃗a − x⃗b)

∗
⋅ (x⃗a − x⃗b)

2

subject to [(x⃗a − x⃗a0)
∗
E−1

a (x⃗a − x⃗a0) − 1]
2
= 0 &

[(x⃗b − x⃗b0 )
∗
E−1

b (x⃗b − x⃗b0 ) − 1]
2
= 0.

Since, in high-dimensions, these ellipsoids cannot be easily visualized, one needs

to take extra precautions to ensure that the ellipsoids do not overlap in feature space.

Given the optimal points ˜⃗xa and ˜⃗xb, one check that can be made is to ensure that

(˜⃗xb − x⃗a0)
∗
E−1

a (˜⃗xb − x⃗a0) > 1 &

(˜⃗xa − x⃗b0 )
∗
E−1

b (˜⃗xa − x⃗b0 ) > 1.

These inequalities verify that the optimal point on ellipsoid b is not inside of the

ellipsoid for gesture a, and vice-versa. Also, due to numerical inaccuracies it can be

good to verify that

RRRRRRRRRRR

1 − (˜⃗xa − x⃗a0)
∗
E−1

a (˜⃗xa − x⃗a0)
RRRRRRRRRRR

< ε &

RRRRRRRRRRR

1 − (˜⃗xb − x⃗b0 )
∗
E−1

b (˜⃗xb − x⃗b0 )
RRRRRRRRRRR

< ε,
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Figure 3.1: In this figure four examples illustrate why ellipsoidal distance ratios

(EDRs) are good measures of class separation in feature space. The EDR is the

shortest distance between two ellipsoids divided by the distance between the ellipsoid

centers (black lines). When two classes overlap (A), so do their corresponding ellip-

soids; thus, the EDR is zero. Even when two classes have non-ellipsoid distributions

of feature points and are separated by a nonlinear separatrix (B), the EDR still pro-

vides a reliable measure metric for closeness. The EDR measure is not easily fooled

when many points from the two classes are well separated, but some are not (C) -

compare the distances between features points in the upper half of class 1 and in the

left half of class 2 to the distances using the lower half of class 1 and the right half

of class 2. Ideally, each class is well-clustered and well-isolated from the other class

(D), thus yielding a EDR value near one.
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where ε is some small tolerance for numerical inaccuracy, which may need to grow

with the number of dimensions of the problem. These inequalities ensure that the

optimal point for ellipsoid a is truly on the surface of ellipsoid a, and the same for

ellipsoid b.

Once these points on the two gesture class ellipsoids that minimize the distance

between the ellipsoids have been found, one can calculate the ellipsoidal distance ratio

metric as follows

EDRMa,b =

√

(˜⃗xa − ˜⃗xb)
∗
⋅ (˜⃗xa − ˜⃗xb)

√

(x⃗a0 − x⃗
b
0 )

∗
⋅ (x⃗a0 − x⃗

b
0 )

.

The EDRM values are always between 0 and 1. Larger EDRM values indicate that

the two classes that are being compared are further separated and better clustered

in feature space. Also note that the EDRM normalizes the scale of the ellipsoids in

that larger ellipsoids must be more separated from one another in order to have the

same EDRM score as smaller ellipsoids. If the volumes of both ellipsoids go to zero,

because of the clustering of feature points, then the EDRM approaches its ideal value

of 1 because the shortest distance between the ellipsoid surfaces (numerator) becomes

the same as the distance between the ellipsoid centers (denominator).

Figure 3.1 illustrates why the EDRM is a good metric for gesture separation. First

note that when feature points from the two given classes significantly overlap (A), the

EDR value will always be zero because the class ellipsoids will also overlap and so the

distance between the ellipsoid surfaces is zero. In the case that one or both feature

point regions for the two classes have non-ellipsoidal distributions (B), the best-fitting

ellipsoids to the class regions are determined. Further, in the case that these regions

are still fairly well-separated, a EDRM score can be calculated that indicates how

well-separated the regions are. In some instances there can be sub-regions of the two

classes that are well-separated in feature space, and yet other sub-regions of the two

classes in feature space that are nearby each other (C). In this scenario, the EDRM

will produce a practical value that accounts for the different sub-regions and their
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respective separations. The EDRM is neither misled into being too high nor too low

by the positioning of the sub-regions. Ideally, the two classes are well-clustered and

well-separated (D).

3.2 Subjective Separation Measures

For many applications, the comfort and ease of articulating a gesture can be an im-

portant factor for determining which gestures are more appropriate for use. Moreover,

some gestures better suite an application because of the cultural norms and meanings

of the gesture already in use in society. In order to incorporate these ergonomic and

vernacular reasons into the best gestures decision making process, one would need to

subjectively rate all the gestures in the entire lexicon of available gestures.

One method of creating a subjective measure for ranking the suitability of the

gestures that is comparable with the EDRM, is by first rating the ergonomic and

vernacular quality of each gesture on a scale of [0,1]. A rating of 0 would mean not

suitable for the given application, and a rating of 1 would mean most suitable for the

task. The fact that this rating scale is the same as the range of possible EDRM scores

is not coincidental.

Note that the EDRM scores are comparisons between two classes, therefore the

subjective ratings must also be a comparisons between two classes in order to be

able to integrate this subjective measure with the EDRM. This is accomplished by

creating a subjective measure (SM) for every class pairing that is the average of the

numerical ratings that each class in the pair was given.

SMa,b =
Rating(a) +Rating(b)

2
∈ [0,1]

Table 3.1 is a four class lexicon example of how subjective measures are calculated.

Note that the values of this table are subjectively generated. Ultimately, one might

refine this process by having a large sample of people vote on their favorite gestures,

thus generating average scores of gesture likability across a population.
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The subjective measure and the EDRM for each class pairing can be combined

into a total measure (TM) by a weighting factor α ∈ [0,1], which determines the

relative influence that the subjective measure will have on the total measure.

TMa,b = αSMa,b + (1 − α)EDRa,b ∈ [0,1]

If any gesture must be included in the best lexicon of size n, then the problem

becomes a matter of finding the best lexicon of size n − 1, where the nth gesture is

already determined. In the case that one of p (p≪ n) gestures must be included, in

the best lexicon of size n, then this constraint can be enforced in the programming of

the algorithmic search process. Finally, if there is a gesture or multiple gestures that

should never be chosen to be a part of the best gestures set, then these gestures can

simply be removed from the entire lexicon of available gestures, and therefore from

the process of consideration.

3.3 Best Gestures

Once one has calculated the total measure (TM) for every gesture class pairing in

the entire lexicon of available gestures, determining the best gesture subset is a fairly

Table 3.1: Here a lexicon of 4 gestures, labeled a − d, receives subjective ratings,

written in parentheses, which are used to create subjective measures (SM) between

each class pairing.

a

(0.9)
b

(0.2)
c

(0.7)
d

(0.5)
a

(0.9) - 0.55 0.80 0.70
b

(0.2) 0.55 - 0.45 0.35
c

(0.7) 0.80 0.45 - 0.60
d

(0.5) 0.70 0.35 0.60 -
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straight-forward process. Assume there are a total of m available gestures in our

lexicon library, and one desires to know what is the best lexicon of size n, where

n < m. The best lexicon of size 2 is simply the gesture class pairing with the largest

TM value. In order to calculate the best lexicon of size n ≥ 3, one must first find

all the unique combinations of n gestures in the set of m possible gestures. Then,

the sum of the TMs from each pairing in every unique combination of n gestures is

calculated. The unique grouping of n gestures with the highest total sum TM value

constitutes the best lexicon of size n.

Note that this problem is NP hard because there are

⎛
⎜
⎝

m

n

⎞
⎟
⎠
=

m!

n!(m − n)!

unique combinations of size n, and

⎛
⎜
⎝

n

2

⎞
⎟
⎠
=

n!

2!(n − 2)!

pairings within each combination of n. Therefore, determining the best gesture set of

size n ≥ 3 requires at least

⎛
⎜
⎝

m

n

⎞
⎟
⎠
⋅
⎛
⎜
⎝

n

2

⎞
⎟
⎠
=

m!

2!(n − 2)!(m − n)!

operations, which grows unsustainably with m, and the problem becomes intractable.

However, the process is still manageable when n is small relative to m.

Note that the subjective metric (SM) is set up in such a way that the best lexicon

of size n will always include the best lexicon of size n − 1; thus, one only needs to

find the best gesture to add to the n − 1 already found. This makes the problem

much more tractable. However, the objective EDRM does allow for situations where

the best lexicon of size n does not include the best lexicon of size n − 1. This can

occur for a variety of reasons including cases where there are two similar gestures,
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which of course are nearby in feature space, and one of them is better separated from

a few other gestures. But, as the number of gestures included in the best gesture

set increases, the other gesture of the two like-gestures becomes the better choice.

Another example is when two different gestures are very well-separated from one

another in feature space; however, one of the two gestures is fairly close to the other

available gestures in the entire lexicon. In this case, the best lexicon of 2 is determined

by the two aforementioned well-separated gestures, but the best lexicons of n ≥ 3 will

not include the gesture that is close to the rest of the available gestures. In any case,

assuming that the best lexicon of size n includes the best lexicon of size n−1 simplifies

the search process, but at the cost of potentially not finding the true best lexicon of

size n.

3.4 Large Lexicon Example and Results

In order to test this process for determining the best gesture sets, consider a real static

hand gesture recognition problem. For this example, consider the Massey University

ASL static hand gesture dataset [77, 78] of 36 hand gestures, which has 70 renditions

of each gesture class, except for class t which has 65 renditions (See Fig. 3.2). The

hands have already been isolated within each image and segmented with black back-

grounds. The raw images are pre-processed by converting to grayscale, centering the

hand within the frame, down-sampling the images to 32 × 32 (without changing the

aspect ratio of the hand), and normalizing the brightest pixel intensity [79]. Feature

selection is done by the PCA method and the GP method, both only using 10 fea-

tures. Statistical learning will be done by the LDA method [55], with a one-vs-the-rest

classification style [79]. The training set consists of 20 randomly chosen images from

each gesture class, and the test data consists of the remaining 50 images (45 for class

t) from each class.

For the case where there are no subjective considerations to be incorporated into

the decision making process (α = 0), the computer will rely solely on the objective
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Figure 3.2: The ASL static hand gesture dataset from Massey University [77, 78] is

a lexicon of 36 gesture classes, labeled 0 − 9, then a − z.

EDRM to determine the best lexicon of size n. Figure 3.3 illustrates the results of

this experiment using both the PCA (left) and GP (right) feature selection methods.

Because these methods produce profoundly different features, the best gesture sets

that are determined are also different.

Of course, the true best gesture sets, without subjective considerations, are those

which produce the highest recognition rates from the given algorithms. Recognition

accuracy can take on two forms: (1) the within-class success rate, meaning when

images are correctly labeled within their respective class, and (2) the out-of-class
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Figure 3.3: These are the best lexicons of sizes n = 2 − 6 using the PCA (green) and

GP (black) feature extraction methods. The lexicons of size n are read across each

row; the blue line separates the two feature selection methods. In this scenario α = 0,

which means that any subjective considerations for determining better gestures are

being ignored and the total measure (TM) comes solely for the EDRM.

success rate, meaning when images are correctly not labeled to belong to classes to

which they do not belong. By counting the number of times each image is correctly

labeled within its own class and not labeled to belong to another class, the within-

class and out-of-class success rates can be calculated and then averaged together to

create an overall average recognition rate. By finding this overall average recognition

rate for every possible combination of n gestures, and picking the maximal rate, one

thus discovers the corresponding true best gesture set of size n.



89

Using this prescribed method, all of the best lexicons of size n in Fig. 3.3 that

were determined by the EDRM have been confirmed to also be the true best lexicons.

For all of the different cases presented in Fig. 3.3, there are multiple lexicons of size

n that tied for being the best gesture set according to the average recognition rates

(only one is shown), which is not surprising for small lexicons.

One caveat to mention is that the LDA statistical learning method relies on Fisher

linear discriminants, which attempt to group like-classes while separating different

classes in a projection from feature space onto a line. Since the EDRM rewards

pairs of classes that are both well-clustered and well-separated in feature space, the

LDA method is more likely to produce good recognition rates on the same classes

that bode well under the EDRM. Other statistical learning algorithms may produce

slightly different best lexicons, but are still very likely to rate the best lexicons found

using the EDRM very highly, for the reasons mentioned earlier in the beginning of

Section ??.

One can incorporate subjective considerations into the TM metric as was described

in Section ??. Table 3.2 lists an example of possible subjective rankings given to each

gesture for the purposes of this experiment. Using these rankings, the SM for each

class pairing is calculated and incorporated into the TM according to the weighting

α > 0. Figure 3.4 displays the best lexicons of sizes 2 − 6 for the four scenarios:

(a) α = 0.25, (b) α = 0.50, (c) α = 0.75, and (d) α = 1.

3.5 Chapter Discussion

Improving software algorithms is one technique for securing good recognition results

in a given application, but it is also important to make sure the recognition problem

is well-posed for both the gesture articulator and for the underlying computer pro-

cedures. Determining a limited number of best gestures in a large lexicon (library)

of possible gestures, while account for both subjective and objective considerations

is an effective way to ensure that the recognition problem is well-posed. To have
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broad technological appeal, such optimal selection must not only be accomplished

through an objective algorithm, but must include consumer preference, or subjective

constraints, as well.

The manner in which feature data from the gesture images lie in feature space

provides excellent clues as to how well a general recognition algorithm will perform.

Hence, it is important to choose quality features that are well-clustered near the

features of the same class and well-separated from the features of other classes, as is

measured by the feature selection weakness (FSW) metric developed in this chapter.

Having excellent features diminishes the perils of over-fitting the data, and abates the

complications of working with high-dimensional feature data. Nonetheless, one often

cannot avoid having features that are not well-rendered in feature space, and so some

gestures become objectively better for recognition in terms of computational ease.

The ellipsoidal distance ratio metric (EDRM) is a measure devised to reward

optimal feature clusterings in feature space by assigning a value to each gesture class

pairing that accounts for their respective separation compared to their individual

clustering sizes. This measure has been shown to match the true average recognition

rate results that decide which combination of n gestures is best, which are obtained

Table 3.2: The subjective rankings given to each gesture in the Massey University

lexicon are listed, from which the subjective measures are calculated.

0→ 0.97 1→ 0.10 2→ 1.00 3→ 0.30 4→ 0.95 5→ 0.96

6→ 0.90 7→ 0.45 8→ 0.55 9→ 0.50 a→ 0.85 b→ 0.85

c→ 0.95 d→ 0.99 e→ 0.85 f → 0.60 g → 0.90 h→ 0.95

i→ 0.70 j→ 0.20 k→ 0.10 l→ 0.95 m→ 0.90 n→ 0.85

o→ 0.97 p→ 0.75 q→ 0.70 r→ 0.45 s→ 0.95 t→ 0.90

u→ 0.95 v → 0.98 w → 0.90 x→ 0.55 y → 0.30 z→ 0.30
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(a) α = 0.25 (b) α = 0.50

(c) α = 0.75 (d) α = 1

Figure 3.4: These are the best lexicons of sizes n = 2−6 using the PCA (green) and GP

(black) feature extraction methods. The lexicons of size n are read across each row;

the blue line separates the two feature selection methods. The relative influence that

the subjective considerations for which gestures are better than others is controlled

by the weighting factor α. When α = 1, the total measure (TM) comes solely from

the subjective measure (SM), and is not swayed by the EDRM.

by actually completing entire recognition process. The EDRM value only needs the

feature data to provide a well-educated guess as to what is the best lexicon of size n.

Given that the EDRM value can easily be combined with subjective considerations
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to make a total measure on the quality of a gesture set, it is an attractive means for

determining the best gesture lexicons that are most suitable for a given recognition

project.

The EDRM is not without some failings. It can suffer from the effects of the curse

of dimensionality, since the ellipsoid dimensions are determined by the number of

features extracted. This means that as the dimensions increase, more data is needed

to make accurate predictions about the true recognition rates. Sorting through all the

possible combinations of n gestures using the EDRM is an NP hard problem, which

can quickly become intractable as the size of the entire lexicon of available gestures

increases; though, subjective constraints applied to entire set of all viable gestures

often can eliminate this problem. Also, a tree-based hierarchy [74] selection scheme

can improve the computational efficiency of finding the best gestures.

Plus, the EDRM is designed for filter-based feature selection methods where the

features are extracted generally, independent of the classifier. Wrapper-based and em-

bedded feature selection methods are directly tied to the specific classifier and so may

not be as generalizable and can be computationally expensive. Along with this, the

EDRM method of determining best gestures does not account for more sophisticated

learning algorithms that can distinguish classes separated in complicated, nonlinear

ways, which may work very well for specific applications.
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Chapter 4

CONCLUSION

In this work, methods and algorithms for improving gesture recognition have been

introduced and tested. The dynamic mode decomposition (DMD) method for time-

scale separation and filtering improves upon the computational efficiency of the robust

principal component analysis (RPCA) method for some separation applications, and

opens up new applications for the DMD method. It has been demonstrated that pre-

processing is key to better gesture recognition performance in terms of robustness,

accuracy, and computational efficiency. The ellipsoidal distance ratio metric (EDRM),

combined with a simple subjective metric, is able to measure a gesture’s likelihood

for accurate recognition and its appropriateness for the given application. Finding

the best gestures appropriate for the recognition task at hand helps ensure better

algorithmic performance and user comfort and suitability.

Now that the DMD method has made real-time background/foreground separa-

tion in videos viable, the strategy of optimizing pre-processing becomes much more

appealing and feasible for improving gesture recognition performance. Future investi-

gations in the computer vision field can include combining the background subtraction

with enhanced pre-processing to make a complete real-time gesture recognition algo-

rithm. Tracking the features of the gestures through time can also lead to gesture

anticipation and/or the recognition of dynamic gestures. When dynamics are involved

it may be important to examine whether it is better to handle the time component

of the recognition process in the feature selection routine or in the statistical learning

and classification routines, e.g. using higher order PCA methods [80] for extracting

features in time or using the conditional random field (CRF) [73] learning scheme to
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learn various chains of gestures in time. It would also be worth exploring the idea of

using the Fourier frequencies found in the DMD separation as features to dynamic

gestures, and as indicators as to when dynamic gestures start and stop, or when a

series of static gestures has ended.

The feature selection weakness (FSW) measure presented in this dissertation has

been shown to be well-suited for determining which features will be well-clustered and

well-separated in feature space, and hence, which features have the strongest influence

on accurate gesture recognition. It is also related to the EDRM, where gestures of the

same class are rewarded for being well-clustered in feature space, and well-separated

from other gesture classes. Subjective measures, determined from ergonomic and

vernacular considerations that are mindful of the one who articulates the gestures,

and account for ease of articulation, comfort, cultural norms, and suitability to the

given application, are easily combined with EDRM value on a consistent scale of [0,1]

in order assess each gesture’s quality for the given task. In future investigations, the

true predictive power of this total measure on gesture’s quality can be examined more

thoroughly by implementing this best lexicon finding scheme on more recognition

problems and then comparing actual recognition rates to the total measure value.

Future work will focus on using this DMD technique for time-scale separation and

filtering in dynamical systems, where it is envisioned that slow time-scale dynamics

will be manifested in low magnitude Fourier frequencies of the DMD process, which

correspond to DMD terms that can be extracted to make separate solutions of slow

and fast time-scales, though it is already known that some separations can made

that do not divide Fourier frequencies based on their magnitudes (See Fig. 2.9). A

thorough and rigorous analytical study will be needed in order to further identify

and understand the conditions under which the DMD method converges to exactly

reconstruct the dynamics of a system, or to exactly produce a fast and slow time-

scale separation in the system. Such studies may reveal the true reasons for why the

DMD error in the foreground video has pixel intensities that are inverted from the
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pixel intensities of the moving object(s). The error in the DMD method verses object

size, object speed, object acceleration, object intensity/amplitude, number of time

snapshots, dimensionality reduction, and other method and input parameters can

also benefit from a more in-depth analysis. Other possible applications to the DMD

method include compressed sensing, data compression, sparse sampling of features,

and normalizing the articulation times for dynamic gestures.

It is also interesting to conjecture on the connection between the proposed DMD

technique for performing RPCA, and the matrix completion problem (See [81] and

references therein). Potentially, one could use the DMD technique for generating

initial conditions for the convex optimization problem of RPCA, thus combining the

power and speed of the method with the exact reconstruction ability of RPCA. The

possibility of connecting the DMD methodology to the more standard L1 convex

optimization problem of RPCA and the matrix completion problem is also intriguing,

and perhaps will allow for even further improvements to be made in background

separation methods in terms of both quality and speed. There may also be ties

between the DMD method and data compression and/or sparse sensing [9].
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Appendix A

CALCULATIONS, EQUATIONS, & ALGORITHMS

A.1 Separation Methodologies

A.1.1 RPCA Theory

Given a collection of data from a potentially complex, nonlinear system, the RPCA

method will seek out any sparse nature within the data, while simultaneously fitting

the remaining entries to a low-rank basis. As long as the given data is truly of this

nature, in that it does lie on a low-dimensional subspace and has a sparse compo-

nent, then the RPCA algorithm is guaranteed to perfectly separate the given data X

according to equation (2.1), as has been proven by Candès et al. [9].

The key to the RPCA algorithm is formulating the problem into a tractable, non-

smooth convex optimization problem known as principal component pursuit (PCP):

arg min ∥L∥∗ + λ∥S∥1

subject to X = L + S
(A.1)

Here PCP is minimizing the weighed combination of the nuclear norm: ∥M∥∗ ∶=

trace (
√

M∗M) and the L1-norm: ∥M∥1 ∶= ∑ij ∣mij ∣. The scalar regularization pa-

rameter is nonnegative: λ ≥ 0. From the optimization problem (A.1), it can be seen

that as λ → 0, the low-rank structure will incorporate all of the given data: L → X,

leaving the sparse structure devoid of anything. It is also true that as λ increases, the

sparse structure will embody more and more the original data matrix: S→X, as the

low-rank structure will commensurately approach the zero matrix [9, 20]. Compare

PCP to the traditional PCA method by comparing the optimization problems (A.1)

and (A.9).
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Effectively, λ controls the dimensionality of the low-rank subspace; however, one

does not need to know the rank of L a priori. Candès et al. [9] have shown that the

choice

λ =
1

√
max(n,m)

, (A.2)

where X is n×m, has a high probability of success at producing the correct low-rank

and sparse separation provided that the matrices L and S are incoherent, which is

the case for many practical applications. Some fine tuning of λ may yield slightly

improved results [20].

Though there are multiple methods that can solve the convex PCP problem, the

augmented Lagrange multiplier (ALM) method stands out as a simple and stable

algorithm with robust, efficient performance characteristics. The ALM method is

effective because it achieves high accuracies in fewer iterations when compared against

other competing methods [9]. Plus, there is an inexact ALM variant [94] to the exact

ALM method [83], which is able to converge in even fewer iterations at the cost of

weaker guaranteed convergence criteria. Matlab code that implements these methods,

along with a few other algorithms, can be downloaded from the University of Illinois

Perception and Decision Lab website [102], and is the very same code implemented

throughout this dissertation.

A.1.2 DMD Theory

Given data that is collected in regularly spaced time intervals, the DMD method will

approximate the low-dimensional modes of the linear, time-independent Koopman

operator in order to estimate the potentially nonlinear dynamics of the system. This

process is distinct from linearizing the dynamics. The dynamic information is resolved

through a similar process as is found in the Arnoldi algorithm [110, 20].

Consider having n data points collected at a time, with a total of m samplings

in time, evenly spaced by ∆t, when the data is collected. Let xj be a vector of the
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n data points collected at time tj, j = 1,2, . . . ,m. The data can be grouped into

matrices as follows. . .

Xm−1
1 = [x1 x2 x3 . . . xm−1]

Xm
2 = [x2 x3 x4 . . . xm]

The Koopman operator A maps the data at time j to the data at time j+1 such that

xj+1 = Axj. The DMD algorithm will estimate the Koopman operator A that best

represents the data in Xm−1
1 such that the columns of

Xm−1
1 = [x1 Ax1 A2x1 . . . Am−2x1]

form a Krylov space. Thus, AXm−1
1 = Xm

2 . The last data point xm is determined by

xm =
m−1

∑
j=1

kjxj + r,

where the kj’s are the coefficients of the Krylov space basis vectors and the residual

error r is orthogonal to the Krylov space [20].

Notice that Xm
2 = Xm−1

1 S+ r ⋅ e∗m−1, where [∗] is the conjugate transpose operator,

em−1 is the (m − 1)th unit vector, and

S =

⎡
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎣

0 0 ⋯ 0 0 k1

1 0 ⋯ 0 0 k2

0 1 ⋱ 0 0 k3

⋮ ⋮ ⋱ ⋮ ⋮ ⋮

0 0 ⋯ 1 0 km−2

0 0 ⋯ 0 1 km−1

⎤
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎦

is the n × (m − 1) companion matrix to A. Also, note that the singular value de-

composition (SVD) of the matrix Xm−1
1 can be used for dimensionality reduction, and

for the ease and convenience of working with unitary and diagonal matrices. Thus,

Xm−1
1 = UΣV∗, where U ∈ Cn×` is unitary, Σ ∈ C`×` is diagonal, and V ∈ C(m−1)×`
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is unitary. The parameter ` is chosen so as to reduce rank of Xm−1
1 as much as pos-

sible, while still capturing the fundamental structure and dynamics of the system

represented by the data in Xm−1
1 . Thus, assuming that the residual error is small

(∥r∥ ≪ 1), one can estimate

Xm
2 ≈ Xm−1

1 S

Xm
2 ≈ UΣV∗S

S ≈ VΣ−1U∗Xm
2 .

Using the similarity transform VΣ−1, the matrix

S̃ ≈ U∗Xm
2 VΣ−1 = U∗AU

can be derived, which is mathematically similar to the matrix S [20]. Note that this

transformation effectively projects the Koopman operator A onto a lower-dimensional

proper orthogonal decomposition (POD) basis. This adds stability to this algorithm,

especially considering that Xm−1
1 can be rank-deficient. The Koopman operator is

never actually calculated because all of the dynamics are extracted from the data

itself, allowing for equation-free or model-free applications. However, since the DMD

method does not attempt to orthogonalize the Krylov space, as is done in the Arnoldi

iteration, there is also a reduction in algorithmic stability and convergence properties

of the DMD method [15].

Essential to the DMD method is the idea that because AXm−1
1 = Xm

2 ≈ Xm−1
1 S,

then some of the eigenvalues of the matrix S approximate the eigenvalues of the

Koopman operator A, similar to the calculation done in the Arnoldi algorithm to

get the Ritz values and Ritz vectors [15, 18]. In fact, the Arnoldi iteration can be

recovered by a QR-factorization, Xm−1
1 = QR, and by the relation H = RSR−1, where

H is an upper Hessenberg matrix [110]. In practice, the eigenvalues can be determined

through the matrix S̃ because it is similar to the matrix S. These eigenvalues regulate

the time dynamics of the Koopman operator as it pushes the reconstructed data
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forward in time by ∆t. Thus, solving the eigenvalue problem:

S̃wj = µjwj, j = 1,2, . . . , ` (A.3)

will yield the DMD eigenvalues µj and eigenvectors wj. From here the jth DMD basis

function mode comes from the eigenvectors of the Koopman operator A:

ϕj = Uwj, (A.4)

each of which can be put into the columns of a matrix Φ [15]. If the residual is zero

(r ≡ 0), then the linear Koopman operator should have the exact same eigenvalues to

those of the matrix S̃:

A (UW) = (UW)Υ,

where Υ is the diagonal matrix of the eigenvalues µj, W is the matrix of eigenvec-

tors wj, and Φ = UW. For the benefit of predicting the time dynamics, the DMD

eigenvalues can be converted to Fourier modes by

ωj =
ln(µj)

∆t
. (A.5)

The real part of ωj regulates the growth or decay of the DMD basis function modes,

while the imaginary part of ωj drives oscillations in the DMD modes. Clearly, any

unwarranted growth or decay in the Fourier modes will eventually limit the range in

time that the model can credibly be predictive [20].

Therefore, the DMD reconstruction of the data xDMD at time t for any time after

the initial data vector x1 was collected (t1 = 0) is given by

xDMD(t) =
`

∑
j=1

bjϕje
ωjt = ΦΩtb, (A.6)

where

Ω =

⎡
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎣

eω1 0 ⋯ 0

0 eω2 ⋱ 0

⋮ ⋱ ⋱ ⋮

0 0 ⋯ eω`

⎤
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎦

,
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and the vector b contains the initial amplitudes for the modes. At the time that the

first snapshot of data was taken (t1 = 0), equation (A.6) reduces to

xDMD(t1) = x1 = Φb; (A.7)

hence,

b = (Φ∗Φ)
−1

Φ∗x1 [20]. (A.8)

Note that the DMD method demands that data is collected over evenly spaced

time intervals ∆t, but it cannot know for sure whether this was done in practice

or not; it must deal with the data that it is given, assuming regular time intervals.

This implies that there must be certain types of dynamics in time that the DMD

method cannot model well even when the data is collected in periodic intervals. This

is because there can be one-to-one mappings from certain types of dynamics taken

at irregular time intervals to transformed dynamics taken at evenly spaced intervals,

which can be accomplished through some kind of frame-of-reference transform.

Also, it is important to consider that, in general, the DMD method only provides

limited, future (long-time) state predictions to the given system, as often approxi-

mations to the eigenvalues leads to physically unrealistic growth or decay. But for

short-time or moderate-time future state predictions, the approximation to the eigen-

values can be reasonable. Of course, the DMD algorithm most reliably reconstructs

the data that it is given with the dimensionality reduction determined by the param-

eter `, accumulating any error in the final time step xm.

A.2 Gesture Recognition Algorithms

A.2.1 PCA Based Feature Selection

Principal component analysis (PCA) is well-known for its ability in dimensionality

reduction tasks. Mathematically, PCA decomposes the original image space into a set

of orthogonal, low-rank basis vectors. The set of basis vectors are sorted in descending



114

order of their energy, which reflects the average magnitude of its weight among all

images. If the first several principal components contain nearly all of the energy,

the images can be well approximated in the space spanned by the first few principal

components, thus reducing the dimensionality of the problem. Such dimensionality

reduction is highly desired in practice as it can be used reducing the computational

strain of the given algorithms, while retaining all the pertinent information needed

for processing.

PCA can be seen as an optimization problem where the best low-rank estimate L

of the matrix X is sought such that that rank of L is no larger than `:

arg min ∥X −L∥2

subject to rank(L) ≤ `
(A.9)

Here ∥Y∥2 is the 2-norm of the matrix Y, which is the largest singular value of Y [9].

In terms of feature selection, PCA is applied to like-gestures from a training set

of images, producing the principal components of those similar images. The linear

coefficients associated with those principal components are then used as features that

describe the images from which they were calculated. In fact, PCA has been used

previously [24, 39, 40] as a feature selection method for recognizing gestures. Real-

time gesture recognition methods for the American Sign Language (ASL) alphabet [39,

40] have taken advantage of low-dimensionality through PCA and eigenfaces, which

are well-known in the face recognition field [42, 41].

After pre-processing, each image is reshaped into a long column vector. The

training set is stored as a npix ×Ntrain matrix X, where npix is the number of pixels

per pre-processed image and Ntrain is the number of images in the training set. In a

standard PCA, the mean of each column is subtracted out, producing X̄, and apply

the singular value decomposition (SVD), as follows. . .

X̄ = UΣV∗. (A.10)

The resulting unitary matrix U ∈ Cnpix×` contains the principal components of the
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Number of features = 1 Number of features = 3

Number of features = 10 Number of features = 40

(a) One finger gesture.

Number of features = 1 Number of features = 3

Number of features = 10 Number of features = 40

(b) O-shape gesture.

Figure A.1: The principal components of the hand gesture with just the index finger

extended (a) and the O-shaped hand gesture (b) as a function of the number of

features determined from the PCA analysis. The number of principal components

used are ` = 1,3,10, and 40. Note that approximately 10 features are required to

easily resolve gesture (a), whereas only 3 features are needed to visually identify

gesture (b).

system in its columns. Entries of the diagonal matrix Σ ∈ C`×` contain the singular

values corresponding to those principal components. The weight coefficients of each

image on the principal components are contained in the columns of the unitary matrix

V ∈ C`×Ntrain , and [∗] is the conjugate transpose. The parameter ` determines the

dimensionality reduction, or, in the case of feature selection, determines the number

of features to be extracted. Such a decomposition is guaranteed to exist for any

matrix X [110]. The features are extracted as the columns of V that correspond to

the `-most energetic principal components.

In Fig. A.1, the reconstructed images of two typical hand gestures are depicted

using ` = 1,3,10, and 40 of the most significant principal components. In general, the

first few principal components can reconstruct the general shape of the gesture, but
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not so well as to be able to distinguish between the different gestures. It has been

discovered empirically that choosing about 10 principal components, or 10 features to

be extracted, seems to be sufficient in order to reconstruct most hand gestures with

sufficient distinction so as to make them clearly recognizable from one another (See

objects (h)-(l) in the middle panel of Fig. 2.10).

In the training process of the gesture recognition scheme, the goal is not to extract

features, but to build the projection matrix P ∈ R`×npix that will project test images

X̃ ∈ Rnpix×1 onto the matrix V where the features are stored. This is accomplished by

rearranging equation (A.10) such that

PX̃ = V∗

P ∶= Σ−1U∗

(A.11)

Thus, in the recognition application, each the pre-processed gesture image is vec-

torized as X̃ ∈ Rnpix×1, and the features of the gesture are calculated according to

equation (A.11), and stored in the vector V∗ ∈ R`×1.

One drawback to the PCA feature extraction technique is that the energies of

the PCA components have a fat-tailed distribution, thus potentially preventing an

efficient dimensionality reduction. This is because the PCA representation of the

image is too sensitive to slight variations in the shape and positioning of the gesture

within the image frame. For human beings, a slight translation, dilation, or rotation of

a gesture does not effect a person’s recognition capability; however, these variations

translate into large variations of pixel intensities in the regions of the image that

change. This will inevitably generate a component in the PCA analysis which is

purely noise. Or said in a different way, it will take more features to adequately

resolve the gestures (See Fig. A.1).

There have been attempts to robustify the PCA method [9, 10, 11, 12, 13, 14]

and to draw upon 2D correlations between pixels, in a 2D-PCA method [43], in order

to improve the quality of the features that get selected through the PCA process.
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In spite of these improvements, the PCA method and its variants have limitations

associated with its robustness in real-world applications. This dissertation will show

that improved pre-processing techniques can avoid these limitations and keep the

PCA algorithm as a viable and efficient feature selection method.

A.2.2 Generalized Projections

An alternative feature selection method is called generalized projections (GP). This

method is motivated by the multi-view orthographic projections in engineering, and

has traditionally been implemented on eye tracking algorithms [44, 45, 46, 47]. Like

the PCA feature extraction method, generalized projections are also easily understood

and implemented, and are computationally efficient.

A generalized projection is constructed from a mixing of integral and variance

projections. Suppose a given gesture lies inside of a canvas domain, e.g. an image

frame, such that the gesture extends across the region of [x1, x2]× [y1, y2], where the

intensity of any particular pixel in this domain is I(x, y). Then vertical and horizontal

integral projections are given by

IPFv(x) =
1

y2 − y1

y2

∑
yi=y1

I(x, yi)

IPFh(y) =
1

x2 − x1

x2

∑
xi=x1

I(xi, y)

and the vertical and horizontal variance projections are given by

VPFv(x) =
1

y2 − y1

y2

∑
yi=y1

[I(x, yi) − IPFv(x)]
2

VPFh(y) =
1

x2 − x1

x2

∑
xi=x1

[I(xi, y) − IPFh(y)]
2
.

The integral and variance projections are mixed together with the parameter α ∈ [0,1]

such that

GPFv(x) = (1 − α)IPFv(x) + αVPFv(x)

GPFh(y) = (1 − α)IPFh(y) + αVPFh(y) .
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Figure A.2: Original hand shape with the background subtracted, and the principal

direction indicated in red, is depicted in the top left panel. The vertical integral

and variance projections are computed and shown in the top right panel, while the

horizontal integral and variance projections are computed and shown in the bottom

left panel. The lower right panel shows the image after pre-processing, which is used

to compute the projections.

Figures A.2 and A.3 show the integral and variance projections applied to hand gesture

images. One can see in these figures that both the integral and variance projections

contain relevant information about the shape of the hand, suggesting that mixing the

information can increase the distinguishing power of the resulting features that are

extracted from the image.

Features are extracted by selecting a desired number of vertical and horizontal

generalized projection values, and accumulating those values into a single feature
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Figure A.3: This figure depicts the generalized projections feature selection routine

for another hand gesture. The pre-processed hand gesture (top left and bottom right

panels) has five features extracted in both the horizontal and vertical directions. The

vertical integral (cyan) and variance (magenta) projections are computed and shown

in the bottom left panel, while the horizontal integral (cyan) and variance (magenta)

projections are computed and shown in the top right panel. These projections are

mixed together (α = 0.5) to produce the generalized projections (green).

vector (See objects (m) and (n) in the middle panel of Fig. 2.10). This is accomplished

by dividing the (vertical or horizontal) side length of the domain into a desired number

of bins, and averaging the generalized projection values within those bins, producing
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a single value for each bin. If one desires ` features per gesture, then the feature

vector f would look like

f = [GPFh(y1) ⋯ GPFh(y`/2) GPFv(x1) ⋯ GPFv(x`/2)]
∗

,

where [∗] is the transpose, and `/2 projection bins are sampled both vertically and

horizontally at {x1, x2, . . . , x`/2} and {y1, y2, . . . , y`/2}, respectively. These projections,

sampled on a coarse grid, provide a low-dimensional representation of the gesture

image. Also, as desired, the generalized projections for different gestures yield dis-

tinct feature vectors that can be readily distinguished from one another in a gesture

recognition scheme.

A variation of the generalized projections method can be created by taking the

derivatives (or gradients) of the integral and variance projection functions, and then

mixing them together into derivatives of generalized projection (DGP) functions. The

derivative would effectively gather information on the rates at which the integral and

variance projection values are changing as one scans across the sides of the domain.

This information can also be quite unique for each type of gesture, thus also qualifying

as excellent candidates for gesture features.

The generalized projections method, and its derivative variant, have the benefit of

being translationally and scale invariant, which makes them fairly robust to some of

the common types of gesture noise that occurs in images. However, these projection

methods are still quite sensitive to rotational variations of the gesture within their im-

age frames. This inspires yet another variation to the generalized projections method

that takes the integral and variance projections around concentric circles, centered

in the middle of the gesture, which is determined by weighted least-squares of the

pixel intensities. Here one must be careful to maintain consistency in the projection

values by a normalizing the number of pixels in each circle. Also, it is important to

start the projection at the beginning of an intersection between the circle and the

getsure region if possible, in order to maintain consistent variance projection values.
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Again, feature values are averages over bins that consist of several concentric circles.

This circular generalized projections (CGP) method, also called signatures, can be

designed to be translationally, scale, and rotationally invariant, but can be limited

by very low resolution images. Circular projections can also include other important

feature data such as the number of times the circles intersect with the gesture region,

and the normalized widths of those intersection regions.

A.2.3 Image Moments

Related to the generalized projections is another feature extraction method called

image moments (IM) [48, 49, 50, 51], or sometimes called invariant moments. Nor-

malized and Hu-image moments are all translation, rotation, and scale invariant. One

of the image moments is literally the moment of inertia of the two-dimensional image

shape; the other image moments are related.

There are 11 independent moment invariants that are recommended by Flusser [49]

for the task of 2D object recognition:

ψ1 = c11 ψ7 = c22

ψ2 = c21c12 ψ8 = Re (c31c
2
12)

ψ3 = Re (c20c
2
12) ψ9 = Im (c31c

2
12)

ψ4 = Im (c20c
2
12) ψ10 = Re (c40c

4
12)

ψ5 = Re (c30c
3
12) ψ11 = Im (c40c

4
12)

ψ6 = Im (c30c
3
12) .

Given the image pixel coordinates (x, y) and the corresponding pixel intensities

I(x, y), the complex moment cpq is given by

cpq = ∫
∞

−∞
∫

∞

−∞
(x + iy)p(x − iy)qI(x, y) dxdy,

where i is the imaginary number. The resulting image moments feature vector f
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would look like

f = [ψ1 ψ2 ⋯ ψ11]
∗

,

where [∗] is the transpose.

Like the PCA and generalized projections feature selection methods, and their

variants, the image moments method can suffer greatly from not fully and properly

segmenting the gesture from its background. Any erroneous background pixels that

are not eliminated by the end of the pre-processing step become a type of noise in the

feature extraction process that can skew the feature values, broadening the regions

that each gesture occupies in feature space and making distinct gestures overlap in

feature space (See Fig. 2.12). This will then translate into worse successful recognition

rates.

A.2.4 Linear Discriminant Analysis

Two-class linear discrimination analysis (LDA) is an optimization that attempts to

maximize the inter-class separation, while minimizing the intra-class variation, for two

different types of gestures. This optimization has an analytic solution that requires a

generalized eigenvalue problem to be solved. Ultimately, LDA will find a projection

vector for the two classes that are being compared, which projects the gesture features

to a scalar value. This scalar value, compared against a chosen threshold value, is

then used to discriminate between the two classes. In reality, the method described

here is called Fisher’s linear discriminant analysis, which is a generalization of linear

discriminant analysis. However, these terms have often been a used synonymously

throughout the literature, and in this dissertation, the term linear discriminant anal-

ysis will always be used [55, 20].

Consider having features vectors (points) f that belong to one of two classes;

f ∈ Ck, k = 1,2, there being n1 feature points in C1 and n2 feature points in C2.

The number of features collected per gesture (`) determines the dimensionality of the
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feature points: f ∈ R`. The center of mass and the covariance of the feature vectors

for each class are given by

µ1 =
1

n1
∑
f∈C1

f ΣC1 =
1

n1
∑
f∈C1

[(f − µ1) (f − µ1)
∗
]

µ2 =
1

n2
∑
f∈C2

f ΣC2 =
1

n2
∑
f∈C2

[(f − µ2) (f − µ2)
∗
] [55].

In one view of LDA, the goal can be thought of as an attempt to find a common

weighting for the feature vectors of both classes that maximizes a signal-to-noise ratio,

which measures the ratio of the weighted variation between the classes to the weighted

variation within the classes. This weighting can be put into the vector w ∈ R`, which,

for now, can be thought of having the property ∑j wj = 1. In reality, this constraint

is not needed, but it does make the notation easier. The weighted averages of the

feature data for both classes are w∗µ1 and w∗µ2, and weighted covariances of the

feature points from both classes are w∗ΣC1w and w∗ΣC2w [55].

The variation between the classes SB and the variation within the classes SW are

given by

SB = (µ2 − µ1)(µ2 − µ1)
∗

SW = ΣC1 +ΣC2 =
2

∑
k=1

∑
f∈Ck

[(f − µk)(f − µk)
∗
] .

Reinserting the weightings, the signal-to-noise ratio is given by the Rayleigh quotient:

R (SB,SW ;w) =
w∗SBw

w∗SWw

Maximizing this ratio leads to the LDA optimization problem,

arg max
w

w∗SBw

w∗SWw
,

which can be shown to be equivalent to solving the generalized eigenvalue problem

SBw = λSBw (A.12)
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for the largest eigenvalue λ and its corresponding eigenvector w [20].

Another way to view LDA is to think of the vector w as an orthogonal vector to a

discriminant hyperplane that separates the two classes in the best way possible such

that the feature points from these classes, projected orthogonally onto this hyperplane,

will be as clustered within their respective classes and spaced apart from the other

class as much as possible. Thus, and given feature f will be projected onto the

hyperplane by w∗f = c, where c ∈ R is a constant that describes the position on the

hyperplane when viewed from the side, as if the hyperplane were a line. Based upon

the clusterings of the values of c for each class, a threshold value can be set that will

discriminate between the two classes. Since the values of c are shifted about based

upon the scaling of the weighting vector w, then one can always design the threshold

to be at zero, where c > 0 means the feature point belongs to C1 and c ≤ 0 means the

feature vector belongs to C2 (See object (o) in the right panel of Fig. 2.10).

In the statistical learning step of the recognition process, the goal is to train w

and to set a reasonable threshold that distinguishes the two classes. Or, in other

words, the projection vector w is found by solving the generalized eigenvalue equa-

tion (A.12) for the eigenvector that corresponds to the maximal eigenvalue. In the

testing or application phase, feature vectors f are dotted with w to produce constants

c, which can then be compared to the thresholds in order to classify the gestures that

correspond to the feature points.

When there are multiple classes (Ck, k = 1,2, . . . ,K), then one can either imple-

ment a pairwise or one-versus-the-rest testing strategy. The pairwise testing strategy

implements the LDA classification scheme on every possible pairing of two classes,

searching for the one class to which the given gesture’s feature point belongs. The

one-vs-the-rest testing strategy only needs to compare class j (Cj) verses the rest of

the classes (Ck≠j) for each class j. Also, one has the option of using a multi-class

LDA statistical learning and classification method, which can distinguish between

many classes instead of just two. The multi-class LDA scheme is outside to scope of
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this dissertation, and so is left without any explanation.

A.2.5 Logistic Regression

Like most statistical learning methods, logistic regression relies on an iterative op-

timization procedure to learn the best parameters for distinguishing between two

gesture classes. This method projects gesture feature values onto a probabilistic scale

[0,1] that measures the probability of a gesture being in a certain class. The logistic

regression is closely related to LDA, in the sense that they both use a hyperplane to

separate the two classes. However, since the logistic regression provides a measure

of the resemblance between the given gesture and the two possible classes, it is more

powerful qualitatively. The fact that the logistic regression algorithm must solve a

convex optimization problem using an iterative numerical solver means that it may

not converge properly, depending on the given gesture data, the initial guess to the

solution, and to the numerical instabilities of working with exponential functions.

This is compared with the LDA method which has an analytical solution to its op-

timization problem, which guarantees the best solution possible to given the gesture

data.

Two-class logistic regression uses the logistic function p(z) to measure the likeli-

hood of an object being in class 1 (C1):

p(z) =
1

1 + exp(−z)
(A.13)

where z is the logit, defined as the logarithm of the odds that the given gesture belongs

to C1, and not to C2. If one assumes that z is linearly related to the independent

predictor variables f1,⋯, f`, then p(z) is the probability of being in C1 such that

z = β0 +
`

∑
j=1

βjfj.

In the gesture recognition problem, f = [f1 f2 ⋯ f`]∗ is the feature vector, and

β = [β0 β1 ⋯ β`] are the regression coefficients to be learned from the training data.
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Thus, z = β∗f̃ , where f̃ = [1 f]∗. From the geometric point of view, z is actually the

distance from the object to a class separating hyperplane. If z = 0, then p(0) = 0.5,

meaning that the gesture has a 50-50 chance of being in class 1 and not in class 2 [64].

To compute the best set of βj’s, one can define the log-likelihood function

LL(β) =
N

∑
j=1

[ln (p(fj ∣β))]

where fj contains the features that correspond to the jth gesture, there being N total

gestures in C1 and C2. The conditional probability

p(fj ∣β) =

⎧⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎩

(1 + exp(−β∗f̃j))
−1
, if fj ∈ C1

1 − (1 + exp(−β∗f̃j))
−1

if fj ∈ C2

.

The parameters in vector β are found by solving

arg max
β

LL(β)

This convex optimization problem can be solved using most optimization solvers.

Once the β regression coefficients are trained, a threshold probability can be set

to discriminate between the two classes. In the testing or application phase of the

recognition process, the probability that a given feature belongs to C1 is given by

equation (A.13), where z = β∗f̃ , and this probability can be compared to the threshold

in order to classify the gesture [64] (See object (p) in the right panel of Fig. 2.10).

There is a multi-class logistic regression method for recognition problems with

more than just two types of gestures [64]. However, such multi-class methods do

not necessarily improve the performance of the gesture recognition process, and do

not scale well with increasing numbers of gesture classes being considered. In this

dissertation, pairwise and one-versus-the-rest classification strategies are implemented

instead.
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Appendix B

RAMAN LASER/AMPLIFIER MODEL

In the fields of photonics and modern electro-optics, specialized lasers and light

amplifiers for specific applications are still in high demand. In general, there is a

lack of high-power lasers in the 1100-1500 nm range, and there are many applications

where such lasers would be useful, e.g. remote water sensing and telecommunica-

tions [122]. Another application is found in exciting sodium atoms at 589 nm, usually

after a frequency-doubling technique as been applied, in the upper atmosphere in

order to create an artificial guide-star that can then be used to calibrate ground-

based telescopes. Atmospheric turbulence and effects from Earth’s rotation can be

accounted for with adaptive optics; however, one ideally would like to calibrate the

telescope lens in the same region of the sky as where the target of observation re-

sides. When there are no natural stars that can be used for calibration, then an

artificial bright spot (star) can be manufactured by exciting sodium atoms. There

have been many proposals for a lasers that can perform this function, each with their

trade-offs [130, 131, 132, 120, 119]. In this appendix chapter, a novel laser/amplifier

design, which has recently been patented [122] and is currently being built, originally

intended for this guide-star application, will be discussed, along with some strategies

for modeling the laser/amplifier output on a computer.

B.1 Model Overview

The fiber laser/amplifier system that has been proposed uses only passive, single-

mode, polarization maintaining (PM), step-index silica fiber that is doped with Ger-

manium dioxide (GeO2). It is assumed that the fiber medium is isotropic and homo-
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geneous, meaning that µ and ε are scalar and constant throughout the fiber. This is

known to be a fairly accurate approximation for most silica fibers. Also, the light is

assumed to be linearly polarized, and does not change polarization along the length

of the fiber. The fiber laser/amplifier consists of two sections, both of which have

similar designs and are fashioned to amplify the signal power for the desired output

wavelength of 1178 nm.

The first section of the system uses a 10/125 fiber, meaning that it has a 10 µm

core diameter and a 125 µm cladding diameter. This section is seeded with a small

(0.05 Watt) power at 1178 nm and is co-pumped pump at 1069 nm. The 1069 nm

pump will undergo SRS, which creates a frequency shifted Stokes line at 1121 nm.

The light at 1121 nm will resonant in a cavity of length L, with high reflectors at both

ends of the cavity. There is also a highly reflective FBG at the end of the cavity for

any residual 1069 nm pump power that did not convert to 1121 nm. A second Stokes

line at 1178 nm is created from the 1121 nm light through SRS. Since the 1178 nm

seed is narrow, SBS effects are taken into account at this wavelength, which may steal

away some of the power from the desired 1178 nm output. Finally, FWM effects are

calculated for both the 1121 nm and 1178 nm light in order to determine if spectral

broadening in the fiber will limit the laser/amplifier’s capabilities.

The main idea for the first section of the fiber laser/amplifier system is to amplify

the 1178 nm seed in order to create a more powerful seed for the second section of

the system. In the second section of this system, a 20/400 fiber is used because it

can handle greater amounts of power than the 10/125 fiber. However, the setup for

the second section of the system is identical to the first section, with a 1178 nm seed,

co-pumped at 1069 nm, and with a 1121 nm cavity. A maximal output of power at

1178 nm from this second section is the ultimate goal of the entire fiber laser/amplifier

system. SBS mitigation techniques may be needed in oder to suppress the total SBS

gain across the fiber.

Since the 1121 nm light will be trapped in a Fabry-Pérot cavity, the power levels at
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this wavelength are expected to be high. This effectively extends the interaction length

with the 1178 nm light through Raman gain. However, higher powers and longer

interaction lengths also help stimulate FWM within the frequency bandwidth [111]. If

the 1121 nm light manages to broaden wider in frequency than the FBG can effectively

reflect, then fairly significant amounts of power can be lost and the performance of

the laser/amplifier will be reduced, if not terminated by excessive amounts of power

feeding back into the optical elements. FWM can also effect the final output of

the 1178 nm light if high enough powers are achieved, though SBS will probably be

problematic before the FWM in terms of 1178 nm power.

B.2 Theoretical Background

It is well known that light is governed by Maxwell’s equations. However, when one

simplifies the physics to the case of time-harmonic (monochromatic) light in a isotropic

and homogeneous medium with very weak magnetic permeability, then one can readily

derive Helmholtz’s equation for the electric field:

(∇2 + k2)E = 0⃗, (B.1)

where k2 = ω2µε and E is the electric field vector [112, 108, 109].

One of the first common assumptions that is made in modeling laser/amplifier

systems is that the electric field is separable into its radial, azimuthal, and longitu-

dinal components. This assumption has been shown to yield fairly accurate results

for certain laser/amplifier systems; but it should be noted that this assumption is not

physically nor mathematically correct when accounting for all the nonlinear interac-

tions that occur in the fiber. Specifically, some mode coupling is neglected when the

electric field is assumed to be separable, which leads to less loss being seen in the

fiber than would physically occur [112, 108].

Nonetheless, using the separable assumption, one can derive the linearly polarized

LP01, transverse modal distribution of the amplitude for the jth frequency component
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in a single-mode, step-index fiber using Helmholtz’s equation (B.1), which yields

Fj(r, θ) =

⎧⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎩

C0J0(κjr), for r ∈ [0, a]

C0
J0(κja)

K0(ζja)
K0(ζjr), for r ∈ [a, b]

[112, 108]. (B.2)

Here cylindrical coordinates (r, θ, z) are used, a is the radius of the core region of

the fiber, and b is the radius of the cladding region of the fiber. The constant C0

is the amplitude parameter, which can be ignored since it will be cancelled out in

all relevant calculations. Note that κj =
√
k2

0n
2
corej

− β2
j , ζj =

√
β2
j − k

2
0n

2
cladj

, and

βj is the propagation constant for the jth spectral component, which must satisfy

k0ncladj < βj < k0ncorej in order to have a guided mode instead of an attenuated mode.

The propagation constant can be found by solving

κja
J1(κja)

J0(κja)
= ζja

K1(ζja)

K0(ζja)
(B.3)

for βj [112, 108].

Marcuse discovered that the transverse modal distribution of the amplitude for

the LP01 mode can be approximated fairly accurately by a Gaussian function:

Fj(r, θ) = e
− r

2

w2
j (B.4)

for r ∈ [0,+∞), where the width parameter of the jth frequency compnent wj is given

by the formula

wj ≈ a
⎛
⎜
⎝

0.65 +
1.619

V
3
2
j

+
2.879

V 6
j

⎞
⎟
⎠
,

which is based off of a best fit approximation of the Gaussian function and is accurate

in the interval 1.2 < Vj < 2.4. The normalized frequency Vj for the jth spectral

component is given by Vj = a
√
κ2
j + ζ

2
j = k0a

√
n2

corej
− n2

cladj
. Single-mode propagation

occurs when Vj < 2.405 [114, 108].

Although Marcuse’s Gaussian function can help simplify the mathematics of a

numerical model, it is still necessary to find the propagation constants βj for each
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frequency component. Therefore, not too much work can be saved by using the

Gaussian approximation as compared to the analytical Bessel function solution found

in equation (B.2).

Related to the transverse modal distribution is the power-filling factor. This factor

accounts for the amount of power that is lost to the unguided cladding region of a

step-index fiber. The power-filling factor of the core region is calculated to be the

percent volume that the transverse modal distribution occupies the core region of the

fiber:

Γ =
∫

2π

0 ∫
a

0 ∣F ∣2rdrdθ

∫
2π

0 ∫
∞

0 ∣F ∣2rdrdθ
. (B.5)

It is more mathematically convenient to use Marcuse’s Gaussian approximation to

the transverse modal distribution to calculate the power-filling factor as compared to

the Bessel function solution [108].

The governing equation for light propagation in the fiber is given by

∇×∇ × E = −
1

c2

B2E

Bt2
− µ0

B2P

Bt2
.

However, in an isotropic, homogeneous medium ∇×∇ × E = −∇2E , and so

∇⃗2E −
1

c2

B2E

Bt2
= µ0

B2P

Bt2
, (B.6)

where E is the electric field vector and P is the induced polarization vector. It

is assumed that the induced polarization can be broken into its linear and nonlin-

ear parts, which is justified by the fact that the nonlinear polarization is a small

perturbation to the entire polarization, P = PL + PNL, because the changes to the

nonlinear index of refraction are many orders of magnitude smaller than the actual

index of refraction. Also, the slowly-varying amplitude approximation will be in-

voked because most energy transferring effects occur over distances much larger than

the wavelengths involved in the nonlinear processes. This approximation assumes

∣B2E

Bz2 ∣ ≪ ∣k BE

Bz ∣ [116, 108].
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B.2.1 GeO2 Doping and Chromatic Dispersion

As was stated earlier, the optical fibers that are employed in this laser/amplifier

system will be doped with GeO2. For the purposes of a computational model, it

will be assumed that the GeO2 doping is constrained solely to the fiber core and is

uniform throughout the core region, even though it is not likely to be true. This is a

reasonable assumption because the doping of every fiber is likely to be different and the

inconsistencies in the doping concentrations throughout the fiber are nearly impossible

to empirically determine accurately. Also, this assumption has the advantage of being

mathematically simple to work with.

Having a GeO2 doping in the fiber effects several parameters that control impor-

tant aspects of the light propagation and nonlinear interactions that occur in the

system. For instance, the nonlinear index of refraction depends on the GeO2 doping

concentration as follows

nNL ≈ 2.16 ⋅ 10−20 + 3.30 ⋅ 10−22 ⋅ χGeO2 ,

where χGeO2 is the GeO2 mole concentration in percent [89, 92].

Another set of fiber parameters that are directly affected by the GeO2 doping are

the Raman gain coefficients, which couple together the various Stokes frequencies and

allow for energy transfer between them. These Raman gain coefficients depend both

on the GeO2 concentration and on the given frequency of light. The Raman gain

coefficients are calculated as follows. . .

gR(χGeO2 , ν) =
n2

clad

n2
core

[gR (SiO2, ν) +C(ν)χGeO2g
p
R (SiO2, ν)

λ3
s

λ3
sPeak

] , (B.7)

where the pump (p) and Stokes (s) waves maintain the same state of polarization

as they travel along the fiber. The GeO2 mole concentration in percent (χGeO2) is

considered to be uniform throughout the fiber core.

The peak gain at a Stokes wavelength of 1.0µm in pure silica is gR (SiO2,1.0µm) =
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1.046 ⋅ 10−13 m / Watt. In equation (B.7)

gR (SiO2, ν) =
gR (SiO2,1.0µm)λ1.0µm

λs

and

gpR (SiO2, ν) =
gR (SiO2,1.0µm)λ1.0µm

λp
.

The linear regression factor in equation (B.7) is C(ν) ≈ 0.079 for a Raman shift of

440 cm−1 = 13.2 THz. The parameter λsPeak is the wavelength of the Raman shift at

the peak gain starting from the pump wavelength. Thus,

λsPeak =
c

c
λp
− 13.2 THz

.

The effects of the GeO2 concentration are felt the most in the chromatic dispersion

in the fiber. Usually the Sellmeier equation is used to determine frequency dependence

of the index of refraction, assuming that reliable coefficients can be found for the

given fiber. The Sellmeier equation that accounts for doping concentrations usually

manifests itself the form of

n2(λ,χGeO2) = 1 +
3

∑
k=1

Bk(χGeO2)λ
2

λ2 −Ck(χGeO2)
,

where λ is the vacuum wavelength measured in micrometers [103]. The coefficients

Bk(χGeO2) and Ck(χGeO2) are found through fitting experimental data to the Sellmeier

equation. It has been discovered that these coefficients depend linearly on the GeO2

doping concentration [85]. For pure fused silica, a reasonable choice for the Sellmeier

equation is

n2(λ) = 1 +
0.696166300λ2

λ2 − 4.67914826 ⋅ 10−3
+

0.407942600λ2

λ2 − 1.35120631 ⋅ 10−2
+

0.897479400λ2

λ2 − 97.93440025
,

according to the CVI Melles Griot technical report [90].

Using the data collected in Table 2.2 of Y. Kang’s Master’s Thesis [85], the linear

best-fit regressions in Table B.1 can be calculated. These best-fit lines are drawn in
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Figure B.1: These are the plots of the parameter values of the Sellmeier Equation

that were measured and tabulated in Table 2.2 of Y. Kang’s Master’s Thesis [85].

The best-fit lines to these data points are also plotted. The formulas for these lines

are delineated in Table B.1.

.

Fig. B.1. Thus, the chromatic dispersion of a GeO2 doped fiber may be described by

n2(λ,χGeO2) = 1 +
(0.6963 + 0.19623 ⋅ χGeO2)λ

2

λ2 − (0.005365 + 0.006367 ⋅ χGeO2)
+

(0.4081 + 0.19737 ⋅ χGeO2)λ
2

λ2 − (0.012303 + 0.009579 ⋅ χGeO2)
+

(0.8991 − 0.4689 ⋅ χGeO2)λ
2

λ2 − (97.9340 + 0.0045 ⋅ χGeO2)
,

(B.8)

where the vacuum wavelength (λ) is measured in microns.
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B.2.2 Stimulated Raman and Brillouin Scattering

As the intensity of light in the fiber increases, nonlinear effects can stimulate Raman

scattering. This stimulated Raman scattering (SRS) is a by-product of third-order

nonlinear susceptibility such that local vibrational effects in the medium down-shift

the frequency of the photons that are emitted as the upper level electrons decay to a

lower level that is not quite as energetically low as the lower level of the spontaneous

emission from which lasing occurs [88, 86, 113, 108]. The frequency shift in the light

caused by SRS creates a Stokes line usually around the peak of the Raman gain, which

is about 440 cm−1 = 13.2 THz for optical fibers. Stokes lines, and even anti-Stokes

lines, can grow from noise given enough pump power and interaction length; however,

these lines grow much faster when seeded with power or when inside a cavity, properly

tuned to a wavelength in the gain profile of the SRS. The SRS coupling between the

pump and signal wavelengths is as equally strong for light propagating in the same

or in the opposite direction of the incident light [108].

Table B.1: The best-fit linear regression lines that describe the Sellmeier equation

parameters’ dependencies on the GeO2 doping concentration calculated from the data

in Table 2.2 of Y. Kang’s Master’s Thesis [85]. These best-fit lines are drawn in

Fig. B.1.

B1 = 0.6963 + 0.19623 ⋅ χGeO2

B2 = 0.4081 + 0.19737 ⋅ χGeO2

B3 = 0.8991 − 0.4689 ⋅ χGeO2

C1 = 0.005365 + 0.006367 ⋅ χGeO2

C2 = 0.012303 + 0.009579 ⋅ χGeO2

C3 = 97.9340 + 0.0045 ⋅ χGeO2
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Another by-product of third-order nonlinear susceptibility is stimulated Brillouin

scattering (SBS), in which the intense light of the laser induces an acoustical wave

in the medium and then interacts with that acoustical wave, creating a light wave

that is slightly down-shifted in frequency and propagating in the opposite direction

to the incident light [86, 108]. SBS down-shifts the frequency O(1012) Hz. Similar

to the SRS, SBS can grow from noise given enough pump power and interaction

length. However, when the spectral width of the pump is much greater than the

full width at half maximum (FWHM) of the SBS gain spectrum (∆νpump ≫ ∆νSBS),

the peak value of the Brillouin gain is reduced by a factor 1 + ∆νpump/∆νSBS. For

example, a SBS pump wavelength of 1178 nm has a FWHM of the SBS gain profile

of ∆νSBS ≈ 30 MHz. Thus, the SBS only has a significant effect when its pump has a

narrow bandwidth [108].

The Raman gain coefficient, or coupling factor, is both wavelength and GeO2 dop-

ing dependent, and is usually O(10−13) m / Watt. The formula for determining the

Raman gain coefficient is found in equation (B.7). The Brillouin gain coefficient, or

coupling factor, is almost two orders in magnitude greater than the Raman coupling

factor, usually O(10−11) m / Watt. The Brillouin coupling factor may also be depen-

dent on its pump wavelength and on the fiber GeO2 doping concentration, but, for the

purposes of this laser/amplifier system, is kept constant at 5 ⋅10−11 m / Watt because

only the wavelength of 1178 nm will experience any significant SBS gain [113, 108].

Both the Raman and Brillouin gain also dependent on the transverse modal overlap

between the pump and signal frequencies. This effective area of interaction can occur

in both the fiber core and cladding, and is calculated as follows. . .

Aeff
pump−signal = 2π

∫
∞

0 F 2
pump(r)r dr ⋅ F

2
signal(r)r dr

∫
∞

0 F 2
pump(r)F

2
signal(r)r dr

, (B.9)

where Fpump(r) and Fsignal(r) are the transverse modal distributions in equa-

tion (B.2) [85]. A large effective area will weaken the overall coupling strength between

the pump and the resultant signal.
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All of the frequencies of light present in the fiber undergo loss and scattering.

Rayleigh back-scattering (RBS) and attenuation of these intensities are accounted for

in the general linear loss parameter α, which is measured in m−1. This linear loss is

both frequency and GeO2 doping dependent [108].

Therefore, the steady state governing equations in the frequency domain, which

accounts for how power is transferred between the various wavelengths in the fiber as

the light propagates in the fiber, are written out as follows. . .

±
dP ±

1069

dz
= [ −

ν1069

ν1121Aeff
1069−1121

(γ+1121P
±
1121 + γ

−
1121P

∓
1121) −

α1069]P
±
1069

±
dP ±

1121

dz
=

⎡
⎢
⎢
⎢
⎢
⎣

γ+1121P
±
1069 + γ

−
1121P

∓
1069

Aeff
1069−1121

−

ν1121

ν1178Aeff
1121−1178

(γ+1178P
±
1178 + γ

−
1178P

∓
1178) −

ν1121

ν1178.06Aeff
1121−1178.06

(γ+1178.06P
±
1178.06 +

γ−1178.06P
∓
1178.06) − α1121

⎤
⎥
⎥
⎥
⎥
⎦

P ±
1121

±
dP ±

1178

dz
=

⎡
⎢
⎢
⎢
⎢
⎣

γ+1178P
±
1121 + γ

−
1178P

∓
1121

Aeff
1121−1178

−

ν1178γSBS

ν1178.06Aeff
1178−1178.06

P ∓
1178.06 − α1178

⎤
⎥
⎥
⎥
⎥
⎦

P ±
1178

±
dP ±

1178.06

dz
=

⎡
⎢
⎢
⎢
⎢
⎣

γ+1178.06P
±
1121 + γ

−
1178.06P

∓
1121

Aeff
1121−1178.06

+
γSBS

Aeff
1178−1178.06

P ∓
1178 −

α1178.06

⎤
⎥
⎥
⎥
⎥
⎦

P ±
1178.06 .

(B.10)

B.2.3 Four-Wave Mixing

Understanding the spectral broadening of the power profile of the light requires a

study of the parametric FWM of the light as it propagates down the fiber. FWM in-
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cludes self-phase modulation, cross-phase modulation, and both non-degenerate and

degenerate four-wave mixing within a bandwidth of frequencies around a central fre-

quency (ν̄).

In order to completely model parametric FWM in a fiber, one would have to

account for the possibility of having multiple modes and multiple polarizations of the

light inside of the fiber. However, for simplicity, this model assumes that a single-

mode, polarization maintaining (PM) fiber is used to construct the laser/amplifier

system. Plus, it is assumed that the light that undergoes FWM inside of the fiber

is quasi-monochromatic, which means that the spectral width ∆ν is concentrated

around a central frequency ν̄ such that ∆ν
ν̄ ≪ 1 [128, 104, 82, 93].

Assuming that the nonlinear response is instantaneous, the nonlinear induced

polarization is given by

PNL = ε0χ
(3)EEE ,

where χ(3) is the third-order susceptibility tensor [127, 87, 86, 126, 98]. The third-

order susceptibility tensor is a fourth-rank tensor, which accounts for different polar-

izations and is frequency dependent. Converting to the spectral domain by means of

a Fourier transform, making an ansatz for the electric field that separates variables

such that

E = F (r, θ)A(z, ν)eiβ̄z, (B.11)

plugging into the governing equation (B.6), and ignoring the other nonlinear effects

like SRS and SBS, one can derive the governing amplitude equation for FWM expe-

rienced by the jth spectral component of the frequency band centered about ν̄, which

yields. . .

BAj

Bz
= iγNL

j`mn ⋅
M

∑
`=1

M

∑
m=1

M

∑
n=1

[ (A`)
∗
AmAn ⋅ δνj+ν`,νm+νne

−i∆βj`mnz], (B.12)

where j = 1,2, . . . ,M , (⋅)∗ represents the complex conjugate operator, and Aj

represents the jth spectral component of the amplitude propagating along the
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fiber [108, 104, 82, 93]. The amplitude is normalized such that Aj =
√
Pjeiφj , where

Pj is the jth spectral component of the power and φj is the jth spectral component of

the phase of the amplitude [126, 104, 82, 93].

The Kronecker delta function in equation (B.12) is defined by

δj,k =

⎧⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎩

0, if k ≠ j

1, if k = j

.

This Kronecker delta function enforces energy conservation:

νj + ν` = νm + νn. (B.13)

Material dispersion accounts for the conservation of momentum:

∆βj`mn = βm + βn − βj − β` (B.14)

Recall that the jth spectral component of the propagation constant (βj) is found by

solving the eigen-equation (B.3) [106, 104, 82, 93].

The FWM gain, sometimes called the nonlinear coefficient for FWM, of the jth

spectral component is given by

γNL
j`mn =

nNL
j ωj

cAeff
j`mn

(B.15)

The nonlinear index of refraction nNL (commonly denoted n2) is defined so as to

make the index of refraction (ñ) an intensity (and frequency) dependent parameter:

ñ = n + nNL∣E∣2. The nonlinear index of refraction can then be shown to be nNL =

3
8nRe(χ(3)) [100, 126, 104, 82, 93].

The strength of all FWM processes should be directly dependent upon the third-

order susceptibility tensor χ(3); however, the values of the components of the third-

order susceptibility tensor can be difficult to ascertain both theoretically and experi-

mentally [127, 87, 86, 126, 98]. This is a limiting factor to the accuracy and validity

of numerically modeling FWM [114, 125, 104, 82, 93]. FWM is also pronounced when
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it is phased-matched, and this is more likely to occur near the zero dispersion wave-

length of the fiber, where the material dispersion and chromatic dispersion cancel

each other other [115, 96, 97].

The effective area for FWM in equation (B.15) came from an inconsistency while

deriving equation (B.12) from the governing equation (B.6). This inconsistency is a

direct consequence of assuming that the solution to the electric field could be separated

as was done in the ansatz (B.11). However, in order to circumvent this inconsistency,

the transverse mode profiles were integrated over and moved to the same side of the

equation, producing the effective area for FWM. The jth frequency experiences FWM

in its own bandwidth in an effective area that is given by

Aeff
j`mn =

√

∏q=j,`,m,n ∫
2π

0 ∫
∞

0 ∣Fq ∣2rdrdθ

∫
2π

0 ∫
∞

0 F ∗
j F

∗
` FmFnrdrdθ

[114, 104]. (B.16)

It is also important to understand that the derivation of equation (B.12) relied

heavily upon the assumption that the frequencies involved are centered around some

central frequency [108]. Because of the nonlinear nature of the governing equations

and the shear number of assumptions involved, it is not clear how separated the

frequencies can be from one another before equation (B.12) is no longer valid. This

issue probably is not a concern for the FWM that occurs within one bandwidth

centered around one frequency, but may be relevant when considering FWM between

stokes lines created from stimulated Raman scattering (SRS).

B.2.4 Fiber Bragg Gratings

Fiber Bragg gratings (FBGs) are usually created by inducing ultraviolet light across

the fiber core, over some length, in order to produce a periodic structure of alternating

regions of high and low refractive indices. FBGs can be tuned to have specific max-

imum reflectivities and reflective bandwidths, among other properties. The spectral

dependence of FBG can be obtained through coupled-mode theory, which is discussed

in greater detail in T. Erdogan’s paper [95].
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For this model it will be assumed that the FBGs are unchirped, that the incident

light is only single-mode, and that the FBG manufacturer provides only the central

wavelength of the FBG (λ̄), along with its maximum power reflectivity Rmax and

a FBG bandwidth at a specified reflectivity (e.g. ∆λR=95%
FBG ). The power (R) and

amplitude (ρ) reflectivities as a function of wavelength are given in equations (B.22)

and (B.23) respectively, where R = ∣ρ∣2 [95]. However, in order to use these formulas

other nontrivial parameters must be determined from what is already known about

the FBG, including the length of the FBG (L), the perturbation to the effective index

of refraction Ďδneff, the number of periods of refractive index change (N), the period

length (Λ), the AC coupling coefficient (κ), and the DC self-coupling coefficient (σ̂).

Note that the maximal reflectivity occurs when λ = λ̄. In this situation σ̂(λ̄) = 0;

thus, Rmax = tanh2
[Lκ(λ̄)]. The grating strength, or AC part of the induced index

change, is given by vĎδneff, where v is the fringe visibility (also called the “interfer-

ometric visibility”), which is ideally equal to 1 if the interfering optical waves are

monochromatic and of equal intensity, and Ďδneff is a measure of the perturbation to

the effective index of refraction. Since the FBG are assumed to be unchirped, then

the grating is uniform along z, and so Ďδneff is a constant. Therefore,

vĎδneff(L) =
λ̄ tanh−1

(
√
Rmax)

πL
[95]. (B.17)

The DC self-coupling coefficient (σ̂) is related to the DC coupling coefficient (σ)

in a unchirped FBG as follows. . .

σ̂(L,λ) = δ(L,λ) + σ(L,λ),

where δ is the detuning of the FBG, which for all gratings is independent of z. The

detuning is defined to be

δ(L,λ) = 2πneff (
1

λ
−

1

λD(L)
) ,

where the effective index of refraction neff = β(λ̄)/k0 and λD is the design wavelength

for Bragg scattering. The propagation constant at the center wavelength is β(λ̄)
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and the wavenumber in a vacuum at the center wavelength is k0 = 2π/λ̄. The design

wavelength for Bragg scattering is a resonant wavelength for reflection for the modes in

the FBG. For single-mode FBGs, this design wavelength is given by λD(L) = 2neffL/N .

The DC coupling coefficient for a single-mode FBG is given by

σ(L,λ) =
2πĎδneff(L)

λ
[95].

Using these definitions and the fact that σ̂(λ̄) = 0, the number of FBG periods

can be determined by the following relation. . .

N(L) =
2L

λ̄
[neff + Ďδneff(L)] . (B.18)

The FBG nominal period is calculated by

Λ(L) =
L

N(L)
. (B.19)

Therefore, the DC self-coupling coefficient is given by

σ̂(L,λ) = 2πneff (
1

λ
−

1

2neffΛ(L)
) +

2πĎδneff(L)

λ
. (B.20)

Finally, for a single-mode FBG, the AC coupling coefficient is given by

κ(L,λ) =
πvĎδneff(L)

λ
[95]. (B.21)

The reflectivity of a single-mode, unchirped FBG is given by

R(λ) =
sinh2

(L ⋅ ξ(L,λ))

cosh2
(L ⋅ ξ(L,λ)) − (

σ̂(L,λ)
κ(L,λ))

2 (B.22)

and

ρ(λ) =
−κ(L,λ) sinh (L ⋅ ξ(L,λ))

σ̂(L,λ) sinh (L ⋅ ξ(L,λ)) + iξ(L,λ) cosh (L ⋅ ξ(L,λ))
, (B.23)

where R is the reflectivity of power, ρ is the reflectivity of the amplitude, L is the

length of the FBG, κ is the AC coupling coefficient, σ̂ is the DC self-coupling coeffi-

cient, ξ(L,λ) =
√
κ2(L,λ) − σ̂2(L,λ), and R = ∣ρ∣2.
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Figure B.2: This is a plot of equation (B.22), with λ0 = 1121 nm, v = 1, ∆λR=95%
FBG = 3

nm, and Rmax = 0.998. Using equation (B.24), the length of the FBG was determined

to be 338.723 µm.

At this point, the reflectivity spectra of the FBG in equation (B.22) could be

calculated if the fringe visibility v and the FBG length L were known. Unfortunately,

the fringe visibility is not likely to be given by the FBG manufacturer, and any

calculation of this parameter would require addition assumptions and would therefore

likely be inaccurate at best. Fortunately, the final reflectivity spectra is not sensitive

to the value of the fringe visibility. Therefore, assuming that the fringe visibility is

equal to its ideal value of 1 is an acceptable guess that will not introduce much error
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into the final spectra result.

The length of the FBG can be determined by ensuring that the bandwidth of

the reflectivity spectra at its specified reflectivity (e.g. R = 95%) matches what the

FBG manufacturer claims in the given parameter ∆λR=95%
FBG . Note that under the

assumption of having an unchirped grating, the reflectivity will be symmetric about

the center wavelength λ̄. Thus, λR=95% = λ̄−∆λR=95%
FBG /2 is one of the two wavelengths

that corresponds to the R = 95% reflectivity. The FBG length can then be found by

solving equation (B.24) for L. The length of the FBG can be determined by solving

the following equation for L:

0.95 =
sinh2

(L
√
κ2(L,λR=95%) − σ̂2(L,λR=95%))

cosh2
(L

√
κ2(L,λR=95%) − σ̂2(L,λR=95%)) − (

σ̂(L,λR=95%)
κ(L,λR=95%)

)
2 . (B.24)

B.3 Algorithm Implementation & Development

It has been discovered that great care is needed in the way that the laser/amplifier

system is translated into a numerical model with only a finite set of discrete points

so as to preserve the realistic processes that are occurring in the fiber. The numerical

model calculates the amplitude and power of the light inside the core as it propagates

down the fiber.

One of the most persistent problems that occurs when implementing a numerical

model is the fact that numerical models must be discrete and finite, yet must model

continuous physical processes. In order to implement a numerical model of the system

one must be careful to ensure that the numerical routine accurately reflects the physics

that are occurring in the fiber.

B.3.1 Numerical Aperture

One important issue that immediately arises when starting to implement a compu-

tational model of the laser/fiber system concerns the validity of the parameters that
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are given by the fiber manufacturer. Specifically, some manufacturers may provide a

numerical aperture (NA) for the fiber core, while others may provide the indices of

refraction of the fiber core and cladding at some specified frequency. Either way, it

is likely that these given values will come with error measurements because they are

based on the manufacturing averages, and not on the specific fiber that was purchased.

These three fiber parameters are related by the equation

NA =
√
n2

core − n
2
cladding [108]. (B.25)

Note that it has been assumed that the numerical aperture is constant for all frequen-

cies of light the fiber may experience.

Obviously, the best situation would be if either the manufacturer provided a Sell-

meier equation for the fiber, or if one could measure the refractive indices of the given

fiber and calculate the parameters of the Sellmeier equation based on the collected

empirical data. However, it is likely that one will have to use published Sellmeier

equation parameters that do not exactly match the fiber that was purchased for the

laser/amplifier system. In this case, there can be important consequences to which

manufacturer provided values are trusted over other values because the effective ar-

eas for the SRS and SBS, and consequently the entire laser/amplifier output, depend

greatly on the fiber core numerical aperture that gets used in the model.

If just the numerical aperture is given by the fiber manufacturer, then one is left

to find a trustworthy Sellmeier equation to find the refractive index in the fiber core,

and then calculate the refractive index in the fiber cladding through equation (B.25).

However, if the manufacturer also provides the index of refraction of the fiber core at

a specified wavelength, then one may need to adjust the Sellmeier equation to match

the given data. This can be done by adding an artificial offset (translation) to the Sell-

meier equation. Or, if there is GeO2 doping in the fiber, then one can use a nonlinear

solver to calculate the GeO2 doping concentration (χGeO2) that adjusts the Sellmeier

equation so that it matches the given data. In the later scenario, it is important to
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remember both the true GeO2 doping concentration and the calculated concentration

because, for example, the Raman gain coefficients need to be determined using the

true concentration, while the calculation of the propagation constants in the fiber

rely on the indices of refraction, which are determined by the Sellmeier equation and

therefore use the calculated GeO2 doping concentration.

Another possibility is when manufacturer provides only the indices of refraction

for the fiber core and cladding, but not the fiber core numerical aperture. In this

case, one can adjust a published Sellmeier equation, as has just been described, and

can calculate the numerical aperture according to equation (B.25).

Unfortunately, it may occur that the manufacturer may provide all three fiber

parameters, and yet they are not consistent with equation (B.25). In this case, one is

left to use his/her best judgement, or to perform experiments, in order to determine

which pieces of data are the most trustworthy.

B.3.2 Storage

Often it is the case that computational models can become very large in terms of

the number of discretized points that are being used for calculations. Having more

discretized points usually corresponds to having a more accurate and robust numerical

model, but comes at the price of occupying large chunks of memory. In the end, one

usually only cares to write out or see plots of the relevant results, and does not need

to view all of the data at every discretized point used in the calculations.

In order to address this issue, the laser/amplifier model has a couple of parameters

to reduce the amount of data that gets stored into the output files at the end of the pro-

gram. Specifically, the two parameters are integers, z nth portion and nu nth portion,

that control the proportion of the data used in the calculations that gets stored in

the output files. The larger in magnitude the integer, the less data that gets stored;

for example, an integer of 10, should mean that about 1/10 of the discretized points

used for the calculations will be stored in the output files.
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Along the fiber length, or equivalently in the z-direction, it would be prudent to

ensure that the first and last discretized points (the ends of the fiber) get stored in the

output files. In order to accomplish this, one has to make sure that the z nth portion

is a integer factor of the number of discretized z-values. And, in the spectral domain,

or equivalently in the nu-direction, it would be prudent to ensure that the central

frequency gets stored, but not necessarily the endpoints.

B.3.3 Spectral Domain

The spectral domain contains a set of evenly spaced frequencies around a central

frequency. The fact that the spectral domain is evenly spaced has some non-intuitive

consequences on the amount of spectral broadening that is calculated under certain

circumstances.

One important consideration when implementing a numerical model can be seen

in equation (B.12), where M is the number of discrete frequency points in the model.

An extra condition is needed to make the numerical model match reality; namely, that

as M → ∞, ∣∑
M
j=1,Aλ̄j ∣ < ∞; this means that even if there are an infinite number of

frequencies present in the system, then the total amount of amplitude needs to remain

finite. This can be resolved by ensuring that the discrete amplitudes constitute a

convergent series when summed over all M .

It should be noted that in the same equation (B.12), when the discretized fre-

quency points are evenly spaced in the spectral domain, δνj+ν`,νm+νn is equivalently

represented by δj+`,m+n.

Even though the nonlinear index of refraction (nNL
j = nNL(νj)) is frequency de-

pendent, in this numerical model it will be treated as a constant because of the small

frequency range being considered, and because of the lack of accurate data for this

parameter.

If the magnitude of the initial (“initial” referring to the values at the beginning

of the fiber: z = 0), amplitude A0 centered at a certain frequency (ν̄) is spread out
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over a Gaussian profile in the spectral domain with a standard deviation of σν , then

the total magnitude of the initial amplitude is given by

∣A0∣ = ∫

+∞

−∞
∣A(ν)∣ dν.

However, when this Gaussian profile is represented by a discrete set of points, then

the total magnitude of the initial amplitude is given by

∣A0∣ =
M

∑
j=1

∣A(νj)∣,

where M is the number of discrete points. Given that this a Gaussian profile, the

amount of magnitude of the amplitude represented by the jth spectral component can

be expressed as

∣A(νj)∣ = NC exp(−
(νj − ν̄)2

2σ2
ν

),

where NC is the normalization constant. Assuming that one wants to have the dis-

crete points evenly spaced such that the spectral spacing ∆ν = σν
p , σν is one standard

deviation of the Gaussian profile (a measure of spectral bandwidth), and p is a positive

integer representing the number of points per standard deviation, then the normal-

ization constant can be found to be

NC =
∣A0∣

2∑
M−1
2

k=1 exp (−
(M−2k+1)2

8p2 ) + 1
.

It has been assumed that M is an odd number. This means that when ν̄ = 0, the

magnitude of the amplitude in the jth spectral component should be given by

∣A(νj)∣ =
∣A0∣ exp (−

(M−2j+1)2

8p2 )

2∑
M−1
2

k=1 [exp (−
(M−2k+1)2

8p2 )] + 1
, (B.26)

where j = 1,2, . . . ,M . Since the P (νj) = ∣A(νj)∣2, the corresponding power at each

frequency point is given by

P (νj) =
P0 exp (−

(M−2j+1)2

4p2 )

(2∑
M−1
2

k=1 [exp (−
(M−2k+1)2

8p2 )] + 1)
2 , (B.27)
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where j = 1,2, . . . ,M .

It is important to note that ∑
M
j=1 ∣A(νj)∣ = ∣A0∣ by definition. But, according this

definition, ∑
M
j=1P (νj) ≠ P0. In fact, ∑

M
j=1P (νj) =

P0

PC , where the power constant (PC)

is defined by

PC =

(2∑
M−1
2

k=1 exp (− k2

2p2) + 1)
2

2∑
M−1
2

k=1 exp (−k
2

p2 ) + 1
.

Also, note that by implementing these discretization methods and definitions, neither

the amplitude nor the power is dependent on the initial spectral bandwidth of the

profile of the amplitude. Under the discretization methods that have been defined,

the sbf along the fiber can be calculated from

sbf(z) =

¿
Á
Á
Á
ÁÀ
∑
M
j=1 [P (νj, z) (j −

M+1
2

)
2
]∑

M
j=1P (νj, z = 0)

∑
M
j=1 [P (νj, z = 0) (j − M+1

2
)

2
]∑

M
j=1P (νj, z)

[104, 82, 93].

The spectral domain is divided up into M evenly spaced discrete frequencies such

that each point is spaced ∆ν = σν
p apart. Specifically, the discrete frequencies points

are centered about a certain central frequency ν̄ such that

νj = ν̄ +
σν
p

(j −
M + 1

2
) .

The spectral width (sw) of the power profile can be defined as

sw = 2

¿
Á
Á
ÁÀ
∑
M
j=1 [P (νj)(νj − ν̄)2]

∑
M
j=1P (νj)

. (B.28)

However, by applying the discretization method previously described, the spectral

width can be simplified to

sw =
2σν
p

¿
Á
Á
ÁÀ
∑
M
j=1P (νj) (j −

M+1
2

)
2

∑
M
j=1P (νj)

.

By comparing the spectral width at the beginning of the fiber (z = 0) to the spectral

width farther down the fiber, one can define the spectral broadening factor (sbf) as

sbf(z) =
sw(z)

sw(z = 0)
. (B.29)
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It is important to recognize here that the spectral broadening factor is independent

of the spectral bandwidth of the initial amplitude profile, whether that bandwidth be

measured by the full width at half maximum (FWHM) or the standard deviation (σν)

of the profile. This means that one ought not to expect to see the spectral broadening

factor to change when the FWHM of the initial amplitude profile is varied. Assuming

a Gaussian distribution, one standard deviation is related to the full width at half

maximum (FWHM) of the distribution profile by

σ =
FWHM

2
√

2 ln(2)
. (B.30)

For each discrete spectral point in the frequency domain a random phase is given

to the amplitude at the beginning of the fiber. The phase for the jth amplitude

component (φj) is chosen from a uniform distribution between [0,2π). Since these

phases are chosen randomly, the dynamics of the system of coupled ODEs may evolve

slightly differently each time the model is run. In order to better capture the true

physics of the laser/amplifier system, it is prudent to run the model multiple times,

randomly choosing the initial amplitude phases (φj) for each run, and then average

the spectral broadening results of all the runs [104, 82].

B.3.4 Memory

Another issue with the computational code has to do with storing values verses cal-

culating values on the fly. This issue arises when there is an enormous number of

quantities that need to be calculated just once, but are used multiple times for other

calculations. Clearly, it would be more efficient to just calculate the quantities once

and store their values for future reference. However, if the number of quantities is too

large to keep in memory, then one may have to recalculate the quantities as needed

throughout the program.

This exact scenario occurs in this laser/amplifier model. One of the biggest cul-

prits for over-utilizing memory is the effective area calculation for the FWM. The
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program is using nearly all the available memory in the computer trying to store the

effective area for each permutation of the M discretized frequencies mixing with 3

other frequencies, each with M possibilities, a total of M4 permutations.

Because the integral in the denominator of the effective area equation (B.16)

cannot be analytically solved, a numerical calculation is necessary in order to find

the effective area. Since the numerical calculation can be time consuming, it is more

efficient to store all the necessary effective areas needed for further calculations. Also,

note that the conjugate operations in the integral in the denominator of the effective

area formula are not necessary because the transverse modal distribution Fj(r) is real

for all frequencies indexed by j = 1 . . .M .

The effective area changes based upon the four spectral points being accessed in

the calculation, indexed by j, `,m, and n. There are M spectral points in total. This

means that in order to store all the effective areas one would need 4 dimensional

tensor with M4 points. Clearly, storing all the effective areas in this manner becomes

intractable as M grows larger.

Fortunately there is one major advantage afforded by the effective area formula

that is found in the symmetry among the four frequencies being accessed. This

symmetry makes it possible to store only one of each permutation of the indices

j, `,m, and n because rearranging the order of the indices does not affect the resulting

value of the effective area.

This problem of determining the number of unique combinations can be generally

stated as having M distinct numbers that can be placed into D available positions.

For the effective area problem, the dimension is D = 4 since there are four indices to

permute. However, if one starts with D = 1, then there are clearly only M distinct

combinations of 1 number given M distinct numbers.

When D = 2, one can fix the first number in the sequence and then note that

the second number can be chosen as before in the D = 1 case, hence M distinct

combinations. Then, if M > 1, fixing another number to be the first number in
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the sequence, the second number in the sequence can be found by again considering

D = 1, accept only having M −1 available numbers, since the first number has already

been exhausted. If M > 2, then this process can be repeated, until all the numbers

have been exhausted. This method can produce a formula for the number of stored

memory points (NSMP) as a function of the number of distinct numbers M and

available positions for those numbers D:

NSMP(M,D) =

⎧⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎩

∑
M
s=1 1 =M, D = 1

∑
M
s=1 s =

M(M+1)
2 , D = 2

. (B.31)

NSMP(M,3) =
M−1

∑
t=0

M−t

∑
s=1

s =
M(M + 1)(M + 2)

6
(B.32)

Table B.2 lists the number of stored memory points for having up to five distinct

spectral points (M) and up to five dimensions (D), and Table B.3 expresses the

formulas used to compute those numbers. The general formula for calculating the

NSMP is

NSMP(M,D) =
D

∏
s=1

[
M + s − 1

s
] =

⎛
⎜
⎝

M +D − 1

D

⎞
⎟
⎠
=

(M +D − 1)!

D!(M − 1)!
. (B.33)

Table B.2: The number of stored memory points (NSMP) needed in order to store

every distinct combination of M numbers in D available positions.

NSMP M = 1 M = 2 M = 3 M = 4 M = 5

D = 1 1 2 3 4 5

D = 2 1 3 6 10 15

D = 3 1 4 10 20 35

D = 4 1 5 15 35 70

D = 5 1 6 21 56 126
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The corresponding fractional reduction in memory storage is given by

FRMS(M,D) = 1 −
(M +D − 1)!

MDD!(M − 1)!
. (B.34)

The maximum fractional reduction in storage points needed given the number of

available positions D is found by taking the limit as the number of distinct points

M →∞:

FRMSmax(D) = lim
M→∞

FRMS(M,D) =
D! − 1

D!
. (B.35)

For D = 3, a similar recurrence trick can be used as was done for the D = 2

case. First, fix the first number in the sequence, and the next two numbers in the

sequence can be chosen just as was done for the D = 2 with M numbers case, yielding

M(M + 1)/2 distinct combinations. Then fix another number to be the first number

in the sequence, and chose the next two numbers in the sequence as would be done for

a D = 2 with M −1 numbers case. Continue until all M numbers are exhausted. This

can be summarized by the equation (B.32). Table B.2 delineates some of the number

of stored memory points for various numbers of spectral points (M) and dimensions

(D), and Table B.3 expresses the formulas used to compute those numbers.

Table B.3: The formulas for calculating the number of stored memory points (NSMP)

needed in order to store every distinct combination of M numbers in D available

positions.

NSMP Summation Formula Formula

D = 1 ∑
M
s=1 1 M

D = 2 ∑
M
s=1 s

M(M+1)
2

D = 3 ∑
M−1
t=0 ∑

M−t
s=1 s M(M+1)(M+2)

6

D = 4 ∑
M−1
u=0 ∑

M−1−u
t=0 ∑

M−t−u
s=1 s M(M+1)(M+2)(M+3)

24

D = 5 ∑
M−1
v=0 ∑

M−1−v
u=0 ∑

M−1−u−v
t=0 ∑

M−t−u−v
s=1 s M(M+1)(M+2)(M+3)(M+4)

120
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Figure B.3: This is a plot of equation (B.34), the fractional reduction in memory

storage, as a function of the number of distinct points (M) and with the dimension

fixed at D = 4. The theoretical maximum amount of fractional reduction for D = 4 is

also plotted, which is FRMSmax(4) = 23/24 ≈ 0.9583.

From Table B.3 it is fairly straight-forward to deduce that the general formula for

the NSMP needed in order to store every distinct combination of M numbers in D

available positions is given by equation (B.33). Originally, MD memory points were

needed to store the all the permutations of M numbers in D positions. Therefore, the

fractional reduction in memory storage (FRMS) needed is given by equation (B.34).

Finally, taking the limit as the number of distinct points M →∞ yields the maximum

fractional reduction in storage points needed given the number of available positions

D, which is expressed in equation (B.35).

Figure B.3 illustrates how quickly the fractional reduction in memory storage

nears its maximal value as the number of distinct points M is increased, and with the

number of positions fixed at D = 4.
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B.3.5 Nonlinear Solver

Solving nonlinear equations for their roots can be fairly common in numerical models.

In this laser/amplifier system there are three nonlinear equations that get solved: 1)

the eigen-equation (B.3), which is solved in order to find the propagation constant

β, 2) the FBG equation (B.24), which is solved in order to find the FBG length L,

and 3) the Sellmeier equation (B.8), which is solved in order to find the GeO2 doping

concentration χGeO2 given a known refractive index of the fiber core at a specified

wavelength.

This laser/amplifier model implements the Bisection method in order to solve these

nonlinear equations. In order to solve these equations using the Bisection method one

must first correctly guess an interval in which the root exists. The user must input

the endpoints of this interval, and if the endpoints do not have functional values with

opposite signs then the bisection method will stop, terminating the program, and

output a warning indicating the problem.

The user also has control of other parameters that control the bisection method.

The fatol parameter is an absolute error tolerance for the function value of the root.

If an approximate root x satisfies ∣f(x)∣ ≤ fatol, then x will be accepted as the root

and the iterations of the Bisection method will be terminated. The xatol parameter

is an absolute error tolerance for the root, which is used to stop the solver if the root

x is not changing very much from one iteration to the next. The max step parameter

is an upper limit on the number of iterations the Bisection method is allowed to take.

There are various reasons for which the Bisection method may terminate, and

there is an output flag, called iflag, which provides some information as to why the

solver terminated its calculation. Here are the possible iflag values:

• 0 - means ∣f(x)∣ ≤ fatol, which is good convergence,

• 1 - means ∣xleft endpoint − xright endpoint∣ < xatol, which is partial convergence, and
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one ought to check the f(x) output value,

• 2 - means the number of iterations is greater than the max step parameter

allows, which likely is not convergence, and

• 3 - means that the sign of the function values at the endpoints match when they

ought to be opposite

For only the eigen-equation (B.3), which is solved in order to find the propagation

constant β, the left and right endpoints of the interval around the root are chosen in a

special way. Since it is known that k0nclad < β < k0ncore, the interval [k0nclad, k0ncore]

is divided into sixtyfour equal parts, and the user choses the starting and ending

points of the interval using the parameters sixtyfourths1 and sixtyfourths2, which

determine how far, in terms of fractions of sixtyfour, into the known bounds on β the

interval used in the Bisection method will start and end respectively. For example,

if sixtyfourths1 = 0 and sixtyfourths2 = 64, then the interval used in the Bisection

method would be [k0nclad, k0ncore].

B.3.6 Numerical Differentiation

Since this laser/amplifier system has a system of ODEs pertaining to the power prop-

agation in the fiber centered around the wavelengths 1069 nm, 1121 nm, 1178 nm,

and 1178.06 nm (SBS), and another system of ODEs that describes the amplitude

propagation in the fiber for the bandwidths around 1121 nm and 1178 nm, a numer-

ical scheme is needed in order to accurately and efficiently estimate the derivatives.

Because of the nonlinearities in this model, one has to be careful to select a robust

numerical scheme that maintains fidelity under the nonlinearities. Yet, it is also de-

sirable to have a numerical scheme that is computationally fast and able solve the

system in a reasonable amount of time.
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To this end, the fourth-order, explicit Runge-Kutta (FORK) method was chosen

for the necessary numerical differentiation. The FORK method works as is outlined

in Table B.4.

Physically, the laser/amplifier system ought to be governed by a single set of cou-

pled amplitude equations composed of the governing equations (B.10) and (B.12).

However, for computational efficiency and because the governing FWM equa-

tions (B.12) do not actually change the total amount of power in the fiber, this

model lends itself well to a split step method. This split step method works by prop-

agating the total power in each bandwidth about 1069 nm, 1121 nm, 1178 nm, and

1178.06 nm (SBS) in the fiber for one step (∆z) in the fiber as if there were only one

wavelength in each bandwidth with all of the power of the bandwidth accumulated

into that bandwidth. At the same time, the FWM propagates at the half steps ∆z/2,

determining how the power is spreading as it propagates in the fiber. The FWM

references the power at each step in the fiber to update how the power may have

Table B.4: The fourth-order, explicit Runge-Kutta (FORK) finite difference scheme

that is used in this model to solve the steady-state ODEs, equations (B.10) and

equations (B.12). The ODEs are assumed to be written in the following form: dV
dz =

RHS(z,V), where V can be a vector of powers or amplitudes at several different

frequencies.

Forward Propagating Backward Propagating

Fourth S1 = RHS(zn,V+
n) S1 = RHS(zn,V−

n)

Order S2 = RHS (zn +
∆z
2 ,V

+
n +

∆z
2 S1) S2 = RHS (zn −

∆z
2 ,V

−
n −

∆z
2 S1)

Runge- S3 = RHS (zn +
∆z
2 ,V

+
n +

∆z
2 S2) S3 = RHS (zn −

∆z
2 ,V

−
n −

∆z
2 S2)

Kutta S4 = RHS (zn +∆z,V+
n +∆zS3) S4 = RHS (zn −∆z,V−

n −∆zS3)

Method V+
n+1 = V+

n +
∆z
6 (S1 + 2S2 + 2S3 + S4) V−

n−1 = V−
n −

∆z
6 (S1 + 2S2 + 2S3 + S4)
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transferred between the bandwidths. This split step method will remain sufficiently

accurate as long as the step sizes in the z-direction ∆z are not too large, though

there is no specific measure of what “not too large” means. This split step method is

somewhat similar to what D. Soh did in his simulation method [104].

B.3.7 Convergence

This fiber laser/amplifier model solves the governing equations with the implicit

boundary conditions that come from the FBGs through a shooting method. This

means that the computational model will solve the governing equations by propagat-

ing the light down the fiber (from z = 0 to z = L) and then back up the fiber (from

z = L to z = 0) in multiple rounds. If the system is inherently stable, based upon

the fiber parameters that are given, then the system should start to converge to a

relatively stable solution.

In order to determine when a relatively stable solution has been reached within the

system, the convergence criterium must be met. After many rounds of propagating

the light through the fiber, it is expected that the absolute difference in the power

levels between one round and its previous round ought to be essentially null. With

this in mind, the maximum absolute difference among the forward and backward

propagating light from the current round and its previous round at 1069 nm, 1121

nm, 1178 nm, and 1178.06 nm (SBS) are stored in two values labelled as the actual

forward and backward tolerances respectively. As long as both of these tolerances

remain below a specified converge tol value, set by the user, for a minimum number

of rounds, specified by the num converge parameter, then the program will converge.

The program may also terminate if the power at the SBS wavelength of 1178.06

nm exceeds a maximum tolerance 100 Watts. Or, the model will end if the program

surpasses the maximum number of rounds, which is set in the max round parameter.

If the SBS is under control, the program will not even start looking to see if the

convergence criterium is met until at least num converge rounds have been calculated
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in order to ensure that the program is truly approaching some sort of steady state.

Also, the program will print to the screen warnings about the power spreading

outside of the spectral domain in the first and final rounds if the power at the ends of

the spectral domain exceed a hundredth of the maximum amount of power that the

initial 1121 nm and 1178 nm spectral profiles have at their peaks, which are at the

center wavelengths of the bandwidths. These warnings indicate that more spectral

points are needed in order to capture the spectral broadening. If these warnings

appear in the final round, then the model output results should not be trusted because

the power that should have continued to spread has probably reflected off of the

spectral domain boundary and reverberated back into the spectral domain, changing

the dynamics of the model in way that is not physically realistic.

The system may never reach a truly stable solution because of the FWM of the

light. The FWM depends on phase coherence, and since the initial phases of the am-

plitudes in the 1121 nm and 1178 nm bandwidths are randomly chosen, and because

the FBGs will change the phases of the 1121 nm light in every round, the spectral

broadening will always be slightly different each round [104, 82]. These slight dif-

ferences will also mildly effect the amount of power that escapes around the FBGs,

and therefore the amount of power available in the 1121 nm cavity to convert to 1178

nm light through Raman coupling. Therefore, it would not be prudent to set the

converge tol value too low such that the changes caused by the FWM would prevent

the convergence criterium from ever being satisfied.

B.4 Results & Discussion

Currently, the fiber laser/amplifier model is able to run and achieve the convergence

criterium for a fairly broad range of parameters in a very reasonable amount of time.

The spacing for the discretized z-values can be as large as 10 cm, maybe even a

bit larger, and still maintain fidelity with the true physical dynamics occurring in the

fiber. The frequency spacing for the model is chosen according to the FBG bandwidth,
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and more or less, to the width of the side-band peaks of reflectivity (see Fig. B.2).

It is worth noting that thermo-broadening of the energy levels of the medium’s

molecules ought to impose a lower limit to the frequency spacing in the model. This is

because the broad energy levels would absorb and emit photons of similar frequencies

as if they had the same frequency. This issue has not been investigated so far, and

it is not clear whether this effect will ever be important enough to include in the

numerical model. The free spectral range (FSR) of the cavity will also impose a lower

limit to the frequency spacing.

Technically, in order to best model a true laser/amplifier system, each run of the

model ought to be repeated multiple times, possibly on the order of thousands of

times, and the results ought to be averaged. This is because each time the model

is run, the initial phases of the amplitudes are randomly chosen, and as has been

discussed earlier, this leads to slightly different results [82]. To this end, there is a

repetition parameter that can be set in the model, which will cause the program to

rerun the model the specified number of times. The code is even parallelized over

theses repetitions, and can run each repetition on its own thread, up to the number

of threads set by the nthreads parameter. However, it turns out that so far that most

repeated runs are similar enough to one another to warrant confidence that only one

or a few few runs is enough to capture the pertinent dynamics of the system.

Related to the repetition issue, is whether or not each initial amplitude phase

ought to be chosen completely independent of the other initial amplitude phases.

There are some reasons to expect that one phase may be related to the phases of the

neighboring spectral components [104, 82]. First, one might argue that the molecules

of the medium may have some coupling, possibly due to thermo- or lattice- vibrations,

that could cause a certain degree of synchronization of the stimulated emission. Also,

FWM mixing events may also cause neighboring phases to align as the light propagates

in the fiber. The degree of correlation between the initial amplitude phases is mostly

an unexplored issue; though because of phase detuning in the fiber, and due to the
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phases changes induced by the FBGs, this may not be an important issue [104, 82,

93, 98].

According to the testing on this laser/amplifier model that has been completed

so far, the most influential parameters on the results are the 1069 nm pump power

(P 1069 0 ), the 1178 nm seed power (P 1178 0 ), the cavity/fiber length (L), and

the numerical aperture in the fiber core (NA core). These preliminary results seem to

indicate that the laser/amplifier design ought to be successful in producing the desired

output of 1178 nm power that is still narrow in bandwidth. The main limiting factors

that will prevent the system from producing higher output powers are the amount of

1121 nm power that the FBGs can reasonably contain in the cavity, and the growth

of the SBS power at 1178.06 nm. The power that can escape around the FBGs is of

some concern because of the power that may leak back into the optical elements of

the system and potential damage the equipment.

It has already been said that the model uses a split step method to propagate the

power and amplitudes in the fiber. This method was chosen for its simplicity and

apparent computational efficiency. However, as the model has progressed, it seems

that a full and more realistic model composed of one large system of ODEs, using only

amplitude equations, may be nearly as efficient in terms of computational time as the

split step method. Also, a full system of ODEs would not be making any additional

approximations to the physical system like the split step method does [124].

In the future, when the laser/amplifier system gets assembled in the laboratory,

it would be very advantageous to measure the actual fibers of the system in order to

obtain accurate parameter values. This is especially true for the indices of refraction

in the fiber core and cladding, along with the corresponding numerical aperture. The

GeO2 doping concentration is definitely a parameter that can vary from fiber to fiber,

and the Sellmeier equation is only an approximation which ought to be best-fit to

the actual fibers being used in the system. Also, it would be better is measure the

shape and size of the transverse modal distributions at the pertinent wavelengths of
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the model because there are many non-physical assumptions needed to derive the

LP01 Bessel function modal distribution (B.2). Plus, parameters like the Raman

and Brillouin gain coefficients and the nonlinear index of refraction are very fiber

dependent, even among supposedly identical fibers made by the same manufacturer.

The Bragg gratings that have been purchased for the laser/amplifier system are

chirped, but because there is no documentation as to how or to what degree the

gratings are chirped, the model assumes that the gratings are not chirped. The FBG

spectral profiles should also be measured in the real fibers instead of approximated

using the formulas outlined in this chapter.

Another way in which the current laser/amplifier model can be improved is by

including more nonlinear effects in the model. This includes a more accurate model

of the scattering and loss that occur in the system, and the leakage and scattering to

and from the cladding region [117]. A third Stokes line above the 1178 nm wavelength

and an anti-Stokes line below the 1069 nm wavelength could be included in the model.

Though it is not expected that these extra Stokes lines will see any significant growth,

they may still account for some of the loss in the system. Similarly, it may be prudent

to add SBS effects to the 1121 nm wavelength, even though this wavelength is quite

broad. Since the 1121 nm light is contained in a cavity, the power levels can be

significant enough to see some small amounts of SBS. Plus, one could add FWM

coupling between the fast and slow axes of the fiber, especially for the 1121 nm light,

which may have power levels high enough to transfer small amounts of energy between

the different polarizations [118, 82]. A less likely, yet still interesting, possibility would

be the appearance of a temperature induced modal instability in the 1121 nm cavity.

Another topic that merits further investigation, is the growth of the Raman gain

at a frequency shift of 490 cm−1. At higher powers, the Raman gain peak, which

is normally around 440 cm−1, saturates and can be eclipsed by a growing peak at

490 cm−1 [88]. If the Raman gain at 490 cm−1 becomes significantly higher than

the 440 cm−1 gain, than it may be beneficial to change the laser/amplifier system to
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take advantage of the stronger Raman coupling that is available, which can lead to a

higher 1178 nm output power [88]. It would also be wise to account for the Raman

gain intensity dependence [114].

One last physical phenomenon that may play an important role in this

laser/amplifier system that is not already included in the model is temperature. Tem-

perature changes the physical properties of the fiber itself, which can have significant

effects of the light propagating inside. Temperature and/or stress forces in the fiber

can change the refractive indices of the fiber, and consequently change the polariza-

tion of the light, and they will most definitely cause some phase detuning as the light

propagates down the fiber. Also, thermal effects can significantly change the prop-

erties and performance of the FBGs. Understanding how temperature changes alter

the laser/amplifier system can be a fruitful topic of research.

This model of the Raman fiber laser/amplifier design is accomplished in the spec-

tral domain, but it would also be possible to model the system in the time-domain.

However, in the time-domain, handling FBG reflections and amplitude phase infor-

mation becomes a much more difficult task, where even more assumptions have to

be made. If the proposed laser/amplifier system has a true CW steady-state, then a

time-domain model may actually be feasible if one initializes the model judiciously;

but, if this system is inherently unstable either for some or all parameter choices, then

the frequency-domain model will have a better chance of detecting this, and finding

any stable regions.
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