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In this thesis, we consider an uncertainty quantification (UQ) problem that arises from

tsunami modeling, namely the probabilistic tsunami hazard assessment (PTHA) problem.

The goal of PTHA is to compute the probability of inundation at coastal communities,

and the uncertainty originates from the unknown slip distribution of potential tsunamigenic

earthquakes. First, we show that the Karhunen-Loève (K-L) expansion can be used to gener-

ate a wide range of random earthquake scenarios that represent this uncertainty well. Then

we propose a multi-resolution approach to estimate the inundation: since it is computation-

ally expensive to accurately estimate the inundation resulting from each scenario by using

only fine-grid runs, many cheap coarse-grid runs are used instead to bulid an approximation.

For physical models that involve hyperbolic partial differential equations (PDEs), dimen-

sionality reduction techniques such as the K-L expansion or multi-resolution approaches face

limitations due to the fact that snapshot matrices built from solutions often exhibit slow de-

cay in singular values, whereas fast decay is crucial for the success of many projection-based

model reduction methods. To overcome this problem, we build on previous work in symme-

try reduction [Rowley and Marsden, Physica D (2000), pp. 1-19] and propose an iterative



algorithm we call transport reversal that decomposes the snapshot matrix into multiple shift-

ing profiles, each with a corresponding speed in 1D. Its applicability to typical hyperbolic

problems is demonstrated through numerical examples, and other natural extensions that

modify the shift operator are considered.

Transport or wave phenomena are much more complicated in multiple spatial dimensions,

and in our approach to extend the transport reversal algorithm to higher dimensions it

becomes crucial to generalize the large time-step (LTS) operators [LeVeque, SIAM J. Numer.

Anal. (1985), pp.1051-1073]. For this purpose, we introduce a dimensional splitting method

using the Radon transform, that enables the transport reversal introduced above for 1D to

be extended to higher spatial dimensions. This dimensional splitting is of interest in its own

right, and its applications to the solution of acoustic equation, absorbing boundary condition

and displacement interpolation are illustrated. This splitting method requires inverting the

Radon transform, and a method for inversion using conjugate gradient algorithm will be

discussed.
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Chapter 1

Introduction

Recent decades have seen impressive developments in numerical algorithms for comput-

ing solutions to various partial differential equations (PDEs) [20, 35, 64, 107]. The effort

has been truly interdisciplinary, where mathematical analysis, physical insight, and soft-

ware implementation all played indispensable roles. The current state-of-the-art numerical

methods allow users to conduct computational experiments that lie beyond the reach of con-

ventional experimental methods. For example, in probabilistic tsunami hazard assessment

(PTHA) extreme earthquake scenarios are studied through numerical simulation to assess

the inundation risk in coastal communities [42].

Computational experiments can be readily repeated, so scientists may go beyond perform-

ing a single computation for an accurate answer, to asking questions about the statistical

properties of the result. Since many physical models have uncertain parameters associated

with them, a single numerical solution for one fixed parameter value cannot provide a com-

plete description. For example, in tsunami modeling the uncertainty can be related to the

parameters for the earthquake event, involving geophysical constraints on the slip deficit or

the fault geometry, etc. When such uncertainty is significant, statistical estimation becomes

extremely important. This may appear to be in no way new, and rather a universal fact

present in all scientific experiments. However, in computational experiments there is a novel

aspect, namely the interplay between the statistical estimation of the quantity of interest

(QoI) and the numerical model itself. This intricate relationship is examined closely in the

rapidly expanding field called uncertainty quantification (UQ) [103, 117].

In this thesis, we are concerned mainly with an apparently simple relationship concerning
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Figure 1.1: Probabilistic hazard map for Crescent City in Northern California, showing worst
level of inundation in meters, for given annual probability of 0.2% (corresponding to 500-
year return time). The map was constructed based on 15 earthquake scenarios. (This figure
originally appeared in [44] and is reproduced here with permission.)

the computational cost. Statistial estimation of QoI often requires tens of thousands of

samples to be accurate, and for each of these samples the numerical model must be run. Many

realistic models tend to be computationally expensive, rendering the UQ task infeasible.

Therefore, one needs to devise other approaches that allow the QoI to be obtained for each

sample without requiring the evaluation of the expensive numerical model.

In particular, we will consider a UQ problem in which the underlying physical process is

governed by nonlinear systems of hyperbolic PDEs, namely the probabilistic tsunami hazard

assessment (PTHA) problem.

1.1 The probabilistic tsunami hazard assessment (PTHA) problem

The probabilistic tsunami hazard assessment (PTHA) problem aims to compute the prob-

ability of inundation at given spatial points of interest, which are usually chosen to be
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geographical locations in coastal communities. This probability can be visually represented

by hazard maps: an example of such a map is shown in Figure 1.1. Chapter 2 will be devoted

to topics related to the PTHA, and the problem itself will be introduced in further detail in

Section 2.3.

For our approach to PTHA, it is useful to assume a probability distribution over possible

earthquake events. This distribution is inferred from the statistics of previous seismic events

and other geophysical constraints (e.g., see [71]). Once the distribution is estimated, one

next generates realistic earthquake scenarios whose statistical properties are consistent with

the distribution. In Section 2.4, we show that the Karhunen-Loève (K-L) expansion can

be applied to the spatial correlation of the slip distributions, then used to generate these

random earthquakes [66]. Furthermore, the seafloor deformation caused by an earthquake

acts as a low-pass filter so that higher-order terms in the K-L expansion can be judiciously

neglected. This dramatically reduces the dimension of the random inputs.

In generating random earthquake scenarios for PTHA, it is important to cover extreme

scenarios well, and we develop a simple methodology that accomplishes this via the K-L

expansion. Furthermore, despite the dimensionality reduction provided by the truncation of

the K-L expansion, the computational cost in executing the numerical model for tsunami

propagation and inundation may still be significant. To alleviate this cost, we devise various

source-filtering strategies. Given a set of extreme earthquake scenarios, we aim to select a

smaller subset that can be used to approximate the hazard map resulting from the entire

set. In particular, we describe a multi-resolution strategy in which cheap coarse-grid runs

are used in place of expensive fine-grid runs. This multi-resolution strategy will be discussed

in Section 2.5.

1.2 The transport reversal algorithm

Many practical problems in UQ such as the PTHA problem are computationally expensive

to treat directly, often prohibitively so, due to the high dimensionality in the parameters.

Näıve strategies require extensive computational resources, despite the improvements in the
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efficiency of algorithms and the increases in computing power. Naturally, methods exploit-

ing the low-dimensional structure hidden in the heavy computations become crucial. An

approach of particular interest builds reduced order models (ROMs) of the high dimensional

model (HDM) that are fast and accurate [10] then employs them in a Multi-Fidelity Monte

Carlo (MFMC) framework [87], for example.

Projection-based methods for building ROMs have been successfully applied to UQ prob-

lems in computational fluid dynamics. Unfortunately, they are often not suitable for prob-

lems governed by hyperbolic PDEs. Projection-based ROMs typically project the numerical

scheme to a smaller dimensional vector space of reduced-basis functions. However, even in a

simple 1D setting, propagation of waves modeled by hyperbolic PDEs cannot be accurately

captured by a small number of basis functions. This has been noted in recent literature

[1, 21] where authors propose a dictionary-based method or a fail-safe method utilizing h-

adaptivity. On the other hand, in an earlier work template fitting was used in the context of

symmetry reduction [97, 98], in which the translation symmetry is removed from the solu-

tions to the extent possible. The solution dynamics under this symmetry reduction is now

called slice dynamics, and exhibits low-rank structure.

Template fitting is an elegant idea which can be adapted and generalized in order to deal

with other typical behaviors that appear in the solutions to hyperbolic PDEs. These include

extra-convective behaviors such as the presence of source terms, absorbing boundaries, non-

linearities or multiple wave speeds. Our recent work extends the template fitting to more

general situations [96]. What we propose is an iterative algorithm, in which transport be-

havior is detected from the snapshots. It utilizes projections and cut-offs in a greedy manner

until a given threshold of accuracy is achieved. Each iteration discovers a layer of transport

structure, and their superposition yields a good approximation to the original snapshot. This

algorithm reveals transport dynamics present in the snapshots. The output of the algorithm

consists of multiple pivots that will be transported at varying speeds, shift numbers which

encode the speeds, and cut-off vectors which are represented efficiently as Boolean arrays.
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Figure 1.2: Snapshots from a solution of the Burger’s equation (left) and the computed shift
numbers (right). For further explanation see Chapter 3.

At the heart of the algorithm lies a minimization problem which is a direct generalization

of the template fitting procedure, but with significant new features. An important ingredient

is the addition of penalty terms which control the regularity of the shift numbers, enforcing

the transport behavior to be smooth. The smoothness opens the possibility for displacement

interpolation to be freely performed. This results in an improvement in accuracy compared to

the usual linear interpolation, which is not appropriate for predicting transport phenomena.

The algorithm reflects a unique hyperbolic viewpoint of looking at the data. The singular

value decomposition (SVD) extracts the singular vectors which best reflect the information

from a static viewpoint. Transport reversal, in contrast, looks for information that is being

transported across the state space. The extracted traveling information then can be used for

displacement interpolation [113], as opposed to linear interpolation.

The details are provided in Chapter 3.
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1.3 Dimensional splitting using the Radon transform

The transport reversal algorithm discussed in the previous section must be generalized to

multi-dimensional settings to be useful for practical problems. This is a challenging problem

which requires the development of a new tool. Since transport and wave phenomena are much

more complicated in multiple spatial dimensions, template fitting can no longer effectively

capture hyperbolic phenomena as in 1D.

In Chapter 4, we propose that the Radon transform be used in extending the transport

reversal to the multi-dimensional setting. The Radon transform has a remarkable prop-

erty, that it intertwines n-dimensional partial derivative with a univariate derivative. Thus

transport and acoustic wave propagation in the spatial domain corresponds to a family of

single-dimensional problems in the transformed domain. While this property is well-known

[51, 80], the numerical analysis literature does not appear to exploit this property, to the

best of our knowledge. Using the Radon transform, we obtain a new dimensional splitting

method. This dimensional splitting is distinct from existing splitting methods, in that it

allows a natural extension of the large time-step (LTS) method [60, 61, 62] to multiple spa-

tial dimensions. It also has the potential to be useful as a dimensional splitting for fully

nonlinear problems.

The splitting can be useful in extending transport reversal to multiple dimensions, since

on the transformed domain one is left with 1D problems to which template fitting can still be

effectively applied. In other words, the splitting transforms a multi-dimensional displacement

interpolation problem to a family of single-dimensional ones.

Another compelling application of the dimensional splitting lies in the construction of

absorbing boundaries. In many computational simulations, it is often desirable to impose

absorbing boundaries. An obvious motivation is in simulating an infinite domain without

incurring high computational cost. For the constant coefficient case, the absorbing boundary

conditions (ABC) can be approximated [32]. Perfectly matched layers (PMLs) is now the

popular method of choice for many problems, but still faces difficulties when a heterogenous
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h = 3

s = 2

h = 0

s = 3

Figure 1.3: Two digital lines (or d-lines) on a 8× 8 image determined by two parameters h
and s.

medium extends to the boundary [84]. Dimensional splitting with the Radon transform can

be useful in this context, as it is a decomposition into 1D planar waves, and therefore as a

consequence each 1D wave can be treated separately at the boundary.

There are many different discretizations of the Radon transforms and its inverse. Among

these, Filtered Backprojection (FBP) is arguably the most widely known [80]. In FBP, the

high-frequency content is filtered during inversion, hence the sharp features are not preserved,

making it unsuitable for nonlinear problems which exhibit shock formation. Instead, we

turn to a completely discrete analogue, the Discrete Radon Transform (DRT), introduced in

[18, 45]. DRT uses digital lines, or d-lines, rather than straight lines. Integration is replaced

by simple sums along on these d-lines. Moreover, it is fast: d-lines are defined recursively so

that Radon transform of a N -by-N image, as well as its backprojection, can be computed

with O(N2 logN) floating point operations.

1.4 Outlook and future work

This thesis offers the groundwork for constructing ROMs for hyperbolic PDEs, but also

leads to many open problems. There are still substantial challenges to be overcome before

the ROMs can be freely constructed. For instance, the utilization of low-dimensional trans-

port structures obtained through transport reversal from a parametrized PDE requires a

more careful consideration of the dependence on parameters, even in the simple 1D setting.

Moreover, the dimensional splitting via the Radon transform requires fast and optimized
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implementation to be useful for practical problems. Nonetheless, there are concrete lines of

approach for these issues, and they will be discussed in Chapter 5.
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Chapter 2

The Probabilistic Tsunami Hazard Assessment (PTHA) Problem

In this chapter, we will first give an overview of a tsunami propagation model and the

probabilistic tsunami hazard assessment (PTHA) problem in Sections 2.1, 2.2 and 2.3. Then

we will discuss how the Karhunen-Loève (K-L) expansion could be used to generate random

earthquakes for PTHA in Section 2.4, and propose a multi-resolution strategy that reduces

the computational cost for generating hazard maps in Section 2.5.

2.1 Tsunami propagation model

Tsunamis are generated by earthquakes that deform the seafloor bathymetry and displace

the column of seawater resting above it [65]. Naturally, the earthquake itself is an important

component in the tsunami propagation model, and we will parameterize an earthquake with

a simple rectangular fault-slip model. The rectangular fault geometry can be extended to

triangles or general polygons allowing for a more flexible representation [27, 75, 106], but

we will use rectangular faults throughout this thesis for simplicity. We will also restrict our

discussion to instantaneous slip, as opposed to time-dependent slip: we will assume that the

earthquake fault slips and deforms the seafloor instantaneously.

An illustration of a rectangular fault is shown in Figure 2.1. The fault is then subdivided

into smaller rectangular subfaults, up to a desired resolution. Then we may assign the mag-

nitude of the displacement (the slip) on each subfault, at some angle to the strike direction

(the rake). A vector of real numbers designating the slip to each subfault will be called a

slip distribution. Since we assumed that the fault will slip instantaneously, a slip distribution

fully describes an earthquake event in our simplified setting. An example of a rectangular
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Figure 2.1: Rectangular fault oriented by angles strike, dip and rake.

fault geometry and a slip distribution is shown to the left in Figure 2.2.

The earthquake slip underneath the ocean causes a deformation of the seafloor. This is

computed by the Okada model [82], and an example of a resulting deformation is shown to

the right in Figure 2.2. Note that an equivalent computation can be done for triangular- or

polygonal- shaped fault geometry with the model of Comninou and Dunders [27]. Both of

these deformation models use Green’s function formula for the homogenous linear elasticity

equation for a half-space with free boundary conditions. This seafloor deformation displaces

the water column lying on top. In this work, the deformation is assumed to equal the

displacement of the top surface of the ocean, but in reality the dynamics of the seafloor

deformation is a more complicated phenomenon involving solid-fluid interaction between the

fluid mechanics and acoustics of the water and the seismic wave propagation that can be

modeled with fully 3D simulations [114].

The tsunami propagation itself is modeled by the depth-integrated 2D shallow water

equations with a source term. Let Ω ⊂ R2 denote a rectangular domain large enough to
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Figure 2.2: An example of slip distributed on a fault plane, from the USGS inversion of the
27 February 2010 event off Maule, Chile [110] (left), and the resulting sea floor deformation
computed using the Okada model, with the coast line in green (right).

contain the surrounding geographical area, then the PDE is given by the system
h

hu

hv


t

+


hu

hu2 + 1
2
gh2

huv


x

+


hv

huv

hv2 + 1
2
gh2


y

=


0

−ghBx −Dhu
−ghBy −Dhv

 in Ω, (2.1.1)

where h is the water height, u and v the velocity in x and y direction, respectively, and B

the bathymetry. Also, g the gravitational constant and D is the drag coefficient

D(h, u, v) = n2gh−4/3
√
u2 + v2. (2.1.2)

The parameter n is the Manning coefficient which depends on the roughness of the bottom

floor. A constant value of n = 0.025 is used here, following standard practice. We also will

denote by η the sea-surface displacement h+B.
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Longitude Latitude Depth Strike Length Width Dip
235.77 40.46 11.00 358.00 70.00 41.34 14.00
235.69 41.09 11.00 358.00 70.00 44.45 13.00
235.30 40.53 1.00 358.00 55.00 41.34 14.00
235.18 41.09 1.00 358.00 70.00 44.45 13.00
235.54 41.98 11.00 358.00 126.00 52.41 11.00
234.93 41.97 1.00 358.00 126.00 52.41 11.00
235.42 43.12 11.00 359.00 126.00 63.92 9.00
234.73 43.11 1.00 359.00 126.00 56.85 9.00

Table 2.1: Specification of the rectangular subfaults of the southern portion of Cascadia
Subduction Zone (CSZ). Units are in degrees.

2.2 Numerical experiments on Cascadia Subduction Zone (CSZ)

We will be primarily concerned with earthquake events which occur in the southern por-

tion of the Cascadia Subduction Zone (CSZ) shown in Figure 2.3. This fault geometry is

parametrized by rectangular subfaults as designated in Table 2.1. Each of the rectangular

fault is further subdivided into smaller approximately 8 km × 8 km square-shaped faults.

After the subdivision, we obtain 540 such subfaults. An earthquake event on this fault ge-

ometry can be represented by a vector s of length 540. Suppose an earthquake event with

given slip distribution s ∈ R540 occurs, as shown on the left of Figure 2.4. As discussed in the

previous section, this causes the seafloor deformation on the right of Figure 2.4. This in turn

causes the sea surface displacement displayed on the left of Figure 2.5. The deformation is

computed using the vertical displacement component from the Okada model at 1′ resolution.

(1′ in longitude is about 1.37 km at 42◦ latitude, and 1′ in latitude is roughly 1.85 km.)

This yields the initial condition to the shallow water equations (2.1.1). The solution is

computed numerically using Geoclaw. The computational domain for the tsunami prop-

agation is Ω = [−127.5◦,−123.5◦] × [38.5◦, 44.5◦] initialized with 30′ × 30′ square cells, and

the propagation is computed through adaptive mesh refinement (AMR) as described in [13].

We use two different resolutions to compute the solutions, one with coarse-grid resolution,
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Fine grid Coarse grid
Level Refinement ratio Cell-length Refinement ratio Cell-length

1 30′ 30′

2 6 5′ 6 5′

3 5 1′ 5 1′

4 6 10′′ 6 10′′

5 5 2′′

6 3 2/3′′

Table 2.2: Two different sets of adaptive mesh refinement levels.

another with fine-grid resolution. The precise levels of refinement are displayed in Table 2.2

The initial sea-surface elevation η is shown on left of Figure 2.5. The tsunami then

propagates towards the coast, as shown on the right of Figure 2.5, then inundates Crescent

City, as displayed in Figure 2.6.

2.3 Probabilistic tsunami hazard assessment (PTHA)

The objective of probabilistic tsunami hazard assessment (PTHA) is to estimate the risk

of tsunami hazards. In particular, we aim to estimate the probability that the maximum

inundation at a particular geographical location in a coastal community will exceed some

level. Hazard maps that indicate the annual probability of flooding exceeding various depths

can provide much more information than a single worst-case inundation map [2, 36, 37, 43,

55, 69, 116]. PTHA, like probabilistic seismic hazard assessment (PSHA) which has a longer

history, is an important tool in the development of emergency planning, as well as in the

design of building codes able to withstand seismic or tsunami forces [23].

Here we focus on the inundation risk, represented by the flow depth, of onshore locations

near Crescent City. We will not consider far-field scenarios and only consider earthquakes

which occur on the southern portion of CSZ (Figure 2.3) as described in the previous section.
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Figure 2.3: Fault planes in the southern portion of the Cascadia Subduction Zone. The X
marks the location of Crescent City, (−124.1838◦, 41.7456◦) in longitude-latitude coordinates.
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Figure 2.4: A hypothetical earthquake event with a given slip distribution (left) and the
resulting seafloor deformation (right).

Figure 2.5: Initial sea surface elevation η (2.1.1) at t = 2s shown on the entire computational
domain (left) and zoomed view of the tsunami propagating at t = 0.17h towards the coast
(right).
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Figure 2.6: Inundation caused by the tsunami propagation shown in Figure 2.5 at t = 0.50h.

We will denote by ζ the maximum observed value over the full time period of a tsunami of

either h or B + h depending on the location. Recall that B is the bathymetry (2.1.1), and

the set of points

{(x, y) ∈ Ω : B(x, y) > 0} (2.3.1)

are points initially onshore relative to the datum of Digital Elevation Model (DEM), usually

Mean High Water (MHW). In an earthquake event, B itself undergoes change, therefore

we must distinguish the bathymetry before and after the event. Since we assumed the

deformation to occur instantaneously (Section 2.1) we only need to designate the initial

bathymetry before the event by B0.

ζ(x, y) =

 maxt h(x, y, t) if B0(x, y) > 0 (the flow depth),

maxt(h+B)(x, y, t) if B0(x, y) ≤ 0 (sea surface elevation).
(2.3.2)
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Figure 2.7: Examples of a zeta-contour (left) and a p-contour (right), drawn in the PTHA
report for Crescent City. These maps appeared originally in [44] and is reproduced here with
permission.

In PTHA, we wish to compute the exceedance probability given a threshold ζe,

P [ζ > ζe]. (2.3.3)

This probability depends on two parameters, the spatial variable (x, y) and the given thresh-

old ζe. One can represent this value by drawing a contour map of P [ζ > ζe] for fixed values ζe,

which we call a probability-contour or a p-contour. Another way to represent this information

is to fix a probability p ∈ (0, 1] then find the corresponding ζe value,

ζp(x, y) = max {ζe : P [ζ > ζe] ≥ p} . (2.3.4)

Thus one can draw contour maps of ζp for each p ∈ (0, 1]. We call these contour maps

zeta-contours. Examples of p- and zeta-contours are shown in Figure 2.7.

In practice, the probability (2.3.3) must be computed through simulations. We write this

formally as follows. Suppose we are given a set S of earthquake scenarios, in which each
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scenario is represented by the pair (s, p),

S = {(sj, pj) : j = 1, · · · ,M}. (2.3.5)

s is a slip distribution parametrizing the earthquake event, and p is the annual probability

associated with the event. Let us denote by ζ(s) the ζ value computed for the event with

earthquake designated by s. Also define the indicator function I[ζ(s); ζe] so that

I[ζ(s); ζe] =

1 if ζ(s) > ζe

0 otherwise.
(2.3.6)

Then the exceedance probability can be written in a computable form,

P [ζ > ζe] ≈
∑

(s,p)∈S

p I[ζ(s); ζe]. (2.3.7)

Therefore, if one could devise a set of scenarios S that represents the probability distribution

of possible scenarios well, the computations (2.3.7) will be straightforward. However, finding

the suitable set of scenarios S must also take into consideration the computational cost,

since for each element in S, a run of Geoclaw must be performed. Furthermore, the

probabilities of the form (2.3.3) are often used to model rare events, and are difficult to

estimate; the region {ζ > ζe} diminishes as ζe increases, and therefore one requires many

scenarios to characterize the low-probability-high-risk events well. Statistical methods such

as importance sampling [49] are needed to alleviate the computational burden.

This problem of finding the suitable set S, depending on the fault geometry and proba-

bility distribution over potential slips, is discussed in the following sections.

2.4 Generating random earthquakes

In this section, we will introduce a methodology to generate hypothetical earthquakes with

desired statistical properties, with a special focus on their use for tsunami modeling. The
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method generates random earthquakes efficiently and is directly useful for PTHA, which

requires performing tsunami simulations for many such earthquake scenarios. The set of

all such scenarios was denoted by S in the previous section (2.3.5), and plays a direct

role in assessing the risk arising from rare events. This is clear from the approximation

(2.3.7). Generating a large number of hypothetical events can also be useful for testing

inversion methods that incorporate tsunami data, such as the current DART buoy network

or proposed early warning systems [76, 77]. This section is based on the joint publication

with R. J. LeVeque, K. Waagan, F. I. González, and G. Lin [66].

The primary goal of this section is to introduce a general approach to generating hypo-

thetical earthquakes, by producing random slip patterns on a pre-specified fault geometry.

Similar techniques have been used in past studies, particularly for the generation of seismic

waves in probabilistic seismic hazard assessment (PSHA), which has a longer history than

PTHA. This is often done via a spectral representation of the slip pattern as a Fourier series

with random coefficients that decay at a specified rate based on the desired smoothness and

correlation length of the slip patterns (e.g., [40, 48, 59, 71, 78]). A random Fourier series

can be trimmed down to the desired non-rectangular fault geometry, possibly with some

tapering to zero slip at some edges of the fault. Different correlation lengths can be assumed

in the strike and slip directions if the fault is rectangular and these directions are used as

the horizontal coordinates in the Fourier representation.

Our approach is essentially the same on a rectangular fault but generalizes easily to

other fault geometries by using a Karhunen-Loève expansion. This work was motivated in

particular by the need to model events on the curving CSZ, which lies offshore North America

and runs nearly 1200 km from Northern California up to British Columbia.

Recall that the fault is subdivided into many rectangular subfaults and a value of the slip

si is assigned to the ith subfault. If here are N subfaults, then this defines a vector s ∈ RN .

Initially we assume that the moment magnitude Mw of the earthquake (which depends on

the total slip summed over all subfaults) has been prescribed, and also that the desired mean
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Figure 2.8: Subdivision of the Cascadia Subduction Zone into 20 subfaults. These are
further divided into 865 subfaults to compute the modes shown, which are the first four
eigenvectors of the 865 × 865 covariance matrix as might be used in a Karhunen-Lòeve
expansion. Magenta and green are used to indicate positive and negative entries in the
eigenmodes.
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slip µ ∈ RN and covariance matrix Ĉ ∈ RN×N are known. The mean slip is a vector with

components µi = E[si], the expected value of the slip on the ith subfault, and the N × N
covariance matrix Ĉ has components Ĉij = E[(si−µi)(sj−µj)], which can also be expressed

as the outer product Ĉ = E[(s− µ)(s− µ)T ], where T denotes transposing the vector.

The Karhunen-Loève (K-L) expansion (e.g. [39, 54, 101]) is a standard approach to

representing a random field as a linear combination of eigenvectors of the presumed covariance

matrix Ĉ. If the matrix Ĉ has eigenvalues λk (ordered with λ1 > λ2 > · · · > 0) and

corresponding eigenvectors vk, then the K-L expansion expresses the slip vector s as

s = µ+
N−1∑
k=1

zk
√
λkvk. (2.4.1)

where the zk are independent normally distributed random numbers zk ∼ N (0, 1) with mean

0 and standard deviation 1. This is described in more detail in Section 2.4.1 where we explain

why this gives random slip patterns with the desired mean and covariance. This expansion

makes it easy to generate an arbitrary number of realizations using standard software to

generate N (0, 1) random numbers.

Figure 2.8 shows an example of the first four eigenmodes for the CSZ using this approach,

where the N components of each eigenvector are represented on the fault geometry using a

color map in which magenta is positive and green is negative. Note that Mode 0 is roughly

constant over the fault, so adding a multiple of this mode modifies the total slip and hence

the magnitude Mw. On the other hand, the other modes have both positive and negative

regions and so adding a multiple of any of these tends to redistribute the slip (e.g., up-dip

/ down-dip with Mode 1 or between north and south with Mode 2). As with Fourier series,

higher order eigenmodes are more oscillatory.

If the presumed correlation lengths are long and the covariance is a sufficiently smooth

function of the distance between subfaults, then the eigenvalues λk decay rapidly (there is

little high-frequency content) and so the K-L series can often be truncated to only a few

terms, greatly reducing the dimension of the stochastic space that must be explored.
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The K-L series approach could also be used to generate random slip patterns for gener-

ating seismic waves, e.g. for performing PSHA or testing seismic inversion algorithms. In

this case high-frequency components of the slip are very important and the K-L expansion

may not decay so quickly. However, for tsunami modeling applications the slip pattern on

the fault is only used to generate the resulting seafloor deformation. This is a smoothing

operation that suppresses high frequencies. Here we also explore this effect and show that

truncating the expansion to only a few terms may be sufficient for many tsunami applica-

tions. Reducing the dimension of the stochastic space is important for efficient application

of many sampling techniques that could be used for PTHA analysis.

In this section we focus on explaining the key ideas in the context of a one-dimensional

fault model (with variation in slip only in the down-dip direction) and a two-dimensional

example using the southern portion of the CSZ. However, we do not claim to have used the

optimal parameters for modeling this particular fault.

The K-L expansion as described above generates a Gaussian random field, in which each

subfault slip si has a normal distribution with mean µi and variance Ĉii and together they

have a joint normal distribution with mean µ and covariance matrix Ĉ. A potential problem

with this representation is that when the variance is large it is possible for the slip si to

be negative on some subfaults. Since we assume the rake is constant (e.g. 90 degrees for a

subduction thrust event), this would correspond to subfaults that are slipping in the wrong

direction. The same issue arises with Fourier series representations and can be dealt with by

various means, for example by simply setting the slip to zero any place it is negative (and

then rescaling to maintain the desired magnitude). This naturally changes the statistics of

the resulting distributions.

Another approach is to instead posit that the random slip can be modeled by a joint

lognormal distribution, for which the negative values are not allowed. Random slip patterns

with a joint lognormal distribution can be generated by using the K-L expansion to first

compute a Gaussian field and then exponentiating each component of the resulting vector to

obtain the slip on each subfault. By choosing the mean µg and covariance matrix Ĉg for the
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Gaussian field properly, the resulting lognormal will have the desired mean µ and Ĉ for the

slip. This is discussed in Section 2.4.2 and used in the two-dimensional example in Section

2.4.3.

2.4.1 Expressing slip using a Karhunen-Loève expansion

If the earthquake fault is subdivided into N small rectangular subfaults with fixed geometry,

then a particular earthquake realization can be described by specifying the slip on each

subfault, i.e. by a vector s ∈ RN where si is the slip on the ith subfault. Note that we are

assuming that only the slip varies from one realization to another; the geometry and rake

(direction of slip on each subfault) are fixed, and the slip is instantaneous and not time-

dependent. These restrictions could be relaxed at the expense of additional dimensions in

our space of realizations.

Initially assume we wish to specify that the slip is a Gaussian random field with desired

mean slip µ ∈ RN and covariance matrix Ĉ ∈ RN×N , which we write as s ∼ N (µ, Ĉ).

Then we compute the eigenvalues λk of Ĉ and corresponding normalized eigenvectors vk so

that the matrix of eigenvectors V (with k-th column vk) and diagonal matrix of eigenvalues

Λ satisfy Ĉ = VΛVT . Note that the covariance matrix is symmetric postive definite, so

the eigenvalues are always positive real numbers and the eigenvectors can be chosen to be

orthonormal, VTV = I.

Then the K-L expansion (2.4.1) can be written in matrix-vector form as

s = µ+ VΛ1/2z, (2.4.2)

where z ∈ RN is a vector of independent identically distributed N (0, 1) random numbers.

Realizations generated via the K-L expansion have the right statistics since we can easily
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compute that E[s] = µ (since E[z] = 0) and

E[(s− µ)(s− µ)T ] = E[VΛ1/2zzTΛ1/2VT ]

= VΛ1/2E[zzT ]Λ1/2VT

= VΛVT = Ĉ

(2.4.3)

using the fact that V and Λ are fixed and E[zzT ] = I. Note that the z could be chosen from

a different probability density with mean 0 and covariance matrix I and achieve the same

covariance matrix Ĉ with the K-L expansion, although the s would not have a joint normal

distribution in this case.

2.4.2 Lognormally distributed slip

If we wish to generate slip realizations that have a joint lognormal distribution with a desired

mean and covariance matrix, rather than a joint Gaussian distribution, we can first generate

realizations of a joint Gaussian random field and then exponentiate each component. This

approach will be used in the two-dimensional example below in Section 2.4.3.

In this case we first choose the desired mean µ and covariance matrix Ĉ for the slip,

and then compute the necessary mean µg and covariance matrix Ĉg for the Gaussian to be

generated by the K-L expansion, using the fact that if g is a random variable fromN (µg, Ĉg),

then exp(g) is lognormal with mean and covariance matrix given by:

µi = exp(µgi + Ĉg
ii/2), Ĉij = µiµj(exp(Ĉg

ij)− 1). (2.4.4)

Hence we can solve for

Ĉg
ij = log(Ĉij/µiµj + 1),

µgi = log(µi)−
1

2
Ĉg
ii.

(2.4.5)

We now find the eigenvalues λk and eigenvectors vk of Ĉg. To generate a realization we
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choose N values zk ∼ N (0, 1) and then form the K-L sum

sg = µg +
N−1∑
k=1

zk
√
λkvk. (2.4.6)

We then exponentiate each component of sg to obtain the slip values, which then have the

desired joint lognormal distribution [38].

As described, this will generate realizations with total slip (and hence magnitude Mw)

that vary around the mean. As in the Gaussian case, we can drop the nearly-constant v0

term from the sum to reduce this variation. We can also generally truncate the series to a

much smaller number of terms and still capture most of the variation if the eigenvalues are

rapidly decaying.

Now consider the special case where we make the same assumptions as in Section 2.4.1

that Ĉij = σiσjCij where C is the desired correlation matrix and σi = αµi, while the mean

µi was given by some some taper τi scaled by a scalar value µ̄. Then computing µg and Ĉg

according to (2.4.5), we find that:

Ĉg
ij = log(α2Cij + 1),

µgi = log(µ̄τi)−
1

2
log(α2 + 1)

(2.4.7)

We see that the covariance matrix in this case depends only on the correlation matrix and

the scalar α, not on the mean slip itself (and in particular is independent of the taper). We

also find that exp(µgi ) = µ̄τi/
√
α2 + 1 is simply a scalar multiple of the taper.

Using these assumptions and the fact that

exp

(
µg +

N−1∑
k=1

zk
√
λkvk

)
= exp(µg) exp

(
N−1∑
k=1

zk
√
λkvk

)
,
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it is easy to generate realizations that have exactly the desired magnitude: simply compute

exp

(
N−1∑
k=1

zk
√
λkvk

)
, (2.4.8)

multiply the result by the desired taper, and then rescale by a multiplicative factor so that

the area-weighted sum of the slips gives the total slip required for the desired seismic moment.

2.4.3 Cascadia Subduction Zone (CSZ)

We present an example in which the slip is allowed to vary in both directions along a fault

surface. For illustration we use a subset of the Cascadia Subduction Zone from Figure 2.8,

taking only the southern-most 8 fault segments, as illustrated in Figure 2.9. These are

subdivided into 540 smaller fault planes for the purposes of defining the slip.

To define the 540× 540 correlation matrix, we need to compute the pairwise “distance”

between subfault i and subfault j. We can compute the Euclidean distance dij, but for this

fault geometry we expect a longer correlation length in the strike direction than down-dip,

so we wish to define

Cij = exp(−(dstrike(i, j)/rstrike)− (ddip(i, j)/rdip)) (2.4.9)

where dstrike(i, j) and ddip(i, j) are estimates of the distance between subfaults i and j in

the strike and dip direction, respectively, and rstrike, rdip are the correlation lengths in each

direction. We define ddip(i, j) using the difference in depth between the two subfaults and the

dip angle δ as ddip(i, j) = ddepth/ sin(δ), setting dstrike(i, j) =
√
d2
ij − ddip(i, j)2. We take the

correlation lengths to be 40% of the fault length and width respectively, rstrike = 130km and

rdip = 40km. We again use an exponential autocorrelation function as defined in (2.4.9), but

this could easily be replaced by a different ACF. We use the lognormal approach described

in Section 2.4.2, with parameter α = 0.5. Figure 2.9 shows the first 8 eigenmodes of Ĉg.
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Figure 2.9: Southern portion of the CSZ fault showing location of Crescent City, CA and
the 8 subfaults that are further subdivided into 540 subfaults. The first 7 eigenmodes of the
resulting covariance matrix Ĉg are also shown.
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Figure 2.10: The taper (2.4.10) applied to the slip distribution.

Again we drop Mode 0 from the sum, since this mode is roughly constant over the fault.

To create slip realizations, we use (2.5.1) and then apply a tapering only at the down-dip

edge, given by

τ(d) = 1− exp(−20(d− dmax)/dmax) (2.4.10)

with dmax = 20 km. This taper function is plotted in Figure 2.10. We then scale the slip so

that the resulting seismic moment gives Mw = 8.8. Figure 2.11 shows 5 typical realizations,

comparing the slip generated by a 60-term K-L expansion with the slip generated when the

series is truncated after 7 terms. The resulting seafloor deformation in each case is also

shown, along with the potential energy and the subsidence/uplift ∆Bshore at one point on

the coast, the location of Crescent City, CA. Note that in each case the 7-term series gives

a smoother version of the slip obtained with 60 terms, and the seafloor deformations are

more similar than the slip patterns, as expected from the fact that the Okada model yields

a solution to a PDE that is smoothing [27, 82].
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Figure 2.11: The top row shows 5 sample realizations of slip on the southern CSZ fault,
as computed with a 60-term K-L expansion. The second row shows the resulting seafloor
deformation, with an indication of the potential energy and the vertical displacement at
Crescent City, CA, which is indicated by the X in the figures. The third row shows the same
5 realizations but with the K-L series truncated to 7 terms, and the bottom row shows the
resulting seafloor deformations.
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2.4.4 Discussion

We have presented an approach to defining a probability distribution for earthquake slip

patterns on a specified fault geometry that has been subdivided into an arbitrary number

of rectangular subfaults, with a specified mean and covariance matrix. Slip realizations

can be generated that have either have a joint normal distribution or a joint lognormal

distribution. Once the parameters have been chosen that define the distribution, it is very

easy to generate an arbitrary number of sample realizations from the distribution, simply by

drawing the coefficients zk of the K-L series from independent normal distributions.

We have also illustrated that with a realistic choice of correlation length, the K-L series

can be truncated to a relatively small number of terms. For tsunami modeling applications,

the Okada model is applied to each slip pattern to generate the seafloor deformation and it

was shown that this is a smoothing operation that can further reduce the number of terms

needed, and hence the dimension of the stochastic space that must be explored in doing

PTHA analysis.

To use this approach for practical PTHA analysis, two major challenges must be ad-

dressed. The first is to tackle the epistemic uncertainty associated with the lack of knowl-

edge about possible future earthquakes. We would like to choose the parameters defining

the probability distribution in a suitable way for real fault geometries so that it accurately

represents the space of possible future earthquakes. This can be very challenging due to

the lack of knowledge and sparsity of data from past events, but the existing expertise and

geophysical constraints should at least be incorporated in the choice of these parameters.

The ability to generate many realizations and examine statistics of quantities such as those

used in this work may help in this. As one example, the parameters chosen here for the CSZ

example tend to give uplift rather than subsidence at Crescent City [66]. If this is viewed

as inconsistent with the geological evidence from past events, this could be adjusted, for

example by tapering the slip more on the down-dip side. Moving more of the slip up-dip will

cause more subsidence at the shore. It would also be possible to explore ways in which the
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epistemic uncertainty associated with the lack of knowledge about the true probability distri-

bution affect the resulting hazard maps generated by a PTHA analysis, for example by doing

the analysis with different parameter choices, and hence different probability distributions,

to see how robust the PTHA analysis is to changes in assumptions.

The second major challenge is to deal with the aleatoric uncertainty that is still present

even if the parameters defining the probability distribution were known to be correct. We

are still faced with a high-dimensional space to sample in order to perform PTHA analysis.

For example, if we wish to compute a hazard map similar to that shown in Figure 2.7 for

the probability that the maximum flow-depth ζ (2.3.2) at some particular point will exceed

various depths, then for each exceedence value ζe we need to calculate (2.3.3). To compute

this value, we can use a simple Monte-Carlo method in which the the set of scenarios S in

(2.3.5) are each of equal probability, (2.3.3) is approximated by

P [ζ > ζe] ≈
1

Nmc

Nmc∑
j=1

I[ζ(z[j]); ζe]. (2.4.11)

with Nmc samples and z[j] now represents the jth sample, drawn from the joint normal

distribution with density ρ(z). Note that in writing ζ(z) we have implicitly transformed the

variables s to z by the K-L expansion This is feasible with a cheap-to-compute surrogate

or proxy, but would not be possible if a full tsunami model is used to compute ζ, which

may take hours of computing time for each sample. An alternative would be to compute

the integral with a quadrature algorithm based on sampling on a grid in z-space, but this is

infeasible for high dimensions m. For example, if m = 10 then a tensor-product grid with

only 4 points in each direction has 410 ≈ 106 points.

Many other techniques have been developed in recent years to estimate such integrals

in high dimensional spaces, including for example Latin hypercube sampling (e.g., [83])),

sparse grids (e.g., [81]), and quasi-random grids (e.g., [31]) that have many fewer points

than uniform tensor-product grids. There are also many Monte-Carlo sampling methods

that can obtain accurate results with many fewer samples than the naive sum of (2.4.11),
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including multi-level or multi-fidelity methods (e.g., [26, 41, 87]) that combine results from

many simulations that are cheap to compute with a relatively few simulations with the full

model on a fine grid. Cheaper approximations might be obtained by using some of the

proxy quantities above, by computing with a full tsunami model but on coarse grids, or by

developing surrogate models or statistical emulators based on relatively few samples (e.g.

[9, 10, 67, 100]).
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2.5 Multi-resolution strategy

In this section we discuss a multi-resolution strategy. In this strategy coarse-grid runs are

performed to obtain ηs for most events in the set of earthquake scenarios (s, p) ∈ S in (2.3.7),

rather than running fine-grid runs for all scenarios. This results in a significant saving of

computational cost. Then, using these coarse-grid runs and a few fine-grid runs, we construct

an approximate hazard map.

This multi-resolution strategy is a special case of a more general methodology called

source filtering, where one selects among a given set earthquake sources S a smaller repre-

sentative subset that can be used effectively for approximating the resulting hazard map.

For instance, sources can be filtered through clustering techniques on inexpensive proxy vari-

ables, or on the seafloor deformations they cause through the Okada model. Moreover, other

approximation strategies using post-processing of coarse-grid runs can improve the accuracy

of the approximations. This section is based on a study supported by Federal Emergency

Management Agency (FEMA) Region IX performed jointly with L. M. Adams, R. J. LeV-

eque and F. I. Gonzaléz [3], where such additional source filtering methodologies have been

explored.

This section is organized as follows. First, a technique for generating extreme earthquake

scenarios S to be used for our numerical experiments are discussed in Section 2.5.1, and the

multi-resolution strategy is discussed in Section 2.5.2.

2.5.1 Generation of extreme earthquake scenarios

We use a Karhunen-Loève (K-L) expansion to generate a random slip pattern on a specified

fault geometry, sampled from random fields with a specified covariance structure. The general

approach we use is described in more detail in Section 2.4. For the fault geometry, we used a

subset of the Cascadia Subduction Zone, taking only the southern-most 8 fault segments as

illustrated above in Figure 2.9. The same geometry was used in Section 2.4 and is discussed

further there. The slip s ∈ R540 on each subfault was assumed to follow a joint lognormal
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distribution. To define the 540 × 540 correlation matrix, we first computed the pairwise

distance between subfault i and subfault j. The correlation Cij is computed as in (2.4.9),

again with correlation lengths 40% of the fault length and width, respectively.

Since the lognormal variables are not linear, we perform the K-L expansion on the trans-

formed Gaussian variables, log s, with corresponding correlation Cg
ij. The slip s is now

written as,

s = exp

[
µ+

539∑
k=1

zk
√
λkvk

]
where zk ∼ N (0, 1), (2.5.1)

and where λj and vj are eigenpairs of the covariance matrix for the Gaussian variables. In this

work we will truncate the K-L expansion after 20-terms, that is, we use the approximation

s ≈ exp

[
µ+

20∑
k=1

zk
√
λkvk

]
where zk ∼ N (0, 1). (2.5.2)

In Section 2.4.3, we illustrated that 7-term expansion is sufficient, so the 20-term expansion

used here will generate events whose seafloor deformations will accurately represent the

uncertainty in slip for PTHA. As before, a slip realization is generated by drawing samples

from the normal distribution N (0, 1), then computing s in the series above. Once a slip is

generated from the series, we apply a tapering τ(d) at the down-dip edge, given by setting

dmax = 20 km in (2.4.10). The plot of this taper is given in Figure 2.10. We then scale the

slip to obtain the desired seismic moment, for example Mw = 8.6.

We generated 100 events of magnitude Mw = 8.6 using the K-L expansion with a corre-

lation length of 130 km in the strike direction and 40 km in the dip direction. In order to

generate extreme events, these were sampled by first choosing the zk coefficients each from

a Gaussian with standard deviation 1. We draw 20,000 quasi Monte Carlo samples from a

Halton sequence, to ensure that the samples are spread out and cover the probability space

well. These samples are shown in Figure 2.12. Then we dilate them by multiplying by a

factor (here 4σ), with the result that the majority of the events are far out in the tail of the

distribution. After exponentiating the Gaussian K-L expansion, this dilation appears in the
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Figure 2.12: The 20,000 quasi Monte Carlo samples, projected on to z1-z2 plane (left), and
100 cluster centers obtained through k-means clustering (right).

expression (2.5.1) as

s/ exp(µ) ∼ exp

[
20∑
k=1

(4σ)zk
√
λkvk

]
=

(
exp

[
20∑
k=1

zk
√
λkvk

])4

. (2.5.3)

Taking the power of 4 of the slips above has the effect of generating events that tend to have

highly concentrated regions of high slip. That is, the resulting tsunami varies dramatically

depending on where the high slip region is located, in part because there can be large values

of uplift or subsidence along the coast.

Each of these sample points correspond to a potential earthquake scenario, therefore we

have so far obtained a catalogue of 20,000 potential earthquake scenarios (corresponding

annual probabilities have not yet been assigned.) Since we are constrained by the computa-

tional budget, we must reduce the number of scenarios to N = 100. To this end, we apply

the k-means clustering to the large number of scenarios, and obtain 100 clusters Ck. There



36

are various clustering algorithms that could accomplish this, for example, the well-known

Lloyd’s algorithm [68]. The cluster centers will each represent an earthquake scenario which

will be used for the tsunami simulation. An example of cluster centers is shown in Figure

2.12.

The remaining task is to assign the annual probability to each of the earthquake scenar-

ios. Relative probabilities were assigned to these 100 events by assuming that each event is

representative of some region of parameter space (a high-dimensional space whose dimension

is equal to the number of terms used in the K-L expansion, 20 for this work). A Voronoi tes-

sellation of this 20-dimensional space was constructed in performing the k-means clustering

above, subdividing the space into disjoint regions Rk, each corresponding to the cluster Ck.

This region was formed for each event determined by coefficients z[j] ∈ R20 and consists of

all points z that are closer to z[k] than to any other z[j]. Then Nmc = 1, 000, 000 Monte Carlo

samples of the z values were generated from the joint normal distribution and the fraction

of these points falling in each region Rk was used for the probability pk. These samples will

be indexed by z`. Let us denote the indicator function that returns 1 if a sample z lies in

the region by Ik : R20 → {0, 1} for sample z by Ik(z) and the k-th cluster by Rk,

Ik(z) =

1 if z ∈ Rk,

0 otherwise.

(2.5.4)

Then the probability weights are computed by

pk =
1

Nmc

Nmc∑
`=1

Ik(z`) (2.5.5)

Since the higher-order terms in the K-L expansion do not significantly affect the tsunami re-

sulting from the earthquake, we computed the probability weights based on the 7-dimensional

N (0, I), for computational efficiency.

From this set of 100 realizations we created 300 more by scaling them up to a larger
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magnitude by multiplying the slip on each subfault (and hence the seafloor deformation) by

approximately a factor of 2, which increases the moment magnitude by 0.2. In this manner

we generated 100 realizations at each magnitude Mw 8.6, 8.8, 9.0, and 9.2.

The probabilities computed for each of he original 100 realizations using the Voronoi

diagram approach described above was then apportioned between the 4 different magnitude

events using weights of (0.3, 0.3, 0.3, 0.1), with equal weighting given to the smaller three

magnitudes and less weight to the extreme Mw 9.2 events.

These realizations are not meant to be a realistic representation of actual observable

events associated with the CSZ. In particular, this approach gives realizations with highly

concentrated slip patches where the slip exceeded 180 m for some of the Mw 9.2 events

which is not realistic, although it generates an interesting test data corresponding to rare

and extreme events. Additionally, further work is required to verify that the probability

assigned here using Voronoi diagrams yield a good approximation to an optimal estimate,

which is beyond the scope of this thesis.

2.5.2 Multi-resolution strategy using SVD

In this section we outline a strategy that exploits the high similarity between the singular

modes of the fine-grid runs and those of the coarse-grid runs. The strategy is inspired by

existing multi-level or multi-fidelity strategies; see recent works [34, 79], as well as [41, 87].

This strategy is carried out separately for each of the four magnitudes represented in the

study, recalling there are 100 fine-grid runs and 100 coarse-grid runs for each magnitude.

Let us denote by B0 the bathymetry before any deformation occurs, that is, before the

Okada model is applied, and by hmax the maximum of water height h over all time.

For each of the rectangular fgmax data, let us flatten the 88× 78 grid data of hmax +B0

values into column vectors, then stack them into a 6864× 100 matrix. Let us denote by Af

such a matrix formed for the 100 fine-grid runs and by Ac a corresponding matrix for the
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100 coarse-grid runs. We compute the SVD of these two matrices,

Ac = UcΣcV
T
c = UcYc where Yc = ΣcV

T
c , (2.5.6)

Af = UfΣfV
T
f = UfYf where Yf = ΣfV

T
f . (2.5.7)

This strategy relies on the fact that first columns of Uc and those of Uf are similar, as

well as the first rows of Yc and those of Yf . The similarity between Uc and Uf , for example,

are shown in Figure 2.13.

Figure 2.13: High similarity between coarse and fine singular modes, for the first 6 modes
taken from magnitude 9.0 events. Similarity is measured by the cosine of the angle between
the two unit vectors.

The values on the diagonal of UT
c Uf have absolute values close to 1, indicating a strong

similarity. The similarity begins to break down after the 4th to 5th mode, so we use the first

4 modes to construct an approximation to Af .

In our study, computing Af would require conducting all the fine-grid runs. Therefore, in

order to compute an approximation to Af , which we denote by Âf , we attempt to construct
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an approximation to the first four columns of Uf and the first four rows of Yf using minimal

amount of information from the fine-grid runs. Since the coarse and fine runs are similar

for the first four modes, we can conclude that the coarse runs that have large components

(values in the first 4 rows of Yc) in the first four left singular directions can be used to build

an approximation to the first 4 columns of Uf which we call Ûf . Since we are given Yc,

we sort the columns (indexed by i) of its first four rows 4 ways for j = 1, 2, 3, 4, largest to

smallest by the value

|Yc,ji| ∑
k 6=j

k∈{1,2,3,4}

|Yc,ki|2


1/2
. (2.5.8)

In this study, the largest 2 columns for each of j = 1, 2, 3, 4 were chosen, so that we arrive

at 8 column indices of the coarse grid runs. These indices will be the fine-grid runs we will

perform, and we will denote the set of these indices by I.

Taking the fine-grid rectangular fgmax hmax +B0 values from the runs indexed by I, we

again flatten the grid data and form a 6864 × 8 matrix, which we denote by Bf . The SVD

of Bf is

Bf = Ūf Σ̄f V̄
T
f = Ūf Ȳf where Ȳf = Σ̄f V̄

T
f . (2.5.9)

We can now use the first four columns of Ūf as our value for Ûf .

Now, we turn to the approximation of the first four rows of Yf . While the first four

rows of Yc and Yf are similar, we can not simply equate them. We could use the known

information in the first four rows of Ȳf (called Ỹf ) to find a linear map T that can transform

the first four rows of Yc (called Ȳc) into its fine-grid counterpart (Ỹf ) in the least-squares

sense, by solving the minimization problem

minimize‖T Ȳc,i − Ỹf,i‖2 for i ∈ I. (2.5.10)
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The components of the computed T shown in Figure 2.14 reveal that it is roughly a

diagonal map, indicating that there is also a strong similarity between the columns of Ȳc and

Ỹf represented in I.

Figure 2.14: Components of T in the minimization problem of (2.5.10).

Finally, we choose Âf = ÛfT Ȳc to be the approximation to Af . This approximation is

done for each of the magnitudes (8.6, 8.8, 9.0, and 9.2). Since we used 8 fine-grid runs for each

magnitude, we have used 32 fine-grid runs total. This results in a significant computational

savings, by reducing the number of fine-grid runs required by 92%.

2.5.3 Discussion

While this multi-resolution strategy yields reasonable results, a visual inspection of the in-

undation patterns suggest that the method does not exploit an intuitively obvious pattern

present in the data. Consider the three inundation patterns shown in Figure 2.15. The

three patterns follow an obvious dynamic: the inundation patterns closely follow the contour

lines of the topography. They resemble a solution to a transport problem with proper influx

boundary conditions and variable coefficients. If one views the time-variation as a nonlinear
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Figure 2.15: High-rank behavior inundation patters visible from set of scenarios S. Run
number 78 with Mw = 8.8 (left), Run number 25 with Mw = 9.0 (middle), and Run number
42 with Mw = 9.2 (right).

parameter, the three flooding patterns in Figure 2.15 look like a solution to a transport

problem shown at different times.

Therefore, the low-dimensional behavior of inundation patterns can be better represented

in terms of the level-sets of the topography, and transport between these level-sets. In

contrast, the three responses are clearly linearly independent, which can be easily deduced

from the fact that the support of the reponses are substantially different. This observation

can be summarized by the statement that the responses ζ exhibit high-rank behavior with

respect to its argument s. Naturally, this high-rank behavior here cannot be captured well by

the SVD, since such a behavior cannot be represented by a small number of basis functions.

This is commonly observed from responses from hyperbolic problems (see Section 3.1 for a

simple 1D example). Therefore, this method can potentially improved if one finds a different

tool than the SVD or other linear decompositions that takes into account this high-rank

behavior.
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Chapter 3

The Transport Reversal Algorithm

Reduced order models (ROMs) can emulate the behavior of high-dimensional models

(HDMs) with small computational cost. Therefore, once ROMs can be constructed, pro-

hibitively expensive problems in control design or uncertainty quantification (UQ) can be

tackled by using them as surrogate models in place of HDMs. Proper orthogonal decom-

position (POD) and its variants [14, 24, 33, 52, 53, 91, 92, 102, 112] have been successfully

applied to various partial differential equations (PDEs), including those arising in fluid dy-

namics [15, 30, 58, 85, 93, 115]. However, these projection-based methods can be ineffective

when applied to flow problems governed by hyperbolic PDEs. This difficulty is well-known

and was noted in [1] where a dictionary-based model reduction method was developed, and

in [21] where a fail-safe h-adaptive algorithm was introduced.

In this chapter, we introduce the transport reversal algorithm. It is an iterative algorithm

which extracts traveling structures from solutions to hyperbolic PDEs in a greedy manner.

This chapter is based on a joint preprint with S. Moe and R.J. LeVeque [96].

3.1 Motivating example

We will illustrate the main obstacle with a simple example. Consider the initial boundary

value problem for the advection equation, whose solution u in the domain Ω ≡ (0, 1) satisfies

the PDE

ut + cux = 0 in Ω, (3.1.1)
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along with the periodic boundary condition and the initial condition

u(0, t) = u(1, t) for t ∈ [0, T ], u(x, 0) = u0(x) ≡ δ(x). (3.1.2)

We assume c = 1 here. Let us seek a solution using the finite volume method (FVM) with

upwind flux [64]. We set the grid points xj = jh for j = 0, 1, ..., N and let h ≡ 1/N , and

define the cells Cj ≡ [xj−1/2, xj+1/2] where xj+1/2 ≡ xj+h/2. Denote by unj the approximation

to the cell average of the solution at time tn

unj ≈
1

h

∫ xj+1/2

xj−1/2

u(x, tn) dx, (3.1.3)

and also denote by un the vector (unj )Nj=1 ∈ RN . Taking a fixed time-step of size ∆t = h,

it is easy to see that the finite volume solution at time tn is just the scaled standard basis

vector un = en/h. That is,

un = Knu0, where K ≡



0 0 · · · 0 1

1 0 · · · 0 0

0 1 · · · 0 0
...

...
. . .

...
...

0 0 · · · 1 0


and u0 =

1

h
e1. (3.1.4)

This solution has no error apart from the discretization of the initial data, and thereafter

reproduces the cell averages (3.1.3) exactly.

The snapshot matrix A, taken at times {tn}N−1
n=0 , is given by

A ≡
[
u0 u1 · · · uN−1

]
=

1

h
I, where I is the identity in RN×N . (3.1.5)

In POD, we take the singular value decomposition (SVD) of the matrix A. It is easy to see

that A has singular values σ1 = · · · = σN = 1/h. We then truncate the rank-1 expansion of
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A after some R terms. Usually, we choose the smallest R such that, for a given tolerance

ε� 1, the remainder satisfies

N∑
j=R+1

σ2
j

/
N∑
j=1

σ2
j < ε, in this case 1−R/N < ε. (3.1.6)

The LHS decreases linearly in R, so R must be large even for a moderately small ε to satisfy

(3.1.6). If ε < h it would require R = N , so that all singular values and corresponding singu-

lar vectors must be kept as reduced basis vectors. (Often A is preprocessed by subtracting

from each column its mean, so that each column has zero mean. Doing so here would make

σN equal to zero, but other singular values will not be changed, leaving the obstacle intact.)

This slow decay is commonly observed in snapshot matrices taken from hyperbolic prob-

lems. Therefore, existing projection-based methods quickly face a difficulty. The approach

we adopt to overcome this is to focus on the low-dimensional hyperbolic behavior of the

solution and treat it separately, to the extent possible. Simply put, we wish to construct the

Lagrangian frame of reference. To do so directly is a challenging problem of its own right,

so instead we devise a numerical method for utilizing this frame indirectly for our special

purposes.

This main idea coincides with the so-called symmetry reduction that was studied in

[97, 98] and similar ideas that appeared in the references therein. The target for reduction in

that context is a continuous symmetry group G acting on a manifold M . In our setting, M is

the L2 inner product space of periodic functions, and G is the group of spatial translations.

To reduce G, template fitting [57] is used to map the full dynamics of u to the quotient

space M/G. Given a snapshot u(x, t) at time t and a template u0(x), both periodic in [0, 1],

template fitting posits the minimization problem

min
a

∫ 1

0

|u(x− a, t)− u0(x)|2 dx. (3.1.7)

This minimization resembles the orthogonal Procrustes problem [46], which deals with data
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given in the form of sample points, rather than in discretized function values over a grid. If

u is smooth, one obtains the equation for the minimum a∗, 〈u(x, t), u′0(x+ a∗)〉 = 0, that

defines the dynamics of a∗(t). The orthogonality condition then allows one to identify the

quotient space M/G with an affine space intersecting u0 called a slice denoted by Su0 . To

summarize, for each given dynamics u(t) on M , the corresponding slice dynamics r(τ) in Su0

can be found. After a reduction for r(τ) is found in Su0 , there are reconstruction equations

that can be used to recover the original dynamics u(t) [98]. The main advantage is that r(τ)

in the space Su0 may yield low-dimensional structure more readily, even when u(t) itself does

not. This key property is the inspiration for this work.

Following the template fitting approach, we propose generalizations which expand its

applicability. In [98] the dynamics of the infinitesimal action for the reconstruction were

formulated, and then the system was integrated numerically. Here we consider the direct

discretization of (3.1.7), then devise a greedy algorithm we call the transport reversal. The

algorithm terminates when the snapshot matrix can be well-approximated by the superposi-

tion of multiple transport dynamics. The main ideas are (1) the projection onto the template

or the pivot for scaling, (2) the use of cut-off vectors to modify the pivot, and (3) enforcing

of regularity in the minimization problem to obtain smooth transport dynamics. The details

appear in Section 3.2.

In the subsequent sections, we consider two extensions of the shift operator. The upwind

flux is used to extend the shift numbers to real numbers in Section 3.5. Then an extension to

the case where the speed c in (3.1.1) varies with respect to the spatial variable is introduced

in Section 3.8. Nothing prevents these extensions from being used in conjunction with the

iterative transport reversal algorithm introduced in the preceding section. In Section 3.9, we

present some geometric interpretations.

Transport reversal shares features with the shifted proper orthogonal decomposition

(sPOD) introduced in [95]. It can be related to the dynamic mode decomposition (DMD)

[99, 109] in the sense that the periodic shift operator in (3.1.4) is a linear operator generat-

ing the dynamics on the state space RN , but the objectives differ. Here we assume that a
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specific dynamic, namely transport, is present in the data, whereas DMD aims to discover

the spectral properties of the Koopman operator derived from the data itself.

The discovery of the hyperbolic structure through this algorithm is only a first step

towards building a ROM for hyperbolic PDEs. Using this output to build a ROM requires

tackling further issues that will be pursued in future work. Once ROMs can be constructed for

any parameter value, they can be used to explore the solution behavior in parameter space. In

many practical applications the parameter space is high dimensional, so one needs a strategy

for constructing a global model that is not sensitive to the number of dimensions. To this

end, various interpolation methods incorporating adaptive and greedy strategies have been

introduced [4, 5, 6, 70, 86]. The algorithms in this chapter allows one to apply these methods

in conjunction with displacement interpolation (see, e.g., [113]) thereby incorporating the

Lagrangian frame into the approximation procedure. The approach given here may well

supplement not only existing model reduction methods, but also UQ methods such as the

generalized Polynomial Chaos (gPC) [89].

The transport reversal extends naturally to the multidimensional setting. The key com-

ponent in the extension is the use of the intertwining property of the Radon transform

[51]. In exploiting this remarkable property, one obtains a multidimensional extension of

the large time-step method [60, 61, 62], and therefore the multidimensional analogue of the

transport reversal algorithm. The scope of this chapter does not permit a detailed account

of this important extension. A thorough treatment will appear elsewhere, based on the

one-dimensional algorithm presented in this chapter.

3.2 Transport reversal

In this section, we discretize and generalize the problem (3.1.7) and then introduce the

transport reversal algorithm. To motivate the discussion, let us revisit the problem (3.1.1).

Recall the finite volume solution un, the matrix of shifts with periodic boundary conditions

K (3.1.4), and the snapshot matrix A (3.1.5). With this notation, the columns of A can be
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rewritten in terms of the Krylov subspace generated by K in using the fact that un = Knu0,

A =
[
u0 Ku0 · · · KN−1u0

]
.

Suppose we preprocess A to obtain Å,

Å ≡
[
I K−1 K−2 · · · K−(N−1)

]
�
[
u0 u1 u2 · · · uN−1

]
(3.2.1)

where the notation � denotes component-wise multiplication between a list of matrices and

a list of column vectors. It follows that

Å =
[
u0 · · · u0

]
=


1
h

1
h
· · · 1

h

0 0 · · · 0
...

...
. . .

...

0 0 · · · 0

 =


N N · · · N

0 0 · · · 0
...

...
. . .

...

0 0 · · · 0

 , (3.2.2)

and also that Å has the trivial SVD

Å = UΣV∗ =


1

0
...

0


[
N
√
N
] [

1√
N

1√
N
· · · 1√

N

]
. (3.2.3)

Hence the singular values of Å are σ1 = N
√
N and σ2 = · · · = σN = 0. In short, when SVD

is applied to Å rather than A there is only one nonzero singular value, yielding a reduced

basis with a single element {u0}. By shifting each snapshot by an appropriate number of

grid cells (reversing the transport due to the hyperbolic equation) they all line up. This

procedure can be seen as a straightforward discretization of (3.1.7), and we formulate its

generalization as follows.

Definition 3.2.1 (Shift numbers). Let A ∈ RN×M be a real matrix and b ∈ RN a real
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vector we will call the pivot. Denote by aj the j-th column of A, then define the integers

νj ∈ ZN to be the minimizers

νj = argminω∈ZN
‖aj −Kωb‖2

2 for j = 1, 2, ...,M. (3.2.4)

Whenever the minimization is not unique, we choose one closest to 0.

We call {νj} the shift numbers and organize them in a vector ν ≡ (νj)
M
j=1. We denote

the computation of ν in (3.2.4) as

ν = C(A; b). (3.2.5)

In (3.2.4) we are merely shifting the entries of the pivot b to match aj as much as possible.

Here we introduce some more notations regarding the computation C.

Notation 3.2.2. Pivot operations.

• Let C(A; j) ≡ C(A; aj), when the pivot is a column of A.

• For B ∈ RN×N , let (C(A; B))j ≡ C(aj,bj). That is, in case b in (3.2.4) depends on

the column index j so that the pivot is allowed to change for each column, we supply

the matrix B ∈ RN×M to indicate that its j-th column bj will be used as the pivot for

computing νj.

• Given ` : {1, ...,M} → {1, ...,M}, let (C(A; `))j ≡ C(aj; a`(j)). We define a pivot map

` that designates the pivot for each column, and supply it to C.

The shift numbers ν contain the information on how many entries each columns of the

matrix should be shifted. So ν describes a transport operation to be acted on each column,

which will be summarized in the operator defined below.

Definition 3.2.3 (Transport with periodic boundary conditions). Given a matrix A ∈
RN×M and a vector of shift numbers ν ∈ RM , the transport with periodic boundary conditions
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T is defined as

T (A;ν) ≡
[
Kν1 Kν2 · · · KνM

]
�
[
a1 a2 · · · aM

]
. (3.2.6)

If a vector b ∈ RN is given instead of a matrix, we let

T (b;ν) ≡
[
Kν1b Kν2b · · · KνMb

]
. (3.2.7)

It is easy to see that T (·;ν) and T (· : −ν) are exact inverses of each other. That is, for

fixed ν,

T (T (A;−ν);ν) = A for A ∈ RN×M . (3.2.8)

The key observation in the example above (3.2.3) is that the SVD of T (A;−ν) with

ν = C(A; a1) results in faster decay in singular values than that of A. (The dynamics in

T (A;−ν) represents the reduced dynamics r(τ) in symmetry reduction.) Therefore one

approximates T (A;−ν) by a low-rank representation Ã via the usual truncation of rank-1

expansion. If we apply the forward transport to Ã, that is, compute T (Ã;ν), it will be a

better approximation of A compared to the direct low-rank approximation of A. This idea

has been illustrated also in [95]. The effectiveness of this approach, along with extensions

will be discussed further in Section 3.4.

Unfortunately, template fitting has several important drawbacks. We will demonstrate

them through typical examples of hyperbolic PDEs. Suppose the given matrix A is a snap-

shot matrix from the following four hyperbolic problems. Diagrams visually illustrating the

solution behavior are shown in Figure 3.1, with respective enumeration.

(P1) Advection equation with source term,

ut + ux = −γu in (0, 1), with γ > 0, (3.2.9)

where u(x, 0) is a non-negative density pulse. The pulse diminishes in height over time,
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and this decrease cannot be well represented by translation alone. This is an inherent

limitation of (3.2.4).

(P2) Advection equation

ut + ux = 0 in (0, 1), (3.2.10)

with absorbing boundary conditions, ux = −ut at the right boundary x = 1, and u(x, 0)

a density pulse. In (3.2.4) periodic shift K assumes periodic boundary conditions, so

there is little hope of capturing this absorption.

(P3) Acoustic equations in a homogeneous medium,

p
u


t

+

 0 K0

1/ρ0 0

p
u


x

= 0 in (0, 1) (3.2.11)

with periodic boundary conditions and the initial conditions in which p(x, 0) is an

acoustic pulse and u(x, 0) = 0. For the state variable p, the initial profile splits into

two, both scaled by half, and propagates in opposite directions. A single minimization

problem (3.2.4) cannot be used to represent the two different speeds.

(P4) Burgers’ equations

ut + uux = 0 in (0, 1), (3.2.12)

again with a density pulse as the initial condition. When the initial profile changes

shape dramatically, translation alone cannot yield a good approximation.

In this section, we address these issues by the generalization of the operators C and T ,

in which we add new features to template fitting procedure (3.2.4). Each of these features

are introduced one by one in Sections 3.2.1, 3.2.2, 3.2.3 and 3.2.4. Algorithm 3.2.4 describes

the final iterative algorithm.
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(P1)
u0

u1

(P2)
u0

u1

(P3)
u0

u1

(P4)
u0

u1

Figure 3.1: Illustration of solution behavior for the four hyperbolic problems (P1), (P2), (P3)
and (P4). u0 denotes the initial profile, drawn in dashed lines, and u1 denotes the solution
at some future time, in solid lines.

3.2.1 Projection of pivot

Consider the situation in the problem (P1) above, where the initial profile diminishes in

height with time, while being transported at constant speed. This is illustrated in Figure

3.1 (P1). The minimization problem in (3.2.4) does not take the scaling into account. We

introduce a scaling by projecting the j-th column onto the pivot. The projection P is defined

as

P(aj; b) ≡


bbT

‖b‖2
aj if ‖b‖ > 0,

0 otherwise, if ‖b‖ = 0.

(3.2.13)

Now, we replace the functional in the minimization problem (3.2.4) by measuring the dif-

ference between the j-th column aj and the transported-and-projected vector P(aj; K
ωb).

That is, we solve the minimization problem

νj = argminω∈ZN
‖aj − P(aj; K

ωb)‖2
2 . (3.2.14)

We denote this computation of the shift numbers in a concise form,

ν = C(A; b,P), (3.2.15)
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by supplying the projection map P . The scaling (3.2.13) must also be stored, and we organize

it in the vector h,

hj = P(aj; K
νjb) and h =

[
h1 · · · hM

]
. (3.2.16)

We denote this concisely by writing h = P(A; b,ν).

The operator T must also be generalized to take into account the scaling h,

T (A;ν,h) ≡
[
h1K

ν1 · · · hMKνM

]
�
[
a1 · · · aM

]
. (3.2.17)

The vector version of T is modified similarly,

T (b;ν,h) ≡
[
h1K

ν1b h2K
ν2b · · · hMKνMb

]
. (3.2.18)

3.2.2 Cut-off vectors

In (P2) we encounter a wave profile that is absorbed at the right boundary. If we were to

apply the minimization problem with projection (3.2.14), the vanishing pulse would be partly

represented by a translating profile that is decreasing in height. Still, some part of the profile

will hit the boundary to the right, and since K assumes a periodic boundary condition, the

profile will appear at the left boundary as well. While one can modify K to account for this

behavior, this will cause significant changes in the minimization problem (3.2.4), and the

existence of the exact inverse in (3.2.8) may be lost. Moreover, another problem arises in

the Burgers’ equation (P4). The initial pulse is deformed to the extent that its transported

profile may not represent the shape of the shock wave adequately, even with scaling.

As a step towards remedying both issues, we introduce the cut-off (or support) vector

ρ. Roughly speaking, ρ will designate the location of the domain where the projection

P(aj; K
ωb), for given ω ∈ ZN , is a good approximation of aj. We will denote by S the

operator that yields the cut-off, for given two column vectors aj and b. To be more specific,
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the i-th component ρi of ρ is defined as

ρi = (S(aj; b))i ≡


1 if sign(aij − bi) · sign(aij) ≥ 0

and |aij − bi| ≤ |aij| ,

0 otherwise.

(3.2.19)

The intention is to use ρibi to approximate ai. The first condition sign(aij − bi) · sign(aij) ≥
0 ensures that the cut-off pivot does not overshoot the profile, and the second condition

|aij − bi| ≤ |aij| makes sure that the approximation has the same sign as the original vector.

We will project aj onto b for scaling before we apply S. That is, P(aj; b) will be input

above in (3.2.19) in place of b. To simplify the notation, we will use the shorthand

S(aj; b,P) ≡ S(aj;P(aj; b)). (3.2.20)

Now the minimization (3.2.14) is further updated: we shift b and scale it using the projection

P , and we cut-off using S, then we compare with aj. The new minimization problem becomes,

νj = argminω∈ZN
‖aj − S(aj; K

ωb,P)� P(aj; K
ωb)‖2

2 . (3.2.21)

Here � denotes the component-wise multiplication between two vectors in RN . As before,

we define a shorter notation for this computation of shift numbers,

ν = C(A; b,P ,S). (3.2.22)

Furthermore, this generalization makes it necessary to store the vectors ρj corresponding to

each νj, that is,

ρj = S(aj; K
νjb,P). (3.2.23)
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We store these as columns of the matrix

P =
[
ρ1 · · · ρM

]
, (3.2.24)

and we also write P = S(A; b,ν,P). In implementing the algorithm P is computed simul-

taneously with ν, but we will keep this implicit notation. P can be stored as an array of

Boolean data-type, so the storage requirement is not significant. It can be even more reduced

should the pivot b be sparse, but the details will not be pursued here.

Finally, the transport operator T must also be extended to incorporate the cut-off func-

tion, which we can do by letting

T (A;ν,h,P) ≡
[
h1ρ1 �Kν1 · · · hMρM �KνM

]
�
[
a1 · · · aM

]
=
[
h1ρ1 �Kν1a1 · · · hMρM �KνMaM

]
.

(3.2.25)

and the vector version T (b;ν,h,P) is defined similarly. Now we are ready to combine these

computations in a greedy iteration.

3.2.3 Greedy iteration and pivoting

Recall that the rank-1 expansion arising from the SVD can be seen as an iterative procedure

in which a greedy rank-1 update is made in each iteration. Here we define a similar update

for the minimizations above, by attempting to capture transport structure iteratively. The

necessity of multiple iterations can be illustrated by the acoustic equation (P3). The initial

pulse splits into two and travels at two different speeds. In this case the speeds have equal

magnitude with opposite sign, as sketched in Figure 1 (P3). However, they could be of

the same sign and may also vary with time. One minimization problem using C and T
defined above cannot approximate this behavior adequately. Furthermore, in the Burgers’

equation (P4) the profile is deformed heavily, so that transporting one pivot once, even with

projections and cut-offs, cannot capture the substantial change in shape.
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Therefore, we iterate on the previously defined computations as follows. First, let R1 ≡ A

and choose a pivot b1, say the first column a1 of A. Rk will denote the residual, and index

k will be used for the iteration number. We compute the shift numbers ν1, the scaling h1

and the cut-offs P1,

ν1 ≡ C(R1; b1,P ,S), h1 ≡ P(R1; b1,ν1) and P1 ≡ S(R1; b1,ν,P). (3.2.26)

Now, we subtract off the first rough approximation from the snapshots,

R2 ≡ R1 − T (b1;ν1,h1,P1). (3.2.27)

This forms one iteration. We remark that the conditions in (3.2.19) prevent R2 from devel-

oping oscillations.

Next, we compute ν2,h2 and P2 by replacing R1 above by R2. We repeat, so that all

transport patterns using the pivot b1 are removed from the data. This reaches a point of

diminishing returns after some iterations, and we monitor the progress at the k-th iteration

by computing the ratio ‖Rk‖/‖Rk−1‖. One may set a threshold τ1 so that

if
‖Rk‖F
‖Rk−1‖F

> τ1, then update the pivot b` to b`+1. (3.2.28)

There are many different options in choosing the next pivot b`+1. For example, one may

proceed to a pivot that is orthogonal to the previous pivot. Here we simply choose b` = r`,k

where r`,k is the `-th column of Rk.

The algorithm halts when ‖Rk‖F < τ0 for a given tolerance τ0.

Let us organize the shift numbers νk at each iteration in V,

V ≡
[
ν1 · · · νK

]
. (3.2.29)

where K denotes the index of the last iteration. We do the same for the cut-offs Pk and
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collect them in Q,

Q ≡
[
P1 · · · PK

]
, (3.2.30)

then similarly collect hk in H,

H ≡
[
h1 · · · hK

]
. (3.2.31)

3.2.4 Regularization of shift numbers

The shift numbers νk encode the transport motion of a profile over time, and we expect the

speed of the transport to be relatively smooth. While the greedy iteration may yield a good

approximation to A, the components of νk may vary wildly. Hence it is reasonable to enforce

some regularity when computing νk. That is, the shift number should change smoothly over

time. We achieve this by adding a penalty term in the minimization problem (3.2.21) when

j > 1 to try to keep |ν(j−1)k − νjk| small:

νjk = argminω∈ZN
‖aj − S(aj; K

ωb,P)� P(aj; K
ωb)‖2

2 + λ
∣∣ω − ν(j−1)k

∣∣2 , (3.2.32)

with a regularization parameter λ. It may be desirable to add additional higher-order regu-

larity terms, that is, second order finite difference term for νk. Other penalty terms regarding

the regularity of Pk as well as hk can be summed into (3.2.32) also.

The regularization is crucial, since the smooth evolution of the shift numbers across

snapshots is needed for displacement interpolation in the sense used in optimal transport

(see, e.g., [113]), which effectively tracks the transport structure. Note also that we may

encode the smooth evolution efficiently by polynomial interpolation or regression. This

could be taken into consideration much earlier on, when the snapshots are generated: one

may store snapshots at Chebyshev grid points in the time variable, to facilitate accurate

interpolation, then enforce high regularity in the shift numbers.

The output of the regularized version of the algorithm can also be viewed as a greedy
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solution to an optimal transport problem, where one seeks to minimize the cost of trans-

porting an initial state to the final state over admissible transport maps. The cost function

here is particularly simple and is given by the regularization terms, for example the term

penalizing the total displacement in the case of (3.2.32).

A simplified pseudo-code of the transport reversal is given in Algorithm 3.2.4.

Algorithm 3.2.4 (Transport reversal algorithm).

1: procedure TR(A, K, τ0, τ1)

. input matrix A, max. no. of iterations K, and tolerances τ0, τ1

2: `← 1 . pivot number

3: k ← 0 . iteration count

4: rold ← ‖A‖F
5: R← A . initialize residual R

6: b` ← R(:, `) . choose first column of R as pivot

7: while (rold > τ0 and k ≤ K) do

8: k ← k + 1

9: (νk,hk,Pk)← (C(R; b`,P ,S),P(R; b`,νk),S(R; b`,νk,P))

. computation is done concurrently

10: R← R− T (b`;νk,hk,Pk)

11: rnew ← ‖R‖F
12: if rnew/rold > τ1 then

13: `← `+ 1 . pivoting

14: b` ← R(:, `) . update pivot to be the `-th column of the new R

15: end if

16: rold ← rnew

17: end while

18: B← [b1, · · · ,b`]
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19: V← [ν1, · · · ,νk]
20: H← [h1, · · · ,hk]
21: Q← [P1, · · · ,Pk]

22: return B,V,H,Q

. output pivots, shift numbers, scalings, and cut-offs

23: end procedure

3.3 Numerical example for transport reversal

Here we apply the transport reversal algorithm to two of the problematic scenarios given

above: the acoustic equation (P3) and the Burgers’ equation (P4). The tolerances and

regularization parameters are chosen rather heuristically. λ is set adaptively according to the

variation of the functional in the minimization problem without the penalty terms (3.2.21):

we set λ in (3.2.32) as 2.5/(CN) where

C ≡ max
ω∈ZN

‖aj − S(aj; K
ωb,P)� P(aj; K

ωb)‖2
2

− min
γ∈ZN

‖aj − S(aj; K
γb,P)� P(aj; K

γb)‖2
2 .

(3.3.1)

The L2-norm used for measuring the error here refers to the 2 dimensional L2-norm over

spatial and temporal variables, ‖·‖F/
√
NM for a matrix in RN×M .

3.3.1 Acoustic equation

The snapshot of the p variable for the acoustic equation is given in Figure 3.2. No pivoting

was required up to the given maximum number of iterations K = 15. The L2-norm of the

residual at the final iteration was 2.1841× 10−3. The corresponding shift numbers for each
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Figure 3.2: Snapshot matrix of the p variable in the acoustic equation (P3) (left) and its
approximation via the transport reversal algorithm (right). The L2-norm of the difference is
2.1841× 10−3.

iteration are shown in Figure 3.3. The diagonal pattern is clearly visible, which indicates

that the method is capturing the two profiles being transported at constant speed through

the domain. However, there is some ambiguity of between the two profiles when they pass

each other near snapshot number 60. Notice how in the computed shift numbers for k = 1

shown in Figure 3.3 the profile is transported first to the right, then the direction is reversed

around the snapshot 60, rather than keeping straight. This behavior can be changed by

adding higher-order finite difference terms of νk as penalty term in (3.2.32) so that the

second derivative of the shift numbers are kept small.

3.3.2 Burgers’ equation

Now we apply transport reversal to the snapshot matrix from the Burgers’ equation (P4).

The initial condition and its final snapshot is shown in Figure 3.4. The entire snapshot

matrix and its approximate reconstruction are shown in Figure 3.5. The total number of

iterations was K = 30 and pivoting occured once at iteration 19.
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Figure 3.3: Shift numbers νk (3.2.29) for each iteration k, for the acoustic equations example.
Single pivot (the initial condition) was used.

Figure 3.4: Initial condition of the Burgers’ equation (P4) (left) and its final snapshot (right).
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Figure 3.5: Snapshot matrix of the Burgers’ equation (P4) (left) and its approximation via
the transport reversal algorithm (right). L2-norm of the difference is 9.6333× 10−5.

The L2-norm of the residual at the final iteration was 9.6333 × 10−5. The correspond-

ing shift numbers extracted for iterations 1-15 are shown in Figure 3.6. The shift numbers

computed here also face an ambiguity between the two separate humps at times, in a sim-

ilar manner to the acoustic equations example. Adding more regularity will remove this

ambiguity.

The first two shift numbers in Figure 3.6 correspond to the movement of the pivot that

attempts to match the deforming hump to the left and to the right. Since the left and the

right humps move at slightly different speeds, transporting the initial condition at constant

speed is only able to match one of them. It is helpful to isolate the contributions from the

first two iterations from the algorithm. That is, we observe

hjkρjk �Kνjka1 for k = 1, 2 and j = 15, 50. (3.3.2)

These contributions are shown in Figure 3.7. Note how in the first iteration the initial profile

is cut off to match the hump to the right. In the second iteration, the hump to the right in
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Figure 3.6: Shift numbers νk (3.2.29) for iterations k = 1 to 15, for the Burgers’ equations
example. The first pivot (the initial condition) was used for all iterations shown here.
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Snapshot 15 Snapshot 50

Figure 3.7: Contributions from first two iterations of the transport reversal (rows 1 and 2) for
snapshots 15 and 50 (columns 1 and 2) given by the expression (3.3.2). Final approximation
at iteration 30 is given in the last row. The contribution from first iteration alone attempts
to capture the taller shock to the right (row 1), and that of the second iteration captures
the shorter one to the left (row 2).
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the initial condition is cut off to match the left shock in the snapshot. This illustrates the

flexibility provided by the cut-off vectors ρ for capturing the deformation occurring in the

profile.

3.4 Extensions of the shift operator

In this section, we consider extensions of the matrix K (3.1.4) above. The matrix Kω

(ω ∈ ZN) is a basic component of the minimization problem (3.2.4), and two extensions of

Kω will be given here. First, we start with an extension using a linear interpolation between

Kω and Kω+1 by an analogy to the upwind flux. This yields a continuous operator K(ω̃)

over the real numbers (ω̃ ∈ R), rather than over integers. Since this operator now causes

some numerical diffusion due to its approximation, a reconstruction procedure is introduced

to sharpen the profile. The second extension allows the advection velocity in the advection

equation (3.1.1) to depend on the spatial variable. This extension is Kc(ω̃) with prescribed

velocity field c. We also discuss the pivoting procedure that becomes necessary for linear

systems.

We remark that the extensions that appear in this section can be used in the greedy

algorithm introduced in the previous section. Such use would only require that one change

the operator K above with K or Kc.

3.5 Extension of K by upwind flux

First let us recall the finite volume upwind flux, which will motivate our definitions below.

The finite volume update of the advection equation (3.1.1) is given by

un+1
j = unj −

∆t

∆x

(
fnj+1/2 − fnj−1/2

)
. (3.5.1)
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The upwind flux is defined by fnj−1/2 ≡ cunj−1, and letting ν ≡ c∆t/∆x be the shift number,

the time-step (3.5.1) can be is expressed as a linear interpolation between unj−1 and unj ,

un+1
j =

(
c∆t

∆x

)
unj−1 +

(
1− c∆t

∆x

)
unj = νunj−1 + (1− ν)unj . (3.5.2)

We write the update in (3.5.1) as a matrix multiplication.

Definition 3.5.1. Let K be the permutation matrix in (3.1.4). Define the matrix K(ν) ≡
(1 − ν)I + νK. Let us also define the discretized Laplacian Lh ≡ (K + KT − 2I)/h2, where

h = 1/N.

We list some basic properties of the matrix K(ν).

Lemma 3.5.1. K(ν) satisfies

(a) K(ν)K(ω) = K(ω)K(ν).

(b) K(ν)K(ω)T = K(ω)TK(ν).

(c) For 0 ≤ ν, ω ≤ 1 and ν+ω ≤ 1, K(ν)K(ω) = K(ν+ω)+O (1/N2) , where the constant

for O (1/N2) is a shifted discrete Laplacian (see paragraph below.)

(d) For u ∈ RN ,
∑N

j=1 (u)j =
∑N

j=1 (K(ν)u)j.

Proof. (a) Follows from the definition since I,K commute,

K(ν)K(ω) = (1− ν)(1− ω)I + ν(1− ω)K + ω(1− ν)K + νωK2

= ((1− ω)I + ωK) ((1− ν)I + νK) = K(ω)K(ν).

(b) Again from the definition,

K(ν)TK(ω) =
(
(1− ν)I + νKT

)
((1− ω)I + ωK)

= ((1− ω)I + ωK)
(
(1− ν)I + νKT

)
= K(ω)K(ν)T .
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(c) We have

K(ν)K(ω) = (1− ν − ω)I + (ν + ω)K +
νω

N2

I− 2K + K2

1/N2
.

The matrix in the last term, I− 2K + K2 = K
(
KT + K− 2I

)
= 1

N2 KLh, is a shifted

Lh.

(d) This follows from the fact that the sum of the rows of K(ν) is equal to
[
1 · · · 1

]
.

The notation O(1/N2) here and throughout the chapter is to be interpreted as follows.

When a matrix term is to be acted on vectors v that are discretizations of twice differentiable

functions on a grid of size O(N) (so that its discrete Laplacian Lhv converges), the resulting

term is of size O(1/N2).

Note that K(ν)T is obtained if we use the one-sided flux in (3.5.1) on advection with

velocity −1 rather than 1 (so that this is actually still the upwind flux). Naturally, when

the matrix K(ν)TK(ν) is multiplied to the left of a vector, it propagates the entries of the

vector first in one direction and then back in the opposite direction. The resulting vector

should be close to the initial one, in other words K(ν)TK(ν) must be close to the identity.

This fact is summarized in the following lemma.

Lemma 3.5.2. K(ν)TK(ν) = K(ν)K(ν)T is an identity up to O(1/N2), in which the resid-

ual is a multiple of discrete Laplacian with periodic boundary condition. It satisfies the bound

∥∥K(ν)TK(ν)− I
∥∥

2
≤ 4ν(1− ν). (3.5.3)

Proof. By definition and recalling h = 1/N ,

K(ν)TK(ν)− I = ν(1− ν)(K + KT − 2I) =
ν(1− ν)

N2
Lh, (3.5.4)
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Now,
∥∥K + KT − 2I

∥∥
2
≤ 4 by von Neumann analysis

|λξ| =
∣∣ei2πξ(x+h) − 2ei2πξx + ei2πξ(x−h)

∣∣
=
∣∣ei2πξx (ei2πξh − 2 + e−i2πξh

)∣∣ = 2 |(cos(2πξh)− 1)| ≤ 4.

The inequality (3.5.3) holds for any N , and it is merely an estimate for the total numerical

diffusion due to the upwind flux, resulting from both K(ν) and K(ν)T . This marks a point of

departure from the continuous setting studied in [97, 98], as it indicates that the translational

actions discretized in such a way no longer form a group; the inverse (3.5.4) and multiplication

(Lemma 3.5.1 (c) and Lemma 3.5.3 (c)) are both only approximate and their residuals

indicate the presence of numerical diffusion.

Note that K(ν) was defined in Definition 3.5.1 for any ν ∈ R. However, when ν is

viewed as the Courant number, the Courant-Friedrichs-Lewy condition imposes a necessary

condition for stability of the upwind method [64], which requires ν ∈ [0, 1] in this case.

This prohibits the use of K(ν) when ν is outside of the unit interval, at least superficially.

There is a straightforward generalization of this ν to be any real number ν̃ ∈ R by first

shifting exactly an integer number of times (determined by the integer part s of ν̃), which

is accomplished by multiplying by Ks, and then applying K(ν) where ν is the remaining

fractional part.

This leads us to the next definition.

Definition 3.5.2. Given a shift number ν̃ ∈ R, let s and ν be its integral part and the

fractional part, s ≡ bν̃c and ν ≡ ν̃ − s, respectively. We define the matrix K(ν̃) as follows,

K(ν̃) ≡

KsK(ν) if s ≥ 0(
KT
)s

K(ν) if s < 0

. (3.5.5)



68

We will also use the notation, for s ∈ Z and ω ∈ R,

K(s, ω) ≡

KsK(ω) if s ≥ 0(
KT
)s

K(ω) if s < 0

. (3.5.6)

Then it follows that K(ν̃)T = K(−ν̃) since if one writes out the integral and fractional

parts ν̃ = s+ ν and −ν̃ = −(s+ 1) + (1− ν),

K(ν̃)T =
(
KT
)s+1

((1− ν)I + νK) =
(
Ks+1

)T
K(1− ν) = K(−ν̃). (3.5.7)

All of Lemma 3.5.1 follows through easily.

Lemma 3.5.3. Let K(ν̃) be as above. Let s ≡ bν̃c, ν ≡ ν̃− s and r ≡ bω̃c, ω ≡ ω̃− r. Then

it satisfies

(a) K(ν̃)K(ω̃) = K(ω̃)K(ν̃).

(b) K(ν̃)K(ω̃)T = K(ω̃)TK(ν̃).

(c) For ν̃, ω̃ such that 0 ≤ ν, ω ≤ 1 and ν + ω ≤ 1, we have K(ν̃)K(ω̃) = K(ν̃ + ω̃) +

O (1/N2) , where the constant for O (1/N2) is a shifted discrete Laplacian.

(d) For u ∈ RN ,
∑N

j=1 (u)j =
∑N

j=1 (K(ν̃)u)j.

Proof. We omit the proof, as it is similar to that of Lemma 3.5.1.

This is a generalization of the upwind method beyond the constraint of the CFL condition,

and can be viewed as a special case of large time-step (LTS) method [60], which can also be

extended to nonlinear systems [61, 62].
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3.6 Transport reversal in R

Using the definitions above, we generalize the minimization problem (3.2.4) to be applied to

a snapshot matrix A. We will use the notations D ≡ K− I and L ≡ K + KT − 2I.

Lemma 3.6.1. Suppose a,b ∈ RN are non-constant.

If we let ν = argminω∈R
∥∥b−K(ω)Ta

∥∥2

2
, then

ν =
1

2

(
1− 2

aTDb

aTLa

)
. (3.6.1)

Proof. Let,

J (ω) ≡
∥∥b−K(ω)Ta

∥∥2

2
=
(
b−K(ω)Ta

)T (
b−K(ω)Ta

)
= bTb− 2aTK(ω)b + aTK(ω)K(ω)Ta.

Taking a derivative,

J ′(ω) = −2aTK′(ω)b + aTK′(ω)K(ω)Ta + aTK(ω)K′(ω)Ta.

Letting J ′(ν) = 0 and expanding, we have

ν =
1

2

(
1− 2

aT (K− I)b

aT (K + KT − 2I)a

)
=

1

2

(
1− 2

aTDb

aTLa

)
.

The nullspace of L is the span of constant vectors, so the denominator on the RHS does not

vanish.

Recall that the CFL condition required that ν ∈ [0, 1], and note that ν given by (3.6.1)

is not guaranteed to lie in this stability region. The minimization (3.2.4) is now extended to

the case when K is replaced by the matrix K(ν̃),

min
ω̃∈R

∥∥a−K(ω̃)Tb
∥∥2

2
. (3.6.2)
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It is immediate that this problem is symmetric with respect to the vectors a and b up to

O(1/N2). That is, the problem can be rewritten using (3.5.4),

min
ω̃∈R

(∥∥b−K(ω̃)Ta
∥∥2

2
+O(1/N2)

)
. (3.6.3)

The problem (3.6.2) is only of one variable ω̃ lying in an interval [0, N ], although this can

be viewed as a non-convex minimization problem in RN as we will see in Section 3.9. With

the partitioning {[m,m+ 1] : m = 0, · · · , N − 1} of [0, N ], a recursive relation can be found

for the formula (3.6.1) in terms of j, restricting the variable ω̃ to a set of 2N − 1 positive

reals.

Lemma 3.6.2. Suppose a,b ∈ RN and let ν±s be defined as

ν+
s ≡ argminω∈R

∥∥b−K(s, ω)Ta
∥∥2

2
, ν−s ≡ argminω∈R

∥∥b−K(−s, ω)Ta
∥∥2

2
. (3.6.4)

Then we have the relations

ν+
s+1 = ν+

s +
(Ksb)TLa

aTLa
, ν−s+1 = ν−s +

(
(KT

)s
b)TLa

aTLa
. (3.6.5)

Proof. Consider the (+) case, the (−) case follows similarly.

ν+
s = argminω∈R

∥∥∥b− (K(ω)Ks)T a
∥∥∥2

2
= argminω∈R

∥∥b−K(ω)T
(
KT
)s

a
∥∥2

2
.

Using this in formula (3.6.1),

ν+
s =

1

2

(
1− 2

bT (K− I)
(
KT
)s

a

aT (K + KT − 2I) a

)
.

Then we have

ν+
s+1 =

1

2

(
1− 2

bTD
(
KT
)s+1

a

aTLa

)
= ν+

s +
bTL

(
KT
)s

a

aTLa
= ν+

s +
(Ksb)T La

aTLa
.
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Filtering out ν±s that do not satisfy the CFL condition, we let

ν̂±s ≡

±s+ ν±s if νs ∈ [0, 1]

±s otherwise.

Then the minimization problem (3.6.2) only requires comparison of at most 2N − 1 discrete

values,

ν̃ = argminω̃∈W
∥∥b−K(ω̃)Ta

∥∥2

2
where W ≡ {0, ν̂+

0 , 1, ν̂
+
1 , · · · , N − 1, ν̂+

N−1}, (3.6.6)

or equivalently, W = {0, ν̂−N−1, 1, ν̂
−
N−2, · · · , N − 1, ν̂−0 }.

In many examples the data a and b have localized features. This fact can be incorporated

into our computation of (3.6.2) by assuming that a and b are sparse representations that

reflect these features well, thereby W . Reduction of W beyond this may be possible by

using discrete Fourier transforms and exploiting isotropy that might exist in a or b (see

Proposition 3.9.1.)

Definition 3.6.1 (Transport reversal in R). Given a matrix A ∈ RN×M , let aj denote the

j-th column of A, and let b ∈ RN be a given pivot. Let

ν̃j ≡ argminω̃≥0

∥∥aj −K(ω̃)Tb
∥∥2

2
, for j = 1, · · · ,M. (3.6.7)

This computation is denoted by ν̃ = C̃(A; b).

We define the transport T of A,

T (A; ν̃) ≡
[
K(ν̃1) K(ν̃2) · · · K(ν̃M)

]
�
[
a1 a2 · · · aM

]
. (3.6.8)

Let ν̃ ≡ C̃(A; b) and Å ≡ T (A;−ν̃). Now, the orthogonality of the eigenvectors of ÅT Å
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is not strictly preserved under the action of K(ν̃), but holds up to O(1/N2). This is an

analogue of Proposition 3 in [7] and is stated as follows.

Proposition 3.6.3. If ϕ is an eigenvector of ÅT Å with eigenvalue λ, then ϕ is also an

eigenvector of
(
K(ν̃)Å

)T (
K(ν̃)Å

)
to the same λ for every ν̃ ∈ R, up to O(1/N2).

Proof. Follows immediately from (3.5.4) in Lemma 3.5.2.

3.7 Sharpening procedure

Once Å ≡ T (A;−ν̃) is computed, we can apply the SVD to construct a reduced basis

representation of Å. Let us denote this low-rank representation by Ã, and columns of Ã by

ãj. For a reconstruction of A itself, we compute the forward transport, T (Ã; ν̃). While this

yields an acceptable reconstruction, the numerical diffusion arising from the upwind flux

causes O(1/N2) amount of smearing. This numerical diffusion has a particular structure

(3.5.4) in the form of a discrete Laplacian Lh. This can be utilized to improve the accuracy

by applying a post processing procedure motivated as follows.

Suppose we are given a column a, to which we apply the reversal then reconstruction as

above. Then the reconstruction, which we denote by b, satisfies the equation K(ν̃)K(ν̃)Ta =

b. Recall that

K(ν̃)K(ν̃)T = I + αLh where α =
ν(1− ν)

N2
and Lh ≡

1

h2
(K + KT − 2I).

Thus we can recover a from b by solving a discretized Helmholtz equation augmented with

a set of boundary conditions. For example, we can use the first and last values of a,

(I + αLh) u = b, satisfying u1 = a1 and uN = aN . (3.7.1)

This inversion acts to remove the diffusive error caused by grid interpolation (3.5.2). This
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can also be seen as a sharpening procedure, once rewritten as

u− b

k
= βLhu, β ≡ −α

k
.

Due to the negative sign of β, here u is shown as the single time-step solution to the backward

heat equation with step size k (a parameter that has been introduced for illustrative purpose).

We will denote this solution operator to (3.7.1) by (I + αLh)
−1 . Letting αj ≡ νj(1 −

νj)/N
2, we apply this sharpening procedure for each column of the reconstructed Ã, that is,

[
(I + α1Lh)

−1K(ν̃1) · · · (I + αM−1Lh)
−1K(ν̃M−1)

]
�
[
ã1 · · · ãM

]
. (3.7.2)

As mentioned in remarks following Lemma 3.5.2, this procedure aims to address the fact

that the discretized advection or translation no longer forms a symmetry group exactly. The

reversal and reconstruction procedure will be demonstrated numerically in Section 3.8.3.

3.8 Variable speed transport reversal and linear systems

In the previous section we have introduced a transport procedure amounting to a long-time

solution of a constant speed advection equation. Now we consider a generalization of the

reversal problem (3.1.7) when the advection speed c > 0 in (3.1.1) is allowed to depend on

the spatial variable x. For simplicity, c will be represented as a piecewise constant function

over a uniform grid.

In the previous section, the transport reversal (3.6.7) has largely been a discretization

of the continuous minimization problem (3.1.7) with some numerical error (3.5.3). But in

considering the variable speed setting, additional differences between the discrete and the

continuous case come to the fore. Consider c which has the following property: there exists

ω > 0 and a grid {xj}Nj=0 and grid-sizes ∆xj = xj+1 − xj,

|ω − ωj| < δ � 1 where ωj =
c(xj+1/2)

∆xj
for j = 0, · · · , N. (3.8.1)
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That is, even if c(xj+1/2) varies, care can be taken to adjust size of the cells ∆xj so that

the shift number νj = ωj∆t behaves like a constant multiple of ∆t for all cells. Then, the

discretized problem is identical to the constant speed case and the techniques introduced in

the previous section apply directly, so the extension to variable speed c satisfying (3.8.1) is

trivial. Let us give a simple example of c and {xj}Nj=0 that satisfies this property. Consider

the advection equation (3.1.1) and suppose c took on two values and the grid {xj} was

constructed as follows,

c(x) =

1 if 0 ≤ x < 1
2

1
2

if 1
2
≤ x ≤ 1

, and xj =


3

2N
j if j < N/3

3
4N
j + 1

4
if j ≥ N/3

.

If we choose N to be a multiple of 3, then (3.8.1) holds with ω̄ = 2N/3 and δ = 0.

However, the property (3.8.1) is not easily guaranteed, especially when dealing with

systems, when the characteristic variables have different speeds, or when c is allowed to

depend on time, as in the nonlinear case. Here we address the general variable speed case in

Section 3.8.1, even if c does not satisfy the property (3.8.1).

3.8.1 Variable speed reversal

We proceed to generalize the transport reversal procedure by employing the large time-step

(LTS) method [60, 61, 62]. This is also reminiscent of Lagrangian methods such as the

particle-in-cell method [29, 50] or its variant the material point method [105, 118]. The

LTS method allows long-time reversal of the given wave profile without incurring excessive

numerical diffusion, mimicking the behavior of the matrix K(ω̃) .

The given vector (unj )Nj=1 will be considered to represent a discretization of a function

u(x) lying on a uniform grid {xj}Nj=0 of the domain Ω = [0, 1]. Let us define the jumps

∆n
j ≡ unj − unj−1, where the index j is defined modulo N .

Now, the grid points will serve as particles or material points, and their positions will

evolve with time. We index the time-dependence by `, letting {x`j}Nj=0 denote the grid points
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at time t`. Then we evolve the grid points as a function of time, xj = xj(t), according to the

ordinary differential equation

 ẋj = c(xj),

xj(0) = x0
j ,

for j = 0, 1, · · · , N, (3.8.2)

with periodic boundary conditions. We will evolve backward in time, as is natural for the

reversal procedure. The problem will be solved up to time tL < 0. The solution at tL is

given by

xj(t
L) = xj(0) +

∫ tL

0

c (xj(t)) dt. (3.8.3)

Recall c(x) was assumed to be piecewise constant, so we let cj ≡ c(xj+1/2) and we compute

(3.8.3) explicitly.

Let us be given time-steps 0 = t0 > t1 > · · · > tL with ∆t` = t` − t`−1 < 0. Define ∆t`ij

as the amount of time xj(t) lies in the i-th cell Ci during the time interval [t`, t`−1], ∆t`ij ≡
− |{t ∈ [t`−1, t`] : xj(t) ∈ Ci}| . Naturally, this is a partition of the time interval [t`, t`−1] so

∆t` =
∑N

i=0 ∆t`ij. Then the solution x`j at time t` = t0 +
∑`

k=1 ∆tk is given by

x`+1
j = x`j +

N∑
i=1

ci∆t
`
ij mod 1. (3.8.4)

Once time stepping has reached the final time tL, we can update the cell average by computing

the total flux for each cell,

un+1
j = unj +

N∑
i=1

∆n
i ci∆t

`
ij. (3.8.5)

The procedure is sketched in Figure 3.8.

Although the time steps ∆t` are not technically necessary since this ODE can be solved

to any time in one step, we define it in order to maintain an analogy to the constant speed

case. Let T denote the period of the solution xj to (3.8.2), so that xj(t+ T ) = xj(t). Recall
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Given unj , place a material point
at each grid point x0

j (red dots)
and compute the jumps ∆n

j at these
points (red lines.) Assign the jumps
to the material points.

Advect the material points, comput-
ing the total flux caused by each
jump, for each cell. (e.g, jump for
xn4 below will change the volume of
cells C2, C3, C4.)
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Figure 3.8: An illustration of the variable speed advection with periodic boundary conditions.
The dotted blue line at x = 0.5 denotes the interface where c changes. After the fluxes for
each cell is computed, we update unj by computing the total change of volume as in (3.8.5),

resulting in un+1
j .
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that shift number ν̃ ∈ R satisfied the periodicity condition K(ν̃ +N) = K(ν̃), which should

correspond to periodicity xj(t+ T ) = xj(t). Notice that T satisfies the relationship

c̄ ≡ |Ω|
T

=
1

|Ω|

∫
Ω

c(x) dx, (3.8.6)

where |Ω| denotes the measure of Ω. Given ν̃ and c we let the time step ∆t satisfy

ν̃ =
N∆t

T
= c̄

∆t

|Ω| /N =

(
N∑
j=0

cj∆x
0
j

)
∆t∑N

j=0 ∆xj/N
.

Using this definition, we denote the reversal procedure above by the operator Kc(ν̃). Note

in particular that Kc(ν̃ + N) = Kc(ν̃) holds with high numerical accuracy. Now the mini-

mization problem to be used in the variable speed reversal can be written down. Replacing

the transpose in (3.6.2) by a negation of the argument using (3.5.7), we have

min
ω̃∈R
‖aj −Kc(−ω̃)b‖2

2 . (3.8.7)

Now we define the reversal for the variable speed case.

Definition 3.8.1 (Variable speed transport reversal). Given A ∈ RN×M and a variable

speed c : [0, N ]→ R, let aj denote the j-th column of A. Let b ∈ RN be a given pivot. Then

compute

ν̃j = argminω̃∈R ‖aj −Kc(−ω̃)b‖2
2 , for j = 1, · · · ,M. (3.8.8)

This computation is denoted by ν̃ = C̃c(A; b) where (ν̃)j = ν̃j.

We define the transport of A with speed c, denoted by

Tc(A;ν) ≡
[
Kc(ν̃1) · · · Kc(ν̃M)

]
�
[
a1 · · · aM

]
. (3.8.9)
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Also define the transport reversal of A, distinguished by the sign of the shift numbers ν̃,

Tc(A;−ν̃) ≡
[
Kc(−ν̃1) · · · Kc(−ν̃M)

]
�
[
a1 · · · aM

]
. (3.8.10)

The orthogonality condition in Proposition 3.6.3 still holds with small error. Also, no

simple relation such as (3.6.5) are found, and the sharpening procedure (3.7.2) cannot be

easily applied. This is due to the loss of convexity to be discussed in Section 3.9.

3.8.2 Reversal for linear systems with pivoting

Let us now consider the reversal for snapshot matrices arising from linear systems of equa-

tions. We will focus on the acoustic equation (P4),

p
u


t

+

 0 K

1/ρ 0

p
u


x

= 0. (3.8.11)

Parameters ρ and K are the density and the bulk modulus of compressibility of the material,

respectively. Eigendecomposition of the matrix yields eigenpairs,

λ1 = u− c, r1 =

−ρc
1

 and λ2 = u+ c, r2 =

ρc
1

 . (3.8.12)

where c ≡
√
K/ρ. We can rewrite the equation (3.8.11) in terms of new variables r1 and

r2 by projecting the state vector [p, u]T onto the eigenspace spanned by the two vectors in

(3.8.12). When c is constant, the system can be completely decoupled, and two advection

equations can be solved separately. However, when c depends on the spatial variable, the

eigendecomposition also depends on x. This implies that even after the eigendecomposition,

there is a coupling between the variables r1 and r2 across space if ρc varies, so that the

wave profiles will evolve. For example, r1 may initially be identically zero at initial time

but suddenly develop nonempty support as soon as a wave profile in r2 passes through an
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interface and is partially reflected. An example of this kind is shown in Figure 3.12 below.

Therefore we need to dynamically change the pivot vector b in (3.8.7) appropriately to

other columns as the wave profile evolves. Let us recall the pivot map ` : {1, · · · ,M} →
{1, · · · ,M} which takes each column aj to its corresponding pivot a`(j). Then we may define

reversal with pivoting as follows.

Definition 3.8.2 (Variable speed transport reversal with pivoting). Let the matrix A ∈
RN×M be given, a pivot map ` : {1, ...,M} → {1, ...,M}, and a variable speed c : [0, N ]→ R.

Then let

ν̃j ≡ argminω̃∈R
∥∥aj −Kc(−ω̃)a`(j)

∥∥2

2
, for j = 1, · · · ,M. (3.8.13)

This computation is denoted by ν̃ = C̃c(A; `) where (ν̃)j = ν̃j.

The proper pivoting criterion will depend on the problem at hand, and for acoustic

equations with heterogeneous media, pivoting when there is large relative change in the `2-

norm difference between the previous and current column was sufficient. See Example 3.8.3

for numerical results using this particular pivoting criterion.

3.8.3 Numerical experiments

We apply the transport reversal and reconstruction procedure outlined in this section to the

acoustic equation, in both homogeneous and heterogeneous media. We do not introduce the

iterative procedure from Section 3.2, and consider relatively simple examples to focus on the

effect of the extensions of the shift operator.

Acoustic equation in homogeneous media

We apply the reversal (3.6.8) to the constant speed acoustic equation (3.8.11) with K ≡ K0

and ρ ≡ ρ0 with periodic boundary conditions. For the initial conditions, p0 is given to be a

Gaussian hump and u0 to be identically zero.

The 100 snapshots were taken from a 100-cell solution. After an eigendecomposition of

the state vectors (3.8.12) we transform the state variables p and u, to the characteristic
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Figure 3.9: Left: Fast decay of singular values of snapshots in the variables r1 and r2 for
the acoustic equation with homogeneous media. The largest 35 singular values are shown.
Three singular values represent 99% of the threshold for both variables. Right: L2 error for
each column of the reconstruction for eigenvector variables r1and r2.

variables r1 and r2. Then we apply the reversal procedure (3.6.8) to the two snapshot

matrices corresponding to these variables.

The decay of the singular values for Å is clearly much more rapid, as seen from Figure

3.9. The threshold of 99% is achieved with only 3 basis vectors. The reconstruction is

plotted against the snapshot itself in Figure 3.10, and they are nearly identical. The POD

reconstruction is also plotted. The L2-errors from the two reconstructions are compared in

Figure 3.9, where the reversal consistently outperforms the näıve POD.

Acoustic equation with heterogeneous media

Now we consider the acoustic equation (3.8.11) with heterogeneous media, with two different

materials. An interface will be located at x = 0.5. Letting ` designate left part of the domain

(0, 0.5) and r the right part of the domain (0.5, 1), suppose we have the parameters K and ρ

vary depending on the part of the domain. Here we let ρ` = 1, K` = 1 and ρr = 4, Kr = 1.
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Figure 3.10: Reconstruction of the solution to acoustic equation with homogeneous media,
for state variable p. The snapshot is given in dashed green, the reversal reconstruction in
blue, and POD reconstruction in red. Three reduced basis vectors were used for both reversal
and POD.
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so that c` = 1 and cr = 0.5. We again impose periodic boundary conditions, and this creates

two more interfaces, at x = 0 and 1. The initial condition p0 and u0 are both Gaussian

humps of identical shape traveling towards the interface at x = 0.5.

The 100 snapshots were taken from a 100-cell solution. An eigendecomposition of the

state-vectors transform the variables u and p, to r1 and r2 as in the previous example. Then

we apply variable speed reversal with pivoting (3.8.13) on each of the matrices for these

variables.

Here finding a suitable pivot map becomes necessary. We track the change of the profile

by computing the relative `2-norm difference between the previous and the current column,

and pivots to the current column when it exceeds some threshold γ. That is, the pivot map

is given by

`(j) = max
k

{
k ∈ Z : 0 ≤ k ≤ j,

‖aj+1 − aj‖2

‖aj‖2

≥ γ

}
For this example, setting γ = 0.15 was appropriate.

The achieved decay in singular values, along with the L2-errors for each snapshot are

shown in Figure 3.11. Note how the error for the reversal is concentrated near the interface.

Away from the interface, the traveling wave solution is much more accurately captured with

the reversal. The decay of the singular values can also be interpreted in this context. While

the decay is clearly more rapid than the POD modes, the difference is not as striking when

compared to the case of homogeneous media. The singular modes whose corresponding

singular values belong to this trailing part represent the rapidly changing shape of the wave

profile near the interface. The slower decay is attributable to the presence of these modes.

A few sample reversal reconstruction are plotted along with the snapshot itself and the

POD reconstruction in Figure 3.12. 7 and 5 reduced basis vectors, for r1 and r2 respectively,

were used for the reconstruction. The accuracy of the reconstruction visibly deteriorates

near the interface.
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Figure 3.11: Faster decay of singular values of r1 and r2 for the acoustic equation (3.1.1)
with heterogeneous media (left). Largest 30 singular values are shown. 5 and 7 singular
values represent 90% threshold for these variables, respectively. L2-error for each column
of reconstruction for characteristic variables r1 and r2. The error is concentrated near the
snapshots (20-40) in which the wave profile is undergoing rapid change near the interface.

3.9 Geometric interpretation

In this section, we present some geometric interpretations of the reversal procedure intro-

duced in the Sections 3.2 and 3.8 that arise naturally. Recall the matrices K(ν) (Def. 3.5.1),

K(ν̃) = K(s, ν) (3.5.5) and variable speed operator Kc(ν̃) (3.8.7). Let us define,

Is(a) ≡ {K(s, ν)a : ν ∈ [0, 1]} and M(a) ≡
⋃
s∈Z

Is = {K(ν̃)a : ν̃ ∈ R} . (3.9.1)

Observe that Is(a) is the convex hull of {Ksa,Ks+1a}. Therefore, given any column vector

a ∈ RN , M(a) is a union of one-dimensional intervals lying in RN (3.9.1), although M(a)

is not convex in RN in general.

In the minimization problem (3.6.2) we are choosing a point on this polygon that is

closest to b. Since K is an isometric map, the vertices of the polygon lie on the N -sphere of

radius ‖aj‖2. Note that when choosing a point in the interior of Is(a), we are not preserving
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Figure 3.12: Reconstruction of the solution to acoustic equation for state variable p (left
column) and u (right column). The snapshot is given in dashed green, reversal reconstruction
in blue, and POD reconstruction in red. The interface is displayed as a vertical gray line.
Four reduced vectors were used for each reconstruction.
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‖a‖2 but
∑N

j=1(a)j due to mass conservation in Lemma 3.5.1 (d). This is also reflected in

the O(1/N2) numerical diffusion term in K(ν̃)TK(ν̃)− I (3.5.3).

When computing the reversal of a matrix A, each column aj is transformed along its

corresponding polygonM(aj). The orientation of this polygon is determined by the column

aj itself. On the other hand, it is easy to see that the M(a) is always regular, since the

angle between the tangent vectors along its edges are −aT
(
K + KT − 2I

)
a/ ‖Da‖2

2.

As a special case, if A = I, all the regular polygons corresponding to each column vector

of A coincide, and therefore the reversal is able to eliminate the functional (3.6.2). Then

using a single reduced basis vector of Å suffices. This indicates that the decay of singular

values of Å depends on how well the polygons M(aj) are aligned with respected to each

other.

It follows easily that the M(a) shrinks to a point as a approaches 1. So the problem of

finding the optimal point in on the M(a) becomes more constrained then finally becomes

trivially ill-posed when a or b is parallel to 1. It is also easy to see that the shift number

(3.6.7) can always be found. That is, suppose a,b ∈ RN , then there always exists a shift

number ν̃ minimizing
∥∥b−K(ν̃)Ta

∥∥
2
. ‖b− c‖2

2 for c ∈ M(a) is a paraboloid on RN re-

stricted to a compact subset, so it yields a minimum in M(a). This minimum may not be

unique, but the addition of a proper regularization term as in (3.2.32) will yield uniqueness

for the problem.

Now, let us turn our attention to the dimension of the space spanned by vertices of

M(a). The dimension depends on the periodicity of a, in particular when the period of a

is strictly smaller than N . In the presence of such smaller periods, also called isotropy [98],

the minimization (3.6.2) can be further reduced; and the smaller the period of a, the smaller

the dimension should be. This is eventually related to the period of the functional (3.6.2),

summarized in the next proposition and remarks that follow.

Note that a period of a function g defined on R is the smallest number L > 0 such that

g(x+ L) = g(x) for all x ∈ R.
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Proposition 3.9.1. Suppose we are given vectors a,b ∈ RN both not parallel to 1. Defining

g(ν̃) ≡ b − K(ν̃)Ta, let us denote by L the period of g, F the discrete Fourier transform,

and gcd the greatest common divisor. Then

L =
N

gcd [suppF(a) \ {0}] (3.9.2)

Proof. We will call L a period of the vector a if L is the smallest number such that aj+L = aj,

where the indices are computed modulo N .

It is easy to see that if a has period L then g(ν̃ + L) = g(ν̃).

Suppose g has period L, then L must be an integer. If L has nonzero fractional part

denoted by α then

g(L) = b−
(
KT
)L−α

K(α)Ta = b− a = g(0).

So we must have that
(
KT
)L−α

K(α)Ta = a. Taking the 2-norm on both sides,

∥∥∥(KT
)L−α

K(α)Ta
∥∥∥2

2
= aTK(α)TK(α)a = aTa− α(1− α)

N2
aTLa > ‖a‖2

2 ,

for non-constant a since −L is positive semi-definite with nullspace equal to that of constant

vectors. Hence α cannot be in (0, 1) it so must be zero.

Now since L is an integer modulo N let us assume L > 0 without loss of generality, then

b−
(
KT
)`

a = b−
(
KT
)`+L

a for some ` < N,

which implies KLa = a, so a has period L. Also, since L is smallest number satisfying this

equality, L divides N .

Therefore we only need to find the dividend, for which we simply take the discrete Fourier

transform and compute the greatest common divisor of the nonzero frequencies. This yields

the equation (3.9.2).
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Given this dimension L in (3.9.2), we can reduce the discrete set W in (3.6.5) by consid-

ering only the first 2L − 1 values. The proposition characterizes the isotropy in a discrete

case, whose continuous version was mentioned but not detailed in [98].

In the variable speed case, the polygon M no longer retains its regularity. Let us define

a variable speed counter part to (3.9.1),

Ic,s(a) ≡ {Kc(ν̃)a : ν ∈ [s, s+ 1]} and Mc(a) ≡
⋃
s∈Z

Is = {Kc(ν̃)a : ν ∈ R} . (3.9.3)

Mass is not preserved and Ic,s is not guaranteed to be convex. The variable speed introduces

more vertices to the polygon Mc(a) and Ic,s(a) is itself now a union of more convex hulls.

This makes the minimization problem (3.8.7) more challenging and causes the sharpening

procedure (3.7.2) to run into difficulties, outside simple special cases for which one may

impose more boundary conditions (3.7.1) near the interface.

3.10 Summary and discussion

This chapter introduced a greedy algorithm that extracts the transport structure from the

snapshot matrix by building on the template fitting strategy. Extensions of the algorithm

through the generalizations of the shift operators were also considered. Numerical experi-

ments show that the algorithm can capture complex hyperbolic behaviors in examples where

shocks and interfaces are present.

The objective of this approach is to construct a reduced order model of fully nonlinear hy-

perbolic problems, for use in high-dimensional applications arising in UQ and control design.

In future work, the problem of post-processing the output from the transport algorithm for

use with existing projection-based model reduction methods will be investigated. Extension

of the algorithm to the multidimensional setting is currently under development.
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Chapter 4

Dimensional splitting with the Radon transform

Dimensional splitting provides the simplest approach to obtaining a multi-dimensional

method from a one-dimensional method [64, 74, 104]. Although extremely powerful, existing

splitting methods do not preserve a special feature that is easily obtained for 1D methods.

For 1D hypebolic partial differential equations (PDEs) of the type

qt + Aqx = 0 (4.0.1)

where A is a constant diagonalizable matrix with real and distinct eigenvalues, one can devise

large time-step (LTS) methods that allow the solution to be solved up to any time without

incurring excessive numerical diffusion [60, 61, 62]. Previous splitting methods do not lead

to such LTS methods in multi-dimensions.

In this chapter, we introduce a dimensional splitting method that allows multi-dimensional

linear constant coefficient hyperbolic problems to be solved up to desired time. The method

relies on the intertwining property of Radon transforms [51, 80], thereby transforming a

multi-dimensional problem into a family of one-dimensional ones. Simply by applying an

1D LTS method on each of these one-dimensional problems, one obtains a multi-dimensional

LTS method. While this intertwining property is well-known and appears in standard ref-

erences, it has not been used for constructing multi-dimensional numerical methods, to the

best of our knowledge.

The method also has implications for the problem of imposing absorbing boundary con-

ditions, a problem that has received sustained interest over many decades [11, 12, 22, 32]. By

using the Radon transform, the splitting decomposes multi-dimensional waves into planar
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ones, thereby allowing a separate treatment of each incident planar wave near the boundary.

This yields the desired absorbing boundary conditions in odd dimensions, and in even dimen-

sions one obtains an approximation up to O(1/t) that does not cause spurious reflections.

Another useful application of this dimensional splitting is in displacement interpolation,

a concept that arises naturally in optimal transport [113]. Our interest in displacement

interpolation is motivated by model reduction. To construct reduced order models for typical

hyperbolic problems, one cannot rely solely on linear subspaces [1, 21], and it is necessary

to interpolate over the Lagragian action [95, 96, 97, 98]. In a single spatial dimension this

can be done in a relatively straightforward manner, owing to the LTS methods available

for 1D [96]. The multi-dimensional LTS method is useful also for the multi-dimensional

extension of displacement interpolation, and this in turn will yield a straightforward way for

low-dimensional information to be extracted for multi-dimensional hyperbolic problems.

For the dimensional splitting to be computationally successful, one requires an algorithm

for computing the Radon transform and its inverse efficiently. Throughout this chapter

we use the approximate discrete Radon transform (ADRT), also called simply the discrete

Radon transform (DRT), devised in [18, 45]. Here we will refer to ADRT as DRT. It is a

fast algorithm with the computational cost of O(N2 logN) for an N × N image or grid,1

and the efficiency is obtained through a geometric recursion of so-called digital lines. The

inversion algorithm using the full multi-grid method appeared in [88], but here we adopt a

simpler approach by making use of the conjugate gradient algorithm [47] for the inversion.

We conjecture the worst-case cost of the inversion to be O(N5/2 logN).

This chapter is organized as follows. In Section 4.1, we give a review of the intertwining

property of the Radon transform and introduce the dimensional splitting method. In Section

4.2, discuss its applications in absorbing boundary and in displacement interpolation. In

Section 4.3, we give a brief introduction to the DRT algorithm and discuss its inversion.

In this chapter we will fully implement only constant coefficient linear problems in spatial

1The term grid (cell) is a more appropriate term for our PDE applications, but DRT originally comes
from imaging literature so we will sometimes also use the term image (pixel), interchangeably.
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dimension two, although we will also discuss how the splitting can be extended to fully

nonlinear problems and to higher spatial dimensions. Further investigations into these and

other related topics will be mentioned in Section 4.5.

The Radon transform was introduced by Johann Radon [90] and has been a major sub-

ject of study, perhaps primarily due to its use in medical imaging but also as a general

mathematical and computational tool.

4.1 Dimensional splitting using the Radon transform

In this section, we briefly review the intertwining property of the Radon transform [51, 80]

then show that it can be used as a dimensional splitting tool that extends the large time-

step (LTS) operator to multiple spatial dimensions. It preserves the ability to take large

time-steps without loss of accuracy in the constant coefficient case. Moreover, this splitting

can be used for fully nonlinear problems as well, in a similar manner to the other splitting

methods, with the usual CFL condition for the time-step.

4.1.1 Intertwining property of Radon transforms

The Radon transform ϕ̂ : Sn−1 × R→ R of the function ϕ : Rn → R is defined as

ϕ̂(ω, s) = Rϕ(ω, s) =

∫
〈x,ω〉=s

ϕ(x) dm(x), (4.1.1)

in which dm is the Euclidean measure over the hyperplane. For any fixed pair (ω, s) ∈
Sn−1 × R, the set {x ∈ Rn : 〈x,ω〉 = s} defines a hyperplane, so the transform is simply

an integration of the function over this hyperplane. In effect, ϕ̂ decomposes ϕ into planar

waves in the direction of ω.

The back-projection is defined as the dual of R with respect to the obvious inner product

over Sn−1 × R. For ψ : Sn−1 × R→ R the back-projection ψ̌ is

ψ̌(x) = R#ψ(x) =

∫
Sn−1

ψ(ω, 〈ω,x〉) dS(ω), (4.1.2)
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where dS is the measure on Sn−1 and 〈·, ·〉 denotes the usual inner product in Rn.

The Radon transform has a remarkable property, that it intertwines a partial derivative

with a univariate derivative. The i-th partial derivative ∂/∂xi of ϕ is now transformed to

the derivative of ϕ̂ with respect to s multiplied by ωi,(
∂

∂xi
ϕ(x)

)∧
= ωi

∂

∂s
ϕ̂(ω, s). (4.1.3)

This is the key property that allows us to transform a multi-dimensional hyperbolic problem

into a collection of one-dimensional problems. For example, let us apply the Radon transform

to the transport equation in R2, in which the scalar state variable q : R+×R2 → R satisfies,

qt + θ · ∇q = 0 where θ ∈ S1. (4.1.4)

The transformation produces a family of 1D advection equations

q̂t + (θ · ω)q̂s = 0, (4.1.5)

whose coefficient varies for each ω. Similarly, consider the acoustic equations for p, u, v :

R+ × R2 → R, where the state variable p denotes pressure, u the velocity in x-direction, v

the velocity in y direction,
p

u

v


t

+


0 K0 0

1/ρ0 0 0

0 0 0



p

u

v


x

+


0 0 K0

0 0 0

1/ρ0 0 0



p

u

v


y

= 0. (4.1.6)

After the transform, we obtain
p̂

û

v̂


t

+


0 ω1K0 ω2K0

ω1/ρ0 0 0

ω2/ρ0 0 0



p̂

û

v̂


s

= 0. (4.1.7)
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This PDE has one spatial dimension in variable s. Letting µ = ω1u+ω2v and ν = −ω2u+ω1v,

(4.1.7) can be rewritten as three equations for new states p̂, µ̂ and ν̂. If one omits the trivial

equation νt = 0, the equation (4.1.7) is reduced to the 1D acoustic equations,

p̂
µ̂


t

+

 0 K0

1/ρ0 0

p̂
µ̂


s

= 0. (4.1.8)

In this case, the equation depends on ω through the variable µ. However, the equation itself

is invariant over all ω, owing to the fact that the problem (4.1.7) is isotropic. Moreover,

note that this is exactly the same equation obtained in the physical space if you consider the

case of a plane wave where the data varies only in the direction ω so that derivatives in the

orthogonal direction vanish.

The Radon transform therefore transforms n-dimensional hyperbolic problems such as

(4.1.4) and (4.1.7) into their 1-dimensional counterparts (4.1.5) and (4.1.8), respectively.

4.1.2 Multi-dimensional extension of large time-step (LTS) methods

Previous dimensional splitting methods [64, 74, 104] such as Strang splitting do not allow a

natural extension of large time-step (LTS) methods [60, 61, 62] to multiple spatial dimensions.

In order to take large time-steps for constant coefficient multi-dimensional hyperbolic prob-

lems, one can use the Fourier transform, for example. Upon taking the Fourier transform,

one is left with a set of ordinary differential equations (ODEs) different from the original

problem [17, 108]. On the other hand, using the Radon transform, one obtains a dimen-

sional splitting that reduces the multi-dimensional problem into a family of one-dimensional

counterparts of similar (if not identical) form. This allows 1D LTS methods to be applied

for each of these problems, and the multi-dimensional solution is obtained by computing

the inverse of the Radon transform. Moreover, the Radon transform provides an intuitive

geometrical interpretation as a decomposition into planar waves and thus yields other useful

applications. These applications will be illustrated in Section 4.2.
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This multi-dimensional extension of the LTS method for the constant coefficient case is

very straightfoward. Taking the Radon tranform of the problem as above, one obtains a set

of 1D problems such as (4.1.5) or (4.1.8). Then one applies the 1D LTS solution operator

K to evolve the initial data û0(ω, s) for each ω up to desired final time T . The operator

K may depend on the direction ω, so we denote the dependence as a parameter by writing

K = K(T ;ω). This yields the Radon transform of the solution at time T ,

q̂(T,ω, s) = K(T ;ω)q̂0(ω, s). (4.1.9)

Then, to compute the solution q we can apply the inversion formula

cnq(T,x) =


R# dn−1

dsn−1
q̂(T,ω, s) if n is odd,

R#Hs
dn−1

dsn−1
q̂(T,ω, s) if n even.

(4.1.10)

where the constant cn = (4π)(n−1)/2Γ(n/2)/Γ(1/2) and Hs denotes the Hilbert transform.

Much is known about the inversion; see standard texts such as [51, 80] for more details.

This splitting can also be related to the Strang splitting, if one views it as a decomposition

of the multi-dimensional problem into planar wave propagation. In Strang splitting one

constructs the planar waves emanating in varying directions by dividing a single time-step

into multiple successive planar wave propagations. The Radon transform decomposes the

multi-dimensional directions by explicitly discretizing the sphere Sn−1.

Let us consider a concrete example, the 2D acoustic equation (4.1.7). Let us set K0 =

ρ0 = 1, so that we have the sound speed c = 1, and impose the initial conditions

q0(x, y) =


p0(x, y)

0

0

 , p0(x, y) =

 cos(π(x2 + y2)/2) if x2 + y2 < 1,

0 otherwise.
(4.1.11)
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Figure 4.1: The solution to the acoustic equation using the Radon transform in the square
domain [−4, 4]× [−4, 4]. The pressure p is shown on the left column and its Radon transform
p̂ is shown on the right column, at times t = 0 (first row), t = 1 (second row), and t = 3
(third row).
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The initial pressure profile is a cosine hump supported in a disk of radius 1 centered at the

origin, and the initial velocity profile is identically zero. We will also set absorbing boundary

conditions in the manner to be described in Section 4.2.1.

On the transformed side (4.1.8), the evolution for any fixed direction ω ∈ S1 is given by

the d’Alembert solution (4.1.12),

q̂(t,ω, s) =
1

2
(r1q̂0(ω, s− t) + r2q̂0(ω, s+ t)) (4.1.12)

where

r1 =

1

1

 and r2 =

 1

−1

 . (4.1.13)

This reduces to simple shifts at corresponding speeds, which can be computed easily up to

any time t. This is precisely the 1D LTS solution for the constant coefficient case.

The solution to the acoustic equation computed on the domain [−4, 4]× [−4, 4] is shown

in the left column of Figure 4.1. The Radon transform of the pressure term p̂ is plotted in

the right column of the same figure. Note that this problem is radially symmetric about

the origin. A consequence of this is that the Radon transform is invariant with respect to

the variable ω, hence the Radon transform of the solutions at different times all appear as

horizontal stripes. (There is a small amount of shift, following from the fact that for an

image of even size N , the origin is chosen as the (N/2, N/2)-pixel, slightly off center.)

A key observation is that the evolution of the solution in the transformed variables is a

sum of two shifting horizontal stripes, although the wave profile in the spatial domain prop-

agates radially. For each fixed angle ω, one only need solve the d’Alembert solution (4.1.12),

which is easy to solve to any time t by shifting the initial profile twice each according to two

opposite speeds, and summing them. Intuitively, the shifts correspond to the propagation of

decomposed planar waves for any fixed normal directions in S1.

The actual computational did not make use of the continuous Radon transform (4.1.1),

but rather a completely discrete approximation called the discrete Radon transform (DRT),
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Figure 4.2: The discrete Radon transform (DRT) of the solution to the acoustic equation
(4.1.7), for times t = 0, 1 and 3. The parameters h and s which appear on the axes designate
d-lines (see Figure 4.11) and indices {a, b, c, d} denote quadrants (see Figure 4.12). Details
appear in Section 4.3.
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Figure 4.3: L2 difference between the splitting solution and the reference solution over time,
for the acoustic equation (4.1.7) with the initial condition (4.1.11). The difference over all
cells are shown together with the difference over interior cells inside [−3, 3] × [−3, 3]. The
slope of O(1/t) is also shown for comparison.

which is plotted in Figure 4.2. The DRT will be introduced and discussed in further detail

in Section 4.3. Here it will suffice to mention that the continuous transform can be obtained

by an easy change of variables (4.3.8-4.3.11) which scale the domain and amplitude of the

DRT, and that the change of variables do not affect the intertwining property. The 1D LTS

method can still be used on the DRT, just as in the case of the continuous transform.

A grid of size 128 × 128 was used and prologation of p = 2 (see Section 4.3.3) was used

for the inversion of DRT. This solution is compared with a reference finite volume solution

computed on a larger domain [−8, 8]×[−8, 8], using the wave propagation algorithm [63] with

Lax-Wendroff flux and Van Leer limiter [64, 111], implemented in the Clawpack software

package [25]. The reference solution was computed on a 1024×1024 finer grid-cells of uniform

size, then corresponding cells have been summed and compared with coarser cells of the DRT

solution. The `2-norm of the difference over time is displayed below in Figure 4.3, where
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the error is in the order of 10−3 up to time t = 2.5, before the profile starts approaching the

boundary. The subsequent increase in the error is expected from the particular absorbing

boundary set up here, as will be discussed in Section 4.2.1.

While this problem was radially symmetric, the splitting is by no means restricted to

problems with radial symmetry. Let us modify the initial conditions above so that it is the

sum of two cosine humps of different radii and heights,

q0(x, y) =


p1(x, y)

0

0

 ,
p1(x, y) = p0(x+ 1, y + 1.5) + 1.5 p0(1.25(x− 0.75), 1.25(x− 1.1)).

(4.1.14)

The splitting solution and its continuous Radon transform is plotted in Figure 4.4. In the first

row of the figure, the initial condition and its Radon transform are shown. The two cosine

humps in the initial condition each correspond to a sinusoidal signal on the transformed

side. Recall the horizontal line centered at s = 0 from the previous example (Figure 4.1).

The sinusoidal shift away from s = 0 is due to the fact that translation is an anisotropic

operation. This can also be deduced from the transformed transport equation (4.1.5) in which

the transport speed is θ · ω, that is, cosφ where φ is the angle between transport direction

θ and the direction of the transform ω. For example, when the cosine hump at the origin p0

(4.1.11) is transported away from the origin by rθ, p̂0 is shifted by p̂0(ω, s− r cos(φ)).

In any case, the solution is still given by the d’Alembert solution (4.1.12) and the acoustics

equation can be solved exactly same way as before. The DRT used in the actual computations

are plotted in Figure 4.5. Each corresponds to a continuous transform in Figure 4.4.
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t
=

0
t

=
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5
t

=
1

t
=

1.
5

Figure 4.4: The solution to the acoustic equation using the Radon transform in the square
domain [−4, 4]× [−4, 4]. The pressure p is shown on the left column and its Radon transform
p̂ is shown on the right column, at times t = 0 (first row), t = 0.5 (second row), t = 1 (third
row), and t = 1.5 (fourth row).



100

t
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Figure 4.5: The discrete Radon transform (DRT) of the solution to the acoustic equation
(4.1.7) with initial conditions (4.1.14), for times t = 0, 0.5, 1 and 1.5. The parameters h and
s which appear on the axes designate d-lines (see Figure 4.11) and indices {a, b, c, d} denote
quadrants (see Figure 4.12). Details appear in Section 4.3.
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4.1.3 Splitting for the nonlinear case

Here we will discuss how the splitting above to can be applied to a fully nonlinear system of

hyperbolic equations. For a state vector q, such a PDE is given in the form

qt + f(q)x + g(q)y = 0, (4.1.15)

where f and g are flux functions that can be nonlinear. Taking the Radon transform as

before, we obtain

q̂t + (ω1f(q) + ω2g(q))∧s = 0. (4.1.16)

Let us define the directional flux function as

h(q) = ω1f(q) + ω2g(q). (4.1.17)

Then one obtains the nonlinear 1D equations,

q̂t + h(q)∧s = 0. (4.1.18)

As in the acoustics equation (4.1.8), the dependence on ω enters through the flux function

h(q), while the form of the equation is invariant with respect to ω.

As an example, consider the shallow water equations in 2D, in which ρ, u, v : R+×R2 → R

denote water height, velocity in the x-direction and velocity in the y-direction, respectively,
ρ

ρu

ρv


t

+


ρu

ρu2 + 1
2
ḡρ2

ρuv


x

+


ρv

ρuv

ρv2 + 1
2
ḡρ2


y

= 0. (4.1.19)

Here ḡ denotes the gravitational constant. The Radon transform as above yields 1D equation
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in the form (4.1.18), in the transformed velocity variables µ = ω1u+ω2v and ν = −ω2u+ω1v,


ρ

ρµ

ρν


∧

t

+


ρu

ρµ2 + 1
2
ḡρ2

ρµν


∧

s

= 0. (4.1.20)

Note that the first two equations of (4.1.20) are just the shallow water equation in a single

dimension in the normal direction of the hyperplane, whereas the third equation is the

conservation of momentum in the transverse direction.

We observe that the transformed equations resemble a finite volume discretization. Let

us say that ξi,j is a discretization of the hyperplane {x ∈ Rn : 〈x,ωi〉 = sj}. The specific

discretization for the hyperplanes can take on many different forms, but here we will leave

it in a general form. We denote the approximation to q̂(tn,ωi, sj) at time-step tn by Q̂n
i,j,

Q̂n
i,j ≈

∫
ξi,j

q(tn,x) dm(x). (4.1.21)

For each fixed direction i = i0, the collection of hyperplanes {ξi0,j} form a partition of

the domain. We can consider these hyperplanes to be finite volume cells. In the equation

(4.1.18) the flux function h(q) assigns the flux between ξi0,j and ξi0,j+1. If the cell boundary

between ξi0,j and ξi0,j+1 is denoted by ξi0,j+ 1
2
, we define the numerical flux F n

i0,j+
1
2

to be an

approximation to the flux at ξi0,j+ 1
2
, valid from time-step tn to tn+1. Then we have the finite

volume update

Q̂n+1
i0,j

= Q̂n
i0,j
−∆t(F n

i0,j+
1
2
− F n

i0,j− 1
2
). (4.1.22)

Once these updates are made for all i, the updated Q̂n+1
i,j are combined through the inversion

formula (4.1.10) to yield the numerical solution at time tn+1.

The dimensional splitting strategy would be to compute the numerical flux F n
i,j+ 1

2

by

solving only the 1D Riemann problems in the x and y directions. Since the flux function

h(q) is a linear combination of normal fluxes f(q) and g(q) (4.1.17), we can compute h once
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we have the approximation for these normal fluxes. In other words, we can solve the 1D

Riemann problems for piecewise constant jumps locally in x and y directions, then sum these

fluxes across the cell boundary ξi,j+ 1
2

to obtain the flux between hyperplanes. One thereby

decomposes the multi-dimensional Riemann problem into a set of single-dimensional ones,

to be combined together by the inversion formula (4.1.10).

Unlike in the constant coefficient case, the flux function h(q) must be updated at every

time step, as is usually done for finite volume methods, although one may apply the non-

linear LTS method on the transformed problem regardless. This would be based on the 1D

analogues studied in [60, 61, 62]. The fully nonlinear splitting will not be implemented here,

but will be investigated in future work.

4.2 Applications of the dimensional splitting

The dimensional splitting described in Section 4.1 above is a decomposition of hyperbolic

solutions into evolution of planar waves. This decomposition can be useful in diverse settings.

Here we discuss two applications: the absorbing boundary conditions and the displacement

interpolation.

4.2.1 Absorbing boundary conditions

It is well-known that imposing absorbing boundary conditions to emulate infinite domains in

multi-dimensional wave propagation is a challenging problem [11, 12, 22, 32]. On the other

hand, the 1D extrapolation boundary condition is much more tractible [64]. A major advan-

tage of this splitting method is that the 1D extrapolation boundary conditions can be used

on the transformed side at the computational boundary to avoid any reflections. This yields

exactly the desired absorbing boundary conditions in the odd-dimensional case. Therefore,

the dimensional splitting introduced in the previous section can be used directly to impose

absorbing boundary conditions in 3D. On the contrary, there is an error caused by such an

extrapolation in the even-dimensional case. This is due to the Huygens’ principle, evident

in the presence of the Hilbert transform in the inversion formula (4.1.10). In this section,
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we discuss the type of error caused by imposing such extrapolation boundary conditions via

the Radon transform in even dimensions.

In the true infinite domain, the non-zero values in transformed variables beyond the

computational boundary of Sn−1 × R affect the solution within the computational domain

in the original variables Rn. For example, the vertical translation of horizontal strips in

Figure 4.1 should continue beyond the finite computational boundary, and by imposing a 1D

extrapolation boundary condtion we would be neglecting this infinite propagation. To make

this more precise, denote the computational (finite) transformed domain by Ω = {(ω, s) ∈
Sn−1 × (−b, b)} for some b > 0. Let χΩ be the characteristic function of the finite and

χRn\Ω = 1− χΩ. For n even, the exact solution q can be written as,

q(T,x) =
1

cn
R#Hs

dn−1

dsn−1
q̂(T,ω, s) (4.2.1)

=
1

cn
R#HsχΩ

dn−1

dsn−1
q̂(T,ω, s) +

1

cn
R#HsχRn\Ω

dn−1

dsn−1
q̂(T,ω, s). (4.2.2)

Recall that R# is the back-projection (4.1.2). The first term in (4.2.2) is the approximate

solution one would obtain if extrapolation boundary is set up at the boundaries s = ±b. Let

us call this approximate solution qh(x). Then the error is

q(T,x)− qh(T,x) =
1

cn
R#

(
p.v

∫
(−∞,−b)]∪[b,∞)

1

r − s
∂n−1

∂rn−1
q̂(T,ω, r)dr

)
, (4.2.3)

where p.v denotes the principal value integral. Note that in hyperbolic problems in free

space, wave profiles will radiate outwards, that is, the support of q̂ will be transported

towards r = ±∞. This causes the RHS above to decay with time. Furthermore, the

principal integral is a smooth function of s as long as ∂n−1q̂/∂rn−1 is integrable. Since R#

is an integral, we expect the error to be smoother than q(x).

Let us revisit the acoustic equations example (4.1.7) from Section 4.1.2, with initial

conditions (4.1.11). Since q̂0(x, y) is supported in {(ω, s) ∈ Sn−1 × R : |s| ≤ 1}, we have a
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t

=
3

Figure 4.6: The splitting solution to the acoustic equation (4.1.7) in the square domain
[−4, 4]× [−4, 4]. The pressure p and its DRT RNp at time t = 3.

simple estimate for the case when t is sufficiently large so that (−1 + t, 1 + t) ⊂ (b,∞),

|q(x)− qh(x)| = 1

2cn
R#

∣∣∣∣∫ −b
−∞

r1

r − s
d

dr
q̂0(r + t)dr

+

∫ ∞
b

r2

r − s
d

dr
q̂0(r − t)dr

∣∣∣∣
≤ 2 |Sn−1|

cn

sup ‖p′0‖1

|t+ 1| ,

(4.2.4)

where |Sn−1| is the surface area of an n-sphere. Therefore we see that the effect of the

extrapolation boundary decays relatively slowly, at the rate of O(1/t).

These observations help us understand the L2 error plot in Figure 4.3. Recall that

the reference solution was computed in a larger domain of size [−8, 8] × [−8, 8] instead of

imposing absorbing boundary conditions (see description in Section 4.1.2). The error from

the truncation (4.2.4) begins to appear around time t = 2.5 and peaks around time t = 5,

then decays to zero with time. The solution at time t = 3, as it has begun to interact with

the boundary, is shown in Figure 4.6. Note that there are no reflections from this boundary

condition. On the other hand, a thin layer appears at the computational boundary. The

layer is clearly non-physical, but is localized and has limited affect on the solution further in

the interior. The DRT of the solution is also shown to its right, and we can see that the two
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Figure 4.7: Difference to the reference solution at time t = 5. The difference for all cells in
log-scale (left) and the difference for the interior cells in [−3, 3]× [−3, 3] (right).

pulses from the d’Alembert solution are hitting the 1D extrapolation boundaries (the top

and bottom boundaries of the polygonal region in dark blue). The pulses first arrive at the

DRT boundary at the angles 0, π/2 and π, and this agrees with the solution plot to the left.

Comparing this solution to the reference solution, one discovers that the bulk of this error

is concentrated near the thin layer which appears near the boundary. In Figure 4.7, we have

plotted the difference between our solution and the reference solution on the computational

domain [−4, 4]× [−4, 4] to the left. When we restrict the contour plot to the interior portion

of the domain [−3, 3]× [−3, 3] as is shown to the right, we see that the error is significantly

smaller as we move away from the boundary. This is to be expected from the decay of the

principal value integral in (4.2.3): the further away the interior point is from the boundary,

the smaller the effect of the trunctation by χΩ. If we denote the the distance by d, then the

decay will be O(1/(d + t)). As t increases and the waves leave the domain, the error also

decays, at a slightly faster rate than the rate O(1/t) estimated by (4.2.4).
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4.2.2 Displacement interpolation

In projection-based model reduction, the solution to a parametrized PDE is projected into a

low-dimensional subspace, yielding a fast solver with significantly lower computational cost

without compromising accuracy. To discover this low-dimensional subspace, the popular

approach is to use proper orthogonal decomposition (POD) [15]. For hyperbolic PDEs,

however, the solutions do not lie in a low-rank linear subspace, even for the simplest problems

[1, 21, 95, 96, 98]. For instance, the d’Alembert solution (4.1.12) is a linearly independent

function of s for each t > 0. It is easy to see that a linear projection of this solution to

a low-dimensional basis would not yield a good approximation of the solution. Naturally,

methods to remove translational symmetry [95, 96, 98] are being actively explored. This

is also intimately related to the concept of displacement interpolation, a term we borrow

from the optimal transport literature [113], in which one aims to minimize the Wasserstein

distance, although we will not make the connection more explicit here.

Let us first illustrate how displacement interpolation arises naturally, with a simple 1D

example. Suppose φ0 is a hat function, given by

φ0(x) =


x
h

+ 1 if − h < x < 0,

−x
h

+ 1 if 0 ≤ x < h,

0 otherwise,

(4.2.5)

for some h > 0. Let φ1 and φ2 be translation and scaling of φ0,

φ1(x) = φ0(x) and φ2(x) =
1

4
φ0(x− 2). (4.2.6)

For h = 0.1, the two functions are shown in the first row of Figure 4.8. The linear interpo-
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lation ψ of the two functions with weights (1− τ) and τ is given by

ψ(x) = (1− τ)φ1(x) + τφ2(x)

= (1− τ)φ0(x) +
τ

4
φ0(x− 2)

(4.2.7)

whereas a displacement interpolation between the two functions under a simple transport

map (1D translation) would be given by

ψD(x) = (1− τ)φ1(x− 2τ) +
τ

4
φ2(x+ 2(1− τ))

=

(
1− 3

4
τ

)
φ0(x− 2τ)

(4.2.8)

The two interpolants for τ = 0.25 are plotted in the bottom row in Figure 4.8 . Since φ1

and φ2 are both translates of a scalar multiple of φ0, the displacement interpolation reveals

the low-rank nature of the two functions, whereas the linear interpolant remains rank two

for τ ∈ (0, 1).

In practice, one must be able to deduce that φ1 and φ2 above lie in the translates of

span{φ0} without a priori knowledge. To achieve this, one may apply the template-fitting

procedure [98] which solves the minimization problem

τ∗ = argminτ∈R ‖φ2(x)−K(τ)[φ1(x)]‖2 , (4.2.9)

where K is the translation operator, K(τ)[φ1(x)] = φ1(x− τ), then perform a singular value

decomposition (SVD) on {φ2,K(τ∗)φ1} [95, 98]. However, this simple formulation does not

take into account multiple traveling speeds or heavily deforming profiles, which limits its

applicability. Transport reversal was introduced in [96] to overcome these limitations. The

algorithm is a greedy iteration over a generalized form of (4.2.9), which decomposes the 1D

function φ2(x) into multiple traveling structures. To be more precise, given two functions φ1
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Figure 4.8: Two hat functions φ1 and φ2 (top row) and linear interpolation ψ and dis-
placement interpolation ψD between the two functions with respective weights 0.75 and 0.25
(bottom row).
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and φ2 as in (4.2.9), transport reversal yields the decomposition

ψD(x; τ) =
K∑
k=1

ηj(τ)K(νjτ)[ρj(x, τ)ϕ1(x)]. (4.2.10)

where ηj is a scaling function and ρj a cut-off function. For more detailed treatment of this

decomposition in 1D, we refer the reader to [96]. Let us suppose we have computed this

decomposition. The displacement interpolant ψD resulting from this decomposition is set to

satisfy,

ψD(x, 0) = φ1(x) and ψD(x, 1) = φ2(x). (4.2.11)

As an example, let us assume we are given two functions φ1 and φ2 as shown in Figure

4.9(a) and 4.9(b). These are taken from the 1D slice located at s = tan(5
8
π)(N − 1) of the

DRT from Figure 4.5. The transport reversal would decomposes φ2 into a superposition of

two traveling profiles,

η1(τ)K(τ)[ρ1(x)ϕ1(x)] and η2(τ)K(−τ)[ρ2(x)ϕ1(x)], (4.2.12)

each plotted in Figure 4.10. In exact arithmetic, the two iterations of transport reversal

would pick-up exactly the d’Alembert solution (although in practice numerical error would

require further iterations to pick off the residuals). That is, we would obtain h1 = h2 = 1/2

and ρ1 = ρ2 = 1 with ν1 = −ν2 = 1 and K = 2 in (4.2.10). Now, the displacement

interpolation for τ = 1/2 can be computed, yielding ψD shown in Figure 4.9(c). The exact

evolution of the two iterates (4.2.12) are shown in Figure 4.10.

Now, this displacement interpolation was done for a single slice of the fixed ω in the

transformed variables. Suppose we are given a function ϕ in 2D. Then by performing the

same transport reversal on its Radon transform ϕ̂ for all ω as functions of the variable s, we

obtain an extension of the 1D displacement interpolant (4.2.8) to higher spatial dimensions.
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(a)

(b)

(c)

Figure 4.9: Two 1D functions φ1, φ2 and the displacement interpolation ψD are shown in
the first column. These are exactly the s = tan(5

8
π)(N − 1) slice of the DRT of the acoustic

equation example in Figure 4.5. The slice is indicated by the dashed red vertical line in the
plots in the right column.
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Figure 4.10: The first two contributions (4.2.12) of the transport reversal for φ1 and φ2

shown in Figure 4.9 (left) and the displacement interpolation resulting in ψD(x; 0.5) (4.2.10)
(right). ψD shown in dotted line is also displayed in the bottom of Figure 4.9.

For each fixed angle ω0 ∈ S1 we obtain the transport reversal that decomposes the traveling

structures,

ψ̂D(ω0, s; τ) =
K∑
k=1

ηi,k(τ)K(νi,kτ)[ρi,k(s, τ)ϕ̂(ω0, s)]. (4.2.13)

These can be used for displacement interpolation as above for each ω. The inverse transform

can be taken to obtain the displacement interpolant ψD. For given a given value τ , we have

ψD(x, y; τ) = R−1

(
K∑
k=1

ηi,k(τ)K(νi,kτ)[ρi,k(s, τ)ϕ̂(ωi, s)]

)
. (4.2.14)

Let us clarify the implication: for the acoustic equation example with the initial condition

(4.1.14), we were given a snapshot of the solution q at time t1 = 0.5 and t2 = 1.5. From

the two snapshots, we were be able to accurately approximate the solution for all time,

without additional information about the dynamics, without even knowing the PDE. Thus

this interpolant can be more useful than linear interpolation: the linear subspace spanned

by {q(t1,x), q(t2,x)} does not a contain a good approximation for representing the evolving

solution.

This ability to compute the displacement interpolation by exploiting the simple dynamic

on the transformed side will be useful in the future development of transport reversal as a

model reduction tool in multi-dimensional settings.
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4.3 Discrete Radon transform (DRT)

There are many different discretizations of the Radon transform and its inverse [8, 16, 19,

56, 73], arguably the most well-known being the filtered backprojection (FBP) algorithm

[80]. However, its reliance on Fourier transforms and spherical harmonics lead to some

filtering of high-frequency content, causing Gibbs phenomenon near the sharp edges in the

solution. This is not suitable for use in hyperbolic PDEs, which are known to develop shocks

discontinuities.

Instead, we consider the use of a completely discrete analogue, namely the approximate

discrete Radon transform (ADRT), which we refer to simply as the discrete Radon transform

(DRT), introduced in [18, 45]. Rather than interpolating pixel values onto straight lines

passing near it, DRT sums one entry for each row or column, along so-called digital lines or

d-lines. The d-lines are defined recursively, allowing for a fast computation in O(N2 logN)

for an image of size N ×N . The back-projection is given by reversing the recursion, and is

also fast with the same computational cost of O(N2 logN). The precise definitions are given

below.

4.3.1 Recursive definition of DRT

The d-lines of length N are denoted by DN(h, s) with two parameters h and s (see Figure

4.11.) h denotes the height (x-intercept) and s the slope (x-displacement), and the pair

corresponds to s and ω for the continuous transform (4.1.3), respectively. Although the

same notation s is used here again after having been used in the continuous setting (4.1.1)

we will keep the notation in order to follow the intuitive notation of [88], and mark the

continuous variable with a subscript sc whenever the two are used simultaneously. The

definition uses the recursion in which d-lines of length 2n are split into left and right d-lines

of half its length.

D2n(h, 2s) = DL
n (h, s) ∪DR

n (h+ s, s),

D2n(h, 2s+ 1) = DL
n (h, s) ∪DR

n (h+ s+ 1, s).
(4.3.1)
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h = 0

s = 3
h = 3

s = 2

h

h+ s

h+ 2s

h+ s

h

h+ s

h+ 2s+ 1

h+ s+ 1

Figure 4.11: Examples of digital lines (d-lines) determined by two parameters h and s (left)
and the diagram of the recursion relation (4.3.1) (right). In both figures the case when s is
even is in gray, and the case s is odd is in black.

The recursion (4.3.1) defines only a quarter of the possible d-lines, as the slope s will range

from 0 to N , corresponding to angles 0 to π/4 starting from the x-axis in the counter-

clockwise direction. This is referred to by saying that the d-lines cover one quadrant, for

the full transform one needs to cover the angles from 0 to π. The other d-lines can be

computed by transposing and flipping the indices h and s. We will denote the d-lines and

DRT corresponding to the angular intervals [0, π/4],[π/4, π/2],[π/2, 3π/4], and [3π/4, π] by

a,b,c, and d.

The DRT of an array A ∈ R2 for the quadrants a, b, c and d are given by the summation

of entries of A over the d-lines,

(Ra
NA)h,s =

∑
(i,j)∈DN (h,s)

Ai,j, (4.3.2)

(
Rb
NA
)
h,s

=
∑

(i,j)∈DN (h,s)

Aj,i, (4.3.3)

(Rc
NA)h,s =

∑
(i,j)∈DN (h,s)

Aj,N−i+1, (4.3.4)

(
Rd
NA
)
h,s

=
∑

(i,j)∈DN (h,s)

AN−i+1,j. (4.3.5)
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The full DRT is simply the ordered tuple of all quadrants, and we write

RNA = (Ra
NA,Rb

NA,Rc
NA,Rd

NA). (4.3.6)

Due to the recursive form of (4.3.1), the transform can be computed in O(N2 logN). The

parameters h and s belong to the range [−s + 1, N ] and [0, N ] so Ra
NA ∈ R( 3

2
N+ 1

2
×N).

Therefore, RN : RN×N → R(6N+2)×N .

There is a simple relationship between the DRT and the continuous Radon transform.

First let us say that sc ∈ [−1, 1] (perhaps through proper scaling) and parameterize ω by

ω = (cos θ, sin θ) where θ ∈ [0, π] . The relation to continuous variables (sc,ω) is given by

sc = cos θ

(
2h

N
− 1 +

s

N − 1

)
, θ = arctan

(
s

N − 1

)
. (4.3.7)

Then the explicit relation between the DRT RN and the continuous transform R are given

after the density of the lines are also transformed depending on the angle by cos θ,

Ra
Nf(h, s) = cos θR(sc, θ), (4.3.8)

Rb
Nf(h, s) = cos θR(sc, π − θ), (4.3.9)

Rc
Nf(h, s) = cos θR(sc, 3π/2− θ), (4.3.10)

Rd
Nf(h, s) = cos θR(sc, 3π/2 + θ). (4.3.11)

The back-projection is the dual of this transform with respect to the usual dot product

in RN2
. We will denote the back-projection by BN or RT

N . If one explicitly forms the matrix

for the linear transforms RN and RT
N they are indeed transposes of each other. RT

N is the

discrete analogue of R# in (4.1.2), a summation of all values assigned to d-lines passing

through a point.

RT
N is computed by reversing the sweep (4.3.1) above and computing a sequence of back-

projections of decreasing size. Given a matrix Â ∈ R( 3
2
N+ 1

2)×N , the reverse sweep for one
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N2

h = 0
s = 0

h = −N + 1

s = N

RN
N2

N(N−1)
2

π
4

π
2

3π
4

π0

a

b
c

d

Figure 4.12: The range of a quadrant of a discrete Radon transform (left) and a diagram
showing how the boundary of the quadrants {a, b, c, d} can be identified (right). Here θ =
arctan(s/(N − 1)).

quadrant is given by

BL
n (h, s) = B2n(h, 2s) +B2n(h, 2s+ 1),

BR
n (h+ s, s) = B2n(h, 2s) +B2n(h− 1, 2s),

(4.3.12)

where the initial array BN(h, s) = Âh,s, and n is set to N/2. This summation is repeated

for the two half-images BL
n and BR

n on the LHS, until n reaches 1. Again, this summation is

only for one quadrant, and we denote the end result as
(
Ba
N Â
)
i,j

.

The full back-projection is given by

(
BN Â

)
(i, j) =

1

4N2

(
Ba
N Â+Bb

N Â+Bc
N Â+Bd

N Â
)

(4.3.13)

Its inversion algorithm using a full multi-grid method was demonstrated in [88] along

with convergence analysis. In this chapter, we use the conjugate gradient (CG) algorithm as

will be discussed below in Section 4.3.3.

We end this section with the remark that the recursion (4.3.1) need not be in two and

can be in any prime number, much like the fast Fourier transform [28].
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4.3.2 DRT in dimension three

Just as the continuous Radon transform was defined in (4.1.1) for arbitrary number of di-

mensions n, the DRT can also be generalized to higher dimensions [72]. Here we treat the

3D case as an example. The recursive definitions (4.3.1) for the d-planes parametrized by

three parameters (h, s1, s2) can be derived for each hexadecant in a straightforward manner,

as follows

D2n(h, 2s1, 2s2) = DLL
n (h, s1, s2) ∪DRL

n (h+ s1, s1, s2)

∪DLR
n (h+ s2, s1, s2) ∪DRR

n (h+ s1 + s2, s1, s2), (4.3.14)

D2n(h, 2s1 + 1, 2s2) = DLL
n (h, s1, s2) ∪DRL

n (h+ s1 + 1, s1, s2)

∪DLR
n (h+ s2, s1, s2) ∪DRR

n (h+ s1 + s2 + 1, s1, s2), (4.3.15)

D2n(h, 2s1, 2s2 + 1) = DLL
n (h, s1, s2) ∪DRL

n (h+ s1, s1, s2)

∪DLR
n (h+ s2 + 1, s1, s2) ∪DRR

n (h+ s1 + s2 + 1, s1, s2), (4.3.16)

D2n(h, 2s1 + 1, 2s2 + 1) = DLL
n (h, s1, s2) ∪DRL

n (h+ s1 + 1, s1, s2)

∪DLR
n (h+ s2 + 1, s1, s2) ∪DRR

n (h+ s1 + s2 + 1, s1, s2). (4.3.17)

The DRT over one hexadecant (a quarter of a quadrant) is defined as the sum over these

d-planes as in (4.3.2-4.3.5), and now the full transform in 3D is given by applying these to

each of the hexadecant

H =



aa, ab, ac, ad,

ba, bb, bc, bd,

ca, cb, cc, cd,

da, db, dc, dd


. (4.3.18)
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Hence, via transposing and flipping the indices as necessary, the full DRT is the ordered

tuple

RNA =


Raa
N A, Rab

NA, Rac
NA, Rad

NA,

Rba
NA, Rbb

NA, Rbc
NA, Rbd

NA,

Rca
NA, Rcb

NA, Rcc
NA, Rcd

NA,

Rda
NA, Rdb

NA, Rdc
NA, Rdd

NA

 (4.3.19)

The corresponding back-projection operation for a hexadecant is given by

BLL
n (h, s1, s2) = B2n(h, 2s1, 2s2) +B2n(h, 2s1 + 1, 2s2)

+B2n(h, 2s1, 2s2 + 1) +B2n(h, 2s1 + 1, 2s2 + 1), (4.3.20)

BRL
n (h+ s1, s1, s2) = B2n(h, 2s1, 2s2) +B2n(h− 1, 2s1 + 1, 2s2)

+B2n(h, 2s1, 2s2 + 1) +B2n(h− 1, 2s1 + 1, 2s2 + 1), (4.3.21)

BLR
n (h+ s2, s1, s2) = B2n(h, 2s1, 2s2) +B2n(h, 2s1 + 1, 2s2)

+B2n(h− 1, 2s1, 2s2 + 1) +B2n(h− 1, 2s1 + 1, 2s2 + 1), (4.3.22)

BRR
n (h+ s1 + s2, s1, s2) = B2n(h, 2s1, 2s2) +B2n(h− 1, 2s1 + 1, 2s2)

+B2n(h− 1, 2s1, 2s2 + 1) +B2n(h− 1, 2s1 + 1, 2s2 + 1). (4.3.23)

The full back-projection is then the average of back-projections BN over all hexadecants in

H, (
BN Â

)
(i, j) =

1

16N3

∑
k∈H

Bk
N Â. (4.3.24)

The computational cost of both operations would be O(N3 logN).

4.3.3 Inversion of DRT with Conjugate Gradient Method

In order to use the dimensional splitting method to solve PDEs, a method for computing the

inverse of a DRT (4.1.10) is needed. An inversion algorithm using a full multi-grid method

appeared in [88]. Here we explore the application of the conjugate gradient method [47] to
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the least-squares problem

RT
NRNX = RT

NB. (4.3.25)

The matrices for the transforms RT
N and RN are never explicitly formed, as we can use

the fast algorithm. We conjecture that the computational cost of a DRT inversion is

O(N5/2 logN) for an N×N image. Note that this is slightly more costly than O(N2(logN)3)

that was conjectured for the full multi-grid method [88]. A more careful study of this inver-

sion is of interest on its own right, and will appear elsewhere.

The inversion (4.3.25) is exact only when B lies in the range ofRN . This assumption can-

not be satisfied in general once B is evolved with respect to the dynamics of the transformed

variables, as in (4.1.9). The changes the transformed side and causes the approximation to

q̂ to move away from the range of RN , and becomes a source of error.

A brute force way to avoid this is to simply prolong the original image q before the ma-

nipulation, and restrict after the back-projection. This enlarges the range of the transform,

and allows one to control the inversion error. Fortunately, oversampling is a feasible option,

unlike in the tomography context. Therefore RN will be replaced by R2pNP2p where Pp is

the 0-th order prologation (where the value of each cell in the original grid is assigned to a

2p× 2p cells in the enlarged grid) and RT
N by S2pRT

2pN where S is the restriction operator.

4.4 Inversion of DRT

Let us consider the inversion of the Shepp-Logan phantom often used in tomography. The

original image X is shown in the left in Figure 4.13. The forward transform B = RNX

is plotted in Figure 4.14. The error between the inversion of its forward transform X̃ =

(RT
NRN)−1RT

NB and the original image, X − X̃ is shown on the right in Figure 4.13. The

error is in the order of 10−3 and can be reduced further by controlling the stopping criteria

of the CG algorithm. The algorithm converged in 103 iterations and required 186 function

and gradient evaluations.
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Figure 4.13: The Shepp-Logan phantom of size 256×256 pixels (left) and the DRT inversion
error in log-scale (right).

Figure 4.14: DRT of the Shepp-Logan phantom of size 256 × 256. The original image is
shown on the left of Figure 4.13.
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Recall that the upper bound on the number of iterations k required for convergence of

the CG algorithm to a given tolerance ε is given by

k ≤
⌈

1

2

√
λmax

λmin

log
2

ε

⌉
, (4.4.1)

where λmin, λmax are the minimum and maximum eigenvalues of RT
NRN , respectively. The

eigenvalues can be computed for a slightly modified analogous continuous transform (4.1.1)

[80]. Let us define the dual of R in the weighted L2 space on the transformed variables

(s,ω), which we denote by R∗. We assume a circular domain Ω, so that the codomain is

{(s,ω) : s ∈ [−1, 1], ω ∈ Sn−1}. The weighted inner product is given by

〈ϕ, ψ〉 =

∫ 1

−1

∫
Sn−1

ϕψ w(s)1−n dω ds, where w(s) = (1− s2)1/2. (4.4.2)

Then the singular value decomposition (SVD) of R∗R can be computed in terms of

orthogonal polynomials and spherical harmonics, and the singular values are given by

σ2
ml =

(
4π

m+ 1

)
for m = 0, 1, ... and 0 ≤ l ≤ m,m+ l even. (4.4.3)

If we truncate the sequence of the squared singular values at the N2-th term, we have the

estimate for the smallest eigenvalue

λN,min ≥
(

4π

m0(N2) + 1

)
where m0 = 2

⌊
−1 +

√
1 + 8N2

2

⌋
+ 3. (4.4.4)

Therefore we obtain the estimate for k,

k ≤
⌈

1

2

√
m0(N2) + 1 log

2

ε

⌉
≤

 1√
2

(⌊
−1 +

√
1 + 8N2

2

⌋
+ 2

)1/2

log
2

ε

 , (4.4.5)

therefore we expect the numer of iterations to grow roughly as O(
√
N).
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N = 16 N = 32

N = 64 N = 128

Figure 4.15: Comparison of singular values for varying image sizes. The image sizes are of
N × N , and N is set to values 16, 32, 64 and 128. The singular values σ of the continuous
transform R∗R is shown in black, σ∗N of R∗NRN in red, and σTN of RT

NRN in blue.
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Unfortunately, this estimate is not yet rigorous. First, the exact expression for the

singular values assume a disk domain whereas our computational domain is a square. The

anisotropy of a square domain hinders a straightforward application of the elegant analysis

already done for the disk domain. Second, the DRT approximates the integral along straight

lines with d-lines, whose effect is not incorporated yet. Third, the weight function w(s) was

neglected in our normal equation (4.3.25). This last point is easily fixed so we will consider

the weighted problem below, but we will see that the weighting does not affect the singular

values themselves in a significant way.

Let us now compare the eigenvalues computed for the discrete and the continuous case.

We compute the singular values for each of R∗R, R∗NR and RTR. The plot of the singular

values are shown in Figure 4.15. The singular values σTN and σ∗N of the DRT consistently

decays faster than the continuous transform, and the difference between σTN and σ∗N is not

significant. The faster decay means that (4.4.5) will be optimistic, although the estimate

(4.4.1) itself is often pessimistic. In any case, the asymptotic behavior as N increases is

similar, so we expect the formula (4.4.5) to be asymptotically correct.

We observe this in Figure 4.16, where we see that the estimate provides a good estimate

of the actual number of iterations. The inversion of Shepp-Logan phantoms (Figure 4.13) of

increasing image sizes N×N for N = 25, 26, · · · , 212 were computed, and the number of iter-

ation counts were recorded. The estimate (4.4.5) provides a decent guide of the asymptotic

behavior, showing the growth of the number of iterations to be O(
√
N).

This provides confidence in the claim that the computational cost of a DRT inversion is

O(N5/2 logN) for an N × N image. Note that this is larger than O(N2(logN)3) that was

conjectured by Press for the full multi-grid method [88].

4.5 Summary and discussion

We have introduced a dimensional splitting method using the intertwining property of the

Radon transform. Its applications in solving hyperbolic PDEs, imposing absorbing boundary
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Figure 4.16: Estimate for the number of iterations (4.4.5) vs. realized number of CG itera-
tions for the Shepp-Logan phantom (relative tolerance ε = 10−4).
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conditions, and computing displacement interpolations were discussed. For the inversion of

DRT the conjugate gradient method was used.

As noted in Section 4.2.1, the dimensional splitting proposed here used with DRT in

3D (Section 4.3.2) allows one to impose absorbing boundary conditions for 3D problems

without incurring any error of the type (4.2.3) that appears in 2D. This will be verified in

future work. The application of this splitting to fully nonlinear hyperbolic PDEs as discussed

in Section 4.1.3 will be studied as well. The utility of the Radon transform for displacement

interpolation (Section 4.2.2) will be much more compelling when used in conjunction with

the fully multi-dimensional transport reversal [96] as a model reduction tool for general

hyperbolic PDEs, and work is underway for such an extension.

The number of CG iterations for the inversion (4.3.25) can be estimated to justify the

conjectured O(N5/2 logN) cost for inversion: this and other inversion results will appear

elsewhere. While the prologation used in the inversion (Section 4.3.3) causes expense only

of a constant factor, it can be of significant computational cost. Other approaches to reduce

the amount of computational effort will be explored. The DRT is essentially a sparse matrix

multiplication and is amenable to parallelization, and its performance on graphical processing

units (GPUs) will be a future topic of research.
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Chapter 5

Conclusion and future work

In this thesis, we considered an uncertainty quantification (UQ) problem arising in

tsunami modeling, namely the probabilistic tsunami hazard assessment (PTHA) problem

(Section 2.3). A methodology to randomly generate extreme earthquake scenarios and as-

sign probability to each of these scenarios for hazard assessment was introduced (Sections

2.4 and 2.5). We also explored a way to reduce computational costs in creating inundation

maps from these scenarios, by exploiting the correlation between coarse-grid and fine-grid

runs, in a multi-resolution strategy (Section 2.5). While the multi-resolution strategy yields

reasonable results, we have observed an inherent limitation in these methods when the un-

derlying physical phenomena is governed by hyperbolic PDEs. This is due to an inherent

limitation in applying singular value decomposition (SVD) to these types of problems.

This difficulty can be overcome with the proposed transport reversal algorithm, which

extracts low-dimensional traveling information from snapshot matrices taken from hyper-

bolic problems (Chapter 3). The algorithm builds on a previous idea of template fitting, and

extends it to a more general iterative procedure applicable beyond simple translational sym-

metries. Motivated by the problem of extending this algorithm to multi-dimensional settings,

we introduced a new dimensional splitting method using the Radon transform (Chapter 4).

This is a novel dimensional splitting method, that can also be applied to general nonlinear

hyperbolic systems, and can be useful in imposing absorbing boundary conditions.

The main effort put forward in the thesis was to lay the groundwork for building a new

class of general-purpose reduced-order models (ROMs) for nonlinear hyperbolic systems.

There is still much work to be done until such a ROM could be built for practical problems,
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such as the PTHA problem.

First, while low-dimensional hyperbolic information could be extracted from transport

reversal, it has a more complicated structure than reduced basis often used in previous

ROMs. Previously, a reduced basis would simply be a set of small-dimensional linear sub-

space. Transport reversal yields an output of multiple traveling wave profiles that travel with

different speeds and is dynamically masked via the cut-off function. In a parametrized PDE,

this output will also vary across different parameters, so further investigations are required

to modify these outputs in an appropriate manner.

Second, the transport reversal must be extended to a multi-dimensional setting. Using

the dimensional splitting introduced above, one obtains a family of 1D problems. Each

family represents a decomposition into planar waves, and many complicated features of

wave propagation can be represented by simpler dynamic in the transformed 1D problem.

Nonetheless, there now must be adequate communication of information between the different

1D problems over the variable ω (4.1.1). We believe that this would be possible by devising

a generalized variant of the minimization problem (3.2.32).

Third, for the dimensional splitting to be successful, the computational performance of

the discrete Radon transform (DRT) and its inversion must be improved. The inversion has

much room for improvement, as the näıve prologation technique implemented in Section 4.3.3

can easily become too expensive for tighter threshold of error. The current implementation

of the DRT algorithm used in this thesis does not take into consideration machine-dependent

processor pipeline or memory hierarchy. The geometric nature of the DRT may yield itself

to a faster implementation using domain decomposition.

DRT can be useful in settings outside the construction of ROMs for hyperbolic problems.

For instance, it could be helpful for image registration problems when the object tracked is

undergoing heavy deformation. The dimensional splitting would turn this into 1D registra-

tion problem for each angle, offering an alternative to existing methods. Much like the use

of the Fast Fourier transform (FFT) for this class of problems (e.g., see [94]), DRT could

prove to be useful in some problem. This topic will also be pursued in future work.
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