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A Copula Approach 
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Chair of the Supervisory Committee:  

Nicholas Kassebaum 

Department of Global Health 

 

As the global health community prioritizes reducing the global burden of child growth failure 

(stunting, underweight, and wasting [CGF]) in the next decade, comprehensive estimation of 

CGF should consider the joint distributions of these conditions, as by definition the burden of 

one is connected to the burden of the others. This study uses anthropometric data from 618 

population surveys to assess the marginal distributions of the CGF indicators, the copulas that 

connect the joint distributions of those indicators, and the difference in CGF prevalence 

between empirical and simulated joint distributions. The results show that a single distribution 

and copula family cannot be used to describe the different age-sex patterns of the joint 

distributions of CGF. Future joint distribution CGF analyses should incorporate these results and 

iterate on the analyzed distributions to improve simulation of the joint distribution of CGF.  



 
 

Introduction 
Child growth failure (CGF; more commonly known as undernutrition) is a major contributor to 
childhood morbidity and mortality, accounting for 19.26% of global under-five all-cause 
disability adjusted life years (DALYs) in 2016 (second only to low birthweight and short 
gestation as the largest contributing risk factor) (Institute for Health Metrics and Evaluation, 
2016). Stunting, wasting, and underweight, which make up CGF, are associated with an 
increased risk of diarrhea, measles, and lower respiratory infections (Olofin et al., 2013); 
therefore, any reduction in stunting, wasting, or underweight should reduce the burden of 
those diseases as well.   
 
In 2012, the World Health Organization (WHO) Member States (via World Health Assembly 
resolution WHA 65/6) adopted the Comprehensive implementation plan on maternal, infant, 
and young child nutrition, which outlines six global nutrition targets to guide Member States 
and international partners in their efforts to reduce the burden of malnutrition (known as the 
Global Targets 2025) (World Health Organization, 2012; WHO, 2018). These targets include a 
40% reduction in global under five stunting and reducing and maintaining global child wasting 
to less than 5% (WHO, 2014). Additionally, the global Sustainable Development Goals (SDGs) 
set in the Agenda for Sustainable Development by the United Nations in 2015 include SDG 2 
(end hunger, achieve food security and improved nutrition and promote sustainable 
agriculture) and SDG 3 (ensure healthy lives and promote wellbeing for all at all ages), with a 
target date of 2030 (WHO, 2018; United Nations, n.d.). 
 
Both the tremendous disease burden and political importance of addressing child growth 
failure highlight the necessity of comprehensive burden estimation. Measuring CGF entails 
using anthropometric data (height and weight) as well as age and sex, then comparing those 
values against one another to determine if a child is growing adequately. Stunting is a measure 
of height-for-age, underweight assesses weight-for-age, and wasting addresses weight-for-
height (figure 1). Height, weight, and age are assessed against a standard reference population 
by calculating a “z-score”, a number that describes how far that individual child’s height and 
weight lies from the reference mean or median (WHO, n.d.).  

 
Figure 1: The intersections of height, age, and weight, and their corresponding z-scores   
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To determine how closely an individual child’s growth matches the range of “normal” (typical) 
growth, the child’s height and weight are compared to those of children of a similar age in an 
international reference population through calculation of a standard metric, the z-score, which 
allows for comparison across age, sex, geography, and time. Because the mean and standard 
deviation of the international reference population are used in z-score calculation, the 
subsequent z-scores necessarily reflect the distribution of that reference population (Wang and 
Chen, 2012).  
 
In 1977, the United States National Center for Health Statistics (NCHS) published a set of 
growth charts for use in assessing child growth for 0-18 year old children. The CDC computed z-
scores based on the 1977 NCHS percentiles in 1978, which were then recommended by the 
WHO as a global standard by which to measure child growth and malnutrition. However, 
concerns about the representativeness of the underlying population on which 1978 NCHS 
standards were based lead to further iteration on the growth standards. In 2000, the CDC 
released revised growth charts based on US data (from the National Health and Nutrition 
Examination Survey III), and in 2006, the WHO published new charts based on data from six 
urban sites in Brazil, Ghana, India, Norway, Oman, and California (from the 1997-2003 WHO 
Multicentre Growth Reference Study). The 2006 WHO Growth Standards “describe how healthy 
children should grow under optimal environmental and health conditions” (Grummer-Strawn, 
Reinold, Krebs, et al, 2010). The underlying data on which those standards are based constitute 
a more representative population than the 1978 NCHS standards, and thus, that 1997-2003 
Multicentre Growth Reference Study population now serves as the international reference 
population to which children are compared in CGF estimation.  
 
The distribution of many individual z-scores is used to assess the population level burden of 
CGF. The proportion of children that have a z-score below certain thresholds can be thought of 
as that population’s “exposure” to CGF, where the -1, -2, and -3 z-score thresholds correspond 
to mild, moderate, and severe CGF, respectively (figure 2). The population level exposure to 
CGF informs our understanding of the risk of diarrhea, measles, and lower respiratory infection 
morbidity and mortality in that population.  
 
Stunting, wasting, and underweight are inherently interconnected, as they share the same 
input components (height, weight, and age), and share common outcomes (i.e., the same 
metrics [prevalence of z-scores <-1, <-2, <-3] are used to measure stunting, wasting, and 
underweight). Thus, comparison of any two of the scores, e.g., stunting and underweight, 
should reflect that relationship. To do this, the stunting and underweight z-scores of an 
individual child are compared against one another; to compare the population level 
distributions, the stunting and underweight z-scores of an entire population are used. This joint 
distribution, or multivariate probability distribution, consists of three components: the two 
individual distributions (also known as univariate marginal distributions), and a copula, which 
describes the form of the connection between the two distributions (the dependence structure) 
(Schmidt, 2007). Just as different distributions (e.g., normal, Weibull, log-logistic) can be used to 



 
 

best describe the shape of data, different copula families can be used describe the shape of 
that connection based on the input data and parameters.  
 

a) b)  
Figure 2: The distribution of z-scores for a) stunting [height-for-age z-score] in a 2006 Ghana 
Multiple Indicator Cluster Survey and b) underweight [weight-for-age z-score] in a 2014 
Bangladesh Demographic and Health Survey. The blue, purple, and red lines show the cut-off 
points for mild, moderate, and severe CGF, respectively. The legend shows the proportion of the 
survey population with a z-score below that threshold, indicating the population level exposure 
to that particular form of CGF (e.g., in figure 2a, 39.4% of females aged 12-23 months old are 
moderately stunted).  
 
For any combination of two of the CGF indicators, the combination of the distribution of the 
first indicator, the distribution of the second indicator, and information about their relationship 
(the copula) describes the shape of the joint distribution of those CGF indicators. Given the 
parameters of those two distributions and their corresponding copula, a sample input dataset 
can be simulated, and can be compared against the original data to see how closely the 
parameterized version matches the input data. Just as the input distributions can be integrated 
at the <-1, <-2, and <-3 z-score thresholds to ascertain mild, moderate, and severe prevalence, 
the same can happen with the joint distributions, to determine the joint prevalence of CGF 
(e.g., what proportion of the joint distribution is both moderately stunted and moderately 
wasted?). Importantly, estimated indicator distributions could be used for this simulation, and 
wouldn’t necessarily require distributions from empirical microdata. Finally, because the two 
input distributions are inherently connected, a range of values for the third distribution can be 
ascertained, as only a certain range of height, weight, and age values can produce a particular 
combination of z-scores from each indicator.   
 
In the existing literature, a few studies have employed copulas for undernutrition related 
research questions. Using 2004 Demographic and Health Survey from Bangladesh, Dancer, 



 
 

Rammohan and Smith (2007) used the copula approach to establish “whether or not there 
exists a dependence structure between […] infant mortality and child nutrition” as part of a 
larger research question on gender differences in survival probabilities and any subsequent 
differences in child nutrition. Munyamahoro (2016) used Archimedean copulas to assess the 
relationship between under-five mortality rate and gross domestic product in Rwanda from 
1981 to 2015. A study on nonparametric tests of independence tested copulas (among other 
methods) to assess the nonlinear dependence between childhood malnutrition indices and 
possible determinants in India (Herwartz and Maxand, 2018). Finally, Klein and Kneib (2015) 
further the methods used in this paper to “propose simultaneous Bayesian inference for both 
the marginal distributions and the copula using computationally efficient Markov chain Monte 
Carlo simulation techniques”, using data on childhood undernutrition and macroecology as an 
illustration. While these studies use copula methods for research related to undernutrition, 
none assess the relationships between child growth failure indicators themselves. 
 
The research questions for this study are as follows. For a given set of sample survey data, 
when simulating the joint distributions of child growth failure using copulas: 1) which 
distributions best describe and fit the univariate distribution of each indicator? 2) can the same 
copula family be used for each indicator combination, sex, and age, or are these subset data 
best fit by varying copula families? And 3) for each optimate combination of distribution and 
copula family, what is the difference between the joint prevalence as described in the 
microdata and the joint prevalence from the simulated copula data? These research questions 
lay the foundation for further CGF burden estimation work, as they help outline the 
assumptions around distribution and copula choice that can or cannot be made when 
simulating the joint burdens of child growth failure.  

Methods 
Data 
This study uses microdata (individual level data) primarily from nationally-representative 
household studies such as the Demographic and Healthy Survey (DHS) series, the Multiple 
Indicator Cluster Survey (MICS) series, and the Living Standards Measurement Study (LSMS) 
series. These surveys typically employ two-stage stratified cluster sampling, in which 
aggregation of the households selected for surveying are representative of the country and first 
administrative unit (e.g., province, state). These surveys are relatively uniform in how data are 
collected, processed, and presented; standardized questionnaires and data collection 
procedures make the results more comparable and consistent. Smaller survey series, country 
specific surveys, and topic specific surveys are also included in this analysis. This analysis 
includes anthropometric measurements of 3,600,179 children under five years old (0-59 
months) from 618 surveys, collected in 115 countries from 1986 to 2017.  
 
Each survey dataset contains information about individual survey respondents, including their 
height and weight, as well as their birthdate and date of interview. Age is calculated from the 
difference between birthdate and date of interview; if only month and year are available, then 
age is months is used. Age is transformed into age in weeks for 13 weeks old or less, and into 



 
 

months for >13 weeks to 5 years old, for use in z-score calculation. Height and weight are 
reported in centimeters and kilograms, respectively. Guidelines and most study protocols 
recommend that recumbent length measurements are taken for children under 2 years old and 
standing height measurements are taken for children 2-5 years old. Although anthropometric 
data collection is standardized across surveys, there may still be inconsistencies or bias present 
in the data due to poorly calibrated instruments or restlessness of study participants.  
 
Data processing and cleaning removed any records for which height, weight, or age were 
missing, as well as any height or weight measurements that contained error codes (e.g., 99999 
as an indicator in DHS surveys that the original entry was unreliable in some way). Z-scores are 
calculated using the LMS (lambda, mu, and sigma) method, in which age-, sex-, and indicator-
specific lambda, mu, and sigma values (from the 2006 WHO Growth Charts), as well as the 
individual anthropometric measurements (y), are used in the following formula: 

 (Wang and Chen, 2012). 
 
The formula produces a z-score for that specific indicator, e.g., using the LMS values from the 
height-for-age growth chart produces a height-for-age z-score. Finally, any indicator-specific 
extreme values (i.e., <-6 or >6 for HAZ, <-6 or >5 for WAZ, or <-5 or >5 for WHZ) were dropped, 
as they don’t meet statistical plausibility criteria (Crowe, Seal, Grijalva-Eternod, et al., 2014; 
while there may be extreme cases outside of these bounds that are lost due to this exclusion, 
these cutoffs align with the cutoffs used in the CGF analysis from the Global Burden of Disease 
study (Gakidou, Afshin, Abajobir, et al., 2017). The final dataset includes age, sex, HAZ, WAZ, 
WHZ, location, year, and survey for each individual child.  
 
Once z-score calculation is complete, the data are subset into age- and sex-specific groups. The 
age groups of analysis are 0-6 days, 7-27 days, 28-364 days, 12-23 months, and 2-4 years. The 
first three groups align with the age groups of the GBD 2016, while the latter two are split apart 
from GBD 2016’s 1-4 years old age group, under a working assumption that CGF affects children 
12-23 months and 2-4 years differently. Contextual, environmental, and biological conditions 
contribute to differential exposure to CGF in males and females; thus, this analysis is sex-
specific.  For computational efficiency, all age-sex subsets of data were reduced to a random 
sample of 100,000 individuals if the subset was greater than that.  
 
 



 
 

 

 
 
 
  



 
 

Analysis 
    
The general analytical steps are split into three sections. The first portion consists of 
distribution fitting (for each individual indicator), while the second portion focuses on copula 
selection for the joint distributions of the original data. Finally, the parameters of the two input 
distributions and the selected copula family are used in data simulation for each joint 
distribution (combination of indicators). All analysis steps are conducted at the age-sex specific 
level, for a total of 10 different data subsets (2 sexes * 5 age groups).  
 
Initially, a series of different distributions are fit to the data, identifying a set of parameters that 
describes that distribution fit. The distributions included in this analysis are the Weibull, log-
logistic, and gamma distributions. These distributions were chosen for two reasons. Firstly, CGF 
estimation in the Global Burden of Disease study formally identified these (and similar) 
distributions as ones that might fit the distributions of child growth failure (Gakidou et al., 
2017). Secondly, these distributions are defined within the R packages used for analysis, unlike 
other distributions that would require manual definition.   
 
The joint distribution of each combination of CGF indicators (stunting vs underweight, stunting 
vs wasting, wasting vs underweight) is analyzed using the BiCopSelect() function from the 
VineCopula package. This function uses maximum likelihood estimation to fit every candidate 
copula family to the data, and the copula family which returns the lowest Akaike and Bayesian 
Information Criteria is returned as the selected copula family. That copula family is combined 
with the parameters of the distribution fit (as identified above) to generate the copula (or 
copula object) that connects the two indicators.  
 
Finally, 100,000 random samples are taken from the copula object to simulate the joint 
distribution. That simulated data is compared to the empirical data by calculating the 
proportion of each dataset that experiences moderate and severe child growth failure, then 
subtracting to find the difference between the empirical and simulated data. Generally, it is 
assumed that the smallest difference between the two indicates the best performing 
combination of distribution and copula.  
 
The analysis was conducted using R version 3.5.1 in RStudio 1.1.456, with the copula, 
VineCopula, and fitdistrplus packages.  
 
  



 
 

Results 
Univariate Distribution Fitting  
The results of univariate distribution fitting are shown graphically via probability density 
functions overlaid on microdata (figure 3) and numerically via Akaike Information Criterion 
(table 2) below. When examined graphically, the log-logistic distribution appears to fit the data 
the best, as seen for females aged 2-4 years old in figure 3; the log-logistic distribution captures 
both the left half of the distribution (from which mild, moderate, and severe CGF prevalence 
are integrated) and the peak of the distribution more faithfully than the Weilbull or the gamma. 
When compared visually, across all indicators, the distributions fit the 28-364 days, 12-23 
months, and 2-4 years age groups better than the 0-6 days and 7-27 days, which may be an 
artifact of smoother underlying microdata explained by larger sample sizes for the older age 
groups. Across sexes, the fits for each distribution appear similar. 
 
The Akaike Information Criterion, presented in table 2 below, show a more nuanced picture of 
which distributions best fit each indicator-sex-age group. For stunting, the log-logistic 
distribution produced the lowest AIC for all female age groups, and all but one male age group 
(the gamma distribution had the lowest AIC for males 2-4 years old). For underweight, the log-
logistic distribution had the lowest AIC for six of the age groups, while the Weibull and gamma 
produced the lowest AIC twice each, with no clear age or sex pattern. For wasting, the gamma 
distribution produced the lowest AIC for the three youngest age groups (both females and 
males), while the log-logistic produced the lowest AIC for the two older age groups. Notably, 
although there are differences in the AIC between each distribution, they are relatively similar 
and don’t clearly indicate which distribution is truly the best performer. The disconnect 
between the visual depiction of distribution fits, which show the log-logistic as the best fit, and 
the AIC, which lack the clarity of the visual depictions, is noted, and more investigation is 
needed to explain this discrepancy.  
 
 
 
  



 
 

a) Stunting (HAZ) distribution fits, females, 2-4 years old, for Weibull, gamma, and log-logistic 
distributions 

 
b) Underweight (WAZ) distribution fits, females, 2-4 years old, for Weibull, gamma, and log-
logistic distributions 

 
c) Wasting (WHZ) distribution fits, females, 2-4 years old, for Weibull, gamma, and log-logistic 
distributions 

 
Figure 3: Stunting (HAZ), underweight (WAZ), and wasting (WHZ) distribution fits for females 2-
4 years old, using the Weibull, gamma, and log-logistic distributions, with frequency on the y-
axis and z-score on the x-axis (offset by 10 to avoid negative z-scores in analysis, e.g., z-score of 
-3 offset by 10 becomes 7). (See appendices for marginal distributions fits for each indicator, 
distribution, sex, and age group.) 
 
  



 
 

a) Stunting (HAZ) Akaike Information Criterion, by Sex, Age, and Distribution 
Sex Age N Weibull Gamma Log-logistic 
Female 0-6 Days 8141 32293 30492 30471 
  7-27 Days 18911 75214 72145 71991 
  28-364 Days 100000 401482 393543 391254 
  12-23 Months 100000 398682 386515 384773 
  2-4 Years 100000 377503 372500 372387 
Male 0-6 Days 8276 32654 30972 30944 
  7-27 Days 19468 78271 75878 75862 
  28-364 Days 100000 409705 403954 403073 
  12-23 Months 100000 404598 393117 392729 
  2-4 Years 100000 380440 375617 375934 

b) Underweight (WAZ) Akaike Information Criterion, by Sex, Age, and Distribution 
Sex Age N Weibull Gamma Log-logistic 
Female 0-6 Days 8141 29835 28422 28410 
  7-27 Days 18911 67087 65822 65716 
  28-364 Days 100000 353629 354655 353641 
  12-23 Months 100000 351273 351190 351265 
  2-4 Years 100000 338418 335513 335118 
Male 0-6 Days 8276 30035 28780 28794 
  7-27 Days 19468 71271 70287 70159 
  28-364 Days 100000 364665 364974 365056 
  12-23 Months 100000 358636 354481 355556 
  2-4 Years 100000 342442 336898 336991 

c) Wasting (WHZ) Akaike Information Criterion, by Sex, Age, and Distribution 
Sex Age N Weibull Gamma Log-logistic 
Female 0-6 Days 8141 32622 32459 32578 
  7-27 Days 18911 76094 75993 76218 
  28-364 Days 100000 382272 377744 377882 
  12-23 Months 100000 361679 357498 356388 
  2-4 Years 100000 351283 343917 340689 
Male 0-6 Days 8276 33382 33107 33264 
  7-27 Days 19468 80011 79952 80344 
  28-364 Days 100000 391135 387957 388925 
  12-23 Months 100000 369620 366771 366723 
  2-4 Years 100000 359324 354189 352143 

Table 2: Akaike Information Criterion for each distribution fit by indicator, sex, and age. Each AIC 
should be evaluated only against the AIC for the other distributions for each indicator, age, and 
age (e.g., the Weibull, gamma, and log-logistic AIC for stunting in females aged 2-4 years old). 
The distribution with a lower AIC (italicized) indicates a more suitable fit than the other 
distributions.   
 



 
 

Copula Family Selection 
Amongst the different indicator combinations, sex, and age groups, a total of six different 
copula families were chosen, as shown in table 3. The “t” copula family was most frequently 
chosen (21 times), followed by the BB1, Rotated BB1 90 Degrees, Rotated BB7 90 Degrees, and 
Rotated Tawn type 1 180 Degrees, all selected twice. Copula families were chosen consistently 
across age, with one exception (wasting versus underweight, age 7-27 days).  
 
a) Stunting vs Underweight (HAZ vs WAZ) 

Sex Age N Correlation Copula Family 
Female 0-6 Days 8141 0.615 BB1 
  7-27 Days 18911 0.604 t 
  28-364 Days 100000 0.579 t 
  12-23 Months 100000 0.633 t 
  2-4 Years 100000 0.674 t 
Male 0-6 Days 8276 0.634 BB1 
  7-27 Days 19468 0.632 t 
  28-364 Days 100000 0.593 t 
  12-23 Months 100000 0.634 t 
  2-4 Years 100000 0.68 t 

b) Stunting vs Wasting (HAZ vs WHZ) 
Sex Age N Correlation Copula Family 
Female 0-6 Days 8141 -0.279 Rotated BB1 90 degrees 
  7-27 Days 18911 -0.369 t 
  28-364 Days 100000 -0.164 Rotated BB7 90 degrees 
  12-23 Months 100000 0.064 t 
  2-4 Years 100000 -0.03 t 
Male 0-6 Days 8276 -0.288 Rotated BB1 90 degrees 
  7-27 Days 19468 -0.37 t 
  28-364 Days 100000 -0.157 Rotated BB7 90 degrees 
  12-23 Months 100000 0.083 t 
  2-4 Years 100000 0.023 t 

c) Wasting vs Underweight (WHZ vs WAZ) 
Sex Age N Correlation Copula Family 
Female 0-6 Days 8141 0.514 Rotated Tawn type 1 180 degrees 
  7-27 Days 18911 0.446 t 
  28-364 Days 100000 0.642 t 
  12-23 Months 100000 0.769 t 
  2-4 Years 100000 0.663 t 
Male 0-6 Days 8276 0.485 Rotated Tawn type 1 180 degrees 
  7-27 Days 19468 0.415 Gaussian 
  28-364 Days 100000 0.635 t 
  12-23 Months 100000 0.785 t 
  2-4 Years 100000 0.701 t 

Table 3: The selected copula family for each indicator combination, sex, and age. Each 
candidate copula family is assessed against the input microdata, and the copula family that 
results in the lowest Akaike and Bayesian Information Criteria is returned as the selected copula.  



 
 

Empirical versus Simulated Joint Distributions  
To evaluate the performance of the simulated joint distribution, it is compared to the empirical 
joint distribution for each combination of CGF indicators both visually and numerically. In figure 
4, the microdata of the empirical distribition are shown in black, while the simulated joint 
distribution is shown in red. Immediately obvious in this comparison is the lack of simulated 
data for the gamma distributions; the simulated data are extraordinarily high (e.g., greater than 
100), which indicates that either the gamma distribution is inappropriate for this analysis or 
that a specification is incorrect in the code. Regardless, more work is required to assess the 
suitability of the gamma distribution for this type of analysis.  
 
Both the Weibull and the log-logistic distributions overestimate the joint prevalence of the CGF 
indicators. The difference is generally larger in the older age groups, and is greater for 
moderate CGF than for severe CGF. This suggests that the simulated data may be capturing the 
tails (i.e., <-3 z-scores) better than the middle (i.e., <-2) of the joint distribution. As seen in the 
distribution fitting and copula selection, there doesn’t appear to be any appreciable difference 
for males and females.  
 
When comaring the joint distributions produced using the Weibull and log-logisitic marginal 
distributions, the log-logistic joint distributions appears to overlap the empirical data more 
completely than the Weibull joint distributions. This is reflected in table 4, which presents the 
difference in joint prevalence between the empirical and simulated data. Across the three 
indicator combinations, the log-logistic distribution minimizes this difference.  
 
  



 
 

a) Stunting versus underweight (HAZ vs WAZ) joint distributions, empirical vs simulated data, 
females, 2-4 years old, for Weibull, gamma, and log-logistic distributions 

 
b) Stunting versus wasting (HAZ vs WHZ) joint distributions, empirical vs simulated data, 
females, 2-4 years old, for Weibull, gamma, and log-logistic distributions 

 
c) Wasting versus underweight (WHZ vs WAZ) joint distributions, empirical vs simulated data, 
females, 2-4 years old, for Weibull, gamma, and log-logistic distributions 

 
Figure 4: Empirical (black points) versus simulated (red points) joint distributions for each 
indicator combination and distribution, for females aged 2-4 years old. (All axes offset by 10 to 
avoid negative z-scores in analysis, e.g., z-score of -3 offset by 10 becomes 7). (See appendices 
for empirical versus simulated joint distributions for each indicator combination, distribution, 
sex, and age group.) 
 
  



 
 

a) Stunting vs Underweight (HAZ vs WAZ) 
Sex Age N Weibull Gamma Log-logistic 
      Moderate Severe Moderate Severe Moderate Severe 
Female 0-6 Days 8141 -8.50% -3.40% 1.80% 0.00% -1.90% -0.60% 
  7-27 Days 18911 -10.90% -5.00% 4.20% 0.90% -4.20% -0.50% 
  28-364 Days 100000 -12.40% -5.40% 8.20% 2.20% -6.90% -0.90% 
  12-23 Months 100000 -17.20% -8.10% 14.80% 4.20% -13.20% -2.40% 
  2-4 Years 100000 -20.10% -9.40% 17.60% 4.70% -16.20% -2.60% 
Male 0-6 Days 8276 -9.10% -4.00% 2.90% 0.20% -2.50% -0.50% 
  7-27 Days 19468 -12.30% -5.70% 6.70% 1.60% -5.20% -1.10% 
  28-364 Days 100000 -15.10% -7.10% 11.40% 3.50% -10.40% -1.80% 
  12-23 Months 100000 -20.10% -10.30% 19.50% 5.80% -17.70% -3.90% 
  2-4 Years 100000 -20.10% -9.60% 18.20% 5.00% -17.00% -3.00% 

b) Stunting vs Wasting (HAZ vs WHZ)  
Sex Age N Weibull Gamma Log-logistic 
      Moderate Severe Moderate Severe Moderate Severe 
Female 0-6 Days 8141 -2.00% -0.30% 0.70% 0.00% 0.00% 0.00% 
  7-27 Days 18911 -2.10% -0.70% 0.90% 0.10% -0.70% -0.10% 
  28-364 Days 100000 -2.80% -0.60% 1.80% 0.20% -0.30% 0.10% 
  12-23 Months 100000 -7.70% -3.10% 4.00% 0.60% -3.50% -0.70% 
  2-4 Years 100000 -7.30% -2.40% 2.60% 0.30% -2.70% -0.40% 
Male 0-6 Days 8276 -1.70% -0.40% 0.80% 0.00% -0.10% -0.10% 
  7-27 Days 19468 -2.40% -0.60% 1.30% 0.20% -1.20% -0.20% 
  28-364 Days 100000 -3.60% -0.80% 2.90% 0.50% -1.10% 0.10% 
  12-23 Months 100000 -9.20% -3.90% 6.00% 1.10% -4.60% -0.90% 
  2-4 Years 100000 -8.10% -2.90% 3.60% 0.50% -3.20% -0.50% 

c) Wasting vs Underweight (WHZ vs WAZ)  
Sex Age N Weibull Gamma Log-logistic 
      Moderate Severe Moderate Severe Moderate Severe 
Female 0-6 Days 8141 -4.80% -1.60% 3.40% 0.50% -0.40% 0.10% 
  7-27 Days 18911 -7.90% -3.10% 3.60% 0.80% -2.70% -0.30% 
  28-364 Days 100000 -10.80% -4.80% 6.40% 1.50% -5.10% -1.00% 
  12-23 Months 100000 -13.10% -5.40% 7.00% 1.60% -5.90% -1.00% 
  2-4 Years 100000 -12.80% -4.90% 5.40% 1.10% -4.50% -0.50% 
Male 0-6 Days 8276 -4.50% -1.50% 3.90% 0.40% -0.40% 0.00% 
  7-27 Days 19468 -6.30% -2.30% 4.50% 0.90% -2.10% -0.30% 
  28-364 Days 100000 -11.80% -5.50% 8.40% 2.20% -6.40% -1.30% 
  12-23 Months 100000 -15.00% -7.00% 9.60% 2.40% -7.80% -1.40% 
  2-4 Years 100000 -13.00% -5.40% 6.60% 1.40% -5.40% -0.80% 

Table 4: The difference in moderate and severe prevalence between the empirical and simulated 
joint distributions, for each indicator combination, distribution, sex, and age. Note that the 
gamma results should be disregarded due to the extreme values produced by the simulation.  



 
 

Discussion 
 
These results highlight several important considerations for copula fitting and subsequent 
simulation of the joint distributions of child growth failure. First and foremost, this analysis 
shows that using a single copula family to describe the joint distribution for all indicator 
combinations and ages is inappropriate, as analysis of each indicator group at the age-sex level 
identifies different copula families for each group. However, the identified copulas are 
consistent across sexes (i.e., the same copula family is selected for both sexes at the same age), 
with one exception (WHZ vs WAZ, 7-27 days, for which the “t” copula family and “gaussian” 
copula family were selected for females and males, respectively). This indicates that age is a 
stronger determinant than sex when it comes to the joint distribution’s copulas.  
 
Additionally, the work emphasizes the importance of appropriate univariate distribution fitting, 
particularly when it comes to distribution selection. The construction of the simulated joint 
distribution is obviously dependent on which univariate distributions are used to describe the 
underlying microdata. For simplicity’s sake, this analysis uses single distributions, but ensemble 
distributions (like the ones employed in the GBD CGF analysis) would fit each marginal better. 
The AIC shown in table x are quite high; generally, the Weibull distribution produces the highest 
AIC and the log-logistic the lowest, but across the distributions the AIC are relatively uniform, or 
rather, they’re so high that any difference between them in relatively minimal. Additionally, this 
analysis lacks any metrics around predictive error; inclusion of these metrics would strengthen 
the analysis and enhance identification of which distribution is most appropriate. This indicates 
that further iteration on distribution selection is needed.  
 
Assessment of the simulated joint distributions shows that the log-logistic distribution most 
consistently minimizes the difference in prevalence between the simulated and empirical data, 
as seen in table 5 below. Given that the gamma distribution produces such large simulated 
values, it can’t reasonably be considered an option until further investigation into those values 
determines why they are so high.  Disregarding the gamma distribution, the average difference 
in prevalence between the empirical and simulated joint distributions (as seen in table 5 below) 
is minimized in the stunting vs wasting (HAZ vs WHZ) joint distributions, with log-logistic 
marginal distributions as the input. This indicates that the stunting/wasting joint distribution 
may be the optimal indicator combination to use when assessing all three CGF indicators from 
the joint distribution of just two input indicators. Notably, the positive correlation between 
stunting and underweight, and wasting and underweight, can be clearly seen in these joint 
distribution scatters (see figure 4 for scatters and table 3 for correlation values), while the 
correlation between stunting and wasting is more multi-directional. This occurs because a 
sudden increase in height without a simultaneous increase in weight can cause an increase in 
stunting z-score but a decrease in wasting z-score. Any future work on the relationship between 
stunting and wasting should investigate this further. 
 
 
 



 
 

Indicator Combination Weibull Log-logistic 
  Moderate Severe Moderate Severe 

Stunting vs Underweight (HAZ vs WAZ) -14.58% -6.80% -9.52% -1.73% 

Stunting vs Wasting (HAZ vs WHZ) -4.69% -1.57% -1.74% -0.27% 

Wasting vs Underweight (WHZ vs WAZ) -10.00% -4.15% -4.07% -0.65% 
Table 5: Average percent difference (all ages, both sexes) of simulated vs empirical moderate 
and severe prevalence, from table 4. 
 
This main strength of this study is found in the size of the dataset. This analysis uses individual 
level anthropometric data from 3.6 million children and over 600 surveys. Additionally, the data 
underwent several rounds of rigorous cleaning and testing, including removing implausible 
values, transforming from non-Gregorian calendars to the Gregorian calendar (for age 
calculation), and unit conversions to ensure the highest possible data quality. The smallest 
subset of data used in analysis (females, 0-6 days, wasting [WHZ]) is 8,219, while many subsets 
of data were restricted to 100,000 random records due to computational limitations. While 
these can’t be claimed as globally representative from a statistical point of view, the size, 
geographic- and temporal-breadth of the data are as comprehensive has possible given the 
current landscape of published anthropometric data. Despite the current geographic limitations 
of this analysis, it could be generalized globally using the Global Burden of Disease CGF risk 
factor methodological techniques. In that estimation process, microdata and tabulated data are 
used to model the mean z-score and prevalence of <-2 and <-3 z-scores of each indicator for 
each age-sex-location-year population, which are then used as inputs into modeling an age-sex-
location-year specific distribution for each indicator. If those distributions were input to this 
analysis for copula fitting and data simulation, then this work could be liberated from its 
current microdata limitation.  
 
While the dataset is quite large, a limitation of the study is use of these data without further 
geographical disaggregation (e.g., running the analysis at the super-region level instead of a 
location aspecific analysis). However, given that the aim of this study was to test if there is a 
clear “best” combination of two CGF indicators from which the third indicator could be 
estimated, not to maximize the predictive validity of the simulated estimates, the geographic 
aggregation is appropriate in this situation. Additionally, the study doesn’t consider survey 
weights included in many of the surveys; these are used to ensure that aggregated population-
level metrics are representative at the country and first administrative unit level. While the 
effect of this is likely to be small, given the number of children included in analysis, the 
possibility of sampling bias should be considered. While any missing height, weight, or age data 
led to dropping that record for analysis, the survey data (as published) were not examined for 
any potential patterns of missingness, which may lead to bias. Although restricting the sample 
to 100,000 individuals was done randomly, the use of all data would be preferable. The data are 
simulated only once, whereas a more robust analysis would simulate multiple times to find 
uncertainty. Finally, this exploratory analysis does not employ any fit statistics for the data 
simulation; while this presents a larger statistical question outside the scope of this paper, it 
nonetheless remains a limitation.  



 
 

 
This analysis lays the groundwork for future work, with multiple areas for further testing and 
improvement. For example, the analysis could be expanded to include other distributions, 
including ensemble distributions (weighted combinations of different distributions), as seen in 
the Global Burden of Disease risk factors analysis (Gakidou et al., 2017). The work could also be 
furthered by selecting the distribution that best fits each indicator, then using that indicator-
specific distribution when simulating the data, rather than the same distribution for both 
indicators (e.g., instead of Weibull vs Weibull, using a Weibull vs gamma distributions). Another 
avenue of analysis would test other growth and nutrition indicators, e.g., analyzing body mass 
index versus stunting, or height versus age directly.  
 
Another extension of this would be to use the two univariate distributions and the copula to 
derive the plausible range of values of the third indicator. For example, when considering 
stunting and underweight, given two z-scores for a child at a specific age there is a finite range 
of height and weight values that could return both of the initial z-scores, i.e., only certain height 
and weight values for a child of particular age would produce both the stunting z-score and the 
underweight z-score in question. Given that range of height and weight values, a plausible 
range of z-scores could be produced for wasting. Thus, given the burden of two indicators, the 
burden of all three can be ascertained. A subsequent research question would be which 
combination of two indicators leads to the least overall measurement error when extrapolating 
to the third indicator, and how should measurement error be defined in this work. Possibilities 
include the predicted prevalence of the entire distribution or the predicted prevalence of the 
tails of the distribution (whether moderate, severe, or both). Another option would be to 
estimate population attributable fractions per the GBD methodological framework.  
 
This analysis builds on several years of child growth failure modeling work done for the Global 
Burden of Disease study and highlights several areas for substantial growth in modeling the 
joint distribution, demonstrating the immense task associated with modeling the global burden 
of child growth failure. Although the volume of data included in this analysis is quite large, it 
should be noted that this dataset encapsulates much of the publicly available and accessible 
child anthropometric data from around the world, and yet many locations and years are quite 
underrepresented in the dataset. The global health work required to reach the WHO’s World 
Targets 2025 and the UN’s Sustainable Development Goals is immense, but without sustained 
attention to data collection (and publication) and comprehensive burden estimation, any 
appraisal of progress will be insufficient. The interconnected nature of child growth failures 
means that efforts to reduce the burden of any indicator necessarily impacts the burden of the 
other indicators; this analysis helps to lay the groundwork for measuring those changes for 
child growth failure’s collective burden.  
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