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Proteins from thermophiles can preserve their basic structures and original functions at high 

temperature. However, most of the mesophilic proteins are vulnerable to such extreme condition 

due to their different amino acid composition. Improve the thermostability of thermophilic 

proteins will reduce the cost of from storage and production in industrial process. Nowadays, 

machine learning becomes a powerful method for data-intensive computation. This work 

provides a well-tuned network, called Thermalizer, which applies Recurrent Neural Network 

(RNN) to encode the mesophilic proteins to thermostable proteins which is predicted to be able 

to perform expected function in higher temperature. The toolkit also provides workflow from 

gene and amino acid sequence preprocessing to encoder and decoder construction, model 

training and evaluation, and translation window. The project is accessible on GitHub:  

https://github.com/BeckResearchLab/thermalizer. 
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Chapter 1. INTRODUCTION 

1.1 THERMOSTABILITY 

For a long time, researchers are curious about extremophiles and their living strategy to thrive in 

the harsh environment. For example, Halophilic Bacteria can maintain a low ionic concentration 

in their cells and adapt to high salt concentrations.1 Thermophile, invulnerable to high temperature, 

is another kind of organisms that researchers are obsessed with. In general, mesophile has optimum 

growth temperature (OGT) in the range of 15°C to 45°C, while thermophiles can survive at the 

temperature up to 80°C.2 Besides, hyperthermophile and psychrophile are two other genera that 

can survive and propagate in extremely high and low temperature.  

Amino acids are the building blocks for protein sequence, which contain all of the information to 

perform certain functions in metabolic reaction, signaling interaction and structure maintenance.3 

There are few amino acid residues interactions that determine the shape of the protein and stabilize 

its structure, including disulfide bridge, salt bridge, hydrogen bond, Van der Waals interaction and 

electrostatic interaction.4 A number of studies revealed that composition of amino acid is biased 

in proteome for thermophiles and mesophiles. In previous studies, researchers discovered a short 

amino acid sequence – Ile, Val, Tyr, Trp, Arg, Glu, Leu (IVYWREL) – to predict the OGT for 

prokaryotes.5 Thermophilic proteins prevent misassemblies and stabilize structures by increasing 

the fraction of positively charged residues, such as Gln and Ile on the surface6,7 and negative charge 

at the N-terminus8. Several substitutions frequently occur to form more salt bridges within the 

protein helix.8 Thermophilic adaptation of proteins also take advantage of their compact 

hydrophobic core since hydrophobic effect is one of the primary forces to stabilize protein structure 

at high temperature.9 Although thermostability is one of the fundamental and well-studied features, 
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predicting a unknown sequence or modifying a sequence to maintain a function at high temperature 

is still cumbersome. Take all complicated interactions into consideration and finding the optimal 

positions for all amino acid sequences is far beyond human’s control. 

1.2 MACHINE LEARNING 

Machine learning, a rapidly growing discipline, utilizes an array of statistical algorithms to 

construct an automatically problem-solving system through experience learned from the large 

dataset. Instead of tackling a specific problem, machine learning algorithms provide a universal 

framework to “learn, search and predict”. By taking advantage of it, machine learning also brings 

fundamental change in other discipline, such as Economy, Social Science, Biology, etc. Over the 

years, numbers of projects are promoted to gain insight into formation of diseases like cancer by 

collecting enormous genomic and proteomic data. Thousands of scientists and researchers 

contribute to the construction of gene bank and protein bank, which provide reliable datasets for 

statistical analysis.10  

In terms of data labels, machine learning algorithms can be classified into supervised learning, 

unsupervised learning and reinforcement learning. While the last two kinds contain training inputs 

without labels, supervised learning, including linear regression, logistic regression, decision trees, 

random forest, support vector machine (SVM), neural networks and Bayesian classifiers, makes 

predictions from input-output pairs.11 These methods are applied not only to predict the protein 

folding patterns12 and extract factors that determine the protein interactions13, but also to detect 

aberrant activation in cancers’ metabolic pathway14 and to accelerate drug discovery process15. 

Although traditional statistic models are ubiquitous and powerful in many fields, their efficiency 

are greatly limited in terms of high-dimensional data in the raw form16, 17. 
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Deep learning is an unconventional branch of machine learning family, which stacks multiple non-

linear layers and generates prediction by backpropagate gradient to minimize error.17 Compared 

with classical machine learning methods, deep learning can discriminate the high-level features in 

a more efficient way.18 Typically, there are two types of deep architectures, convolutional neural 

network (CNN) and recurrent neural networks (RNN). While CNN is designed for multi-

dimensional arrays, like image pixels, RNN is useful for one-dimensional sequence such as human 

language analysis. Protein translation is highly analogous to language processing to a great extent: 

amino acids can be viewed as the words to construct a sentence and rules, such as amino acid 

frequency, become the “grammar”. Human language is to formulate a legal sentence that indicates 

a specific meaning, while amino acid processing is to generate a protein that can perform a unique 

function. On the basis of this idea, RNN is adopted to deal with sequence to sequence learning. 

RNN takes one word at a time and introduced a hidden state flows to the end which memories 

previous update.17 In proteomic and genomic research, RNN is especially powerful because of the 

linear representation of compositional units, such as amino acids and nucleotides. Researchers 

release an RNN model – ProLanGO19 – to predict protein function based on the amino acid 

sequence along. Also, RNN has been applied in gene regulatory networks construction.20  

The essential part of the research to improve thermostability is to discriminate the composition of 

thermophilic protein with its mesophilic counterpart. In previous work, researchers attempt to use 

Bayes rules, neural network, SVM, decision trees and several more for this purpose, and the best 

they achieve is through neural network by an accuracy over 90%.21 In this work, we developed a 

neural network toolkit, called Thermalizer, to estimate positions in mesophilic proteins which can 

be replaced by other amino acids and improve their thermostability. In general, the work contains 
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several steps: data preprocessing for thermophilic-mesophilic pairs, model construction including 

encoder, decoder and translation process and hyperparameters tuning. 
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Chapter 2. MATERIALS & METHODS 

2.1 DATA COLLECTION AND PREPROCESSING 

2.1.1 Dataset Collection 

The complete genome of bacteria and archaea in this work was collected from National Center 

Biotechnology Information (NCBI). Although NCBI assembles few optimal growth temperature 

(OGT) records, this work also collects OGT from other reliable source. The Bacterial Diversity 

Metadatabase, BacDive (https://bacdive.dsmz.de/), provides cultivation information including 

OGT for 63,669 bacterial and archaeal strains.22 Thus, BacDive is the primary platform for OGT 

collection. Moreover, some organisms in BacDive have already classified as thermophiles and 

mesophiles while others don’t. For simplicity, we defined that organisms with OGT greater than 

50°C classified as thermophiles and organisms with OGT less than 50°C as mesophiles. Any 

organisms with OGT in between should be ignored in order to have two clearly classified datasets. 

In total, there are 5675 organisms from NCBI and around 2000 OGT records from BacDive. Those 

organisms we cannot acquire the OGT will be deleted from the dataset. Each genome translates 

into groups of protein sequences. 

For the purpose of this research, mesophilic protein will be used as input and thermophilic protein 

will be used as responses in the training set. In order to guarantee that the model is capturing 

features that affect its thermostability, other functions of the protein should keep the same. First, 

we use Basic Local Alignment Search Tool (BLAST) to compare the 16S ribosomal RNA (rRNA) 

nucleotide similarity among all genomes. 16S rRNA, the 30S small subunit of a prokaryotic 

ribosome that binds to SD sequence, is inferred as an accurate label to reveal prokaryotes evolution 

and to identify and classify Bacteria and Archaea.23 The alignment reduced the original dataset 
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into 214 mesophilic-thermophilic genome pairs, which have high homology. For each pair, we 

assemble proteins from the genome and use BLAST to pair protein sequences, which serves as the 

input (mesophilic) and response (thermophilic) for the training process. 

 

2.1.2 Dataset Partition 

Typically, dataset should be partitioned into training set, validation set and test set, and each set 

should have input-target pairs. The input and target from training set will be feed to the Encoder 

and Decoder of the network respectively and get the set of weights representing the rule for 

prediction. The validation set will be used to evaluate the model as training process continues. The 

loss value or accuracy from the validation set will be taken as reference to determine the best 

configuration of hyperparameters and set the early stopping. The test set will not be used to update 

 

 
Figure 1. Workflow for Data Preprocessing 
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the weights, in other word, remain untouched in the training process. It will be used in the final 

assessment of the model. In this work, training set will take 80% of the data, validation set will be 

10% and test set will also be 10%. 

2.1.3 Sequence Preparation 

Before feeding training network, data should be converted into numerical form that computers can 

manipulate. The natural way to deal with it in classification problem will be one-hot encoding. The 

vector has the same size as the number of categories. It will be filled by zero, except for the 

category the target belongs to, which is one. However, in language processing, the vector can be 

unreliable since some words have similar meaning. For example, “big” and “large” should be 

classified in the same category, instead of two categories in one-hot vector. We use word 

embedding in this work. Each character in the protein sequence will be represented by a unique 

index. The protein sequence should be padded into the same length with a special character added 

to the end of the sentence. Each index will be then replaced by a random vector of continuous 

number.  

 

2.2 MODEL CONSTRUCTION 

2.2.1 Encoder and Decoder 

Model construction can be separated into two sections: Encoder and Decode. (Shown in Figure 2) 

Encoder takes a batch of embedded symbols to a fixed-length vector24 and trained forward into a 

final hidden state which consists of the estimated grammar logic of those sequences. The Decoder, 

on the other hand, accepts the final hidden state of the Encoder as the initial state and predicts a 

sequence to maximize the probability distribution at each timestep.24 The efficiency of traditional 
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RNN are limited because of the exploding or vanishing gradient and gradient clipping. There are 

two types of RNN are designed to improve the ability of memorizing context from far away: long 

short-term memory cell (LSTM) and gated recurrent unit cell (GRU). (As shown in Table 1) LSTM 

consists of three gates (forget, input and output) to control the percentage of current input 

memorized by the network.25 It also separates the process to update memory and hidden states. 

However, the GRU adopts a different strategy where it only has reset and update gates, and it 

combines the memory and hidden states flow.26 Although LSTM and GRU have slightly different 

structure, it remains problematic to answer which one has better performance. Thus, in this work, 

we will try both LSTM and GRU units and compare them with each other.  

 
Figure 2. Encoder and Decoder System 
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Table 1. LSTM and GRU Updates at Each Timestep25, 26 

 

 

 

 

 

 

 

 

 

 

2.2.2 Attention Mechanism 

In classical Encoder-Decoder network, the initial state of Decoder is merely from the last state of 

the Encoder. It is problematic since the Encoder attempts to capture the meaning of the context 

using the last matrix. To improve it, researchers developed a mechanism called “Attention” which 

uses an extra weight matrix to map query to output.27 It can, therefore, pay attention to a certain 

region that is crucial for Decoder to predict the next word or letter. The attention mechanism in 

this work applies global attention which has three alternative forms28 (as shown in Figure 3): dot 

product (𝑎") of overall Encoder hidden states (ℎ$) and current Decoder hidden states (ℎ"), cross 

product (𝑐") of ℎ$ and 𝑎", and concatenation of ℎ" and 𝑐". And we will try all three forms and pick 

the best one for our model. 

LSTM GRU 

General form: 𝒉𝒕 = 𝒇(𝑾 ∙ 𝒉𝒕-𝟏 +𝑾 ∙ 𝒙𝒕) 

Forget gate: 

𝒇𝒕 = 𝝈(𝑾𝒉𝒇 ∙ 𝒉𝒕-𝟏 +𝑾𝒙𝒇 ∙ 𝒙𝒕) 

Input gate: 

𝒊𝒕 = 𝝈(𝑾𝒉𝒊 ∙ 𝒉𝒕-𝟏 +𝑾𝒙𝒊 ∙ 𝒙𝒕) 

Output gate: 

𝒐𝒕 = 𝝈(𝑾𝒉𝒐 ∙ 𝒉𝒕-𝟏 +𝑾𝒙𝒐 ∙ 𝒙𝒕) 

Reset gate: 

𝑟" = 𝜎(𝑊89 ∙ ℎ"-: +𝑊;9 ∙ 𝑥") 

Update gate: 

𝑧" = 𝜎(𝑊8> ∙ ℎ"-: +𝑊;> ∙ 𝑥") 

Update memory: 

𝒄@𝒕 = 𝐭𝐚𝐧𝐡E𝑾𝒉𝒇 ∙ 𝒉𝒕-𝟏 +𝑾𝒙𝒇 ∙ 𝒙𝒕F 

𝒄𝒕 = 𝒇𝒕 ∘ 𝒄𝒕-𝟏 + 𝒊𝒕 ∘ 𝒄@𝒕 

Update hidden state: 

𝒉𝒕 = 𝒐𝒕 ∘ 𝐭𝐚𝐧𝐡	(𝒄𝒕) 

Update memory: 

N/A 

Update hidden state: 

ℎI" = tanh(𝑟" ∘ (𝑊8N ∙ ℎ"-:) +𝑊;N ∙ 𝑥") 

ℎ" = (1 − 𝑧") ∘ ℎI" + 𝑧" ∘ ℎ"-: 
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Figure 3. Attention Mechanism 
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2.3.2 Batching 

The model will train on a total of 401,885 unique mesophilic-thermophilic sequence pairs with 

144,836 unique mesophilic proteins and 381,838 unique thermophilic proteins. The maximal 

(minimal) length in Encoder and Decoder are 14,039 (37) and 11,787 (14) respectively. Therefore, 

some of the thermophilic proteins can pair with the same mesophilic protein. In RNN model, the 

number of timesteps has to be equal to the sequence length. Therefore, the dimension will be 

tremendous if padding all sequences to the maximum sequence length. In this work, we cut down 

the protein sequence length to be 200.   

2.3.3 Hyperparameter Tuning 

The performance of a deep learning model can be improved by increasing the size of training 

dataset, constructing a more efficient architecture and setting the optimal hyperparameters. Unlike 

the previous two strategies, hyperparameter tuning is empirical and is cumbersome to train. The 

most intuitive way to find the best hyperparameter setting is grid search which exhaustively 

searches all possible hyperparameter combinations and pick the one with highest accuracy. This 

method is practical only if few hyperparameters are in the pool. Randomized search,29 on the other 

hand, provides an efficient way to search in a large hyperparameter grid. However, it does not 

necessarily lead to the optimal setting. In this work, we adopt the strategy in between: change the 

hyperparameter in one kind and use the best one to adjust the other hyperparameters. Also, 

hyperparameters affect the model by changing the dimension of matrix that has been used to store 

the learning process such as weights. In neural networks, the change of dimension is often the most 

confusing part and contributes to a huge number of bugs. Therefore, we also provide a dimension 

overview for the model and reveal how it changes through training process. 
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Figure 4. Dimension Overview of the Model 

 

Maximum sequence length (max_len): the sequence that is shorter than the maximum sequence 

will be padded with zero. We set the max_len to be 200 for hyperparameter tuning. 
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batch. 

Embedding Size (em_dim): word embedding is to represent words with a dense vector, which is 

powerful to catch the words’ similarity using a low-dimension matrix.31 Embedding size is 

determined by the vocabulary size and hidden dimension, which is not really a hyperparameter. 
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Hidden Unit (hidden_size): the size of hidden units controls the nonlinearity or complexity of each 

layer by introducing activation function. Possible choices are 300, 400 and 500.  

Dropout: dropout is a tool to reduce overfitting, which randomly removes some of hidden units 

from each layer.33 The dropout rate will be taken in the range of [0.1, 0.3, 0.5]. 

Learning Rate: The essential part of neural network is the optimizer, in which learning rate controls 

the amount of parameter it updates during training process. If learning rate is too small, the 

converge will be too slow and computational expensive. In some cases, smaller learning rate will 

lead to a suboptimal solution. However, if learning rate is too high, the gradient descent will step 

over the minimum point and also result in a local minimum point. Therefore, we adjust learning 

rate between 0.001, 0.0005 and 0.0001.  

2.3.4 Evaluation Function 

Model learns from the probability distribution through backpropagation.26 The sequence to 

sequence model is basically a classification problem, for which people often use cross-entropy loss 

and negative log-likelihood loss. However, researchers found that the negative log-likelihood loss 

performs better than cross-entropy loss for high dimensional dataset.34 In this work, we will use 

negative log-likelihood to evaluate the model. Since we padded all sequence length to be the same, 

the loss will be overestimated if we take into account the padded part also. Therefore, we will use 

a vector to store the original sequence length (mask), and only use original length to calculate the 

loss. 

𝑁𝐿𝐿 = 	−
1
𝑁 a loge

exp(𝑧i)
∑ exp	(𝑧k)

l
i	∈no$p
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Chapter 3. RESULT & DISCUSSION 

3.1 AMINO ACID SEQUENCE ANALYSIS 

 

 

Figure 5. Sequence Analysis 
Note: A~Y are one letter abbreviation for amino acids. X represents the unknown amino acid. 
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As the first step, we analyze the amino acid composition across all thermophilic proteins and 

mesophilic proteins (as shown in figure 4A). In general, these two kinds of proteins have very 

similar amino acid composition. However, thermophilic proteins have slightly higher Ala (A), Asp 

(D), Gly (G), His (H), Met (M), Gln (Q), Ser (S) and Thr (T) than mesophilic proteins. Previous 

research found that acidic residues such as D, K, N, A and T contribute to the OGT variance of 

mesophiles and thermophiles.35 Also, increasing hydrophobic residues like A, L, M and V, and 

positive charged residue like H will improve thermostability of proteins.9 As illustrated in Figure 

4B, the average thermophilic proteins tend to be shorter than mesophilic ones, which is probably 

because proteins from bacteria are generally longer36, however, most of thermophiles are from 

archaea. Although the amino acid composition reveals some elementary rules to make 

thermophilic proteins, the interactions of these amino acids are too complicated to be concluded 

in the composition analysis. Therefore, we need machine learning that can learn from the data with 

less human interference and predict in a less descriptive way. 

 

3.2 HYPERPARAMETER TUNING 

We trained the model with default setting (2 layers, 0.1 dropout, 0.001 learning rate, 128 batch 

size, 300 hidden size) in 100 epochs. The protein lengths are limited under 200 amino acids and 

the size of dataset is 3,600. As shown in Table 1, we plot learning curve for different settings to 

observe the dynamic performance of each model. In general, all training curves have similar shape 

since the model is adjusting the weights to minimize the loss function, negative log likelihood in 

this work. Therefore, the loss value continuously decreases while training, which explains why the 

training loss in all plots are dropping steadily. However, validation loss often drops at first and 

increases afterwards due to overfitting.  
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3.2.1 Learning Rate 

In default setting, the validation loss drops at first 20 epochs and starts to increase steadily 

afterwards. It exceeds the original loss value after few epochs which suggests an early overfitting. 

The inference result in this setting does not perform well, where few characters repetitively appear 

continuously in the sequence. The most important hyperparameter to greatly improve the 

performance, in this case, is to decrease the learning rate.37 Learning rate determines how fast the 

model is converging. As shown in the table 2, the model performs poorly with 0.001 and 0.0005 

learning rate. The reason is that the gradient descent so fast that it actually misses the optimal point 

and gets stuck into a suboptimal solution. However, decreasing the learning rate can make the 

model converge slowly and reach the possible global minimum. However, if the learning rate is 

too small, not only will the training process become slow, it will also be trapped into a solution 

that is not optimal. 

Table 2. Result for hyperparameter tuning 
 Default Setting Setting 1 Setting 2 

Learning 

rate 

 
learning_rate = 0.001 

 
learning_rate = 0.0005 

 
learning_rate = 0.0001 

Number 

of Layers 

 
n_layers = 2 

 
n_layers = 3 

 
n_layers = 4 
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Dropout 

 
dropout = 0.1 

 
dropout = 0.3 

 
dropout = 0.5 

Hidden 

size 

 
hidden_dim = 300 

 
hidden_dim = 400 

 
hidden_dim = 500 

Batch 

size 

 
batch_size = 128 

 
batch_size = 64 

 
batch_size = 256 

Attention 

Mech. 

 
general 

 
dot 

 

CUDA out of Memory 

concat 

 

Note: First column is the default setting and settings in Bold are optimal. 

3.2.2 Hidden Layer 

We tuned the number of hidden layers with best setting of 0.0001 learning rate. Hidden 

units, such as GRU cells, is designed to calculate weighted sum and then pass it to a non-linear 
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activation function. In the sequence model, the Encoder and Decoder requires separated hidden 

layers. So, when we set the number of layers to be 2, there are 2 hidden layers for Encoder and 

another 2 for Decoder which is 4 hidden layers in total. Compare the loss curve of layers of 2 with 

curve of 3 and 4, we notice that the validation loss of former decreases and remain relatively stable. 

However, validation loss of the last two decreases in at first and increases thereafter, which are 

represented as overfitting. Since greater number of layers bears a risk of running into a local 

minimum,37 we use 2 layers to optimize the model. 

3.2.3 Dropout 

Dropout rate, a major regularization method to improve deep learning networks, randomly 

drops a fraction of hidden units in training process and recovers them during validation.38 Notice 

that inflection is ubiquitous in all current figures, which shows that the model is overfitting. As we 

add more dropout, validation loss is approaching closer to the training loss. However, dropout rate 

of 0.1 performs better when we sample inference on test set. It is possible that the dataset we are 

training are too small.  

3.2.4 Hidden Units 

Apart from learning rate, the size of hidden units is another important hyperparameter 

needed to be chosen carefully. Unlike learning rate which may result in the suboptimal solution 

and much worse performance, increasing the hidden size can actually prevent the model relying 

much on other regularization methods such as dropout.39 As we increase the number of hidden 

units (hidden_dim), both of training loss and validation loss become more fluctuating. The noisy 

learning curve suggests that the mini batch cannot accurately represent the overall performance of 

the model under current learning rate. Although the model with 400 hidden units is noisier than 
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that with 300 units, the performance of these two settings are comparable. However, greater hidden 

size requires more computational space and parallelizing time.40 In our work, memory required by 

the model with 500 hidden units exceeds the maximum computing capacity of Nvidia CUDA. 

Therefore, the setting with 300 hidden units is adopted for other hyperparameter tuning.  

3.2.5 Batch Size 

As we increase the number of batch size, the validation loss curve becomes less noisy. 

Previous research found that large batch size often results in overfitting while small batch size has 

better performance in generalization.41 It is consistent with our result that the fluctuated validation 

loss is very close to training loss with 256 samples per mini-batch. In our inference test, the 

prediction of the setting is much worse than that with 128 samples in a batch. However, if the batch 

size is 64, the curve is too noisy which indicates that the model has been generalized too much so 

that it did not learn a lot from the inputs. 

3.2.6 Attention Mechanism 

 We tried the dot product (dot), cross product (general) and concat product (concat) in our 

setting. The general method is slightly better than dot product in the later testing, which can be 

confirmed from the figure that the general method becomes more stable over the time than dot 

product does. However, we failed to train using the concat product, which requires much more 

internal memory in GPU. When we implement the dot method in PyTorch, we simply sum across 

two hidden states, which is the lightest one among these three methods. In general mechanism, 

however, the hidden states of the Encoder will flow through a linear layer which contains an 

additional parameter with dimension (hidden size by hidden size) that tracks the attention energy 
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in the mechanism. Unlike the previous two, concat product requires much more memory since the 

computation will double the weights matrix. In this case, general method is the best we can choose. 

 

3.3 PERFORMANCE WITH LARGE DATASET 

In order to generalize the model, the dataset should contain sufficient observations.42 Thus, we test 

the performance of the model with a larger dataset: 15,000 samples with maximal 200 amino acids. 

The result is shown in Figure 6. As we increase the size of the dataset, the fluctuation of validation 

curve increases as well, which indicates that the descent is overshooting the local minima under 

current hyperparameter setting. Also, we notice that the average loss for larger dataset is smaller 

than that for smaller dataset. We assume that the larger dataset should have a better performance. 

However, the loss curve cannot provide enough information to estimate the model’s ability of 

prediction.  

 
size: 3600 

 
size: 15,000 

Figure 6. Learning curve with different size of training set 

 
Therefore, we sampled one mesophilic protein and show its thermophilic predictions through 

training epochs (shown in Table 3). We observe that the model’s prediction in first 200 epochs 
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consists of a lot of meaningless sequence fractions. As we are training for more epochs, the length 

of the predicted sequence gets closer to the target’s sequence length. The sequence does not contain 

the repetitive fractions in the prediction anymore after 300 epochs. To get a better understanding 

for the prediction, we use local alignment tool, BLAST, to compare the target sequence (query) 

with the predicted sequence (subject) and the original input (As shown in Figure 7). The positive 

sign means that the two amino acids have similar physico-chemical properties. From the figure, 

we can see that the prediction has only 38% identities and 64% positives with target sequence. 

However, it shares the most similarity with input sequence. In this case, the model does not 

perform well to predict thermophilic proteins based on mesophilic sequence. Although the model 

captures some conservative part, it predicts poorly on the key amino acid residues that may 

improve thermostability of mesophilic proteins. 

Table 3. The change of inference over time 
 Sequence 

Input MGIKIIATNKKAYHDYFIDEVYEAGIALKGSEVKSIREGKVNLKEAFCRIKNGEVFIHNMNIS 

PYEFASQEAVDPVRMRKLLLHREEIAKLSRKIDEKGFSLVPTKIYFKNSRAKLELGVARGKK 

LYDKRETLKRKQHDRETARAIREHHK 

Epoch 100 MKIKIIATNKKKAYHDYYIDEVYEAGIALKGEEVKKIKEGKVNLKELLEELLKEILEIIEIIIE 

IEIELLLLLLLLLLLLLLLLLLLLLLKKKLLKKKKKKKKKKKKKKKKKKKKKKKKKRRRR 

RRRRRRRRRRRRRRRRRRRRRRRRRRRRRRRRRRRRRRRRRRRRRRRRRRR 

Epoch 200 MKIIATTNKKAYYYYIDEVYEAGIALKGKEVKSIKEGKVKLKEALKELEEIEEIEIEIEIEIEEE 

EEEEEEEELLLLLLLLLLLLLLLLLLLLLLLLLLLLLLLLLLLLLLKKKKKKKKKKKKKKKKR 

RRRRRRRRRRRRRRRRREEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEE 

Epoch 300 MKIIATNTKKAYHYYIDEVYEAGIALKGSEVKSIREGKVNLKEAFKKGEVLIHNINISPYEFA 

SKEAIDPVRLRKLLLHREIAKLLKHREIAKLSRKLLNKLDEKGFSLVPTKIYFKNSRAKLLEI 

GIRGRGLYDRRRKKIELRRKEELERRREIRERKRKNEIEER 

Target MGRQVKVVTDNRRARHDYFIEETYEAGIALTGTEVKSLRNGRANIKDSYARVENGELILH 

DMHISPYEQGNRFNHEPRRPRRLLMHRYEIQRLYGKVREKGLTLIPLKVYFNERGLAKVE 

LALVKGKRLYDKREDIAARDAQREIARALRERQKV 
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A 

 
B 

 
C 

 
Figure 7. BLAST Result for one sample in 300 epochs 

A. query: mesophilic input, subject: thermophilic prediction 

B. query: expected thermophilic target, subject: thermophilic prediction 

C. query: mesophilic input, subject: expected thermophilic target 

 

3.4 COMPUTATION TIME ANALYSIS 

We trained the model with the best hyperparameter setting in both CPU and GPU. Average 

computing time for 3036 samples with max length of 200 in GPU is 19.21 s and average time in 

CPU is 431.92 s for each epoch. It indicates that GPU is running approximately 22.5 times faster 

than CPU. In the dataset, the maximal amino acid sequence length is 14,039 and minimum 



 

 

23 

sequence length is 37. As we pad all sequence to the same length, the dimension of the input 

becomes too large, which is expensive in computation. Therefore, we need to balance between 

computing time and the maximum length. 

 
 

Figure 8. Computational time analysis 
Left (A): Increase the max length and keep other parameters unchanged 

Right (B): Increase the size of training set with the same hyperparameters. 

 
We test the change of computational time per epoch constricted to optimal hyperparameter 

setting with data size unchanged as max sequence length increases (Shown in Figure 8A). In 

general, the computing time increases in polynomial with degree of 1.38. We also test the change 

of time over dataset size (shown in Figure 8B). Unlike the formal trial, the time cost of computation 

increases linearly as dataset gets larger. It is because the size of training set only affects the number 

of batches for each iteration: double the training set will only double the number of mini-batches 

per epoch. The time for each batch remains the same as before. However, when we change the 

max length, the dimension of input, hidden states and weights will all be different. Thus, the 

computational time for each batch will be remarkably different.  
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Chapter 4. CONCLUSION 

4.1 SUMMARY 

In this work, we build the Encoder-Decoder with attention mechanism neural network system to 

modify the mesophilic proteins so that their thermostability can be improved. We let the system to 

determine the key amino acids that may affect its thermostability and the system can output the 

target sequence that we might be interested. During the process, we introduced a data 

preprocessing workflow that can be promising to deal with similar problem. After build the model 

in PyTorch, we tuned the hyperparameter so that the model can work in its best mode. We tuned 

the hyperparameter using a small fraction of samples and figure out the best hyperparameter setting 

is 0.0001 for learning rate, 0.1 for dropout, 2 for hidden layers, 300 for hidden units, 128 for batch 

size, general for attention. We make predictions using the best setting with greater dataset and 

analyze its inference result over time. It suggests that as time goes, the prediction gets closer to the 

target sequence. Later, we did the computational time analysis. We transfer the model from CPU 

to GPU and improve the calculation efficiency by 22.5 time. Also, if we increase max length and 

other parameters remain the same, the computational time will increase in polynomial with the 

degree of 1.4. If we increase the size of training set with hyperparameters unchanged, the 

computational time will increase linearly. 

 

4.2 FUTURE WORK 

So far, we are training with just 5% of the dataset. In order to generate a better result, it is plausible 

to feed in more samples. Also, table 3 indicates that the model is improving over epochs, which 

suggests that we need to spend more time training. When tuning hyperparameters, we are using 



 

 

25 

forward algorithm in which we choose the best setting for one parameter and use this to adjust 

other hyperparameters. However, this method does not necessarily result in the optimal one. To 

guarantee the optimal setting, it’s better to adopt grid search or random search29. Although the 

default optimizer Adam43 is sufficiently good in many cases, we can replace it with other 

optimizers such as RMSprop.  

We can also modify the architecture. Researchers found that RNN model can incorporated with 

the pyramid structure from convolutional neural network (CNN) which reduces hidden units, layer 

by layer.44 In this way, we can accelerate the computation without sacrificing the performance.45 

We can also try LSTM cells instead of GRU cells in the model. In the training process, we are 

padding zeros to the tail in order to maintain the fixed-length batches. However, we can also add 

gaps during alignment. In this case, the difference between two sequences becomes clearer. 
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