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Our personal computing devices are becoming smaller, more powerful, and more tightly coupled to our
body. Emerging computing platforms, such as wearable displays for virtual and augmented reality, promise
to revolutionize the way we work, play, and communicate. However, there is a disconnect between the
promise of always available, wearable computing and the large, fatiguing, and socially unacceptable move-
ments required to interact with such devices. To enable smaller, more precise interactions, we must lever-
age systems that track the eyes, hands, and small handheld devices. In this work, I explore the design space
of input devices that can be used to enable both high-�delity immersive experiences and everyday produc-
tivity and communication tasks. I present novel sensing techniques to track the eyes with high precision
and low power, wearable devices for �nger and touch tracking, and techniques for tracking and haptics on
handheld controllers.
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1 INTRODUCTION
1.1 Overview

Our personal computing devices are becoming smaller, more powerful, and more tightly coupled to our
body. The progression from desktop computing devices to devices we hold in our pockets or wear on
our bodies has increased the availability of and access to information. However, to date, the shrinking of
devices has led to a miniaturization of the display and ways in which we interact with the device. As our
touchscreens get smaller, they become more portable and more available, but less useful.

Head-mounted displays (HMDs) for virtual and augmented reality (VR, AR) o�er a natural solution to this
problem. A near-eye stereoscopic display can achieve a wide �eld of view and deliver immersive 3D content
in a relatively small physical package. These computing platforms o�er the potential to revolutionize the
way we work, play, create, and communicate.

In driving toward this new computing platform, much attention has been paid to visual output—exploring
how to deliver the right photons to the eyes to create compelling 3D experiences. However, to create a
tight feedback loop between human and machine, these immersive environments require expressive input.
Inherent to the design of head-mounted displays is a notion that the size of the display can and must be
decoupled from the way we interact with the device. When our input is no longer coupled to the size of
the touchscreens we can �t on the device, it leaves open a rich space for the design of input devices.

Today, the dominant interaction techniques on consumer HMDs use spatial computing. The user wields
a handheld controller, whose rotation (3-DoF) or rotation and position (6-DoF) are tracked. Such devices
allow the user to reach out and interact with virtual objects in the environment. While such experiences
are compelling for gaming applications, which often seek to provide users with a sense of immersion
in the gaming environment, this method of input does not scale to productivity applications or the many
everyday tasks we currently perform on our personal computing devices. In this thesis, I explore the design
space of input devices that can be used to enable both high-�delity immersive experiences and everyday
productivity and communication tasks.

1.2 Designing for Expressiveness, Precision, and Subtlety

In an e�ort to escape the con�nes of a small touchscreen, some systems, such as the Microsoft Kinect or
Leap Motion, rely on body and hand tracking to provide a natural user interface. Other computing systems,
such as consumer VR and AR devices, use tracked controllers as a proxy for hand position. These devices
are designed and optimized to track the hand and arm in front of the body. Such systems make compelling
demos, but prolonged use of such large arm movements lead to fatigue, in what is often referred to as the
"gorilla arm syndrome".
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Moreover, such experiences are entire unsuitable in many on-the-go scenarios. It is socially unacceptable
and at times impossible to uses these kinds of spatial interfaces on a crowded bus, at a restaurant, or while
in a meeting. In such situations, it is preferable to use subtle interaction techniques that do not disrupt
others or draw unnecessary attention to the user.

Smaller movements improve e�ciency, reduce fatigue, and broaden possible usage scenarios. However,
such small movements must be accompanied by precision. Imprecise input devices are typically relegated
to discrete gesture recognition, e.g., detecting taps on a particular �nger or detecting a particular pattern
of blinks. On the other hand, continuous, precise tracking enables well-designed gestures and other ma-
nipulation techniques that are less constrained by technology limitations. While there are numerous ways
to provide input to a wearable computing device, a few classes of input stand out as promising candidates
for the small, yet precise input needed on head-mounted displays.

Eye tracking is a useful source of direct and contextual input. Because of the speed of eye movements and
little e�ort required, gaze-based interfaces can seem magical. When designed correctly, such interfaces
can be used for on-the-go input and navigation [38]. Because gaze is an indicator of user attention and
intention, gaze also provides a useful complementary input. Interfaces designed around a combination of
gaze and touch o�er compelling glimpses into the possibilities of multimodal input [120].

Fully tracked handheld objects can act as tools and provide valuable haptic feedback to the user. Existing
optical tracking solutions, such as those found on the Oculus Quest or HTC Vive, require the use of bulky
controllers with optical emitters or sensors that cannot be occluded by the hand or body. Commonly used
outside-in tracking systems require external infrastructure which limits their use to a particular space.
However, for mobile usage, these devices must use inside-out tracking and be usable with the hands at the
sides and out of direct line of sight of a head-mounted camera. They must also be small enough to �t in a
pocket, which precludes the use of bulky tracking rings.

Specially designed handheld controllers also have a rich potential to provide haptic feedback to the user.
However, handheld haptics are traditionally limited to single-point vibrotactile stimulation. More expres-
sive haptic feedback has the potential to improve the speed and accuracy with which we interact with our
computing devices [169, 104].

Wearable devices that sense small �nger motions can enable both direct and indirect manipulation tech-
niques. Such devices are particularly well-suited for augmented reality computing platforms. When
tracked in absolute coordinates, designers can repurpose existing objects and surfaces in the environ-
ment as interactive elements. For example, a user may reach out and tap a button that appears on their
desk surface. Such interactions are less susceptible to fatigue because the user is touching an actual phys-
ical surface that supports their arm, instead of reaching out and touching in mid-air. In mobile scenarios,
computing systems can make use of indirect manipulation with the arms at the side or even in a pocket.
These devices can use spatial �nger movements and thumb-to-�nger interaction to maximize precision
and dexterity while minimizing the overall size of the input.

1.3 Input Beyond Interaction

We typically think of input devices solely for interaction and control. However, as our computing plat-
forms become more tightly coupled to the human body, our input devices also provide a useful source



Eric Whitmire | Dissertation 3

of information fundamental to the operation of the device itself. Eye tracking, in particular, serves as an
enabling technology for a host of features on next-generation near-eye displays. These new displays are
increasingly leveraging gaze-contingent features to save power and computation and exert greater control
over the user’s visual perception.

The human visual system has a wide �eld of view, but only processes �ne detail within a roughly 5° foveal
region[50]. Accurate and low-latency [4] eye tracking enables foveated rendering, which saves signi�cant
rendering costs by matching the rendering quality with the visual acuity. A high-�delity image is rendered
at the user’s central gaze, while a lower-complexity image is rendered at the user’s periphery. Foveated
displays o�er a hardware solution to this problem by using a small high-resolution inset overlayed and
blended against a lower resolution backdrop [170].

For some types of displays, eye tracking o�ers more than just the power savings of gaze-contingent render-
ing, but is fundamental to the operation of the displays themselves. Recent advances in display technolo-
gies have sought to support the eye’s accommodation in order to address the vergence-accommodation
con�ict that plagues many of today’s head-mounted displays. Rather than the �xed focal distance found in
conventional displays, approaches such as multifocal[60], varifocal[37], or focal surface displays[98] seek
to adjust the focal depth of the image to closely match the focal depth of the virtual object. In order to do
this, the display either tracks the vergence of the eyes or discerns the object the user is �xated upon and
measures its distance from the user. Either approach requires precise eye tracking.

While there are tremendous opportunities enabled by accurate near-eye eye tracking, it remains a chal-
lenging problem. Tedious per-session calibration routines, HMD slippage, power consumption, and the
integration of additional hardware into an already complex optical pipeline are just some of the challenges
that have prevented wider adoption of this technology.

In addition to driving display technologies, understanding the pose and attention of the user enables other
valuable behind-the-scenes features. Communication and telepresence is an essential part of a personal
computing device. Ironically, by bringing the computing device so close to the body, we have made it more
di�cult, in some ways, to capture the user. Rendered avatars, driven by an estimated pose, are commonly
used to represent the user. An accurate representation of the user’s gaze and hand position is essential to
creating a realistic and socially present avatar [43]. Understanding the user’s visual attention and hand
pose can also enable better contextual understanding and activity recognition [154].

1.4 Opening a Design Space of Solutions

While there is signi�cant interest in these sources of input, recent commercialization e�orts in this space
have focused almost solely on camera-based input. Eye trackers for near-eye displays typically use in-
frared illumination and an infrared camera to capture the pupil and location on infrared glints on the eye.
A common approach for controller tracking is head- or environment-mounted cameras that track the po-
sition and orientation of controller-mounted tracking LEDs. Finger tracking relies on either infrared depth
cameras or stereo camera pairs.

Camera-based solutions are an incredibly useful sample in the design space of solutions, but focusing
solely on this solution has signi�cant limitations. One of the greatest bene�ts of imaging sensors is also
a weakness – they create a lot data. Not only do the sensors themselves consume signi�cant power, but
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processing the data obtained from them requires considerable power and computation. On a battery-
powered wearable device, such concerns are critical.

Because of the amount of data they generate and the noise and sensitivity levels of image sensors, camera-
based solutions are typically limited to under 100 Hz. While su�cient for some applications, other use
cases, such as the evaluation of perceptually driven displays, demand higher performance.

For camera-based hand and object tracking solutions, it can be di�cult to balance resolution and �eld of
view. For mobile interaction, hand and object tracking must be capable of operating with the hands at
the side or in the lap. Such positions make it di�cult to achieve consistent line of sight to sensors on a
head-mounted display.

Finally, evolving expectations and cultural norms surrounding privacy and wearable cameras must be
considered. Outward facing cameras designed to track the hands or handheld controllers will inevitably
capture other people. If such a platform is to be widely adopted, the implications of such design decisions
must be carefully evaluated.

In this body of work, I explore alternatives to imaging sensors that o�er additional �exibility in the design
space. Electromagnetic sensing solutions and low-power photosensors are two of the alternative tech-
niques that I focus on in this body of work. These sensing techniques provide lower dimensional analog
outputs that more directly relate to the signals of interest. As a result, these techniques o�er �exibility and
can be customized for solutions that demand either high precision or low power.

1.5 Thesis and Organization

In this thesis, I argue that input devices forwearable computing platforms can leverage non-imaging
sensors to unlock new capabilities and enable more robust, subtle, and precise interaction tech-
niques.

In support this thesis, the subsequent chapters address the following research questions:

RQ1: How can we design easily-integrated eye tracking devices that o�er low-power and high-precision?
In Chapter 3, I present the EyeContact system [181], a wearable scleral coil tracker system that
enables rapid integration of high-quality eye tracking. Chapter 4 explores a complementary design
space of low-power photosensor-based eye tracking.

RQ2: How can we bring 6-DoF tracking to small handheld objects?
Chapter 5 presents Aura [180], an inside-out electromagnetic tracking technique for small, handheld
VR controllers.

RQ3: What kind of feedback can we add to input devices to improve the sense of presence in VR?
In Chapter 6, I discuss alternative haptic feedback techniques and present Haptic Revolver [178], a
handheld controller that renders touch, shear, texture, and shape feedback on the �nger.

RQ4: What interaction techniques and hardware can be used to support productive use cases using subtle,
�nger-based input?
Chapter 7 explores interaction and text entry based on thumb-to-�nger touches through DigiTouch [179].



Eric Whitmire | Dissertation 5

Finally, Chapter 8, presents AuraBand, an electromagnetic �nger tracking device using a ring and
wristband form-factor.
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2 BACKGROUND AND RELATEDWORK
The following sections contain a broad overview of research e�orts and trends in near-eye gaze track-
ing (Section 2.1), tracking techniques for handheld controllers (Section 2.2), haptic feedback techniques
on handheld controllers (Section 2.3), and �nger and touch tracking techniques (Section 2.4). Because
several of the projects in this thesis rely heavily on electromagnetic tracking techniques, an additional sec-
tion reviews technical advances in electromagnetic tracking independent of the domain of input devices
(Section 2.5).

2.1 Eye Tracking

2.1.1 Optical Imaging Eye Tracking

Video oculography is the most widely used method for eye tracking. Most video-based eye trackers rely on
infrared illumination of eye and an infrared-sensitive video camera that detects either the location of the
pupil or glints on the cornea. To avoid blocking the user’s vision, an IR-selective mirror, or “hot-mirror”,
can be used to re�ect the infrared illumination out of the user’s �eld of view. A calibration procedure is
used to construct a mapping between glint/pupil locations and eye orientation.

A high end commercial video eye tracking system, such as the SR Research EyeLink 1000 Plus [132], is
capable of sampling at 1000 Hz with 0.33° average accuracy. Commercial wearable eye tracking systems
from Tobii and SMI, take the form of lightweight glasses with IR illumination. These systems often have
an accuracy on the order of 0.5° with an output data rate of 60 Hz to 100 Hz but are not designed to be
compatible with an HMD. Dual Purkinje tracking is an alternative high precision optical tracking tech-
nique, but it requires a complex set of mirrors and servo motors that make it di�cult to implement in
head-mounted displays. For a more thorough review of wearable video-based eye trackers, see the review
by Bulling and colleagues [16].

Video-based eye tracking solutions [40, 29, 62, 67] have recently been adapted for use in an HMD. For
example, the SMI tracking system is available as an add-on package for the Oculus Rift DK2 and Samsung
Gear VR [62]. It achieves 0.5° to 1° accuracy with a data rate of 60 Hz. Additional solutions from Arrington
Research and Tobii o�er similar performance. Although these solutions will likely improve with time,
current solutions su�er from a low data rate and accuracy and are designed speci�cally for the optics of a
particular HMD.

2.1.2 Electrooculography

Another method for eye-tracking is electrooculography (EOG). The eye is the source of an electric dipole
between the cornea and the retina; this corneoretinal potential can be up to 1 mV, and varies as a function
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of eye orientation. Electrooculography estimates eye movement by measuring this corneoretinal potential
through electrodes placed around the eye. These systems generally o�er a much higher sampling rate than
video-based systems, and processing the resulting data is much simpler. Although the EOG signal is not
rich enough to enable accurate eye tracking, it can be used to detect blinks and eye gestures. For example,
Bulling and colleagues demonstrated wearable EOG goggles capable of detecting a set of eye gestures [16].

2.1.3 Scleral Coil Tracking

Scleral coil tracking is the gold standard for eye tracking, particularly within the medical community. It
o�ers a sampling rate often approaching 10 kHz with an accuracy better than 0.1°. This technique was
developed by Robinson in 1963 [138] and re�ned by Collewijn and colleagues in 1975 [27]. The subject
wears a wire coil embedded within a silicone ring that sits on the sclera of the eye. A thin wire lead is
connected to an external measurement unit. When placed in a magnetic �eld, a voltage is induced in the
coils, which can be ampli�ed and measured.

A challenging aspect of this technique is the generation of the magnetic �elds. Three orthogonal magnetic
�elds, either at separate frequencies or in phase quadrature, are used to induce three separable signals in
the scleral coil. In order to ensure a uniform �eld, Helmholtz coil pairs, often several meters long, are used
to generate the magnetic �elds. Even so, the uniform region is small and the use of head restraints is often
required. The hardware imposes signi�cant space and cost constraints, preventing the adoption of this
technique outside of dedicated facilities in medical centers. Today, scleral coil eye tracking is used for the
diagnosis of vestibular disorders.

2.1.4 Improvements to Scleral Coil Tracking

In an attempt to increase the usability of scleral search coil methods, several projects have attempted to
eliminate the wire connecting the scleral coil to the measurement device. Reulen and Bakker describe a
double magnetic induction (DMI) technique [133] in which a short-circuited scleral coil is used. By placing
the subject within an AC magnetic �eld generated by a set of Helmholtz coils, a voltage is induced in the
scleral coil loop. Current within this loop creates a secondary magnetic �eld which can be detected by a
set of coils directly in front of the eye. Similar work by Bremen and colleagues [15] showed a wearable
version of the DMI technique. Fundamentally, DMI su�ers from a weak signal to noise ratio because of the
need to measure the secondary magnetic �eld. This technique also limits the number of magnetic �elds
used and is sensitive to the mechanical orientation of the �eld and detector coils.

Roberts and colleagues showed a wireless scleral coil system that operated on a similar principle [137]. By
shorting the scleral coil with a capacitor embedded in the silicon annulus, they created a resonant circuit.
Using a series of high frequency (5 MHz) pulses from a nearby transmitter coil, oscillations were induced
in the scleral coil loop. Several receiver coils measured the decaying signals. The relative strength of the
signal in the receiver coils determines the orientation of eye gaze.

Thomassen and colleagues noted that the small uniform magnetic �eld region of many trackers made it
di�cult to carry out head-unrestrained experiments [162]. The authors adapted the tracking algorithm of
an o�-the-shelf scleral coil tracking system to correct its performance when the head moves away from
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the uniform region, though this technique still requires signi�cant instrumentation of the environment.
Plotkin and colleagues have also attempted to address the nonuniformity problem with a planar transmitter
placed in a �xed location behind the user [124]. Their system can estimate the position and gaze orientation
of a scleral coil. Although their design is portable, it is too large to be mounted on the user and does not
allow the user to move more than 10 cm during an experiment.

2.1.5 Low-power Eye Tracking

While scleral search coil methods represent the gold standard of eye tracking, other work has sought to
track gaze with a minimal amount of power. In fact, early e�orts to track eyes in the 1950’s through 1970’s
relied on limbus tracking methods [142] that use infrared illumination and photosensors to estimate the
horizontal and vertical direction of gaze. These systems would use multiple sensors to track the boundary
between the iris and sclera. Unfortunately, these systems were di�cult to calibrate and relied on a linearity
in the di�erence between two photosensor outputs. As imaging sensors became more readily available,
this tracking technique fell out of favor.

However, recent interest in wearable, low-power eye tracking techniques has caused a renewed interest
in photosensor tracking methods that rely on limbus or specular re�ection tracking. A line of work by
Rigas et al. simulates the e�ects of photosensor placement [136] and explores hybrid approaches to solve
sensor slippage [135]. Unfortunately, these e�orts are currently limited to simulation. Li et al. designed
LiGaze[86], an attachment for a VR headset that uses 16 photodiodes around the display to measure the
re�ected screen light and additional photodiodes on the back side to measure screen brightness. They
achieve 6.1° accuracy while consuming only 791 µW. Followup work adds custom LED illumination to
eliminate the dependence on the display, although the angular gaze error is not evaluated [87]. The Eye
Touch system uses four IR LEDs and four IR sensors per eye [166] and was eventually upgraded to six
LEDs and sensors per eye [164]. However, the performance of these systems was not thoroughly evalu-
ated. Followup work showed that this system achieves 0.93° error [165], though this appears to be subject
to over�tting issues. AidedEyes[64] doesn’t attempt full gaze tracking, but uses an LED and phototransis-
tors to track eye activity. Because infrared illumination and a photosensor operate as a sort of proximity
sensor, other researchers have developed techniques to use this sensing modality to track gaze with the
eye closed [28]. Other systems use scanning lasers and photosensors to track the eye [63, 2].

Another approach to low-power gaze sensing relies on wearable cameras with either low resolution or
low sampling rates. iShadow[99] achieves 3° error running at 70 mW using a single camera and sparse
subsampling of pixels. Mayberry et al. substantially improved this design in CIDER[100], which achieves
0.6° error using only 7 mW at 4 Hz. Rostaminia et al. followed up on this work with iLid, which detects
eye closures and blinks[141]. InvisibleEye, by Tonsen et al used multiple millimeter-size cameras to track
gaze [163]. They achieve 1.79° average error on their most realistic dataset using three 5x5 pixel images.
Damian et al. used an event camera in a "silicon retina" system to track edges of eye features [34].

These prior works feature many exciting avenues for research, but many do not implement a full system
or evaluation.
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2.2 Handheld Controllers

2.2.1 Inside-out Tracking Techniques for Handheld Controllers

While there are many commercial and research techniques for tracking handheld objects by instrumenting
the environment, this review is limited to inside-out approaches that are compatible with mobile use.
Commercial devices such as the Windows Mixed Reality system and Oculus Quest use head-mounted
cameras that track a controller with an external LED ring. While this technique is precise, it requires the
use of bulky controllers and line of sight to the headset, preventing use when the hands are not visible
to the headset. These devices often use multiple cameras to maximize controller tracking voluem. The
upcoming Vive Focus uses ultrasound and IMU tracking, though there are few publicly available details
about how this works. Magic Leap has recently released a proprietary electromagnetic tracking solution,
with a multi-frequency transmitter in the controller and a receiver coil in the headset.

In the research space, a number of di�erent techniques have been explored to eliminate the use of bulky
tracking rings and markers. Pocket6 is a solution that uses ARKit on an iPhone X to localize the controller
using the built-in SLAM and IMU fusion algorithms [9]. Pandey et al. demonstrate a technique to track
markerless controllers using only the front-facing camera on the HMD [113]. These classes of solution
tend to be power-hungry.

Though not explicitly a controller tracking technique, Shen et al. presented a technique [146] to track the
position of a smartwatch using IMU sensors and a kinematic model. Ultrasound tracking systems have
long been used for tracking the head [35, 41, 172]. These rely on pairs of beacons and microphones that
use time-of-�ight measurements to estimate 6-DoF pose. Though they are usually small and light, they are
sensitive to occlusion and ultrasound noise. Nandakumar et al. use RF backscatter to track the position of
sub-centimeter scale devices [106]. Although they can localize objects tens of meters away, their accuracy
is not su�cient for VR controller trackers and requires instrumenting the environment. See Baillot et al.
for an additional review of VR tracking technologies [10].

2.3 Haptic Feedback on VR Controllers

The small form factor, low cost, and low power of vibrotactile actuators have led to their dominance in
commercial VR controllers. The positionally tracked controllers o�ered by consumer VR systems (e.g.
Oculus Touch or HTC VIVE controllers) include customizable vibrotactile feedback. However, the amount
of information that can be conveyed by vibrotactile stimulation is limited and its usage is typically limited
to simple touch events or noti�cations. Some research e�orts have investigated how to use vibrotactile
stimulation to render surface textures with a particular focus on how stimulation parameters impact users’
perception of a surface [30, 156].

Recent academic and commercial e�orts have attempted to move beyond vibrotactile feedback. For ex-
ample, Benko et al. demonstrated NormalTouch and TextureTouch, controllers that render normal forces
on the �ngertip [12]. Other e�orts have focused on using controllers to render the sensation of holding
objects [155, 25, 24, 84]. Zenner and Krüger presented Shifty, a handheld device that shifts its weight
distribution to simulate holding objects of di�erent weights [194]. Tactical Haptics designed a controller
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that simulates friction forces in the palm due to holding an object using sliding tactors in the device han-
dle [129]. By moving these tactors on opposite directions, the controller can simulate torsional forces as
well.

2.3.1 Wearable Haptic Devices

In addition to handheld haptic controllers, there are several options for wearable haptic devices. Glove-
based exoskeletons such as the Exos [39], Dexmo [36], CyberGrasp [31], and Rutgers Master II [14] all use
actuators at the �ngers to resist grasping forces. Though these devices have the advantage of grounding at
the wrist, they tend to be bulky and require a nontrivial amount of setup compared to a handheld controller.
Such devices are also unable to render shear forces and motion underneath the �ngertip. In contrast, our
device can render the sensation of sliding across a virtual surface.

Finger-mounted haptic devices are another common form factor. These are often strapped or clipped
onto one or more �ngers to provide �ngertip sensations as the hand moves. In recent years, researchers
have explored rendering contact [147, 117], pressure [128], tilt [23, 110], and shear forces [111, 145] with
these devices. Yem and Kajimoto developed the FinGAR device, which uses a DC motor and electrodes
to provide skin deformation and vibration [189]. Wolverine is a four-�nger device that uses braking to
simulate grasping rigid objects [24]. Go Touch VR designed a device that clips onto three �ngers and
renders contact and pressure as a user grasps a virtual object [47]. Like the exoskeleton devices, these
devices require careful mounting to the �ngers before use. Moreover, with our device, one can simply pick
it up and begin using it without having to strap anything to the �ngers. However, unlike most controllers,
including our device, these �nger-mounted devices do not restrict hand posture during use. We note that
there are many more examples of �nger-mounted haptic devices. For a more comprehensive review of
such devices, we direct the reader to Pacchierotti et al. [112].

2.3.2 Desktop Haptic Devices

In addition to handheld and wearable devices, there are a number of e�orts exploring haptics using envi-
ronmentally grounded systems. Robotic arm actuators such as the PHANToM [97], Haptic Master [168],
Novint Falcon [109], and Haption Virtuose [51] excel at rendering larger, externally grounded forces
against the �nger or hand. These are often used in applications such as tele-operated surgery, 3D sculpting,
gaming, and interactive training. Recently Araujo et al.’s Snake Charmer [6] used a robotic arm with cus-
tom attachments to render various surface features on demand. The Touch Thimble is another example of
combining attachments with a robotic arm for haptic feedback [78]. In this work, a spring loaded thimble
keeps the touch surface suspended from the �ngertip until a virtual surface is contacted.

Azmandian et al. showed how retargeting can be used with passive proxies [8] to reuse the same proxy
for multiple virtual objects.

Other desktop devices render �ngertip sensations during stationary use [188, 171, 182, 77] or in a limited
range [17]. For example, the Plank is a desktop haptic device that uses a spinning wheel to render friction
and various terrain shapes [171]. Other haptic devices use the tilt of a platform under the �nger to convey
surface information [182, 77].
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2.4 Wearable Devices for Dextrous Input

Research into input techniques using the �ngers has explored ways to provide more expressive input on
tiny devices [184, 69], to leverage the human body as an input surface [197, 53, 61, 179], and to use freeform
hand tracking as input [175, 160]. The following sections outline the most relevant work on thumb-to-
�nger input, �nger input using magnetic sensing, glove-based devices, and other techniques for tracking
and text entry.

2.4.1 Thumb-to-finger input

Due to the anatomy of the hand, touching the thumb to the �ngers is a natural and expressive interaction.
This interaction bene�ts from both tactile and proprioceptive (an innate sense of the body’s position and
movement) feedback. Prior work [61, 127] has explored this style of thumb-to-�nger interaction for various
applications. For example, DigiTap [127] uses a wrist-mounted accelerometer and camera to detect thumb-
to-�nger taps. The accelerometer detects when a tap occurs, and awakens the camera to observe where
the tap occurred. It can identify discrete taps on 12 locations (three regions per �nger).

Other projects explore subsets of thumb-to-�nger input, e.g. NailO [66], Ringteraction [45], and Finger-
Pad [19], which place small sensors on the �nger to enable thumb gestures. In these systems, the interac-
tion surface is limited to a small portion of a single �nger.

Saponas et al. [143] demonstrated a forearm-based electromyography device that can classify a set of hand
gestures, including thumb-to-�nger gestures. However, the discrete nature of the classi�cation makes it
unsuitable for �ne-grained thumb-to-�nger sensing.

To estimate thumb and �nger positions, researchers have also explored vision-based techniques [18, 70].
CyclopsRing [18] uses a unique �sheye camera placed between the index and middle �nger, to distinguish
between a number of hand gestures, including several thumb-to-�nger touches. However, it is unclear
how accurately it can detect touch events and estimate the position of the thumb along the �nger, due to
occlusion issues. Digits [70] uses a wrist-mounted infrared camera to reconstruct a 3D model of the hand
and �ngers.

These prior works demonstrate the interest in and potential of a form of subtle thumb-to-�nger interac-
tion. Looking at the �eld as a whole, however, the challenge in this space remains expressivity without
compromising on form factor. Most of these devices are used for discrete gestures or button-based input.
Many also struggle at detecting contact events. While useful in some cases, for broader adoption, there is
a need for more precise tracking of �ngers using wearable devices and more precise detection of contact
events for robust interaction.

2.4.2 Magnetic Sensing Approaches

Some work has adopted the use of magnetic sensors and a passive magnet glued to a �ngertip to enable
more precise and continuous �ngertip sensing. Abracadabra[52] used this technique for selection and
coarse cursor control on a smartwatch. The DigitSpace [61] prototype detects the position of a magnet
attached to the thumb along the length of a �nger using a chain of Hall e�ect sensors. In 2016, Lyons
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showed a smartphone-based magnetometer tracking system that enabled 2D interaction on the side of a
cardboard VR device using a permanent magnet [89]. SynchroWatch[134] used a thumb-mounted magnet
to detect a number of oscillating thumb gestures by tracking the relative motion of the thumb over time.
Other examples include Nenya [7], which tracks the 1D rotation of a ring, FingerPad [19], which tracks
subtle motions of the thumb against a �nger, and uTrack [20], which tracks the position of the thumb
against the �ngers.

Magnetic tracking systems that rely on permanent magnets have size and complexity advantages because
they can rely on o�-the-shelf magnets and magnetometers. However, this comes at the cost of precision.
Magnetometers are generally limited in their accuracy and sampling rate and such systems must contend
with interference from the Earth’s geomagnetic �eld. As a result, the operating range of such systems
is generally limited to several centimeters. Prior work that uses �nger-mounted magnets for continuous
tracking, such as uTrack [20] and FingerPad [19], place both the sensors and the magnets on the �ngers
themselves.

In contrast, AC magnetic tracking relies on one or more oscillating magnetic �elds.

Finexus [21] used �nger-mounted electromagnets and to track the �ngers with respect to a base station
with four magnetometers. However, due to the use hall-e�ect magnetometers, the range of this device was
still insu�cient for a wrist-mounted sensor.

These e�orts demonstrate promising interaction techniques that can be achieved with more �ne-grained
tracking, but there is still a need for a solution that operates independent of the geomagnetic �eld and only
requires a single point of instrumentation on the �nger.

2.4.3 Glove-based input

There are several examples of glove-based interfaces that have been proposed for input and text entry.
Miller et al. [103] created a glove with a 2D input surface along the length of the �ngers using an array
of conductive threads, but only demonstrated the ability to perform simple targeting tasks. Though not
a full glove, Plex [192] is a wearable �nger covering that uses piezoresistive fabric to enable thumb-to-
�nger touches. Similarly, TIMMi [191] extends this to enable the reconstruction of �nger bend and touch
pressure.

A few commercial data gloves [1, 159, 81] attempt full hand pose reconstruction using bend sensors in
the �nger joints. Theoretically, the necessary thumb and �nger positions can be extracted from this data,
but they are not accurate enough to reliably detect taps or estimate the relative position of the thumb and
�nger. Other commercial gloves, such as Peregrine Glove[46] uses a set of touch sensitive regions along the
�nger to lay out arbitrary buttons. However, they su�er from lack of tactile feedback due to the thickness
of the glove and the touch sensitive coil.

KITTY [79] is a glove that combines four contacts per thumb with six contacts on four �ngers, to o�er
48 button combinations, suitable for text entry. This results in an expressive, but complex set of possible
touch points. By placing a continuous input space along each �nger, we enable a split-QWERTY keyboard
with a familiar layout. Argot [119] is a one-handed glove with 15 buttons, enabling text-entry using multi-
tap and a T9 dictionary. Rosenberg and Slater [140] proposed a chording-based glove with seven buttons.
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With training, chording-based techniques can achieve high text entry speed (up 16.8 wpm after 10 hours
[140]), but are di�cult to master.

2.4.4 Smart Rings

Smart rings provide an attractive form-factor for always-available subtle input. Commercial smart rings
o�er features like �tness tracking, heart-rate tracking, inertial gesture sensing, and NFC payments. Rings
have also been shown useful for subtle input [7], interaction with 2D surfaces [187, 105, 69]. LightRing [69]
uses a gyroscope and IR proximity sensor to track �nger motion on a 2D surface.

2.4.5 Other Approaches for Finger Tracking

Researchers have leveraged other sensing techniques to estimate �ne-grained �nger motion. Kim et al
used infrared illumination from the wrist to track hand pose [70]. Project Soli [176] uses radio frequency
signals to recognize subtle �nger gestures. Pyro uses the pyroelectric e�ect to recognize small thumb
gestures [48]. Bioimpedance has been used to reconstruct the cross-sectional impedance of the arm and
recognize various hand gestures [195, 196].

Other systems use sensors on the opposing arm or in the environment to track �nger motion. FingerIO
uses sonar from a smartphone to measure the 2D position of the �ngertip [107]. SkinTrack uses a ring-
smartwatch pair that leverages electrical waveguides to track the 2D position of the �nger on the opposing
arm [197].

Still other systems use �nger strips to estimate �nger and hand pose [192, 191, 59, 61, 5, 46, 1, 159]. These
systems require signi�cant augmentation and are less appropriate for everyday usage.

Finally, camera-based approaches are a common approach to hand- and �nger- tracking. These commonly
rely on infrared depth sensing [160] or markers on the hand [175]. Unique placements of the cameras have
lead to interactive systems that o�er subtle input [88, 70, 18].

2.4.6 Other Text Entry Methods

Other systems for eyes-free text entry for wearables systems include vision-based approaches [95, 153, 173]
and approaches using external devices [49, 115, 90]. Sridhar et al. [153], Vulture [95], and PalmType [173]
use vision-based hand-tracking for text entry. Sridhar et al. use a mid-air chording technique and achieve
22.2 wpm, with participants entering a word until they reach their peak performance. Vulture is a mid-air
word gesture keyboard that achieved 20.6 wpm at the end of 10-sessions, while PalmType uses the index
�nger of one hand to type on the palm of other hand, and achieved 4.6 wpm. Vulture and PalmType were
prototyped using the Vicon motion tracking system, as they require �ne-grained hand-tracking. These
systems su�er from occlusion issues and in-air typing results in fatigue after extended use. TiltType [115]
uses controlled tilting of the wrist for input, which can be fatiguing for the user, and TypingOnGlass [49]
uses swiping on the frame of a Google Glass for text entry (8.7 wpm), which attracts attention and is
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socially awkward [167]. Twiddler1 is a hand-held device for text entry using multi�nger chording. Prior
work has shown participants achieve 26.2 wpm after 400 minutes of practice.

2.5 Advances in Electromagnetic Tracking

AC electromagnetic tracking has a rich history of enabling precise, 6-DoF tracking [131, 80]. Since its
inception in the late 1970’s, the technique has been used for surgical tracking [82, 42, 185], biomechanical
analysis [118, 102], virtual reality tracking [73], localization [22], and HCI [122, 21].

In this approach, an electromagnet is driving at a particular frequency and signal processing techniques are
used to �lter out anything but this frequency on the receiver (including the geomagnetic �eld). A typical
electromagnetic tracking system contains a transmitter base station with a three-axis orthogonal coil and
one or more three-axis receivers, typically realized using orthogonal coils. The oscillating magnetic �ux
through the coils induce an oscillating voltage of the same frequency which can be ampli�ed and measured.
Filtering or synchronous detection is used to isolate the �eld of interest from other ambient magnetic
�elds, including the geomagnetic �eld. Original systems relied on iterative approaches to estimate the
pose of the tracked objects, however, recent techniques have explored closed-form or closed-loop solutions
that improve performance [73, 44]. There have been attempts to simplify the computation involved in
electromagnetic tracking by utilizing rotating transmitters [148, 44] or fewer transmitter coils [114, 33, 32].
Magnetic �eld distortions when tracking near metallic objects is a common drawback of AC magnetic
tracking, particularly when used in dynamic environments. Some work has attempted to account for
magnetic interference through a secondary calibration step [74, 75].

Some electromagnetic tracking solutions rely on magnetometers instead of �eld coils. Dai et al. demon-
strate an electromagnetic tracking technique using a single transmitter coil and a 3-axis magnetome-
ter [33, 32]. In Finexus, Chen et al. use four magnetometers to track the position of eletromagnets placed
on the �ngertips [21]. Both of these approaches are limited to shorter distances (<20 cm). Islam et al. show
a technique using resonance coupling to improve the e�ciency of electromagnetic tracking systems [65].

A few groups have build electromagnetic tracking systems suitable for wearable use. Pirkl et al. developed
a wearable low-power electromagnetic system, although due to complexities in positional tracking, used
it only for gesture recognition. Roetenberg et al. created a wearable EM tracking system with 5 mm
accuracy [139] using a pyramidal structure of transmitter coils. For a more thorough review of magnetic
positioning systems, see [116].

In the commercial space, electromagnetic tracking is performed by products from Polhemus, Ascension
Technology (now NDI), and Sixense. These products consist of a large transmitter that emits a consistent
magnetic �eld that spans a volume on the order of a cubic meter. The base stations are coupled with small
receiver sensors that plug into a usually large processing hub.

In general, such devices o�er incredible tracking precision and accuracy, but rely on large infrastructure
and distortion-free �elds that make integration into a mobile device di�cult. Magic Leap has recently
released a mobile EM tracking system for their AR controller. While their system is proprietary, the rela-
tively large controller and placement of the sensor suggest this system also relies on distortion-free dipole

1http://twiddler.tekgear.com/
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�elds. There remains a need for head-mounted inside-out electromagnetic tracking solutions that do not
require a particular �eld structure or large transmit/receiver coils.
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3 EYECONTACT
3.1 Introduction

Accurate and high-speed eye tracking is important for enabling key scenarios in virtual reality (VR) and
augmented reality (AR). Eye tracking could enable a new class of gaze-mediated input [72] and techniques
such as foveated rendering [50], which can reduce the computational demands of AR/VR by focusing
render quality at the user’s gaze location. Virtual avatars could be made more realistic by including eye
tracking information [43], which is impossible to measure with traditional motion capture systems while
wearing an head-mounted display (HMD). High-accuracy eye tracking could also enable studies of how
the human vestibulo-ocular system responds to virtual reality.

Existing research on wearable eye tracking systems has focused predominantly on the use and improve-
ment of optical tracking techniques. However, the gold standard for high resolution eye tracking is still
magnetic tracking with scleral search coils (SSC) [58]. Scleral coil tracking can record small amplitude
motions with high temporal (> 1 kHz) and spatial resolution (calibrated error < 0.1°). In this technique,
the head is positioned between large Helmholtz coils, which generate a uniform magnetic �eld. A wire
loop embedded in a silicon annulus, shown in Figure 3.2, is placed on the sclera of the eye. The magnetic
�eld induces a voltage in the scleral coil according to its orientation [138]. By examining the magnitude
of the voltages induced in the thin wires leading from the coil, the system estimates the eye’s orientation.

One of the major limitations of SSC tracking is the need for large generator coils several meters in diameter
or a head restraint such as a bite bar or chin rest [162]. To overcome these limitations, we propose a
wearable scleral search coil tracking system compatible with an HMD, such as those used in virtual reality
systems. By mounting smaller generator coils directly on the HMD, as shown in Figure 3.1, we constrain
the position of the coils relative to the head, allowing the subject to move freely and eliminating the need
for a stationary head or room-sized coils.

The insertion of a scleral search coil is an inherently invasive procedure, typically done with a topical
anesthetic, and requires supervision by a trained technician. Hence, we do not recommend the use of a
scleral coil tracker for consumer use in VR/AR systems. We instead envision researchers using it when
they need eye tracking with high accuracy and high temporal and spatial resolution for wearable HMD
scenarios. For example, a psychophysics researcher may use our system to obtain high-resolution data to
study microsaccades, small (0.2°) eye movements that occur during �xation [96], while presenting visual
targets on the HMD to better understand eye behavior variations. Existing video-based eye trackers for
HMDs often have insu�cient accuracy and temporal resolution for these kinds of studies. We also hope
to encourage researchers to consider our SSC system to obtain ground truth data for evaluating more
traditional optical eye tracking systems. An additional possible use for our system is in the medical �eld,
where scleral coil tracking is the gold standard for the diagnosis of subtle vestibular, ophthalmological, and
neurological disorders [58].
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Figure 3.1: The EyeContact scleral coil tracker can clip to an HMD and does not require the use of a head mount or
room-sized �eld coils

Figure 3.2: 3D torsional scleral coil from Chronos Vision. The primary coil captures �ux �owing through the contact
while the torsional coil captures �ux traveling across the contact.

The speci�c contributions of EyeContact are:

1. a mobile, head-mounted system for high-speed and high-accuracy eye tracking that does not require
instrumentation of the external environment,

2. a unique coil placement that enables reconstruction of gaze and the position of the scleral coil in
space,

3. a calibration technique that accounts for the diverging �elds created by the smaller generator coils,
4. a highly accurate mechanical test rig with �ve degrees of freedom that allows us to thoroughly

characterize the magnetic �eld and enables an evaluation of the accuracy and precision of a SSC
tracking system independent of the �xation accuracy of a user.
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3.2 System Design

We present EyeContact, a scleral coil tracking system designed for use with virtual reality headsets. We use
�ve small coils as shown in Figure 3.4 (left), and rigidly mount the coils on the user’s head, constraining
the magnetic �ux orientation to the user’s head orientation. Each coil oscillates at a unique frequency
and creates a unique magnetic �eld. A key challenge in our system is that, in contrast to Helmholtz coils,
these coils generate diverging �elds and the �eld orientation strongly varies with position, as shown in
Figure 3.3 (right). Further complicating our system is the fact that a scleral coil translates in space along
the surface of the eye as the eye rotates. As it moves relative to the �eld coils, the magnitude and direction
of the magnetic �elds at the scleral coil change. However, since the decomposed �ve magnetic �elds are
unique at each position in space, gaze estimation is still possible. Because the �elds vary with eye position,
we are also able to recover the positional o�set between the tracker and the scleral coil. This allows us to
account for any shifts or slippage of the HMD on the user’s face.

Figure 3.3: (left) Traditional scleral coil trackers generate �elds using Helmholtz coil pairs, which produce a small
volume where the magnetic �eld is insensitive to small head movements. (Right) Fields generated by the unpaired
coils in our system create a diverging magnetic �eld.

The use of �ve generator coils in this arrangement ensures that three coils are close to each eye and can
provide a reliable signal (the central generator coil is shared by both eyes). Although these three generator
coils alone are su�cient for reconstructing the orientation of the eye, the two coils furthest from each eye
provide a weak signal that further improves the accuracy of the gaze estimation. The size of the coils was
optimized to balance magnetic �eld strength and the weight of the tracking device. By placing the coils
close to the eyes, we can generate magnetic �elds with comparable strength to traditional �eld coils while
using much less current (less than 1 A per coil).

For the scleral coil, we use a 3D scleral contact (which contains a torsional coil) from Chronos Vision.
In contrast to previous e�orts, we use the torsional coil for more than just torsion estimation. Rather, we
consider the entire scleral coil as a biaxial magnetic �eld sensor that measures two of the three components
of the magnetic �eld.

Each generator coil consists of 50 turns of 26 AWG magnet wire wound around a circular 3D printed ABS
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Figure 3.4: (left) The scleral coil tracker consists of �ve �eld coils arranged around the HMD. It is designed to
snap on to the Oculus Rift DK2, but it can be easily adapted for other HMDs. (center, right) The 5-DOF mechanical
evaluation rig allows us to control the scleral coil orientation (pitch, yaw) and adjust the position of the HMD/tracker
with respect to the scleral coil. (right, inset) The scleral coil rests in the arm of the test rig.

frame, 8 cm in diameter. The coils �t together and form an attachment for an HMD. Our implementation
is designed to �t on an Oculus Rift DK2, but could easily be modi�ed to �t other VR devices. A system
diagram is shown in Figure 3.5. The coils are driven by sinusoidal currents synthesized from a desktop
computer. By keeping the frequency of the coil stimulus in the usable audio range, commodity audio
hardware can be used for synthesis and ampli�cation. We use a desktop computer running Max 7 software
to synthesize sinusoids with a 192 kHz sampling rate and frequencies of approximately 15 kHz, 16 kHz,
17.1 kHz, 18.3 kHz, and 19.6 kHz. The frequencies were chosen to align with Fast Fourier Transform (FFT)
bin locations and were spaced unequally to avoid intermodulation components. The synthesized audio
signals are converted to analog voltage signals using an 8-channel USB audio interface. The �ve voltage
signals from the audio interface are ampli�ed with independent class D ampli�ers to increase the current
through the �eld coils.

Because the �eld coils present an inductive load to the system, a capacitive tuning adapter is used to
remove the imaginary component of the impedance. The tuning adapter consists of �ve channels, each
with a step-up transformer and a bank of parallel capacitors. By tuning the capacitance of each channel
while monitoring the voltage and current through the coil, it is possible to maximize the power transfer to
the coils.

Prior to measuring the signals from the scleral coil, we amplify them using an instrumentation ampli-
�er (INA128).We then sample the primary and torsional signals using a 4-channel di�erential input USB
oscilloscope from Pico Technology.

Software running in MATLAB on a desktop computer interfaces with the USB oscilloscope and records
data at 1 MSa/s. The software bu�ers the signal for each eye from the primary and torsional coil into
16 ms bu�ers with 25% overlap. A 4-term Blackman-Harris window is applied to each bu�er, since their
lengths are not an integer number of periods of the �eld frequencies. This window function was selected
because of its side-lobe attenuation. We then compute the FFT for each window and select the �ve primary
and �ve torsional components corresponding to the frequency bins of interest. By using only these narrow
frequency bins, we also avoid any magnetic interference from the environment or the electronics of the
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Figure 3.5: Scleral coil tracking signal pipeline. Sinusoids are synthesized from a desktop computer and ampli�ed
before passing through the generator coils. This induces a voltage in the scleral coil, which is ampli�ed and processed
on a desktop computer.

HMD; the scleral coil measurements are not changed when the HMD is powered on or an application is
in use. For each frequency component, we save the magnitude and phase of the complex FFT. Optionally,
sequential measurements can be averaged to further improve the signal-to-noise ratio.

In selecting frequencies that align with the FFT samples, we also force each window to contain an integer
number of periods of that particular frequency, maintaining the phase of the FFT between windows. How-
ever, due to small timing di�erences between the components of the system, in practice, the phase drifts
signi�cantly over time. To account for this drift, we use a 10 second calibration period during which we
measure and track the phase drift rate. Periodically, we reset any additional drift that has accumulated.
With this technique, the adjusted phase shifts only occur in 180° increments when magnetic �ux through
the coil is reversed due to a change in gaze orientation. We can then reconstruct the signed magnitude by
comparing the adjusted phase with the phase at a known gaze orientation.

3.3 Mechanical Test Rig

To evaluate the performance of our scleral coil tracker, we constructed a mechanical 5-DOF test rig, capable
of adjusting the orientation of the coil and the position of the HMD with respect to the coil as shown in
Figure 3.4 (center, right). The scleral coil is placed inside a plastic holder mounted on a U-shaped arm.
Motorized rotation stages from Physik Instrumente allow the arm to swing around (θ) and to tip up and
down (φ). This allows us to adjust the yaw (θ) and pitch (φ) of the coil direction vector with a resolution
of 0.0018°. The HMD and generator coils are mounted on a three-axis linear stage system (x, y, z). This
allows us to move the HMD in space with respect to the coils with a resolution of 0.5 µm, simulating
di�erent placements of the HMD on the forehead or slippage of the HMD.

Because we adopt a spherical model of human eye, a scleral contact placed on the surface of the eye moves
in space as the eye rotates, according to the radius of the eye (R). For a system with a non-uniform magnetic
�eld, this is an important consideration, as the magnetic �eld environment will vary with respect to gaze,
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even if the HMD is �xed to the user’s head. To account for this, the base of the scleral contact is mounted
Re = 8.5 mm in front of the center of rotation, simulating the behavior of a human eye. To compute the
position o�set of the scleral coil, we consider both the o�set due to the HMD position (x, y, z) and due to
the orientation of the eye (θ, φ) according to Equation 3.1.

P = 〈x−Re sin(θ) cos(φ), y −Re cos(θ) cos(φ), z −Re sin(φ)〉 (3.1)

The �ve motorized stages can be controlled from a desktop computer. We have integrated control of the
stages into our MATLAB data collection software to enable an automated sweep of the entire visual �eld.
When measuring the �elds, we sweep the coil in the desired range in yaw (θ) and pitch (φ) and sweep the
HMD position in space (x, y, z). The MATLAB recording software automatically records the scleral coil
values one second after stage movement has ceased, to avoid any e�ects from vibration of the test rig.

Data is collected from −30° to 30° in 3° increments along the horizontal (θ) and vertical (φ) axes. This is
comparable to the operating range of other eye tracking devices. We simulate slippage by sweeping the
HMD from −7.5 mm to 7.5 mm in 3 mm increments along the x-axis (side to side), −5 mm to 0 mm in
5 mm increments along the y-axis (front to back), and−5 mm to 5 mm in 2 mm increments along the z-axis
(up and down), as shown in Figure 3.4 (center). This represents a full sweep of 441 points at 6×2×6 = 72
locations in space for a total of 31 752 data points. Collecting this data takes approximately 8 h.

Figure 3.6: Summary of the calibration and gaze estimation procedures. A 36-point calibration procedure is per-
formed when the user puts on the HMD to estimate the HMD o�set and eye radius and to train a corrective model
for the scleral measurements. Each frame, eye orientation is iteratively estimated and re�ned using updated coil
positions and correction factors. Eye orientation is estimated using an SVD solution to Wahba’s problem.
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3.4 Gaze Estimation Models

We compare two models for gaze estimation. First, we use a physics approach that models the magnetic
�elds around the tracker. By comparing the scleral coil measurements with the values we would expect
to measure given the magnetic �elds, we can estimate the scleral coil position and orientation. We com-
pare this approach to a neural network model that directly estimates orientation given the scleral coil
measurements.

3.4.1 Gaze Estimation using Physical Model

The physical model estimates the �ve magnetic �eld directions at the eye in world space and then uses
the scleral coil measurements to reconstruct an estimate of those vectors in coil space. The eye orientation
is determined by the rotation that best accounts for this coordinate system transform. As summarized in
Figure 3.6, the model consists of a per-use calibration to estimate the o�set of the tracker with respect to
the eye and a per-frame gaze orientation estimation procedure.

The �ve magnetic �elds are modeled as wire loops at �xed positions and orientations. Based on the known
geometry of the tracker and the current through each generator coil, we can compute the expected mag-
netic �eld, B(P ), at any potential eye location, according to standard equations for the magnetic �eld of
a coil o� the symmetric axis. With this information, given the position and orientation of the scleral coil,
we can predict the values we would expect to measure from the scleral coil (M̂(B,P, θ, φ)).

Calibration Procedure

When the user �rst puts on the HMD, there is an unknown o�set between the tracker and the eye’s center
of rotation due to di�erences in user anatomy and HMD placement. Our calibration procedure seeks to
estimate this HMD o�set. During the procedure, we must also learn the sensitivity of the primary and
torsional coils as well as the radius of the eye, as this determines how much the scleral coil moves as the
eye rotates. We use a 36-point calibration procedure in which the user looks at targets placed at speci�c
locations on screen (see Figure 3.6, top-left). We simulate this in the mechanical test rig by moving the
stages to the required orientations.

Given these calibration points (with a known gaze orientation) and the magnetic �eld models, we use
MATLAB’s Global Optimization Toolbox to estimate the scleral coil sensitivities, the o�set of the HMD
(xe, ye, ze), and the eye radius (Re). We evaluated our ability to estimate the HMD o�set by using the
test rig to shift the HMD and calibrating at 72 di�erent o�sets within the slippage volume. At each point,
we used 36 points for the calibration procedure. Mean Euclidean error in estimating the HMD o�set was
0.72 mm (σ = 0.24 mm).

This model reasonably explains the measurements observed in the scleral coil (Mmeas). However, there
is a small error (mean error for primary coil was 1.5%) in these estimations, caused by not accounting
for irregularities in eye movement, irregularities in the magnetic �elds due to physical construction, and
distortions in the �eld caused by the presence of the HMD. An important realization, however, is that these
errors are systematic. It is possible to model the residuals between each of the ten scleral coil readings and



Eric Whitmire | Dissertation 23

those predicted by the physics model (Mmeas − M̂ ) as a function of gaze location. That is, if we knew
the user’s gaze, we could adjust the measurements from the scleral coil such that they would best �t the
predicted values from the physics model. When modeling the residuals as a function of gaze position,
it is possible to learn the corrective model using just the 36 calibration points. We use MATLAB to �t a
function (F (gx, gz) = M̂−Mmeas) to the 36 calibration points using biharmonic interpolation, for each of
the 10 scleral coil measurements. During gaze estimation, we rely on an iterative bootstrapping approach
to re�ne the gaze estimate using the corrective models.

Frame by Frame Gaze Estimation

When estimating the orientation of the eye, we �rst use the magnetic �eld model to compute the �ve
expected magnetic �eld directions at the scleral coil position, which can be calculated using the HMD o�set
learned during the calibration. Initially, since we do not know the eye orientation, we do not account for
the traversal of the coil in space as the eye moves; we assume, for now, a �xed position of the coil. Next we
reconstruct the �ve measured �eld directions in coil space from the scleral coil measurements. We consider
the scleral coil as biaxial sensor that outputs the projection of the magnetic �eld vector in the plane of the
scleral coil, which is determined by the orientation of the primary and torsion coils (see Figure 3.6, bottom).
To reconstruct the third component, we normalize the measurements by the �eld strengths and by the
relative sensitivities of the primary and torsional coils, so that the scleral coil sensor e�ectively reports
two components of a unit vector. We can reconstruct this third component as Mz = ±

√
1−M2

p −M2
t .

Note that there is a sign ambiguity for this third �eld component. We consider both possibilities for each
of the �ve �elds, producing 32 candidate sets of �eld measurements.

For each candidate set, we now have �ve known �eld vectors (from the physics model) and �ve estimates
of those �elds (from the scleral coil, with the 3rd component estimated) in the unknown reference frame
of the coil. This is an instance of Wahba’s problem, which seeks to �nd a rotation matrix between two
coordinate systems given a set of weighted observations. We use an SVD solution to Wahba’s problem to
estimate the gaze [94]. The weights for each �eld are set based on a precomputed average signal-to-noise
ratio for each coil.

This procedure outputs 32 candidate solutions that fully specify the eye orientation. To choose among
the solutions, we compute the expected values of the scleral coil measurements for each of the candidate
solutions and choose the solution that most closely matches the measured values.

This initial gaze estimation does not account for the corrective model or the movement of the eye as it
rotates. Given the initial gaze estimate, which tends to be 3° o� on average, we can compute an estimate for
the eye position and necessary corrective factors. To re�ne our gaze estimation, we compute the updated
magnetic �eld directions at the new eye location, adjust each of our scleral coil measurements according
to the corrective model (Madj = Mmeas + F (ĝx, ĝz)) and recompute the estimated gaze orientation. This
next gaze estimate is much more accurate and allows an even better estimate of the corrective terms and
scleral coil position. We repeat this process until the estimated gaze converges; typically this requires 5
iterations. Applying this procedure to the 405 test orientations across all 72 HMD o�sets, we achieve a
mean error of 0.18°. The model performance for a small subset of these points is depicted in Figure 3.7 (top
right) and a complete summary is shown in Figure 3.8 as a cumulative distribution function (CDF).
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Figure 3.7: Gaze plot showing training (black X), test (blue circles), and estimated (orange circles) gaze locations as
projected onto a plane at y = 1. (top left) 36 points were used for training and the remaining 405 used for testing.
(bottom and right) The physical and neural network model gaze estimations and ground truth for a small subset of
the �eld of view. (bottom-right) The calibration-free neural network shows gaze position for all 72 HMD o�sets.
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Figure 3.8: CDF of gaze orientation accuracy across all positions with the physical model, neural network model,
and calibration-free neural network model. The physical model achieves 0.18° mean error. The neural network
models both outperform the physical model with mean errors of 0.094° and 0.099°, respectively.

3.4.2 Neural Network Model

Rigid Body Model

As an alternative to the physical model, we trained a neural network to learn the e�ects of �eld divergence,
distortion caused by the HMD, and movement of the eye. To train the model, the user performs a short
36-point calibration procedure. Each data point consists of the 10 scleral coil measurements. Forty neurons
were used for the hidden layer and the output layer consists of two neurons, which were trained to output
the orientation of the scleral coil (θ and φ).

As with the physical model, we used the test rig to evaluate the accuracy of this gaze estimation model.
At each of the 72 HMD o�sets within the slippage volume, we train a separate network using 36 training
point and holding out the remaining 405 points for testing. This approach achieves 0.094° mean error,
averaged over all HMD o�sets and test points. Gaze estimations for one HMD o�set are shown in Figure
3.7 (bottom left). The full results are summarized as a CDF in Figure 3.8.

Calibration Free Model

We also sought to explore whether the neural network can be trained in a position-independent manner
in order to reduce sensitivity to slippage. In this approach, a two-stage model is used to both estimate
the search coil position and orientation. A signi�cant amount of training data is needed to train these
models, making a calibration procedure unfeasible. Moreover, it is impossible to position the search coil at
a speci�c location in space while it is being worn by a user. Hence, we introduce a calibration-free tracking
technique using a pre-trained model.

First, a neural network with 10 input nodes (corresponding to the 5 primary and 5 torsional observations),
40 hidden nodes, and 3 output nodes (x, y, z) is trained using calibration points collected at 32 of the 72
HMD o�set positions. Mean Euclidean error on the remaining 27 880 points was 0.084 mm.

We now augment our original gaze model with the position estimation. Input consists of 13 nodes, 10 from
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the scleral coil and the estimated x, y, z location in space. Again, we train on calibration points collected
the training positions and test on the remaining points. Mean error on the test set was 0.099°. These results
are summarized in the target plots in Figure 3.7 (bottom right) and in the CDF in Figure 3.8.

3.5 Discussion

We present two gaze estimation methods based on a physics model and a neural network. The physics
model achieves a mean gaze orientation error of 0.18°. By modeling the magnetic �elds, this model allows
us to understand the magnetic environment of the scleral coil and lends itself well to extensions. For
example, future work could look at online calibration procedures, torsion estimation, or using the data
from both eyes in calibration. These applications are more di�cult with the more opaque neural network
model.

With a mean error of 0.094°, the neural network model is better able to approximate the magnetic envi-
ronment around the tracker and the distortions caused by the HMD. The calibration-free neural network
model can signi�cantly improve usability by estimating both the HMD slippage and eye orientation in
each frame. However, since this model was trained on data collected from the test rig, it is unclear how
well it generalizes to a human user in a di�erent magnetic environment. Experiments are underway to
validate the performance of this technique with human participants.

A promising avenue for future exploration is the combination of these models. By providing a neural
network with the magnetic �eld estimations from the physical model, we can simplify the problem and
enable shorter training times.

In the calibration-based models, we expect the user to perform the 36-point calibration procedure when
they �rst put on the HMD and whenever the HMD shifts on their face. We have implemented a shift
detection algorithm that can automatically prompt the user to recalibrate, if needed.

Our system samples the scleral coil signal at 1 MSa/s. After bu�ering and windowing, the gaze estimation
is output at a rate of 244 Hz. Signi�cant increases in output data rate can be obtained by reducing the
window size or increasing overlap width. We intend to implement a native code version of the algorithm or
use special purpose programmable logic hardware. Similarly, we can increase temporal resolution by using
higher frequency sinusoids and taking advantage of additional bandwidth. We also explored temporally
averaging samples together, as is common in many SSC tracking systems. Though we can improve the
accuracy on the neural network models to 0.03°, we chose maintain a higher data rate instead.

In our evaluation, we focused on the mechanical test rig as a proxy for a human user. This allows us to
collect a comprehensive dataset of positions and orientations and gives us reliable ground truth references
that can isolate the accuracy of the tracker, independent of the �xation accuracy of a human user. In
designing the test rig, we accounted for many nuances that make eye tracking in an HMD di�cult. For
example, we accounted for movement of the scleral coil in space by o�setting the scleral coil location
from the center of rotation of the test rig. We also accounted for HMD slippage by mounting the HMD
and tracker on a 3-axis translational stage system. Since for many VR applications, measuring the gaze
position is su�cient, we did not prioritize evaluating eye torsion, which would provide a full-attitude gaze
estimation. Though our physical model provides an estimate of torsion, we do not evaluate its accuracy
because the test rig only allows us to adjust the torsion of the scleral coil in 10° increments. A future version
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of this test rig could include precise control of torsion in the −4° to 4° range, which would enable a more
rigorous evaluation of the torsion estimation from our model. However, the calibration-based models do
account for systematic torsion that occurs regularly as a function of gaze.

3.6 Conclusion

EyeContact is a scleral coil tracking system designed for a virtual or augmented reality HMD that enables
high-speed, high-accuracy mobile eye tracking without instrumentation of the environment. Our me-
chanical test rig enables calibration and evaluation with a reliable ground truth. We describe a calibration
procedure and two di�erent approaches to estimate gaze: a physical model with 0.18° mean error and a
neural network model with 0.094° mean error. We hope this system will be a useful tool for researchers in
need of high-quality eye tracking within an HMD.
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4 LOW-POWER EYE TRACKING
4.1 Introduction

While EyeContact prioritized accuracy and precision, low-power gaze tracking is an important part of the
design space of eye tracking devices, particularly for standalone HMD devices where power and compute
is at a premium. This work explores the use of multiple low-power photosensors to estimate gaze.

Most eye tracking systems rely on video-oculography, the use of cameras to capture images of the eye
many times per second. An imaging sensor uses a dense array of photosensors behind a focusing lens
and produces millions of pixels per image. However, most of these pixels are completely irrelevant to esti-
mating gaze. Imaging sensors consume signi�cant power and rely on extensive computation, often using
convolutional neural networks [71], to track the eye. Instead, this project relies on individual photosen-
sors placed around the eye and infrared illumination that re�ects o� of the eye. Because the surface of
the cornea is non-spherical and the pupil, iris, and sclera have di�erent infrared re�ectance properties, the
amount of light that is received at a particular photosensor varies with gaze.

As a simpli�ed example, consider a narrow �eld of view photodiode directed at the eye and assume uniform
infrared illumination. When the pupil, which appears dark in infrared, falls within the �eld of view of the
photosensor, the observed signal will be low. Conversely, when the sclera, which appears bright in infrared,
falls within the photodiode �eld of view, the observed signal will be high. In practice, the output signal
is proportional to the ratios of iris, pupil, and sclera in the �eld of view. As the eye rotates, these ratios
change, creating a signal that can be used to reconstruct the eye’s rotation.

To better understand this problem, we created a simulation environment that consists of a scanned 3D
head model and realistic, parametric, 3D human eye model. We developed a pipeline to simulate the
measurements from any photosensor-based tracking device. We use the simulation technique to prototype
our gaze estimation algorithms and to optimize the position and orientation of the photosensors.

Our �rst prototype device consists of eight photodiodes spaced around the eye along with three infrared
LEDs for illumination. An infrared hot mirror in front of the eye allows us to place a camera outside of
the �eld of view that can view the eyes for debugging and diagnostic purposes. We use a photometric
front-end chip to drive the LEDs and photodiodes. By modulating the LEDs at a particular frequency and
using synchronous detection on the photodiodes, we maximize sensitivity and reduce the e�ects of variable
environmental illumination. We use a �ve layer neural network to map sensor values to gaze directions.
We present a second device that incorporates the design into a head-mounted display and adds additional
sensors to measure slippage of the headset on the face.

Power and computation represent the most signi�cant advantages of our technique. The analog portions
of our device (excluding IO) consume 16 mW while operating at 400 Hz, with the potential to increase or
decrease power depending on speed and accuracy needs As a comparison, the open source Pupil Labs eye
tracking system consumes 900 mW per eye.
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Figure 4.1: Two prototype photosensor-based eye trackers. (left) a face-mask binocular tracker with 8 photosensors
per eye. (right) a fully-integrated monocular HMD eye tracker with twelve eye-tracking sensors and four sensors to
monitor slippage on the face.

Our contributions in this work include:

1. a rendering-based framework for simulating arbitrary photosensor-based eye tracking devices with
new insights into the nonlinear behavior of eye re�ections,

2. a prototype implementation and evaluation of an 8-sensor mask-based eye tracking system,
3. and a prototype implementation of a second 16-sensor HMD-integrated eye tracker that also tracks

slippage of the device on the face.

4.2 Background

4.2.1 Principles of Photosensor-based Tracking

Camera-based eye tracking and photosensor-based eye tracking both rely on infrared (IR) illumination and
an IR-sensitive sensor. Under infrared illumination, the pupil appears dark, while the iris, sclera, and skin
appear bright. Figure 4.2 shows an eye illuminated by two infrared LEDs and captured by an IR-sensitive
camera. An imaging sensor produces a high-dimensional signal where light’s angle of arrival is encoded
spatially as pixels. A single imaging sensor will often produce millions of pixels, which can be used to track
pupils or glints on the eye. Capturing and processing data requires signi�cant power and computation.

In contrast, a photosensor, such as a photodiode or phototransistor, consists of a single light-sensitive
semiconductor element behind a lens. This produces a one-dimensional signal that aggregates light from
an arrival cone. By adjusting the lens in front of the semiconductor element, one can control the size of the
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Figure 4.2: An image of the eye illuminated by two infrared LEDs and captured by an IR-sensitive camera. The
highlighted circular region indicates a possible sensitivity region for a photosensor placed in front of the eye. The
position of glints and the size of the pupil, iris, sclera, and skin within the region will determine the photosensor
output.

sensitivity cone. This region often exhibits a Gaussian shape and is expressed as an angle of half-sensitivity.
The circular region in Figure 4.2 shows a possible sensitive region for a photosensor placed in front of the
eye. Depending on the orientation of the eye, the photosensor will capture light directly re�ected from
cornea and scattered from the iris, sclera, and skin. Light hitting the pupil will be mostly absorbed.

The primary consequence of this, is that as the pupil moves to �ll the sensitive region, the amount of light
measured by the photosensor will decrease. Because the glints are so bright compared to scattering e�ects
from the rest of the eye, a secondary e�ect arises that corresponds to the position of the glint(s) within
the Gaussian sensitive region. Because the eye is not perfectly spherical, the glint position and orientation
changes with the orientation of the eye. If the eye is illuminated by a single LED, the strength of the signal
corresponding to the glint re�ection is a function of how close the path lies to both the optical axis of the
LED and photosensor. A direct, on-axis re�ection straight into the photosensor will exhibit the strongest
response, due to the Gaussian shape of the emission and sensitivity cones.

Because the eye can move horizontally and vertically, at least two distinct sensors are required to recon-
struct gaze. However, for robustness, photosensor-based tracking approaches generally use four or more
sensors. In this work, we present one prototype using eight photodiodes and a second version using six-
teen.

4.2.2 Simulation Framework

To better understand this behavior and enable experimentation, we �rst constructed a framework to simu-
late photosensor-based tracking. We started with the rendering-based gaze estimation framework designed
by Kim et al [71]. This framework uses a 3D scan of a human face with a parametrically-de�ned eyeball.
The eyeball can be rotated to any horizontal and vertical gaze direction and the pupil size can be adjusted
from 2 mm to 8 mm. Moreover, the top and bottom eyelids can be adjusted from fully open to fully closed.
The textures have been adjusted to match properties of the skin under infrared illumination.
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Rendered Image Photodiode Window Windowed Image

Figure 4.3: The simulation pipeline takes a rendered image from the point of view of a photosensor, applies a
windowing function to simulate the photosensor lens, and sums the resulting image to simulate sensor output. This
image has been arti�cially brightened to show detail, but would actually be rendered much darker at 16-bit resolution
to prevent clipping.

To simulate photosensor-based tracking, we use the Blender 3D environment to place cameras at the posi-
tion and orientation of the photosensors we wish to simulate. We model the infrared LEDs as white point
light sources. For a given facial con�guration (eye gaze in x and y, pupil size, eyelid position), we render
an image from the viewpoint of each of the cameras. An example image from a single camera is shown
in Figure 4.3. For each image, we transform all pixels in the image using the following Gaussian window
function:

g(x, y) = e
−((x−x0)2+(y−y0)

2)
2σ2 (4.1)

where x and y represent the pixel coordinates, x0 and y0 represent the image centers, and σ is propor-
tional to the photosensor width, in pixels. Figure 4.3, right, shows the e�ect of this transform. Finally, to
simulate the photosensor output, all pixels in the transformed image are summed as follows, where i(x, y)
represents a pixel from the original rendered image:

s =
∑
x

∑
y

i(x, y)g(x, y) (4.2)

An important observation from this process was the importance of using 16-bit rendering and taking care
not to oversaturate the image. The images in Figure 4.3 have been arti�cially brightened, for clarity, but
note that the glints in these brightened images consist of saturated white pixels. If these images were used
for the simulation, the signal due to the glint would be arti�cially weakened. To achieve a high-�delity
simulation, the simulated illumination must be decreased so that there are no clipped pixels from the
direct re�ections. Similar simulation techniques that either use rendered images[193, 135, 136] or images
captured from a camera [68] could be prone to this issue.

A second observation concerns the interaction of the glints with the edge of the cornea as the eye changes
concavity. As the eye moves and a glint approaches the cornea, the glint becomes stretched and the received
signal strength at the sensor increases. The eye orientation at which this e�ect occurs depends on the
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Figure 4.4: The simulated output of a single photosensor as a function of gaze. Brighter colors indicate a higher
response. The bright circular outline around the periphery is uniquely captured by this simulation and represents a
direct re�ection from the edge of the cornea.

position of both the LED and photosensor. This e�ect is illustrated more clearly in Figure 4.4. This �gure
shows the output of a single simulated photodiode as a function of gaze direction. The relatively smooth
gradient along the lower left portion of the image is due to the pupil and glint moving within the sensitive
region. The circular edge along the outsides of the image corresponds to gaze locations where the glint is
positioned at the edge of the corneal bump. Within this bright edge, the glint is positioned on the cornea;
outside of this edge, the glint is located on the sclera.

Figure 4.5: The simulated source image corresponding to a smeared corneal re�ection. The gaze coordinate is 27°
horizontal, −20° vertical.

Figure 4.5 shows an arti�cially brightened rendering for the gaze location of 27° horizontal and −20°
vertical. The smearing of the glint along the edge of the cornea causes more light to enter the photosensor.
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Compare these simulated results to actual collected data as the eye pursues a target along a horizontal line
from −20° to 20° as shown in Figure 4.6. The spike around 10° corresponds to the glint aligning with the
edge of the cornea. This e�ect has not been demonstrated or accounted for in prior work that relies on
simulated data [193, 135, 136, 68].
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Figure 4.6: Actual data from a photodiode during a horizontal sweep. As the simulation predicted, there is a distinct
spike as the gaze moves o� center.

A practical implication of this result is that it is best to minimize the number of point light sources active
at a time. Multiple LEDs will result in multiple glints that only complicate the tracking problem. Fewer
LEDs or di�use illumination would maximize the smoothness of the transfer function. On the other hand,
future work could consider using these direct re�ections as a feature to model the geometry of the eye.

4.3 Hardware

4.3.1 System Architecture

Our near-eye photosensor-based eye tracking system consists of a ring of LEDs and photodiodes around
each eye. Though the system is intended for use with a near-eye display, for prototyping and debugging
purposes the device was constructed as part of a separate face mask. The mask attaches to the face using
an elastic band. An external display is used to calibrate the gaze tracker.
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Figure 4.7: A rendering of the binocular face mask-based eye tracking device. Each eye frame contains eight photo-
diodes to track eye movement. Cameras mounted to the side of the eye capture eye images through the hot-mirror.
Signal processing electronics are placed above the eyes.

The full design is shown in Figure 4.7 and Figure 4.8. The eye is illuminated by three LEDs embedded within
the frame of the device. Two or more photodiodes are clustered around each LED. The eight photodiodes
are strategically placed such that for a typical user, they will cover di�erent parts of the eye. Figure 4.9
shows the results of a Zemax optical simulation for a subset of six photodiodes. The images highlight the
intended sensitive region for each photodiode.

To facilitate development and proper placement of the optical elements, a Pupil Labs infrared camera is
placed just outside the users �eld of view. A hot mirror in front of the eyes re�ects infrared light from the
eyes into the camera lens. Simultaneous capture of the camera and photosensor signals enables a better
understanding of trends and artifacts in the photosensor signals. Though this causes some distortion of
the user’s view, it is minor and can be removed if the camera is not needed.

The LEDs emit and the photodiodes are sensitive to 940 nm infrared light. This particular wavelength is less
prominent in outdoor lighting [11] due to absorption by water molecules in the atmosphere. Nonetheless, it
is still important to use modulated illumination to reject any ambient light. The device uses an analog front
end (ADPD103) to synchronously modulate the LEDs and sample the photodiodes. Each LED is illuminated
for 3 µs every 24 µs. The photodiode response is bandpass �ltered and synchronously integrated. The result
is a photodiode signal sensitive to changes in re�ected light from the LEDs, but not from other light sources.

To minimize the e�ect of direct re�ections o� the cornea, only one LED is illuminated at a time. In this im-
plementation, only two LEDs are used in a particular session; each LED is associated with the four nearest
photodiodes. For a single frame of data, the �rst LED pulses four times while the four nearby photodiodes
are integrated and sampled. This process repeats for the second LED and remaining photodiodes. The
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Figure 4.8: Layout of the LEDs, photodiodes, and cameras, as seen by a user.

Figure 4.9: A subset of six photodiodes and their projected sensitive regions on the eye as simulated by Zemax.
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Gaze target Head/chin
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Figure 4.10: The calibration procedure requires a user to rest their chin in a head rest 18 inches from a �xed display,
upon which a gaze target is shown.

overall data rate is determined by the number of LED pulses and delay between LEDs. In this prototype,
the output data rate was con�gured to be 400 Hz. The LED current is also con�gurable and determines the
signal to noise ratio. In this prototype, it was set at 67 mA. Note that this is instantaneous current through
the LEDs. At this current setting, the overall power consumption of the AFE and LEDs is only 16 mW.

The analog front end is placed on development boards mounted above the eyes on the facemask. Each
front end supports eight photodiodes, so one is used for each eye. The photodiodoes and LEDs are wired
up to the AFEs using thin magnet wire along the edges of the frame (see Figure 4.1).

4.4 Calibration and Modeling

4.4.1 Calibration Procedure

Because the device does not have an integrated display, it is calibrated using an external monitor. The
calibration setup is shown in Figure 4.10. While wearing the device, a user places their head in a desk-
mounted chin rest. A monitor is placed 18 in from the face. While such a setup may be insu�cient for
between-session tracking, it keeps the head �xed enough for within-session tracking.

A circular gaze target with radius 10 px (1.2 mm) is placed on the screen for calibration. The x and y
coordinates of the target in screen-space can be computed from the screen distance and desired angular
gaze coordinates. The target is presented using Vispy and Qt5.

Traditional calibration procedures ask the user to �xate on a number of targets and use this data to con-
struct a mapping onto gaze location. In this system, the mapping function, as shown in Figure 4.4 is highly
nonlinear. To maximize the amount of data available to learn this function, we rely on a smooth pursuit
calibration task, following the guidelines outlined by Pfeu�er et al [121]. The gaze target travels in a series
of linear paths over±20° vertical and horizontal �eld of view as outlined in Figure 4.11. For each segment,
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Figure 4.11: The path used for the smooth pursuit calibration. Calibration begins at the bottom left corner and ends
at −10° horizontal, 0° vertical.

the target smoothly accelerates from rest over 1 s, up to a max speed of 6° per second and then decelerates
over 1 s back to rest at the end of the segment. This produces a dense sample of the gaze space. Particular
care was taken to optimize the display pipeline to minimize any jitter of the target as it moved, as this
could cause undesired saccades during the pursuit.

When analyzing the data, a preprocessing step �lters out any blinks by looking for instances where there
is an abrupt change in the photodiode signals. The remaining signal is downsampled to keep 100 points
along each line segment to avoid over�tting points along the line.

4.4.2 Eye Gaze Model

The gaze model maps the photodiode output to gaze coordinates, in degrees. Because the mapping is highly
nonlinear, we leverage a neural network model to map the eight photodiode signals to 2D gaze. We �rst
scale all photodiode outputs to 0 to 1 and then apply PCA to reproject the data. The transformed signals
are input to a network with four hidden layers of 64 nodes each and tanh activation functions. Training is
performed using scikit-learn with a batch size of 4.

After calibration, the gaze is estimated and shown on screen in real time. A post-model exponential �lter
(α = .2) is applied to smooth the estimation results.
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Task Mean Error Standard Deviation

Smooth Pursuit Validation 1.68° 0.56°
Fixation Validation (±20°) 2.67° 0.98°

Central Fixation Validation (±10°) 2.35° 0.58°

Table 4.1: Performance of the gaze model on di�erent test sets. The model performs best on the smooth pursuit
task.

4.5 Evaluation

4.5.1 Procedure

To evaluate the performance of the eye tracking device, we conducted a preliminary study. We invited
six participants (4 male, 2 female) to try the device by performing a calibration and evaluation task. After
a brief introduction, the researcher helped place the device on the user’s head. Then the user carefully
placed their chin in the head rest and ensured they could comfortably see the screen.

A target was displayed on-screen and smooth pursuit calibration proceeded per the path in Figure 4.11.
Immediately following the calibration, the system displayed 25 targets on a grid within ±20° horizontal
and vertical. The �rst twenty segments of the smooth pursuit data were used for training. The last four
segments as well as the 25 �xation targets were used for testing. After the data was collected, the neural
network model was trained and participants were able to qualitatively judge the quality of the tracking by
observing the real time gaze estimate on the screen.

4.5.2 Results

The results from this evaluation are shown in Table 4.1. Mean error on the last four segments of the smooth
pursuit task was 1.68°. The error increased to 2.67° on the �xation task, but is slightly better when limiting
the data to ±10°. Among the six trials, the best error on the ±20° �xation task was 1.1° and the worst was
4.2°.

Figure 4.12 shows a example validation result from one participant. The blue dots represent the �xation
target and the orange dots represent the estimated gaze location.

4.6 Towards an Integrated VR Eye Tracker

Although the face mask prototype was designed with a head-mounted display in mind, there are a number
of challenges that can only be explored by fully integrating the tracker into the HMD. Proper placement
of the sensors and LEDs becomes critical in order to maximize the �eld of view. There is also constrained
space within the headset to put additional sensing electronics. A fully-integrated solution obviates the
need for a chin rest, as the sensors are rigidly coupled to the display. However, there is no guarantee that
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Figure 4.12: An example result from a �xation validation trial that was trained on smooth pursuit data. This example
has a mean error of 1.6°.

the display is rigidly coupled to the face, so detecting and accounting for HMD shifts/slippage becomes
paramount.

4.6.1 Hardware

To explore these challenges, we constructed another version of the device integrated into an HTC Vive
HMD. Informed by both simulation analysis and the face mask prototype, we developed a system that
incorporates 12 eye-tracking photodiodes and 4 face-tracking photodiodes. The components of this de-
vice are illustrated in Figure 4.13. The eye-tracking photodiodes are positioned mostly below the eye to
minimize the e�ects of the upper eyelid and eye lashes. To monitor and account for slippage, four addi-
tional face-tracking diodes and two LEDs are placed on the top of the frame. Two are pointed toward the
nose bridge and two are pointed just above the eyeball. These are designed to capture both horizontal and
vertical slippage, independent of eye motion.

The optical elements are mounted within a 3D printed frame designed to �t around the lens of the HMD.
The frame extends forward and slightly inward to reduce the eye relief and bring the optical elements
closer to the eye’s optical axis. This unavoidably reduces the �eld of view of the HMD to approximately
±30°, depending on the user’s head shape. The optical elements connect to a custom circular backplate
PCB to facilitate wiring. Twenty-four thin wires connect the backplate PCB to sensor PCB, mounted on the
side of the HMD. The sensor board consists of two ADPD1080 AFEs which communicate with an MSP430
via I2C. An on-board FTDI chip allows the board to stream data to a PC over USB. For debugging purposes,
the frame also contains a mount for an IR camera that can be used at larger eye reliefs.

Each AFE drives two LEDs in separate time slots. Altogether, four LEDs are time-multiplexed in four
separate time slots and each slot samples from four photodiodes simultaneously. The overall data rate is
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Figure 4.13: A second prototype features an HTC Vive with a fully-integrated eye tracker. Four sensors oriented
away from the eyes are used to track the slippage of the device on the face.

customizable, but for prototyping purposes was set at 225 Hz.

4.6.2 Calibration

The calibration procedure for this device resembles the procedure describe in Section 4.4. Notably, no
head-rest is required for this calibration since the display is coupled to the eye. A gaze target is displayed
on-screen using the Unity engine. To eliminate the e�ect of head motion, we disable head tracking so that
the virtual environment is locked to the user’s head. Because this has the potential to cause motion sickness
when users move their head, we ask users to rest their chin on their arms to keep the head relatively stable.
The gaze target spans 1.2° in a shape de�ned by the optimal gaze target as described by Thaler et al [161]
and shown in Figure 4.14. The 2D gaze target is presented on a 3D dome and is rotated such that it is
always directly facing the user.

4.6.3 Preliminary Evaluation

As a proof of concept, one user completed six calibration procedures as described in Section 4.5.1. The
�xation task bounds was reduced to ±15° since the quality of the display past this point made calibration
di�cult. Aggregate results from these trials are presented in Table 4.2. The �xation task performance was
similar to that measured in the face mask prototype, but the smooth pursuit performance was degraded.
However, the system must be evaluated on more users before meaningful comparisons can be drawn.

An example �xation task result is shown in Figure 4.15.
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Figure 4.14: The calibration target was displayed in Unity on the HMD.

Task Mean Error Standard Deviation

Smooth Pursuit Validation 2.58° 0.57°
Fixation Validation (±15°) 2.68° 0.45°

Table 4.2: Performance of the gaze model on di�erent test sets for the HMD prototype.

Figure 4.15: Example performance on the �xation validation task after training on smooth pursuit data. This exam-
ple exhibits 2.1° mean error.
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Figure 4.16: Raw output of facial-sensing photodiodes over ten smooth pursuit calibration tasks. The above-eye
sensors inadvertently capture eyelid motion, but the nose bridge sensors are robust to eye movement.

4.7 Sensor shifts

4.7.1 Measuring shifts

Photodiode-based eye tracking systems are particularly susceptible to sensor shifts on the face. To quantify
and account for such shifts, our HMD-device includes four photodiodes intended to measure the position
of the HMD on the face. As an exploratory analysis, one user completed ten calibration trials, removing
the headset after each trial to ensure the HMD is placed at a new position on the face. Figure 4.16 shows the
output of the four facial-sensing diodes during each of the ten calibration runs. Ideally, these signals would
be time-invariant, indicating that no slippage occurred during the calibration, and unique, indicating that
each time the headset was put on, it was in a slightly di�erent position.

The two nose bridge signals mostly ful�ll these criteria, though it appears some slippage occurs early in
some trials and the headset may slowly drift down on the face over time. The above-eye sensors, however,
have distinct eye-movement artifacts that are correlated with vertical eye motion. It is likely that these
sensors are capturing eyelid movement. This makes these sensors useful for eye tracking, but less useful for
monitoring slippage, though there is a unique baseline shift for each trial. Future versions should consider
alternative placements higher up on the face that are not a�ected by eyelid position.
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4.7.2 Compensating for shifts

Despite the poor placement of two of these sensors, we conduct an exploratory analysis of this data to un-
derstand whether slippage can be compensated for. In this analysis, we compare three di�erent approaches:
1) a global slippage model, 2) a nearest-neighbor slippage model, and 3) a baseline within-session model.
The global model is a monolithic neural network trained on nine trials and evaluated on a tenth. The goal
is to train a model that is simply invariant to sensor shifts. The nearest-neighbor model trains separate
models for each calibration session and at runtime, chooses the model that most closely matches the ob-
served data. The distance computation is performed using median values of the two nose bridge sensors.
Ideally, this would use all four facial sensors, but the variation in the above-eye sensors make them poorly
suited for this purpose. We compare 1-NN and a 9-NN model where each estimate is weighted by the
distance metric. Both the global model and nearest-neighbor model would require an extensive one-time
calibration, but no additional calibrations after that, even after removing the headset. Finally, the baseline
within-session model simply uses a model trained on data from that session. Each method is trained using
the smooth pursuit data and evaluated on the 25 point �xation task.

As a baseline, using a model trained on a random session results in 15.8° error on the �xation task. At
the other end, the within-session baseline results in 2.7° error. The 1-NN model outperforms a random
model, with 9.6° error and the weighted 9-NN model achieves 8.5° error. The leave-one-session-out global
model performs slightly better with a 7.2° error. Interestingly, the global model error reaches the baseline
of 2.7° when training data from that session is included. This suggests that a monolithic model is capable
of learning sensor shifts, if it has been trained with the right data. Perhaps with more training data, the
leave-one-session-out method would be improved.

Although these results show some promise in re�ning the results of a random calibration trial, they are not
yet at a usable performance level. We believe that these results can be improved by using more appropriate
facial sensors for the above-eye location and signi�cantly increasing the amount of training data. It is
possible that once a model has been trained, retraining with a new user would require just a few rounds of
calibration. We also caution against generalizing too much from these results, as trials must be conducted
with more users to better understand model performance.

4.8 Discussion

This chapter presented a technique for tracking the eyes using low-power photosensors. The systems
presented consume tens of milliwatts of power and can be integrated into mixed reality head-mounted
displays. We go beyond prior work by implementing two devices and demonstrating their performance
in two small-scale studies. We also contribute new insight into the performance of photosensor-based
tracking in the presence of corneal re�ections that can inform future simulation techniques.

Field-of-view and eye relief present practical challenges for photosensor-based eye tracking. In our sys-
tems, we designed for 15 mm to 20 mm eye relief and at least ±30° �eld of view. As HMDs improve, we
expect the eye relief to shrink and the �eld-of-view to increase. Consequently, as currently designed, the
photosensors would need to move further o�-axis and view the eye from the side. This is likely a di�cult
scenario and is additionally complicated by di�erent head and eye geometries of users. Future designs
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of photosensor-based approaches should investigate methods of combining eye tracking with the display.
E�orts like bidirectional screens [56] are promising avenues of exploration.

Although the presence of strong corneal re�ections complicates the calibration by producing a strong
nonlinear response in a localized gaze region, it is possible that this could be a promising path toward a
model-based tracking approach. Data-driven approaches, like the one presented here, are fundamentally
limited by the calibration data available. If the circular corneal re�ection pattern demonstrated in simula-
tion (Figure 4.5) can be shown to generalize across a larger population, and initial results suggest it does,
then it may be a fruitful signal that can be used to �t a model. For example, if a user simply performs a
1D scan, like the one shown in Figure 4.6, the location of the peak could be used to infer the geometry of
the eye, using a parametric eye model [13], and the coupling between the sensor and the face. This is a
problem that can be easily simulated using the right eye model.

Finally, while photosensor-based approaches are promising in terms of power and computation, there
may be some precision applications for which they are simply insu�cient. In these scenarios, it may be
productive to combine this discrete sensor approach with traditional camera-based tracking. For example,
a camera might capture the eye at 1 Hz to 5 Hz and provide a robust absolute gaze estimate while the
photosensors capture the higher frequency dynamics of eye motion. In such a system, both the camera
and facial-sensing photodiodes would provide useful signals for measuring sensor shifts.
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5 TRACKING CONTROLLERS
5.1 Introduction

The handheld controller is a useful input device and o�ers advantages such as physical buttons with tactile
feedback, a platform for rich haptic feedback [178, 155, 25, 194], and, most importantly, a mechanism for
precise tracking. Controller tracking is classi�ed as either 3-DoF rotational tracking (i.e. roll, pitch, yaw) or
6-DoF rotational and positional tracking (i.e. roll, pitch, yaw, x, y, z). The use of 6-DoF positional tracking
enables an additional class of spatial computing applications by allowing the controller to serve as a virtual
tool or a proxy for the user’s hand.

Today, there is a signi�cant divide between handheld controllers for mobile VR/AR platforms and those
for high-end desktop VR systems. Mobile systems, such as the Samsung Gear VR or Google Daydream,
use a small handheld controller that relies on 3-DoF inertial orientation tracking, with limited positional
tracking support. On the other hand, desktop VR systems like the Oculus Rift, use a larger controller with
external light emitting diodes (LEDs) for 6-DoF optical tracking. These external elements are tracked using
cameras placed in the environment. Though these controllers are much larger, the positional tracking they
o�er results in a substantially more immersive experience compared to the simple orientation tracking on
mobile VR. E�orts to remove the need for environmental infrastructure often move the tracking cameras
to the head. This approach leads to additional HMD power consumption, limits cameras’ line of sight, and
still requires bulky tracking elements on the controller.

If head-mounted displays are to become a compelling personal computing platform with applications be-
yond gaming, they must support mobility and robust usage. Handheld controllers must rely on inside-out
tracking to enable mobility while maintaining low power consumption for extended use on battery power.
The form factor should be small enough to �t within the hand during use and in a pocket or bag when
not in use. They should also support a robust set of interaction scenarios and maintain usability outside of
the view of a head-mounted camera—for example, with the hands at the side on a crowded bus or under
a table during a meeting. In this work, we seek to close the gap between the attractive form-factor and
mobility of 3-DoF inertial controllers and the performance and usability of high-end 6-DoF controllers.

This chapter describes Aura, a novel low-power electromagnetic tracking technique to bring high-precision
6-DoF controllers to any head-mounted mixed-reality system without the need for line-of-sight, bulky
tracking rings, or environmental sensors. Our proposed tracking system uses three coils embedded in a
head-mounted display that each generate a unique magnetic �eld oscillating at 100 kHz. The generated
�elds induce a sinusoidal voltage in orthogonal receiver coils embedded in a handheld controller. As the
user moves the controller, the signal in each receiver coil varies depending on its position and orientation
within the �eld.

In a traditional electromagnetic tracking system, one would carefully construct a 3-axis dipole transmitter
and place it far away from any other metallic objects. This signi�cantly limits the design space of HMDs,
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Figure 5.1: Aura is a 6-DoF electromagnetic tracking system for small, handheld controllers. It estimates the pose
of the controller with respect to the head-mounted display.

which strive to be small and lightweight. Unlike traditional electromagnetic tracking systems, Aura makes
no assumptions about the size, shape, or position of the transmit coils and no assumptions about nearby
ferromagnetic material on the headset. This freedom enables custom coil shapes and con�gurations that
open the design space for small and lightweight form factors. To demonstrate this capability, Aura foregoes
the use of precisely manufactured orthogonal transmit coils and explicitly uses irregularly shaped coils
designed to �t the contours of a Samsung Gear VR headset. The use of irregularly-shaped coils signi�cantly
complicates the pose estimation task. To solve this challenge, Aura uses a hybrid tracking approach that
leverages a physics model to calibrate the sensor coils and a closed-form data-driven model using neural
networks to directly estimate pose from the calibrated sensor data. While electromagnetic tracking has a
rich history [131, 80, 42, 82, 102, 118, 22], to our knowledge, Aura is the �rst system to demonstrate 6-DoF
pose estimation using irregularly-shaped, non-orthogonal coils.

Aura is inside-out; that is, it tracks the position of the controller with respect to the head. For high-end
AR or VR systems with positional head-tracking, e.g. using inside-out SLAM-based tracking [55], Aura
provides an upgraded controller tracking experience by enabling more robust and subtle usage without the
need for line-of-sight or bulky tracking rings. On low-end VR systems that rely on inertial head-tracking,
the ability to locate the hand with respect to the eyes still enables many new interactive experiences.
On such devices, Aura serves as a snap-on upgrade that provides positional tracking of the controller.
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Positional head-to-controller tracking allows a VR system to render the hand or virtual objects within
the hand at the correct visual position and orientation no matter how the user moves their head. This
capability would allow the user to perform any of the pointing-based interactions common in today’s VR
applications, without having to frequently recalibrate to compensate for drift. Moreover, it would allow
the user to directly manipulate objects locked or loosely locked to the body. For example, a user might
reach out and type on a virtual keyboard placed directly in front of them, a task that is nearly impossible
with inertial tracking. We note that on low-end systems with only inertial head-tracking, the ability to
directly grasp other objects located in the world is still limited by the system’s head-tracking capabilities.

The following sections provide a brief overview of electromagnetic tracking techniques and design de-
cisions we made in Aura, implementation and calibration details for the Aura system, and results from a
system evaluation and characterization. Our results demonstrate that Aura can track a handheld controller
with millimeter accuracy.

Speci�cally, the contributions of Aura include:

1. An e�cient, novel, closed-form tracking algorithm that works with arbitrary transmitter coil shapes
and con�gurations and accounts for static magnetic �eld distortions

2. A low-power hardware architecture for a 6-DoF handheld controller

3. A prototype implementation of the Aura system and evaluation of tracking accuracy that demon-
strates a median 3D error of 5.5 mm and 0.8°.

5.2 Magnetic Tracking Background

In general, magnetic tracking systems rely on two types of sources: the permanent magnet [101], which
generates a static magnetic �eld, and alternating current (AC) electromagnetic coils [150, 149]. While
permanent magnet systems are a�ected by the Earth’s geomagnetic �eld, AC electromagnetic coils gen-
erate a magnetic �eld at a particular frequency that can be more easily measured by �ltering out all other
frequencies.

A typical AC tracking system consists of a three-axis magnetic �eld generator that produces an oscillating
magnetic �eld and a sensor that measures the local magnetic �ux density, from which the sensorâĂŹs
location can be estimated. Using an alternating current to drive an electromagnet formed by a wire coil
is an e�ective method of generating a magnetic �eld that oscillates at a particular frequency. According
to Maxwell’s equations, an electric current �owing along a wire coil will generate a magnetic �eld. The
oscillating magnetic �ux from these generator coils intersects the sensor coils, inducing a voltage of the
same frequency according to Faraday’s law of induction. The voltage induced in the coil is proportional
to the rate of change of the magnetic �ux through the surface bounded by the coil and the number of
windings in the coils.

The �ux through the coil depends on its orientation within the magnetic �eld. If the coil is aligned with
the �eld—that is, the normal vector to the coil is aligned with the �eld—then the �ux and the magnitude of
the induced voltage will be maximal. As the coil rotates away from the �eld, the induced voltage decreases
to zero. If the coil �ips around, the voltage acquires a 180° phase shift, which could manifest as a negative
amplitude, depending on the measurement technique.
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Figure 5.2: Three transmitter coils embedded in the headset produce three magnetic �elds (M1, M2, M3). A three-
axis coil inside the handheld controller measures the �elds.
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Figure 5.3: The transmitter �lters the output of a waveform generator and feeds the signal through each of the
transmitter coils sequentially.

To track position and orientation in real time, researchers have historically relied on tracking pose changes [131]
or on iterative algorithms that �nd the pose which best explains the observed sensor values [123]. These
systems are usually realized by approximating the magnetic sources as dipoles and, in multi-axis sys-
tems, as orthogonal dipoles. These pose estimation approaches rely on analytical or numerical analysis
of forward models, which describe the magnetic �eld at the sensor as a function of pose. More recently,
closed-form solutions [73] have been developed that analytically invert the forward models. In all of these
approaches, deviations from these ideal models cause inaccuracies in the estimated pose.

These assumptions lead to traditional electromagnetic tracking systems that use large high-power trans-
mitter coils that can be approximated as dipoles and are intended to be placed in the environment away
from any metallic elements. In contrast, Aura is designed for use with arbitrary coil shapes embedded
into the frame of a head-mounted display. In the Aura system, not only can the coils not be modeled as
dipoles due to their shape, the presence of nearby electronics in the HMD causes static distortions to the
magnetic �eld. Because expressing an analytic form for either the forward or reverse model is intractable,
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we develop closed-form data-driven models that directly approximate the reverse model.

5.3 System Implementation

The Aura system consists of an HMD attachment that generates magnetic �elds and a controller that
measures the resulting �elds. Figure 5.2 depicts the Aura system components. The following sections
provide details of the Aura hardware and explore the capabilities and design challenges of the devices.

5.3.1 Transmitter

Aura’s transmitter consists of three low-pro�le generator coils embedded in a head-mounted display that
sequentially emit a magnetic �eld oscillating at 100 kHz. Each of the side generator coils consists of 30-40
turns of 22 AWG magnet wire wound around a 3D printed ABS frame. The central coil is wrapped in an
oval shape of size 20 cm×7.5 cm. The inductances for the three coils are measured as 358 µH, 476 µH and
279 µH.

One of the contributions of our work is the use of non-orthogonal coils for the transmitter. This allows Aura
to have a con�guration of coils that can be �t into any HMD. The coils are rigidly mounted on a 3D-printed
support structure such that the magnetic �ux is directed toward the user’s hand. Our implementation is
designed to �t on a Samsung Gear VR (Figure 5.2) but could easily be modi�ed to �t other HMD designs.

Figure 5.3 shows the block diagram of Aura’s transmitter. The transmitter uses a programmable waveform
generator (AD9833) to generate a 100 kHz square wave. This frequency was chosen to enhance sensitivity
without approaching any of the coils’ self-resonant frequencies or inducing troublesome eddy currents in
nearby metallic objects. This signal is passed through a two-stage active bandpass �lter (AD8616) with a
Q-factor of 15.9 and gain of 0.5 dB. The resulting sinusoid is time-multiplexed (ADG1604) and fed through
each of the generator coils.

Each coil generates a magnetic �eld for 3 ms in sequence; once the cycle is completed, all of the chan-
nels are turned o� for 2 ms to synchronize the transmitter and receiver (Figure 5.4). Because Aura cycles
through each coil every 11 ms, the resulting frame rate is 91 Hz. An ultra-low power microprocessor
(MSP430FR2100) controls the multiplexing and interfaces with the components on the transmitter board.
We use passive matching networks to tune the coils impedance, resulting in improved power transmission
e�ciency at 100 kHz.

5.3.2 Receiver

While the HMD-based transmitter uses hand-wound coils to generate three unique AC magnetic �elds, the
controller uses an o�-the-shelf three-axis orthogonal receiver coil (Grupo Premo 3DCC08) to reconstruct
the 3D magnetic �eld vector. Because the tracking system relies on interpreting the demodulated sensor
measurements as �eld vectors, it is important to maximize precision and orthogonality in this procedure.
The signal from each of the coils is fed to an ampli�er (INA826) with a gain of 33.9 dB. The resulting
ampli�ed signal is fed to a two-stage active bandpass �lter (AD8616) with a Q-factor of 10.2 and a gain
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Figure 5.4: Each transmitter coil is activated for 3 ms, during which each of the three orthogonal receiver coils
measures the magnetic �ux.

of 33.5 dB. Then, we use a low-noise and low-voltage drop Schottky diode network (SMS7630) in a full-
wave bridge recti�er con�guration to demodulate each of the channels. Finally, each channel is sampled
at 4 kHz using the 24-bit sigma-delta ADCs of an MSP430i2031. Figure 5.5 (Top) summarizes the analog
signal processing pipeline in Aura’s receiver.

This method e�ectively captures the magnitude of the magnetic �elds but does not resolve the phase of
the oscillating �elds. Reconstructing position or rotation would be very di�cult from this approach since
rotating the controller 180° along one of its axes would result in the same overall magnitude for each of
the coils but with a 180° phase shift on two of the axes. Since Aura uses a three-axis receiver and each axis
could be in- or out- of phase with the transmitter, there are 23 = 8 possible vectors that would deliver the
same sensor values. For each frame of three vector �elds (one from each transmit coil), there are a total of
83 = 512 possible rotation states given the same channel magnitudes.

Aura uses a low-power solution to reduce this sign ambiguity. First, comparators binarize each of the
ampli�ed signals from the receiver coils prior to recti�cation. The comparator outputs logic low when
the ampli�ed signal of the channel is less than its common-mode voltage (VCM = 1.2 V) and logic high
otherwise. An XOR gate estimates the relative phase between a receiver channel and a reference signal.
The output of the XOR gate is low when the two signals are in-phase and high when the two are out-
of-phase. One can produce a referenced signal locked to the transmitter using a phase locked loop, but
to save power and simplify the design, we have chosen channel 1 of the receiver as the reference. The
resulting logic signal is low-pass �ltered by an RC network to remove any glitches due to phase mismatch.
These digital signals are then sampled by GPIO pins of the microcontroller unit (MCU). Using this low-
power approach, we reduce the ambiguity of the signs to 23 = 8 possible solutions since the phase of
the reference channel with respect to the transmitter is still unknown. The exact signs can be determined
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Figure 5.5: On the controller (single-channel depicted), the MCU measures the magnitude (top) and phase (bottom)
of the received signal.

by placing the controller in a known start state and temporally �ltering to ensure consistency over time.
Figure 5.5 (bottom) summarizes Aura’s sign detection capabilities.

With the amplitude demodulation and phase estimation components, the MCU now has access to a signed
magnitude for each channel every 250 µs (4 kHz). This data stream contains the time multiplexed transmit
signals and resembles the diagram in Figure 5.4. A segmentation step recovers each of the 9 measurements
from this data stream. The segmentation algorithm will search for a local minimum to �nd the “o� state”
and synchronize itself with the transmitter. It then uses the known timing of the signal to extract the
9 mean values of each coil measurement (r1{xyz}, r2{xyz}, and r3{xyz}). The MCU then sends the nine
reconstructed signals to a PC over USB. In software, a digital second-order Butterworth �lter with a 10 Hz
cuto� frequency is applied to the raw signals for further noise reduction.

5.4 Calibration

In order to treat the measurements from the ADC as magnetic �eld strengths, a calibration procedure
must be performed to account for imperfections in the signal processing chain and channel gains. This
calibration is intended to be performed only once per device, i.e. through a factory calibration step. While
calibration in magnetic tracking systems often refers to modeling magnetic �eld distortions, Aura inher-
ently accounts for this in the tracking algorithm described in Section 5.5.

To assist in the calibration process, we construct a set of Helmholtz coils as shown in Figure 5.6. With this
device, current through two parallel coils (I1 and I2) generate AC magnetic �elds. Because of the spacing
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Figure 5.6: For calibration, Helmholtz coils produce a small volume where the magnetic �eld is insensitive to move-
ment. The coil radius and separation distance is 15 cm.

of the coils, the tangential components of the �elds cancel, and the coil pairs create a small volume with a
uniform magnetic �eld, indicated by the red shaded region in Figure 5.6. Within that region, the magnetic
�eld direction and magnitude are relatively insensitive to the receiver coil’s position. By controlling the
amplitude of the AC current through the coils with a function generator, we can precisely control the
magnetic �eld strength within this volume.

5.4.1 Signal chain modeling

In an ideal sensor, the measurement for any axis would be linearly correlated with strength of the magnetic
�eld along that axis. To measure this linearity, we place the Aura controller within the Helmholtz coil and
use the function generator to step up the magnetic �eld strength linearly in small increments and record
the Aura measurements. Figure 5.7 shows the observed signal and the ideal linear response. Though the
signal is linear for much of the observed �eld strengths, signi�cant nonlinearities were observed in the
presence of weak magnetic �elds.

We model these observations using three parameters: a gain term (g), Gaussian noise (n) inherent to the
signal chain, and a bias term (b) due to the forward voltage drop across the diodes. Equation 5.1 summarizes
how these e�ects in�uence magnetic �eld strength (f ) to produce the Aura measurement (r).

r = g
√
f2 + n2 − b (5.1)

After collecting data from the Helmholtz coil, we use an optimization procedure (SciPy) to �t this model
to the observed data. As shown in Figure 5.7, this model is a good �t for the observed data. We then invert
this model to derive an expression, as shown in Equation 5.2, for the desired magnetic �eld strength (f )
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Figure 5.7: Our proposed model outperforms a linear prediction of the observed signals.
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Figure 5.9: Within the Helmholtz coil, the measured �eld magnitudes should be constant as the controller is ro-
tated. Without calibration (blue line), there are signi�cant deviations in the �eld magnitude. As we apply di�erent
calibration steps (orange, green, red lines), the calibrated signal signi�cantly improves.

as a function of the ADC measurements (r). We preserve the sign of the original signal as described in
Section 5.3.

f =

√(
r + b

g

)2

− n2 (5.2)

At runtime, we further improve the device performance by assuming the bias and gain terms remain con-
stant and dynamically adjusting the noise term of this model based on the signal observed during the 2 ms
o� period of the device, when f = 0. The dynamic noise term is derived according to Equation 5.3.

n =
r0 + b

g
(5.3)

5.4.2 Channel gains

Due to component tolerances, each channel has a slightly di�erent gain. To measure these gains, we
place the controller within the Helmholtz coils and rotate it while recording data. In a properly calibrated
system, the magnitude of the magnetic �eld measurement would remain constant as the device is rotated.
We use a second optimizer to learn the optimal gains such that the magnitude of the calibrated �eld remains
constant.

Figure 5.9 shows the observed magnitude (blue) and calibrated magnitudes after accounting for the signal
chain model (orange), channel gains without the signal chain model (green), and both models (red). The
constant magnitude obtained after calibration validates these models and shows that both are critical in
obtaining correct magnetic �eld measurements.
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5.5 Tracking Algorithm

Because it is infeasible to construct an analytic formulation of the magnetic �elds, there is no closed-form
analytic solution for the inverse problem. Instead, we rely on a closed-form data-driven solution based on
machine learning techniques. Our proposed closed-form tracking approach is summarized in Figure 5.8.
We treat the process of position and orientation estimation separately. At a high level, we train a neural
network to regress from extracted rotation-invariant features to position. We then train a separate network
to estimate the magnetic �eld vectors from position and use SVD to compute orientation.

Unlike other approaches, this pipeline makes no assumptions about the shape of the transmit coils or
the resulting �eld (other than it being separable by the features we extract). This frees us from some of
the restrictions of a model-based approach, which excels only when the magnetic �eld model accurately
represents the empirical data. The training methods we describe are intended to be a one-time factory
calibration.

Aura must estimate the position of the controller from the three measurements of magnetic �eld vectors
(f1, f2, f3). Because the controller can exist at the same position with any rotation, we �rst extract six
features that are invariant to the rotation of the controller. The �rst three features (Equation 5.4) include
the magnitude of all measured �elds. As the controller rotates, the magnitude of each of the three �elds
remains constant. The second three features (Equation 5.5) relate to the angle between two �elds. As the
controller rotates, the direction of each measured �eld in controller space, fi will change, but the angle
between any two �elds will remain constant. Note that in Equation 5.5, we take the absolute value of the dot
product. This is because we do not have an absolute sign reference between our transmitter and receiver
coils. That is, we do not know whether an ideal sensor would have measured fi or −fi. By removing the
sign of the dot product, we remain invariant to this ambiguity.

|fi|,∀i ∈ {1, 2, 3} (5.4)

|fi · fj |
|fi| × |fj |

, ∀(i, j) ∈ {(1, 2), (2, 3), (1, 3)} (5.5)

These features summarize the relative directions and strengths of the three magnetic �elds. A cross-
sectional slice of two of these features from the simulated dipole dataset are depicted in Figure 5.10.

5.5.1 Position

We propose the use of computationally simple models to regress to a position vector. In order to keep
the models small, we split the tracking volume into four subspaces along two dimensions: 1) left (x <
0 mm) / right (x > 0 mm) and 2) near (|P | < 200 mm) / far (|P | > 200 mm). These volumes were
empirically determined to balance model performance and complexity. By reducing the tracking volume
for each model, we can train much smaller models than we could if the entire tracking volume were lumped
together. For each of the four subspaces, we train a computationally simple neural network model with
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Figure 5.10: A cross-section at y = -300 mm of two of rotation-invariant features from the simulated dipole dataset.
The left plot shows the magnitude of the magnetic �eld from the side one of the side coils, per Equation 5.4, and the
right plot shows the dot product between the center and side coil, per Equation 5.5.
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Figure 5.11: CDF of simulated tracking error for the dataset generated using dipole �eld models and numeric inte-
gration of the actual prototype coils.

a single hidden layer of 32 nodes to �t a function that maps the six rotationally invariant features to a 3-
dimensional position vector. Training is performed using the Levenberg-Marquardt algorithm. At runtime,
position estimation equates to two matrix multiplications (6 × 32 and 32 × 3), that can easily run on a
mobile processor.

It must be noted that this approach adds a dependency on knowing the position before one of these four
models can be chosen (to then estimate position). In this work, we use the ground truth position to pick
the correct subspace model in order to validate each model separately. However, since the controller will
be tracked over time, the next position can easily be estimated from temporal extrapolation or Kalman
�lter prediction with an IMU. This rough estimate can be used to choose the appropriate model for that
frame. Additional redundancy can be added by training intermediate models that straddle two subspaces.

We simulated our approach using magnetic �eld simulation tools that rely on quasi-static assumptions
to generate two datasets. First, we model our transmitter coils as ideal dipole models and use physics
calculations to compute the magnetic �eld due to each of the three coils at many locations around the
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head. As a comparison, we also use the BSMag toolbox [130] in MATLAB to model the speci�c shape of
our transmitter coils and create a similar dataset of magnetic �eld locations.

Each dataset consists of 100,000 points generated within a tracking volume of 1.6 m × 0.8 m × 0.8 m.
Our model is able to estimate the position of the synthetic datasets with a median error of 1.04 mm for
the dipole model and 1.9 mm for the simulation of the Aura coil design. Figure 5.11 shows the positional
tracking error CDF for simulated data on the dipole model and Aura prototype model.

5.5.2 Orientation

We derive the orientation, or attitude, of the controller by comparing the measured magnetic �eld vectors
in controller-space (f̂1, f̂2, f̂3), with estimates of the magnetic �eld vectors in head-space (ĥ1, ĥ2, ĥ3),
derived from a forward model. In some electromagnetic tracking systems, one can compute the magnetic
�elds (ĥ) as a function of position using a magnetic �eld model, often a dipole model [73]. In our system,
we anticipate signi�cant deviations from an ideal dipole model due to the presence of electronics around
the head, the non-circular nature of our coils, and the arbitrary positioning of the coils for form-factor
purposes. Instead, for a forward model, we train a separate neural network to estimate the magnetic �eld
vector at any position, p around the headset. We again adopt a computationally-simple neural network
with a single hidden layer of 32 nodes that maps the 3D position, p̂, to three 3D vectors, ĥ1, ĥ2, and ĥ3.
The model is trained using a ground truth source of position and an estimate of ĥ computed by rotating
the measured f̂ by a ground truth source of orientation. This training process is again intended to be a
one-time calibration procedure.

To obtain an orientation estimate at runtime, Aura uses the magnetic �eld estimates and the well-known
singular value decomposition (SVD) method to �nd the least-squared error between the two coordinate
systems. For a complete review of this approach, see Sorkine-Hornung and Rabinovich [151].

5.6 Data Collection

5.6.1 Optical Motion Capture

A ground truth source for position and orientation is required to train and evaluate Aura’s tracking models.
To this end, we use a seven-camera Vicon motion capture system to record the real-time position and
orientation of both the headset and the controller at 240 Hz. To enable tracking, we place retrore�ective
spheres on both devices in known locations, as shown in Figure 5.12.

Importantly, we de�ne the coordinate system of the controller to be the precise center of the magnetic coil
so that a rotation about the origin does not change the position of the sensor. We run a one-time calibration
step to �nd the rigid body transform between the object coordinate systems reported by Vicon and our
desired coordinate system. We use the average position of the markers from Vicon and the expected marker
positions from the known geometry of our system to derive this transformation, which we then apply to
each frame that the Vicon system reports.

Because Aura estimates the relative pose of the controller with respect to the head, we use standard coordi-
nate system transformations to compute this 6-DoF pose from the pose of each device in room coordinates.
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Figure 5.12: Retrore�ective markers placed on the HMD and controller enable tracking with a ground truth optical
motion capture system.
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Figure 5.13: Signals used to compute alignment between Aura and the motion capture system.

5.6.2 Synchronization

Once data has been recorded from both the 91 Hz Aura system and the 240 Hz motion capture system, we
must align and synchronize the two data streams. Without an electrical synchronization signal between
the two, we rely on characteristics of each signal for alignment. For this, we compare the distance between
the controller and headset as measured from motion capture with an approximation of the distance from
Aura as speci�ed by Equation 5.6. While this signal does not have a physically signi�cant value, it was
found to correlate strongly with the distance from the headset, as shown in Figure 5.13.

1√∑9
i=1 f

2
i

(5.6)

We �rst use these signals to achieve alignment at the start and end of the recorded data streams. However,
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Figure 5.14: Cross-correlation between the sensor data and the distance from the headset.

due to e�ects like temperature changes, it was observed that the two clocks drift relative to each other over
time by as much as 1 part per thousand. At a typical hand speed of 10 cm/ sec, each frame misalignment
represents an additional error of over 1 mm, so mitigating the e�ects of this drift is essential.

We use sliding cross-correlation between the two signals to compute a dynamic estimate of frame shift and
�lter this signal for smoothness. Figure 5.14 shows how the two systems drift over time. We then resample
the motion capture data to align with the Aura system.

5.7 Evaluation

The main performance metrics for Aura are position and orientation accuracy, precision analysis, latency,
and power consumption. We also evaluated the e�ects of magnetic interference on Aura’s measurements.

5.7.1 Position Estimation Accuracy

2D Position Accuracy

As an initial veri�cation of the tracking capabilities of Aura, we evaluated its positional tracking accuracy
in a constrained 2D task. For this experiment, the headset was placed on a �at surface while the controller
was manually moved along the surface at a mean distance of 0.5 m from headset. First, training data was
collected by sweeping the controller across a 44 cm × 32 cm area. A test set was collected by randomly
moving the controller about within the same tracking area.

Figure 5.15 shows the trace from the Vicon data and the reconstructed path from Aura. The Aura system is
able to track the controller with a 2D median tracking error of 1.6 mm. A Kalman �lter is used to smooth
the estimate of position and reduces the median error to 1.5 mm. Figure 5.16 shows the CDF of 2D position
accuracy for the raw and �ltered estimated of position.
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Figure 5.15: 2D positional tracking performance
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Figure 5.17: 3D positional tracking performance
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Figure 5.19: CDF of orientation tracking error

3D Position Accuracy

While the 2D test demonstrates the feasibility of this approach, Aura is intended to track handheld con-
trollers in 3D space. For evaluating the 3D positional tracking capabilities, one of the authors wore the
headset while holding the handheld controller and moving it about within arm’s reach. Training data was
collected for 15 min by systematically exploring the space in front of the user. An additional two minutes
of random motion was then collected as the test set.

Figure 5.17 shows the ground truth and estimated position over a representative 30 s segment of the test
set. Aura is able to track the controller with a 3D median error of 7.0 mm. After applying the Kalman �lter,
the median error drops to 5.5 mm. Figure 5.18 shows the CDF of 3D position accuracy for the raw and
�ltered estimates of position. We expect further performance gains by fusing the electromagnetic tracking
with an onboard IMU.

5.7.2 Orientation Accuracy

We use the same dataset to train the magnetic �eld models for orientation estimation. Aura estimates
the orientation of the handheld controller using the algorithm described in Section 5.5 and reached a me-
dian accuracy of 0.8°. Once again, we expect signi�cant performance gains after fusing this data source
with an IMU. However, as an initial approximation, we simulate the e�ects of leveraging an accelerometer
to recover the gravity vector. We derive this estimate of the gravity vector from the ground truth motion
capture system. Adding this additional vector reference to the SVD calculation improves the median orien-
tation accuracy to 0.5°. Figure 5.19 shows the CDF of orientation accuracy for both Aura and the simulated
approach using the added gravity vector.
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Figure 5.20: CDF of stationary measurement jitter

5.7.3 Precision Analysis

We also evaluated Aura’s precision in its tracking estimates. To measure the precision, we used the same
set up as in Section 5.7.1. However, instead of continuous motion, the device was placed in eight di�erent
locations and left motionless for a few seconds. We then compute the jitter in the estimated position while
the device is motionless. The median jitter across all points is calculated to be 0.4 mm. This calculation
includes the digital low-pass �lter applied to the raw magnetic signals, but no additional Kalman �ltering
of the position. Figure 5.20 shows the CDF of jitter.

5.7.4 Speed and Latency

Although the tracking analysis was performed o�ine, it was designed with realtime operation in mind.
Like any handheld controller, we envision Aura to be used alongside an onboard IMU to capture high-speed
motions. Nonetheless, we characterize the latency and speed aspects of our system.

Aura’s latency is impacted by delays introduced by the analog signal chain, digital signal processing, and
tracking algorithm. To quantify the impact of the analog signal chain, we place the Aura controller within
the Helmholtz coil and activate the �eld while measuring both the current through the Helmholtz coil
and the input the to Aura ADC on a oscilloscope. The time between the �eld turning on and the signal
stabilizing is 200 µs. This introduces negligible latency and validates our decision to use 3 ms “on” states
for each coil. On the digital side, the use of interpolation to resample the magnetic signal reduces the
impact of the 3 ms delay between channels. An additional digital �lter is used to smooth data and can be
set according to anticipated device usage. In our prototype, a second-order Butterworth �lter with a 10 Hz
cuto� frequency was used. Finally, we anticipate negligible latency from the tracking algorithm, which
was designed with simple computation in mind. The computation consists primarily of a few small matrix
multiplications, which can be performed in real time on most microprocessors.
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5.7.5 Power

We measured the power consumption of both the Aura transmitter and receiver. Our measurement setup
consists of a National Instruments (NI) USB 6003 data-acquisition (DAQ) unit con�gured for taking analog
measurements in fully di�erential mode −10 V to 10 V at a sampling rate of 10 kHz. We measure the
voltage drop across a shunt resistor of size 10 Ω for amount of 5 s and calculate the power consumed in
Aura.

The handheld controller consumes an average of 13.5 mA (45 mW). Using a 700 mA h LiPo, which would
comfortably �t in the controller housing, the Aura handheld controller could be tracked continuously for
over two full days. Note that this does not include power consumption for a Bluetooth module or other
wireless communication device.

The head-mounted transmitter consumes 29.8 mA average current (224 mW). Using a 9 V battery (600 mA h),
the transmitter lasts for 24 h of continuous use. Although the current design of the transmitter uses a 9 V
battery to operate, the Aura design is easily modi�ed to operate at 3.3 V. Adding more windings to the
transmitter coils and reducing the operating voltage has led to prototype designs that consume only 30 mW
on the head-mounted transmitter with similar �eld strengths. With this design, the Aura transmitter would
last nearly four days on a 700 mA h LiPo battery.

For reference, the electromagnetic Polhemus G4 tracking system uses 5 W for the transmitter and 2.5 W
for the sensor hub [125]. The HTC Vive Lighthouse base stations, an optical head and controller tracking
solution, use approximately 5 W each, as measured by an inline power monitor. The Magic Leap One
controller contains an 8.4 W h battery and is rated for 7.5 h of continuous use [83], suggesting a power
consumption on the order of 1 W. Aura uses at least an order of magnitude less power than these alterna-
tives.

5.7.6 Interference

Fundamentally, electromagnetic tracking is prone to interference from nearby metallic objects. While this
work does not claim any speci�c algorithmic contributions to account for interference, we note that the
use of inside-out tracking, as opposed to outside-in tracking, signi�cantly reduces the scope of possible
interference sources. Based on our observations, signi�cant distortion was only observed when metallic
objects were placed close to either the transmitter or receiver. To quantify these e�ects on the Aura sys-
tem, we investigated the interference from three common electronic devices that are likely to be in close
proximity to the system: a smartwatch, a smartphone, and a laptop. The Aura controller and headset are
placed on a �at surface as in 5.7.1. The authors then bring each interfering device from a far distance to
close proximity to either the handheld controller or the HMD while recording the change on the received
signals. The distance at which the signals changed by 1% was recorded. The results from this experiment
are summarized in Table 5.1.

In summary, a small electronic device such as a smartwatch, has no e�ect as long as it is at least a few
centimeters from the Aura system. Larger electronic devices must be kept further away before signi�cant
distortion is observed. As with any other electromagnetic tracking system, larger ferromagnetic materials,
such as iron beams or vehicles, would have a much larger impact on the signal. While accounting for such
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Table 5.1: E�ects of various devices on the Aura sensor readings. Each distance represents the closest distance at
which the device changes the measured signal by less than 1%.

Device Distance to
transmitter

Distance to
receiver

Smartwatch (Apple Watch Series 2) 2 cm 2 cm
Smartphone (iPhone 7) 10 cm 5 cm

Laptop (2018 MacBook Pro) 20 cm 20 cm

distortions is out of scope for this work, we note that there is existing research on accounting for sources
of interference [75, 74]. We also note the possibility of fusing electromagnetic tracking with inertial or
optical tracking to dynamically calibrate in the presence of dynamic sources of interference.

Although not common today, it is important to consider the implications of using multiple devices within
the same room. In theory, the signal from one Aura device could interfere with another if they are tuned
to the same frequency. Fortunately, the strength of the generated magnetic �eld falls o� with the cube of
the distance to the transmitter. We measured the distance from the headset at which the signals fall below
the noise �oor of the sensor to be 1.5 m. This indicates that there will be negligible interference between
separate systems as long as they remain more than 1.5 m apart. For optimal operation at closer distances,
the two devices should be set to di�erent frequencies to avoid interfering.

5.8 Discussion

We demonstrate a 6-DoF tracking system capable of tracking position with a median error of 5.5 mm and
a median orientation error of 0.8° within arm’s reach around the head while using less than 50 mW on the
controller. This approaches the performance of commercial electromagnetic tracking systems, such as the
Polhemus G4, while using an order of magnitude less power and allowing optimization for form-factor.
This performance does not include integration with an onboard IMU. In a production-grade system, one
would use Kalman �ltering techniques to fuse the electromagnetic pose estimate with inertial measure-
ments to improve speed and precision. In our simulated result, we demonstrate that with the inclusion of
a gravity vector estimate, the rotational error was reduced to 0.5°. We leave the IMU integration to future
work.

While our approach demonstrates the feasibility of precise tracking, it does not fully account for all possible
sensor positions and orientations. Additional robustness can be achieved by collecting data in all possible
con�gurations, perhaps with the use of a robotic arm. For manufacturing purposes, a separate, externally
calibrated sensor can be used to train the magnetic �eld models, as these depend only on the magnetic
�eld, not on any speci�c measurement of the Aura device.

By modeling the magnetic �elds empirically, Aura can operate near ferromagnetic materials, such as those
found within a head-mounted display. However, this approach accounts only for static distortions to the
�eld. Large metallic objects brought nearby the device will degrade tracking performance. Still, because
Aura is an inside-out tracking system, metallic objects must be near the head or hand for distortions to
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occur. Future work can explore techniques to fuse electromagnetic tracking with optical or inertial tracking
to maintain accuracy in the presence of nearby distortions. Dynamic distortions caused by particular
electronics within the display will likely be localized to a particular frequency and can be eliminated by
carefully choosing the frequency of operation.

While Aura was designed with low-power operation in mind, we expect that additional engineering im-
provements can further reduce power consumption. For example, additional coil windings on the trans-
mitter and the use of a �xed oscillator instead of a programmable function generator can save signi�cant
power on the head-mounted transmitter.

One of the advantages of our system over other electromagnetic tracking systems is the ability to use
arbitrary transmitter coil con�gurations. While we designed the Aura prototype as a snap-on device, the
transmitter coils could also be placed directly onto a PCB behind the display of a VR system or embedded
within the frames of a pair of glasses. By reducing the dependence on orthogonal dipole models, we widen
the design space for head-mounted computing systems with tracked devices.

Aura is designed to track a handheld controller, but by eliminating the need for bulky tracking markers, it
also opens the door to other kinds of tracked objects. With small engineering improvements, Aura could
be used to track accessories to improve the virtual experience, limbs for precise motion capture and avatar
reconstruction, or other handheld tools, such as a pen.

Additional performance can likely be achieved by optimizing the placement and shape of the transmitter
coils. The Aura coils were designed for the form-factor of a particular HMD, but our simulation results
reveal a performance di�erence between a dipole model and a model of our coils. Leveraging simulation
and optimization tools, we expect one can optimize the design for a particular use case. Despite this, the
Aura prototype demonstrates reasonable tracking performance without any iteration over transmit coil
design.

Aura’s tracking models were trained using data collected from an optical motion capture system. However,
for researchers who wish to use our system for their own projects, we anticipate that training can also be
performed using commodity low-cost trackers, such as the HTC VIVE Tracker.

5.9 Conclusion

Aura is a head-mounted inside-out tracking system for handheld devices. We demonstrate a novel low-
power architecture that enables precise tracking without the need for external infrastructure, line-of-sight,
or bulky tracking markers. In an evaluation with an optical motion capture system, we demonstrate Aura’s
ability to track a controller with a median error of 5.5 mm and 0.8° within arm’s reach. We hope that our
system enables increased adoption of mobile spatial computing systems.
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6 HAPTICS FOR HANDHELD CONTROLLERS
6.1 Introduction

In addition to precise tracking, handheld controllers o�er a platform for haptic feedback. However, the abil-
ity of such devices to render the sense of touch on controllers is lacking. Haptics on handheld controllers
are limited to vibrotactile stimulation, which is typically used for noti�cation or binary touch events. This
lack of cutaneous cues limits the user’s ability to feel contact with a surface and to explore its texture and
shape.

For more nuanced haptic rendering, researchers have developed �nger-mounted haptic devices [112, 147,
128, 23, 111, 189, 47, 145], glove-based exoskeletons [36, 39, 31, 14], and robotic arm solutions [6, 109,
97, 51, 78, 168] to render various haptic sensations. These devices either require users to mount or wear
additional devices or require expensive robotic arms with a limited range. Researchers have also explored
the use of handheld devices for haptic rendering [12, 194, 129]. Such devices are convenient to use and
they are likely more compatible with existing VR systems because they can replace the functionality of
existing controllers. However, previous controller-based devices have only focused on rendering a single
haptic stimulus (e.g. normal forces or weight distribution).

This chapter presents Haptic Revolver, a recon�gurable handheld haptic controller for virtual reality. The
device uses an actuated wheel underneath the �ngertip that moves up and down to render touch contact
with a virtual surface and spins to render shear forces and motion as the user slides along a virtual surface.
The device’s wheel is interchangeable and it can contain a variety of physical haptic elements, such as
ridges, textures, or custom shapes (Figure 6.1). These haptic features on the wheel’s outer surface provide
di�erent sensations to the user as they explore the virtual environment. Because the device is spatially

Figure 6.1: (left) Our Haptic Revolver device uses a wheel that raises and lowers and spins underneath the �ngertip
to render various haptic sensations. (center) The haptic wheels are interchangeable and can be customized to render
arbitrary textures, shapes, or interactive elements. (right) Wheel features are spatially registered with the virtual
environment, so the user can reach out and feel virtual surfaces.
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tracked, these haptic elements are spatially registered with the virtual environment. As the user explores a
virtual environment, our rendering engine delivers the appropriate haptic element underneath the �nger.
For example, in a virtual card game environment, when a user touches a card, a poker chip, and a table,
the device rotates the wheel to render the appropriate texture underneath the �ngertip. As the user slides
along one of these surfaces, the wheel moves underneath the �nger to render shear forces and motion.

Unlike other haptic devices [12, 23, 31], which always maintain contact with the �nger, our Haptic Re-
volver device can selectively contact the �nger. When a user touches a virtual surface, the wheel rises to
contact the �ngertip. Because the haptic wheels on our device are interchangeable, Haptic Revolver can
generalize to many applications. Applications can use custom wheels with the necessary haptic features.
For example, a virtual petting zoo game might use a wheel containing various textures while a virtual
cockpit environment might use a wheel with input elements such as buttons and switches.

The following sections describe the design and implementation of our device, the techniques we use to ren-
der an arbitrary scene, and results from two perceptual studies that informed these decisions. Our results
show that we can change the wheel speed and direction to render arbitrary scenes without compromising
realism and support our technique of rendering 2D motion with a single wheel. We also show several
example applications that highlight functionality of our device and qualitative feedback from users.

Speci�cally, the contributions of Haptic Revolver include:

1. The design of Haptic Revolver, a handheld VR controller that renders touch contact, pressure, shear
forces, textures, and shapes using a rotating wheel beneath the index �nger;

2. Interchangeable haptic wheels that can be used to render surface features and techniques to hapti-
cally render any scene using an arbitrary wheel;

3. The results of two perceptual user studies that inform the design of our haptic rendering strategies.

By combining the fundamentals of touch contact, pressure, and shear rendering with the �exibility of
haptic wheels that support arbitrary shapes and textures, Haptic Revolver enables more accurate haptic
rendering for virtual environments.

6.2 Haptic Revolver Implementation

To render contact and motion on the �ngertip in a compact form factor, we chose to use a wheel that raises
and lowers and rotates in response to its position in the virtual environment. In the following sections, we
describe the hardware and software of our system as well as the design of interchangeable haptic wheels
to deliver custom haptic sensations.

6.2.1 Mechanical Design

We arrived at the design of Haptic Revolver through an iterative process. Each design, shown in Figure 6.3,
improved the functionality and ergonomics of the device. Our �nal design, shown in Figure 6.2 has two
degrees of freedom, each of which are actuated by a motor. A servo motor (Hitec HS-5070MH) raises and
lowers the wheel assembly along an axis positioned along the grip of the controller. The wheel assembly is
positioned along the axis of the index �nger and consists of a 12 V DC motor (Faulhaber 1524_SR) housed
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Figure 6.2: (left) 3D model of Haptic Revolver with a textured wheel attached. (right) Exploded view showing
internal components. A servo motor raises and lowers the wheel, while a DC motor spins the wheel to render
motion and shear forces. A button on the side allows the user to select objects and navigate. The VIVE tracker (not
shown) enables 6-DOF spatial tracking of our device

Figure 6.3: Examples of previous iterations of our device. This iterative design process led to important design
features of our current device.

in a 3D printed mount. The motor includes a 19:1 gearhead and a 4096 count 2-channel magnetic encoder.
A wheel mount on the end of the wheel assembly allows custom wheels to be easily attached. With this
gear ratio, the motor can spin at 180 rpm, which corresponds to a linear motion underneath the �nger of
565 mm/s, assuming a 60 mm wheel diameter.

The controller is designed so that the index �nger rests in a groove along the wheel axis. This lets the
�nger naturally rest on the surface of the wheel while preventing horizontal motion as the wheel spins.
For improved ergonomics, the axis of the �nger wheel assembly is o�set from the grip handle by 110°.

A tactile button on the side of the device is used for selection and navigation and is in easy reach of the
thumb during normal operation. If desired, there is room on the side of the controller for additional input
elements, such as buttons, a joystick, or a touchpad. For positional tracking we attach the HTC VIVE
Tracker to the end of the device, as shown in Figure 6.1 (left). This device integrates easily with the HTC
VIVE head mounted display and Lighthouse tracking system and reports a 6-DOF position and orientation.

Although we envision this device eventually being wireless, for simplicity, we use the device with a power
and data tether. In our current implementation, both the power supply and electronics are external to the
device. We note that there is enough room within the device grip for eventual placement of electronics and
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Figure 6.4: Architecture of the Haptic Revolver device and software stack. The device is powered by a PSoC, which
sends commands to the two motor drivers and communicates with the PC via a USB serial connection.

a battery. The device, including the VIVE tracker, weighs 237 g, which is comparable to a VIVE Controller
(205 g). Table 6.1 shows additional device speci�cations.

Weight 237 g

Max wheel speed 180 rpm
Wheel diameter 60 mm

Max motion under �nger (α = 1) 565 mm/s
Max force against �nger 3.35 N
Typical power consumption 1.25 W
Peak power consumption 2.5 W

Table 6.1: Mechanical and electrical speci�cations of our device

6.2.2 Software Architecture

The software architecture is summarized in Figure 6.4. The device is controlled by �rmware running on a
Cypress Programmable System on Chip (PSoC) 5LP. A PID loop on the PSoC turns the wheel to a speci�ed
rotation from a known starting angle using an external motor driver (DRV8871). The PSoC also drives
the servo through pulse-width modulation (PWM). The two motors are each powered by separate step-up
power regulators (Pololu U3V50F*). In order to measure the force exerted by the �nger against the wheel,
the PSoC also monitors the voltage across a 1 Ω shunt resistor in series with the servo motor. The PSoC
interfaces with a PC using a USB serial connection running at 115 200 baud.

A Python middleware layer on the PC handles communication with the device, visualization and logging,
and communication with the VR application. The application layer is built with the Unity 3D game engine.
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Figure 6.5: Interchangeable haptic wheels allow applications to customize the haptic experience with various shapes
and textures. (right) Wheels with active components use a slip ring in the wheel mount to wire the electronics in the
wheel back to the device.

Our Haptic Revolver rendering engine in Unity determines the ideal wheel con�guration and streams the
desired settings to the Python middleware using a socket connection.

6.2.3 Interchangeable Haptic Wheels

While a simple plastic wheel can simulate touch contact and motion of the �nger, there are many appli-
cations that would bene�t from custom textures or shapes placed on the wheel to match elements in the
virtual environment. Haptic wheels, such as those shown in Figure 6.5, are designed to slide onto the wheel
mount and can be 3D printed or manufactured from other materials. The ability to customize wheels allows
us to render certain objects with much higher �delity. For example, a simple plastic wheel can be easily
augmented by a�xing materials with unique textures, such as cloth, rubber, or paper, which correspond
to particular objects in the virtual scene. Textures such as bumps and grooves can also be printed directly
into the wheel itself to render various surface textures. Coarser shapes printed on the wheel can simulate
larger features in the scene. For example, a wheel with a raised region, such as the one shown in Figure 6.6
can be used to render edges. With such a simple wheel, a user can feel the boundaries of a physical button
or feel when the �nger slides o� the edge of a surface. Other custom shapes can be designed to match
speci�c objects in the scene. In a sculpting application, for instance, appropriate shapes on the wheel can
allow the user to feel a tool beneath their �nger during use.

Although many sensations can be rendered using passive wheel elements alone, additional functional-
ity can be achieved with active wheels containing electronic components. For example, an active wheel
can include input elements, such as buttons and switches that directly map to virtual widgets and add
interactivity. Components such as Peltier elements can be added to the wheel to create additional haptic
sensations that can be controlled dynamically.

To deliver electrical contacts onto a spinning wheel, we designed a wheel containing a slip ring, as shown
in Figure 6.5 (right). Up to 12 wires attach to elements on the wheel, pass through the slip ring and out
the front of the device, and plug in to a port on the bottom of the device. We created one such wheel with
input elements that include buttons, a switch, and a joystick to enable interaction with di�erent virtual
widgets. We envision future designs of our device to include a through-bore slip ring in the wheel mount
itself. In this design, electrical contacts to the wheel would be made through a physical connection along
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the outer face of the mount. This would move all the electrical components to the interior of the device
and enable custom active wheels without the overhead of additional wiring.

6.3 Haptic Revolver Rendering Engine

Because each wheel has a limited surface area, haptic elements on the wheel will likely not precisely match
the size and position of elements in the virtual environment. We developed a rendering engine to analyze
the scene, hand trajectory, and wheel con�guration and determine how to control the device. As there may
be competing goals within the scene, the engine operates by constructing and resolving a set of constraints
to take into account dragging motion and the desired orientation of the wheel. At each frame (roughly
90 Hz), we raycast beneath the �nger to determine the nearest collision with a haptic surface. To minimize
jerky movements of the controller, we smoothly raise the wheel as the �nger approaches a surface. We
use similar penetration compensation techniques as described by Benko et al [12]. As the hand penetrates
the virtual surface, we raise the wheel even further to provide pressure feedback to the user. Visually, the
hand remains at the same height.

From the predicted penetration point, we scan left and right to determine which other haptic elements are
nearby. If the user is making contact with a surface, we add shear constraints to move the wheel along with
the user’s motion. If no contact is made, we allow the wheel to spin quickly to ensure the constraints are
met. If other haptic elements are nearby, we add positional constraints to ensure that the features on the
wheel align with the virtual elements. In the constraint resolution step, we resolve any shear constraints
with positional constraints to arrive at a desired wheel orientation.

To illustrate this process, consider the simple virtual scene shown in Figure 6.6 used with a wheel contain-
ing a small raised region, shown in black. As the user hovers over the blue surface (left), we ensure the
correct texture (shown in blue on the wheel) is placed beneath the �nger. We also make note of the nearby
raised surface (shown in black) and add that as a constraint. As the user moves closer to the raised surface
(center), the edge constraint is given higher priority and the feature on the wheel is brought close to the
�nger. If the user were making contact with the surface, they would feel the edge in the correct location.
Finally, as the user moves onto the raised region (right), we impose two constraints, one for the edge in
each direction. This e�ectively scales the gain of the wheel rotation so that the edges are placed in the
correct spot, regardless of the size of the raised region.

When rendering shear forces during contact with a surface with no other constraints, a natural option is
to spin the wheel such that the linear movement under the �nger matches the linear movement in virtual
space. In practice, this leads to quickly running out of room on the wheel before another feature arrives.
To balance the realism of the dragging motion with practical constraints, we choose to reduce the wheel
gain, α, to 0.6. For every 1 cm of �nger motion, we spin the wheel such that it travels 0.6 cm beneath the
�nger. This value was chosen based on the results of a perceptual study described later. It represents the
smallest gain before signi�cant reductions in realism are observed.

Because our device uses a wheel, it inherently renders motion in only one dimension (horizontally). While
this is appropriate in many scenarios, it would be ideal to support motion in two dimensions (horizontally
and vertically). Because we noticed that users were insensitive to the direction of motion under the �n-
ger when the surface is smooth, we simulate vertical motion by simply spinning the wheel horizontally.
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Figure 6.6: (left) When a user hovers over the blue surface, the rendering engine places the appropriate wheel
surface under the �nger and begins to track the nearby edge of the black surface. (center) As the user approaches
the edge, the rendering engine positions the wheel so that the edge approaches the �nger. (right) While hovering
over the smaller black surface, the rendering engine adjusts the gain of the wheel so that the two edges are rendered
correctly.

Although this is orthogonal to the actual direction of motion, prior work supports the feasibility of this
illusion [190]. In this mode, we choose the direction based on the horizontal component of velocity and
allow the wheel to switch directions only when there is a sudden change in hand direction or when the
hand comes to a stop. We evaluate the e�cacy of this rendering technique for di�erent types of tracing
behavior in Study 2.

6.3.1 Rendering with CustomWheels

To allow new wheel designs to be easily added without modifying the scene, we created a simple wheel
description speci�cation, implemented as a JSON �le. This �le contains a list of features on the wheel and
where they are located. The rendering engine uses this wheel description �le to determine how to control
the device. As the �nger approaches a haptic element in the scene, the virtual object reports its desired
haptic feature, such as a soft texture. The rendering engine �nds the appropriate element on the wheel
and turns it according to the constraint resolution steps. If a desired haptic element, such as a soft texture,
is not present on the wheel, the engine will fall back on a suitable replacement feature, such as a smooth
texture. Figure 6.7 shows an example wheel description �le for the wheel shown in Figure 6.12.

As additional haptic features are added to the wheel, the amount of wheel space available for any one
feature is reduced. This can make it more di�cult to render the sensation of dragging along a surface, as
the �nger will quickly collide with an additional haptic element. To address this challenge, we developed
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{
  "name": "CasinoWheel",
  "features":[
    { "start": 0, "stop": 47.7, "height": 1,
      "texture": "hard", "name": "poker"},
    { "start": 47.7, "stop": 90, "height": 0, 
      "texture": "soft", "name": "felt_small"},
    { "start": 90, "stop": 135, "height": 0,
      "texture": "paper", "name": "card"},
    { "start": 135, "stop": 360, "height": 0,
      "texture": "soft", "name": "felt_large"}
  ]
}

Figure 6.7: An example wheel description �le used by the rendering engine. This �le describes the wheel shown in
Figure 6.12.

Wheel Dip

Wheel Reversal

Figure 6.8: (top) As the �nger approaches an obstacle (indicated here by the black region on the wheel), the dip strat-
egy causes the wheel to lose contact with the �nger while an undesired feature remains under the �nger. (bottom) In
the reversal strategy, the wheel begins to rotate in the opposite direction when an undesired feature is encountered.

several strategies for hiding undesired features on the wheels. These strategies are illustrated in Figure 6.8.

Wheel Dip: Our �rst strategy simply lowers the wheel just before a feature would approach the �nger. We
ease the wheel position in and out to create a smooth transition and prevent jerky behavior. This strategy
has the e�ect of causing the �nger to lose touch with the wheel for a short period of time. We can actually
shorten the time without contact by accelerating the wheel over the undesired feature once it has lost
contact with the �nger. This can reduce the amount of disturbance caused to the user.

Wheel Reversal: As an alternative strategy, we simply reverse the wheel direction before a collision occurs.
While dragging along a surface using a wheel with other elements, the wheel will rotate back and forth to
render the appropriate shear motion while keeping the �nger on the correct region of the wheel, e�ectively
hiding the other haptic features. This behavior is supported by our �ndings from Study 1, which revealed
that rendering motion in the opposite direction has little impact on perceived realism. Although the overall
direction of motion may not be noticeable, the act of switching directions does cause a noticeable shear
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Figure 6.9: (left) In the �rst study, users slid their �nger horizontally across a surface. (right) In the second study,
users traced a path on a surface. (right, inset) The six paths used in the second study

against the �ngertip. While this is not entirely unavoidable, we can reduce the frequency of such reversals
by reducing the wheel gain, α. This method is also less noticeable if the user grips the controller more
tightly, which reduces horizontal �nger wobble during a direction change.

Because these two methods each have their advantages, we use them both in our rendering engine, de-
pending on the circumstances. When a user is sliding over a surface that has a large physical size on the
wheel, we use the reversal technique. We observe that this technique causes less disturbance overall be-
cause it never loses contact with the �nger. If the physical region is small or the wheel needs to change
orientations to accommodate other constraints, we use the wheel dip technique to skip ahead to the desired
wheel region.

6.4 Evaluation

To evaluate the fundamental haptic capabilities of Haptic Revolver, we conducted two studies to under-
stand how wheel parameters impact the realism of the haptic rendering. In the �rst study, we measure
the impact of the wheel speed gain and direction. In the second study, we explore simulating motion in
two dimensions using a single wheel. These studies helped inform the design of our haptic rendering
techniques. We recruited 12 right-handed participants (10 male, 2 female), age 18 to 48, to participate in
both studies. Participants were instructed about the nature of the study and given a short overview of the
Haptic Revolver device. Participants then put on an HTC VIVE head-mounted display and held our Haptic
Revolver device in their right hand and a standard HTC VIVE controller in their left hand. All studies
were conducted while the participants were standing. Participants brie�y explored a demonstration scene
where they were able to touch and swipe on a virtual object before the studies began. Each study took ap-
proximately 20 minutes and participants were compensated with an $8 meal coupon at a nearby cafeteria
for their time.
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6.4.1 Study 1: Rotation gain

In this study, we sought to understand how the wheel speed gain and direction impact the perceived realism
of the haptic rendering. When the user’s hand moves a distance of x to the right, the wheel spins such that
a distance of αx has passed underneath the �nger to the left. To most closely match reality, we would set
the gain, α, to 1. However, in some cases, it is useful to modify the gain to move the wheel to a desired
orientation more quickly or more slowly. We also wanted to explore how important it is to spin the wheel
in the correct direction. We hypothesized (H1) that a one-to-one mapping from virtual motion to wheel
motion (a gain of 1.0) would be most realistic. We further hypothesized (H2) that users would prefer that
the wheel spins in the natural direction (α > 0), but that they would prefer a reverse spin (α < 0) to no
spin (α = 0).

To test this, we asked users to swipe their �nger along the length of a 50 cm wide virtual surface under 17
di�erent gain settings fromα = −1.6 to 1.6 in increments of 0.2. Participants began the trial by positioning
the tip of their �nger within a small sphere on the surface. After exploring the surface for several seconds,
participants ended the trial by moving their �nger within the bounds of a second sphere, positioned just
above the surface. We then asked the user to rate the haptic realism by responding to an on-screen prompt.
The prompt asked users "How closely did the haptic rendering match your visual impression of the scene?".
All responses were collected on a 5-point Likert scale (1-not at all realistic, 5-highly realistic) by pointing at
the desired response on screen and clicking with the VIVE controller in the left hand. Each block consisted
of a single repetition of each gain setting presented in a random order. Participants completed three blocks
each.

Results

Figure 6.10 shows the average rating across participants for each condition. In this plot, we normalize
responses such that the highest and lowest responses for each participant become ’5’ and ’1’, respectively.
Participants reported the lowest realism score for α = 0, or when the wheel never moved. Realism scores
increased as the wheel gain increased, but leveled o� around α = 0.6. Wheel direction had little impact
on realism as shown by the symmetric nature of the graph. When asked after the study, only two users
even noticed that the wheel was spinning in the reverse direction some of the time. This is consistent with
prior work, which found that the direction of skin deformation had little impact on realism [190]

These results support several aspects of our rendering techniques. Most importantly, it suggests that as
long as the wheel speed gain is at least 0.6, the gain does not matter much. This allows for some �exibility
to spin the wheel faster or slower and accommodate other constraints. Second, these results validate our
approach to avoiding features by reversing the wheel direction. Finally, these results do not con�ict with
our decision to render vertical motion with horizontal motion under the �nger.

6.4.2 Study 2: Vertical movement

Though Haptic Revolver only spins in one dimension, it is important to explore whether we could e�ec-
tively render motion in two dimensions. Since the results of Study 1 suggest that spinning in the opposite
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Figure 6.10: Results of the �rst user study showing mean realism ratings across participants as a function of the
wheel speed gain. The error bars show a 95% con�dence interval. A negative gain indicates the wheel was spun in
the opposite direction.

direction had little impact on perceived realism, we hypothesized that spinning in an orthogonal direction
would also have little impact.

To explicitly test this, we displayed a path on a �at surface and asked users to trace the path in the forward
and reverse directions. Each experimental block consisted of six paths and �ve wheel behaviors for a total
of 30 trials, which were presented in a random order. Participants completed each block twice. To explore
the e�ect of path shape, we chose paths (Figure 6.9, right) that include a combination of horizontal and
vertical motion as well as a mixture of sharp edges and curves. Paths were scaled to �t within a 25 cm by
25 cm square.

In addition to modes that render wheel motion in the horizontal direction (Motion 1D) and in both direc-
tions (Motion 2D), we introduce three other baseline conditions. Our �ve wheel conditions are:

• Motion 1D: As the �nger moves horizontally, the wheel spins with a gain of α = 1. As in the
previous study, moving vertically causes no change to the wheel.

• Motion 2D: Similar to Motion 1D, except the wheel also spins when the �nger moves vertically.
After a sudden change in direction or when the �nger comes to a near stop, we reevaluate the spin
direction according to the horizontal component of velocity.

• O�: A control condition in which the wheel does not spin at all. This is equivalent to α = 0 in the
previous study.

• Shear 1D: As the �nger moves horizontally, the wheel turns slightly, causing skin deformation
proportional to the horizontal velocity. Moving vertically causes no change to the wheel.

• Shear 2D: Similar to Shear 1D, except it also applies skin deformation when the �nger moves ver-
tically. After a sudden change in direction or when the �nger comes to a near stop, the deformation
direction is reset according to the horizontal component of velocity.
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Figure 6.11: The results from the second study showing mean realism ratings across participants as a function of
the wheel rendering mode and path drawn. The error bars indicate a 95% con�dence interval.

As in the �rst study, we then asked users to rate “How closely did the haptic rendering match your visual
impression of the scene?” on a 5-point Likert scale (1-not at all realistic, 5-highly realistic). We hypothesized
that users would �nd the Motion conditions more realistic than the Shear or O� conditions (H3) and the
Motion 2D condition would be most realistic (H4).

Results

The mean ratings from all participants are summarized in Figure 6.11. Mann-Whitney U tests show that
participants perceived the Motion conditions (n = 288, median = 0.67) as more realistic than the Shear
conditions (n = 288, median = 0.0,U = 67382, p < 0.001) and the O� condition (n = 144, median = 0.0,
U = 35494, p < 0.001). Participants also perceived the Shear conditions as more realistic than the O�
conditions (U = 25107, p < 0.001). This con�rms H3 and highlights the importance of rendering more
than just skin deformation under the �nger.

Ultimately, we did not �nd strong support for H4 as no signi�cant di�erence was observed between the
Motion 1D (n = 144, median = 0.67) and Motion 2D (n = 144, median = 0.67) conditions in aggregate.
However, by breaking down the analysis by path, we �nd some trends that suggest our 2D rendering
technique is still e�ective. Participants perceived Motion 2D as more realistic than Motion 1D when tracing
a vertical line (medians = 0.33, 0.25, n = 24, U = 178.5, p = 0.021) and a square path (medians =
0.66, 0.5, n = 24, U = 208, p = 0.096), paths which both have vertical components. No signi�cant
di�erences were observed with the other paths. While we expect no di�erences in the horizontal line, the
other paths contain signi�cant diagonal or curved components. In these cases, the di�erence between our
Motion 1D and 2D rendering largely comes down to a di�erence in speed. For example, in the diagonal
portion of the circular path, the 1D mode would render the motion at half the speed of the 2D mode, since
only half of the motion lies in the horizontal direction. Since we are not highly sensitive to the magnitude
of motion (as con�rmed by Study 1), it is unsurprising that di�erences were not observed on these paths.



Eric Whitmire | Dissertation 79

Paper

Hard plastic

Soft felt

Soft felt
Hard plastic

Spraypaint toolKnife tool
Hard plastic

Indentation

Figure 6.12: (left) A card table demo that highlights our ability to render di�erent textures. The wheel used in this
demo consists of two regions of soft felt, a hard plastic ridge, and a small section of paper. When the user touches
an object in the scene, the appropriate texture is placed underneath the �ngertip. (center) A painting and sculpting
demo that highlights the ability to render shapes and sense the force applied to the wheel. The wheel used in this
demo consists of a raised nub and a ridge to simulate holding tools. The user presses on the wheel to activate the
tool. The model can be explored by touch. (right) A keyboard demo that highlights our ability to render edges and
shapes. The wheel used for this demo consists of nine raised plastic regions with grooves in between. When a user
approaches the edge of a key, the edge of a groove is placed under the �nger.

6.5 Example Applications

To explore applications for Haptic Revolver, we built several scenes and corresponding haptic wheels that
highlight di�erent capabilities of the device. We invited 11 users to try out three of these demos in order
to elicit qualitative feedback on our device and rendering techniques.

Card Table (Texture Rendering): The �rst application highlights the ability of Haptic Revolver to render
di�erent textures under the �ngertip. In this scene, several playing cards and poker chips lie on a card table
within a virtual casino. A user can touch and drag along the felt table surface, the playing cards, and the
plastic poker chips and feel an appropriate texture beneath the �nger. For this application, we designed a
wheel containing felt, plastic, and paper. As shown in Figure 6.12 (left), two felt regions are used in order to
render the transition from paper or plastic to felt in either direction. If a user presses lightly on one of the
virtual objects, the �nger will slide over it and feel the surface moving beneath it. If a user presses harder,
the object will be dragged along with the �nger and the device will render a shear force due to friction.

Painting and Sculpting (Force Sensing): Haptic Revolver can also turn passive props on the wheel into
interactive objects by sensing the force on the wheel. In this scene, a user can paint and sculpt a 3D model
by choosing between a spray-paint tool, a �nger painting tool, and a sculpting tool. As shown in Figure 6.12
(center), the wheel consists of a raised plastic cylinder to simulate the top of a can of spray-paint and a
narrow ridge to simulate the back of a knife. The tool and color can be selected by pointing at the desired
element and clicking with the thumb button. When a tool is selected, the appropriate haptic element is
positioned under the �nger and left there until a new tool is selected. To use the tool, a user simply presses
down on the haptic element beneath the �ngertip. The device detects this added force on the wheel and
activates the tool. When �nger-painting, a smooth surface of the wheel is positioned under the �nger and
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Figure 6.13: A demo with a DJ mixer board that highlights our ability to put interactive elements on the wheel. The
wheel in this demo consists of several physical UI elements wired up to the device. When a user touches a virtual UI
element, not only do they feel the shape of a similar physical element, but they can physical interact with the widget.

it spins back and forth during use to render shear forces and motion.

Keyboard (Shape Rendering): In this application, we highlight the ability of Haptic Revolver to render
custom shapes under the �ngertip and improve the experience of using virtual buttons with a purely
passive wheel. In this scene, an on-screen keyboard allows a user to enter text by pressing on the virtual
key with their �nger. As shown in Figure 6.12 (right) the wheel for this scene consists of nine raised plastic
ridges, each approximately the size of a standard key on a keyboard. Each raised "key" is separated by a
small indentation to simulate the gap between keys. When the user presses on a virtual key, the rendering
engine ensures the edges for the physical ridge align with the edges of the virtual key (see Figure 6.12,
right). The gap can be felt by touching between two virtual keys (see Figure 6.12, bottom right). In fact,
a user can lightly brush along an entire row of the keyboard and feel a rapid succession of bumps, much
like one would feel on a real keyboard.

DJ Mixer (Active Wheels): While the previous applications have highlighted the capabilities of Haptic
Revolver using only passive wheels, additional functionality can be added through the use of active elec-
tronic elements. In this DJ mixer application, we haptically render a virtual DJ mixer using a wheel with
active buttons, a rocker switch, and a low pro�le two-axis joystick. Each widget on the mixer board is linked
to a physical widget on the device. Buttons and switches have a direct mapping on the device. A joystick
on the wheel metaphorically maps to virtual knobs and dials. Pushing the joystick in a particular direction
rotates the knob to the same direction. Sliders are rendered using a switch on the wheel, though a simple
passive object would su�ce as well. When a user touches the thumb of the slider, the tactile switch is
positioned under the �nger. Much like the dragging behavior in the card table demo, moving the slider
causes the haptic element under the �nger to tug against the skin, rendering frictional shear forces. When
the slider reaches its extreme point, the haptic element begins to slide o� the �nger.

6.5.1 User Feedback

To better understand the performance of our device, we invited an additional 11 users (10 male, 1 female)
from our institution who had not tried the device before to provide feedback on its use. We sought to
understand how our Haptic Revolver device compares to standard vibrotactile noti�cation. During the
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Figure 6.14: Quantitative results of our feedback elicitation study showing mean realism ratings across participants
for our Haptic Revolver device and vibrotactile noti�cation. The error bars indicate a 95% con�dence interval. All
di�erences are signi�cant at the 0.05 signi�cance level

study, participants tried three of our example applications: the card table scene, the keyboard scene, and
the painting and sculpting scene. For simplicity and timing, we omitted the fourth DJ mixer scene. Upon
arriving, users were given an introduction to the device and head-mounted display, and allowed to become
accustomed to our device in a simple tutorial scene. Over the next thirty minutes, participants tried the
three scenes using both our device, with the appropriate wheel for each scene, and a standard HTC VIVE
controller. The VIVE controller vibrated upon contact with a virtual surface.

To elicit reactions to our device, participants explored a scene through a guided walkthrough and then
provided feedback through a semi-structured interview about their experience. Questions focused on the
haptic realism of various aspects of the scene, preferences related to the rendering of both devices, and
usability aspects of our device. To enable a more quantitative comparison between devices, we also asked
users to rate the haptic rendering ("How well did the haptic rendering match your visual impression of the
scene") of each device on a 5-point Likert scale after each scene. Participants spent 3-5 minutes exploring
each combination of scene and controller. Participants experienced both controllers within a scene before
moving on to the next scene. We randomized the presentation order of both the scenes and the devices.
Participants were compensated with an $8 meal coupon for their time.

Results

Participants were generally excited about our device and appreciated that it could render more than just
vibrations. Many participants remarked that while using the Haptic Revolver, they felt like they were
actually touching the surface. In the card table scene, P10 remarked, "It actually felt like I was moving
my �nger along a felt table". P3 noted that when touching a surface, our device responds based on how
they move their hand, which felt much better than the vibrotactile controller. While using the vibrotactile
noti�cation, many users remarked that it was not the sensation they were expecting. Some users noted
that while it did not feel realistic, they still appreciated the vibration feedback as an indication of touch.
Users also rated our device more realistic than vibrotactile noti�cation with consistent median ratings of
4 for our device and 3 for vibrotactile (n = 11) in each scene. Wilcoxon signed-rank tests between the
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realism responses showed that these di�erences were signi�cant for the card table (T = 0, p = 0.003),
keyboard (T = 6, p = 0.016), and sculpting scenes (T = 0, p = 0.003).

This study also revealed opportunities to improve future iterations of the device. Several participants
commented on the noise made by the motors. This can be improved in future iterations by using higher
quality brushless motors. Some users found our reversal technique for avoiding sections of the wheel
distracting, particularly when moving slowly. For example, P4 did not realize the reversal technique was
intentional and commented "the motion didn’t always match up with the motion of the �nger". In our
testing, a user’s sensitivity to the reversal can be signi�cantly reduced by ensuring the �nger is pressed
down against the groove on the controller, minimizing the horizontal sway during the reversal. Adding
an elastic �nger strap to the device may help ensure the �nger rests in the ideal place. In the keyboard
demo, many participants attempted to explore the sides of the keyboard, which were visually rendered as
a smooth surface. Participants were surprised when they could feel edges while touching this surface. For
generality, wheel designs should include a larger smooth region that can be utilized as a general purpose
touch surface.

A few unexpected observations arose from this study. First, we observed di�erences between users with
VR experience and novice or �rst-time VR users (seven participants had used a VR system for less than
an hour). The attention of novice users was largely consumed by the novelty of the VR experience and
visual aspects of the scene. With these users, it was more di�cult to elicit feedback related to the haptic
rendering.

Interestingly, we also observed that users started to comment on more nuanced haptic features while
using our device. For instance, P4 noted that for the poker chip in the card table scene, they could feel the
texture, but it was not exactly like a poker chip. As another example, P7 said "It doesn’t feel exactly like
spray-paint, but this is cool. I have a nice sense that I’m holding it." We suspect that because our device
rendered textures and shapes in an attempt to match reality, users had higher expectations and noticed
subtle imperfections, similar to the uncanny valley e�ect observed in 3D animation. While vibrotactile
noti�cation provided touch feedback, it was clearly not realistic and users did not expect it to be. This
raises interesting questions about what level of detail is appropriate in haptic rendering for VR.

Finally, we observed that not all users preferred greater realism in the experience. For example, P8 initially
felt shocked when they could feel our device rendering surface textures and remarked, "It was hard to get
used to it touching my �nger. It felt more real, but that was a bad thing. If I had more time I could’ve
gotten used to that". This suggests that while it is important to explore methods of accurately rendering
haptic feedback, realism may not be the only design goal.

6.6 Discussion, Limitations, and Future Work

Haptic Revolver goes beyond vibrotactile noti�cation to explore what rendering multiple haptic sensations
can add to the VR experience. While a simple haptic wheel can render touch contact and motion under the
�nger, the use of interchangeable haptic wheels allows applications to design custom haptic experiences.
We envision some haptic wheels to be general purpose, while others may be tailored to provide highly
realistic experiences for certain applications. When an end user purchases a new application that would
bene�t from a customized haptic experience, it could come with its own haptic wheel. Future work could
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explore actuating the wheel axis forward and backward to automatically switch between multiple wheels
installed on the device.

Our ability to place electronic components on the wheel signi�cantly broadens the design space of hap-
tic wheels. We chose to focus on interactive elements such as buttons and switches because these are
commonly found in virtual environments. Our choice of physical widgets supports a wide range of vir-
tual elements such as those found in a airplane cockpit or a car dashboard. However, electronic elements
placed on the wheel are not limited to these physical controls. For example, a Peltier element on the wheel
could enable temperature feedback. Adjustable mechanical components could enable additional �exibility
by dynamically changing the wheel in response to the virtual environment.

We add additional interactivity to haptic wheels by sensing the force the user applies. In one of our example
applications, we use this as a binary indicator of pressure to activate the spray-paint. Further interactivity
could be added by using the continuous pressure signal. For example, a user might touch with varying
pressure to control the spread of the paint stream.

In our keyboard demo, we improve the realism of the scene by adding ridges so that the user can feel
the edges and shape of the keys. Users enjoyed this and remarked on its realism, but it is currently un-
clear whether this can improve performance on the keyboard in any way. Exploring how physical haptic
feedback impacts task performance is an interesting avenue for future work.

Lastly, though we made an e�ort to design our device for users with varying hand sizes, individual dif-
ferences cause subtle changes in how the �ngertip rests on the wheel. This results in a di�erent resting
height for the wheel which, for some users, was manifest as physical contact before virtual contact was
made. Future versions could include a proximity sensor in the wheel to automatically calibrate the correct
height.

6.7 Conclusion

Haptic Revolver is a general-purpose handheld VR controller that goes beyond vibrotactile stimulation to
render touch contact with virtual surfaces, motion along a surface, textures, and shapes using interchange-
able haptic wheels. By customizing wheels for the virtual environment, designers can use Haptic Revolver
to render realistic haptic feedback on the �ngertip. We demonstrated techniques to render motion along
a surface in two dimensions and adapt a particular wheel for use in arbitrary scenes. We conducted two
user studies to inform and validate the design of our haptic rendering techniques and a third study to
elicit qualitative feedback from participants. We believe that Haptic Revolver o�ers high-�delity haptic
rendering with clear advantages over vibrotactile solutions and we hope others will build upon our design
to continue enabling better haptic experiences for VR.
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7 WEARABLE FINGER INPUT
7.1 Introduction

While handheld controllers can provide a precise platform for tracking and a rich source of haptic feedback,
they are not always appropriate for mobile input, as they require the user to hold an extra device. Other
wearable form-factors can provide a useful on-the-go input modality. Such devices must carefully consider
the interaction design to ensure input that subtle, yet expressive enough for mobile computing contexts.
In the following two chapters, I describe approaches for interaction techniques on wearable devices and
wearable accessories that enable precise �nger tracking.

Thumb-to-�nger interaction is a promising technique that can be performed discreetly, without large hand
movements. Placing the input surface on the �ngers enables �ne-grained control that leverages both tactile
and proprioceptive feedback. Furthermore, Huang et al. have shown that thumb-to-�nger interactions are
both comfortable and highly accurate [61]. Unlike many input methods that demand a particular posture
during use, one can subtly swipe along a �nger with the thumb with the arms at rest.

Though traditional optical hand trackers excel at hand pose detection and o�er augmentation-free tracking,
they do not provide enough granularity to precisely detect �nger touch events and positions. Gloves,
however, o�er a number of advantages: freedom from occlusion and lighting problems may allow more
subtle use and gloves may have fewer errors in recognizing input events. Gloves are particularly well-
suited for input outside of traditional desktop computing environments (e.g. on the bus) or in situations
where gloves are already commonly used (e.g. outdoors in cold weather). Because of the di�culty in
creating non-contact haptics, people may also wear gloves when haptic feedback, such as force feedback
or vibrotactile feedback, is desired. Though gloves might not be socially-acceptable in some situations,
there is no one-size-�ts-all input solution for head-mounted displays, and the ability to choose from a
range of input devices for the situation will help make HMDs more ubiquitous.

This chapter describesDigiTouch, a touch-sensitive glove that enables thumb-to-�nger interaction for eyes-
free input on wearable systems. DigiTouch uses thin, partially conductive fabric strips along the �ngers
and a conductive patch on the thumb pad (Figure 7.1). Each strip can sense the continuous touch position
and pressure of the thumb as it touches the �nger. This enables precise, yet subtle input through tapping,
sliding, force-pressing, and two-handed chording gestures (Figure 7.2).

Unlike other data gloves [157, 79, 85, 140], which use only discrete touch regions, DigiTouch senses the
continuous touch position of the thumb. This capability makes it recon�gurable; allowing it to be used for
various tasks like target selection, slider control, and text entry. Depending on application requirements,
di�erent widgets of varying size can be mapped to di�erent regions of a particular �nger. Though others
have demonstrated fabric-based touch interfaces that sense continuous input, such systems either require
multiple layers of fabric [54] that hinder tactile feedback, or use sensor arrays [144] making them bulky
and complex. It is also unclear how well these systems operate when bent or stretched, as doing so can
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Figure 7.1: DigiTouch is a touch-sensitive glove that explores the use of thumb-to-�nger interaction for input and
text entry. (left) Such an input technique is well-suited for use with virtual and augmented reality. (right) Controlling
a HoloLens application using DigiTouch.

change the electrical properties of fabrics. To overcome these challenges, we present a new technique
for continuous sensing on fabric that uses only a single layer of fabric and a two-wire interface on each
�nger. DigiTouch accounts for the variable resistance as the �ngers bend using current monitoring and
time-multiplexed sensing.

DigiTouch is a general-purpose input device for AR/VR systems and can be used for di�erent applications
(Figure 7.2). For example, a user can dial a number using a ten-digit numeric keypad, move a virtual
object by sliding along a �nger, or control an application using any combination of buttons and sliders
along the �ngers. However, in evaluating DigiTouch, we decided to place special emphasis on text input
using a split-QWERTY keyboard. The reason is three-fold: (1) Text entry is a challenging task in today’s
AR/VR systems and is a barrier to enabling more productive use-cases. (2) There is limited quantitative
data on the evaluation of such wearable input systems for AR/VR applications, and text entry provides
a well-established set of quantitative measures that helps in formalizing the system’s performance. (3)
The high density of keys using a full QWERTY keyboard in a �xed 2-dimensional space makes text entry
a challenging task for the user, and a rigorous test for the usability and practicality of DigiTouch. We
directly map a split-QWERTY keyboard layout to a user’s �ngers, as shown in Figure 7.2 (right). This
closely resembles the two-thumb typing posture on a smartphone. From a longitudinal study with ten
participants, we found that the participants quickly learned how to use DigiTouch for entering text. Their
mean typing speed increased from 7.0 wpm (words per minute) to 16.0 wpm in 10 twenty-minute sessions.
The participants also achieved a mean uncorrected error rate of 0.85% on the last session.

The main contributions of DigiTouch are:

1. A recon�gurable touch-sensitive glove that senses continuous touch position and pressure, enabling
thumb-to-�nger interactions for wearable computing.

2. A text entry system using thumb-to-�nger interactions based on a split-QWERTY keyboard.
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Figure 7.2: (left) DigiTouch enables tapping, force tapping (tapping with pressure), swiping, and chording (two
handed tapping) gestures. (center) Because DigiTouch senses continuous touch position, it enables an arbitrary
con�guration of input widgets, which can be customized for a particular application. (right) DigiTouch also enables
text input by mapping a full QWERTY keyboard to the hands and reserving the pinky �ngers for the space and
backspace keys.

3. A quantitative evaluation of the text entry capabilities of DigiTouch using a ten-session study with
10 participants.

7.2 DigiTouch System

In this section, we discuss the design of interactions enabled by DigiTouch, followed by the hardware and
software implementation of the system.

7.2.1 DigiTouch Interactions

DigiTouch interactions are based on thumb-to-�nger touches. It is a continuous-input mechanism that
allows the thumb to manipulate virtual widgets placed along the �ngers. This is enabled by the unique
�exibility of the thumb, whose adduction and �exion ability enables it to comfortably touch the other
four �ngers. It provides both tactile and proprioceptive cues to the user, enabling eyes-free accurate touch
locations. Also, as each �nger is separated into three phalanges, the joints between these segments serve as
natural reference points for the user. DigitSpace [61] explored the comfort and accuracy of thumb-to-�nger
touches. They found that users can comfortably and accurately discriminate between up to �ve buttons
on most �ngers, in an eyes-free manner. We leverage these �ndings to inform our interaction design.

We explore interactions that rely on the following touch gestures: tap, force tap, slide, and chording (touch-
ing two �ngers of opposite hands simultaneously). These simple gestures act as building blocks and enable
a wide range of functionality, including typical buttons, pressure-sensitive buttons, sliders, chording in-
put, and even a full keyboard for text input. DigiTouch’s continuous sensing capability ensures that the
input is recon�gurable and various input controls (such as buttons, sliders, etc.) can be mapped to �nger
positions according to the needs of an application. For example, a music player may use only a few buttons
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Figure 7.3: Overview of DigiTouch tracking system. The hardware layer measures voltages from the gloves and
transmits them to a computer for processing. The operating system layer on the computer estimates the touch posi-
tion and pressure, smooths the signals, and recognizes the event. Finally, applications can implement user interfaces
on top of this layer.

per �nger on a single hand (Figure 7.2, (center)), whereas a 3D modeling application may use �ne-grained
controls with up to �ve buttons and/or sliders per �nger.

7.2.2 DigiTouch Glove Design

DigiTouch is implemented as a glove-based system since gloves provide the most reliable way to detect
contact between the thumb and �nger. Other tracking techniques may be able to provide more accurate
hand pose estimation or positional tracking, but are less reliable at detecting actual contact events. Our
system consists of two gloves with a touch strip along the length of each of the four �ngers and a conductive
patch on the pad of the thumb. Each glove is powered by an Arduino Trinket Pro which streams data to
a computer over a wired serial connection. Though not used in the evaluation, we also implemented
a wireless version of the gloves that streams data using the GZLL wireless protocol. Software on the
computer receives, processes, and �lters the data to determine touch position and pressure on each hand.
Based on this information, it triggers events that contain information about the touch position and pressure
and describe the hand’s state, such as OnThumbDown and OnThumbMove. It then sets up a web socket for
any web-based client to receive the touch events. We implemented clients on a HoloLens as well as a
standard web browser. Figure 7.3 shows a high-level overview of the DigiTouch system.

While constructing the DigiTouch glove, our main design considerations were: the glove fabric should be
thin and elastic, ensuring good contact with the skin and preserving tactile feedback, and the glove should
be comfortable, so that it can be worn for extended periods of time. DigiTouch (Figure 7.4) consists of
three main components: (1) the thin elastic nylon glove, (2) partially conductive fabric strips that act as
linear touch sensors on four �ngers, and (3) conductive fabric to make a thumb patch. We chose to use
conductive fabric over other conductive materials because it is �exible and maintains its conductivity over
time. The partially conductive fabric strips are made from a polyester/cotton blend with small stainless
steel �bers to make it partially conductive1. The thumb patch is made from a cotton woven with stainless

1Staticot, from Less EMF
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Figure 7.4: DigiTouch consists of a conductive thumb patch that makes contact with one of the partially conductive
fabric strips along the �ngers.

steel thread2. While we attach commercially available fabrics to an existing glove, we note that recent
advances in digital textiles [126] will enable tighter coupling between the glove and the electronics. Future
designs could have the conductive strips woven into the glove itself.

With this con�guration, we ensure that the user can touch with any portion of the thumb, but the contact
point on the �nger strip determines the touch position. This is important because depending on anatomical
di�erences, which �nger is being touched, and the orientation of the thumb, a di�erent part of the thumb
will make contact with the �nger. Thin wires are attached to each end of the �nger strip and one end of
the thumb patch using conductive silver epoxy (Figure 7.4). This provides a reliable wire-fabric interface
that does not change with movement.

7.2.3 DigiTouch Sensing

The fabric strip on the �ngers has a resistance that is approximately uniform across the length of the strip.
Each strip has a total resistance of approximately 500 Ω. We model each �nger as a potentiometer, and the
thumb acts as a wiper that slides along the resistive fabric. Figure 7.5 (left) shows a simpli�ed schematic
of the glove with one �nger and one thumb. When the thumb makes contact with a portion of the �nger:
R1 represents the resistance of the partially conductive fabric between the knuckle and thumb, and R2

represents the resistance of the partially conductive fabric between the thumb and �ngertip. A voltage,
Vstim (3.3 V, nominal), is applied to the thumb patch andRcurrent is a constant physical resistor that limits
current �ow and allows us to treat the circuit as a voltage divider. By measuring the voltage at the base of
the �nger (Vfinger) and connecting the �ngertip to ground, we can estimate R2 according to Equation 7.1.

Vfinger = Vstim
R2

Rcurrent +R2
(7.1)

2HertzCloth, from Less EMF
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Figure 7.5: (left) Simpli�ed circuit model of the thumb and �nger circuit. Current �ows through Rcurrent, through
the thumb, and makes contact with the �nger between R1 and R2. (right) Full circuit model showing all voltage
measurements and multiplexed input. Each end of the �nger is alternately (n = 1, 2) grounded while the voltage
at the other end is measured. Since touching with increased pressure reduces the resistance at the fabric-fabric
interface, estimating Rtouch gives an estimate of touch pressure.

Assuming that the overall resistance of the fabric (RT = R1 +R2) is constant, we can estimate the touch
location, x according Equation 7.2.

x =
RT −R2

RT
(7.2)

Unfortunately, this simple design presents several challenges. First, the overall resistance of the cloth (RT )
changes signi�cantly with �nger bending/stretching, and over time due to environmental factors. Second,
since the conductive thumb pad contacts the �nger over an area, the overall resistance between the two
ends of the �nger strips is reduced. Third, this model assumes the user makes perfect contact between the
thumb and the �nger; however, inconsistent touch pressure can result in additional resistance.

We took several steps to address these challenges, thus estimating touch pressure and accounting for dy-
namic changes in fabric resistance. Figure 7.5 (right) shows the full circuit design with one �nger and
one thumb. In this model, we account for additional resistances at each of the wire-fabric interfaces
(Rthumb, Rint,1, Rint,2) and the fabric-fabric interface resistance at the touch location (Rtouch). We also
use an eight-channel digital multiplexer and make two sets of measurements to account for the variable
resistance in RT , due to bending/stretching of �ngers. In Figure 7.5 (right), only two of the eight channels
are depicted. The remaining channels are connected to the other �ngers in a similar manner. When the
user’s thumb is not touching a �nger, the microcontroller toggles between the eight multiplexer channels
through three digital logic lines. By toggling these, the microcontroller rapidly switches the ground and
analog-to-digital converter (ADC) connections between the tops and bottoms of the four �ngers, such that
when one side of a �nger strip is grounded, the other is connected to the ADC. As soon as a touch is
detected, it switches to a focused-mode where it rapidly toggles only between the top and bottom of the
�nger being touched to increase the data rate. The non-grounded end is measured with an ADC (Vfinger).
We also measure current �owing through the thumb by measuring the voltage drop across the current
limiting resistor.

To summarize, for each �nger, we measure the following: Vstim,1, Vcurrent,1, and Vfinger,1, when the inside
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Figure 7.6: A series of swipes starting at the base of the �nger (position = 0), moving to the tip of the �nger (position
= 1), and returning to the base (position = 0). Using the traditional voltage divider model (red) with ground at the
�ngertip, the total resistance drifts over time. In DigiTouch we measure the �nger resistance from both the �ngertip
and the �nger base, accounting for any resistance drifts over time.

Light
touches

Normal
touches

Hard
touches

Pressure
variation

Figure 7.7: DigiTouch pressure signal when a user performs two light touches, two medium touches, and two hard
touches. Finally the user maintained contact and varied the contact pressure. The DigiTouch model enables force-
sensitive interaction, while a standard voltage divider model would only detect a binary touch event.
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of the �nger is grounded and Vstim,2, Vcurrent,2, Vfinger,2 when the outside of the �nger is grounded.
Rthumb, Rint,1, and Rint,2 are constants that can be set with a one-time calibration.

We �rst estimate the current �owing through the thumb for each state (n = 1, n = 2) according to
Equation 7.3. We then compute the resistance of each section of the �nger strip (R1, R2) according to
Equation 7.4. We compute touch position as before (Equation 7.2).

In =
Vstim,n − Vcurrent,n

Rcurrent
(7.3)

Rn =
Vfinger,n

In
−Rint,n (7.4)

Figure 7.6 shows an example of how our model accounts for the varying resistance of the fabric strips
during a typical swipe gesture. In a typical voltage divider model, when the electrical properties of the
fabric change over time due to mechanical changes in the fabric or sweating of the user, it causes the
total resistance to drift. With our time-multiplexed approach, we no longer depend on knowing the total
resistance of the fabric strip and we can more consistently estimate the touch position.

Finally, we estimate the pressure between the thumb and �nger by computing Rtouch according to Equa-
tion 7.5. We model pressure as the resistance between the fabric-fabric interface. As the user presses
harder, both the contact area and the conductivity of the contact area increase. We compute the pressure
estimate twice, using each set of measurements (n = 1, 2) independently and average them together. The
pressure output is computed according to Equation 7.6, where k is a constant set to the minimum possible
touch resistance.

Rtouch,n =
Vstim,n

In
−Rcurrent −Rn −Rextra,n −Rthumb (7.5)

Pressure =
k

max(k,
Rtouch,1+Rtouch,2

2 )
(7.6)

Figure 7.7 shows an example of the pressure signal measured by DigiTouch. In this example, the user per-
forms a series of light, normal, and hard touches on the index �nger, followed by ten seconds of continuous
contact while varying the pressure. This illustrates the ability to enable force-sensitive interactions, such
as those enabled by the 3D touch features on iOS devices.

7.2.4 DigiTouch Signal Processing

Raw data is processed by software on a computer that streams data from the glove over two serial port
connections. Though this implementation uses a wired setup, it could be easily made wireless using Blue-
tooth or a similar protocol. Each message frame contains information about which �nger was touched
and the six voltage measurements describing the touch state. During a touch, data is sampled and pro-
cessed at 160 Hz. At all other times, the data stream is monitored at 70 Hz. For each set of measurements,
the software computes the contact position and touch pressure, and dispatches relevant events that took
place since the last measurements. The event model includes OnThumbUp/Down events, an OnThumb-
Move event, and OnBeginForce/OnEndForce events. Force-based events are triggered when the user’s touch
pressure exceeds a threshold.



Eric Whitmire | Dissertation 92

Because of inconsistent touch contact and movement of the �ngers, the raw signal can be noisy. We
therefore pass all six voltages signals through an exponential smoothing �lter (α = 0.2) to smooth them
before any computation is performed. At the start of a touch event, these �lters snap to the �rst detected set
of measurements, to minimize lag. These smoothed values are then used to compute the touch position and
pressure, as previously described. Since the signal changes rapidly when the user �rst touches their thumb
to a �nger, we implemented a second stage exponential smoothing �lter for the position and pressure
signals. This �lter uses a dynamic smoothing factor that starts high (α = 1, no smoothing) when the user
�rst touches and decreases throughout the touch event (α drops 0.2 per frame, down to a limit of α = 0.2).
These parameters are reset on every touch. This helps minimize the e�ects of drift when the user �rst
makes contact and makes the system feel more responsive.

We use a �nite state machine to recognize events. The state machine keeps track of the current conceptual
state of the user’s interaction with the glove (“not touching”, “touching but holding still”, or “moving”, in
addition to how hard the user is pressing). Event transitions are determined by the changes in the position
(for OnThumbMove) and pressure (all other events) signals. An event is �red every time the machine
transitions, along with important details associated with the event (such as position for an OnThumbUp
event, or starting and ending positions for an OnThumbMove event). The sequence of events that are
triggered for several user actions are:

• Tap: OnThumbDown → OnThumbUp;

• Force Tap: OnThumbDown → OnBeginForce → OnEndForce → OnThumbUp;

• Slide: OnThumbDown → OnThumbMove → OnThumbUp.

Finally, the detected position, pressure, and events are written to a WebSocket, ready for consumption by
a web-based user interface widget.

7.3 Text Entry Keyboard Design

We chose text entry using a full QWERTY keyboard to study the performance of DigiTouch in a real-
world task. Text entry is a complex task requiring more than 26 buttons, which is hard to achieve using
most input modalities. Most devices designed for wearable input rely on chording [90, 85, 140] due to a
limited number of buttons. This leads to an increased cognitive load as users learn to use the system. On
DigiTouch, we created 28 keys (26 letters + space + backspace) accessible by at most one tap on the �nger
using the thumb. The keyboard layout is illustrated in Figure 7.2 (right).

We chose the standard QWERTY keyboard as it is most familiar to people. In a QWERTY layout, there are
at most ten letters in each row. By splitting the QWERTY keyboard in two halves, we ensure there are never
more than �ve buttons assigned to each �nger. In this layout, each thumb acts as a stylus and e�ectively
operates on one half of the keyboard. Thus, it closely resembles two-thumb typing on a smartphone or
tablet. In fact, many users are already familiar with a split-keyboard layout, since it is a feature on both
Android and iOS for tablets. Because of this familiarity, we expect a smaller learning curve compared to
chording-based text entry systems.

Huang et al. [61] estimated the maximum number of buttons that can be placed on each �nger before the
target selection performance becomes unusable. They reported that users could trigger �ve buttons per
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index and middle �nger, four buttons per ring �nger, and two buttons per pinky �nger, with high accuracy.
Our keyboard layout falls within their suggested guidelines.

The space and backspace keys are the two most commonly used keys on a keyboard [183]. To avoid
frustration for users, they must not be confused with other keys. We decided to dedicate the left and
right pinky �ngers to the Space and Backspace keys, respectively (Figure 7.2, right). In the future, one can
imagine adding control or punctuation keys to the outsides of pinky �ngers.

Though tactile and proprioceptive feedback helps in target selection, users might not always press the
correct target initially, particularly on �ngers with four or �ve buttons. Because DigiTouch can track the
continuous position of the thumb sliding along the �nger, we mimic the interaction on modern smartphone
keyboards and allow the user to slide their thumb along the �ngers to select the correct key. On a thumb-
down event, a letter gets highlighted. The user is free to slide the thumb on the �nger to switch to adjacent
letters. When the user’s thumb is over the letter that they wish to press, a thumb-up event triggers letter
selection.

7.4 Text Entry Evaluation

7.4.1 Study Design

The goals of our controlled evaluation was to observe: (1) whether the participants were able to type using
the thumb-to-�nger interactions enabled by DigiTouch; (2) how their performance varied over time and
with practice; and (3) whether personalized keyboard model impacts performance.

Participants

Ten participants (7 male, 3 female), with a mean age of 23.1 years (18 - 27 years) participated in the study.
Eight were right-handed (two left-handed), and all self-rated as expert touch screen smartphone users.
Each participant was compensated $5 per twenty-minute session.

Apparatus

Participants interacted with our custom text entry software (Figure 7.8) running in a web browser (Google
Chrome) on a Windows 7 desktop computer. Participants sat on an adjustable reclining chair and were
asked to keep their hands in any comfortable position. In order to evaluate eyes-free input, they were
simply asked to position their hands such that they are unable to see their hands while typing (by keeping
their hands in their lap or by putting their hands under the table). The software logged all of the users’
touch events.

Procedure

The procedure was designed to �t in ten 20-minutes sessions spread over a period of 15 days, with con-
secutive sessions separated by at least six hours and no more than two days. However, due to scheduling
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Figure 7.8: Custom web application for the text entry user study. Participants were presented with a target phrase
and instructed to type it as quickly and accurately as possible. Participants could see their input beneath the target
phrase. A reference keyboard showed the key placement on the �ngers and highlighted the currently selected key.

con�icts, some participants exceeded this two-day limit. For each participant, the �rst session began with
an introduction to DigiTouch, the text entry task and the experiment software. At the beginning of each
session participants were asked to swipe along each strip to ensure proper connection and �t. Occasion-
ally, a wire would come loose during a session due to strain. In such events the session was paused while
the connection was restored, and the current phrase was thrown out.

For each 20-minute session, participants were asked to input as many phrases as possible, similar to [26].
The phrases were randomly chosen from a published phrase set for text entry by MacKenzie and Soukore�
[93], with average phrase length of 28.61 characters. The experiment was conducted only with the lower
case letters (no upper case letters, punctuation, or numbers). All the participants received the phrases
in a randomized order. We asked the participants to type “as quickly and accurately as possible”, and
to �x errors unless those errors were made “far behind” their current point of entry. Participants were
encouraged to take a short break between phrases, anytime they wished. The user interface (Figure 7.8)
showed phrase to be transcribed (target phrase), a text box to receive participants’ input, a timer, and
a ‘Pause’ button at the bottom. After completion of a phrase, participants used a chording gesture by
simultaneously touching both thumbs to their respective index �nger to move on to the next phrase.

7.4.2 Text Entry Results

All ten participants completed ten sessions. In total, participants entered 3686 phrases. The main measures
for evaluating the performance of DigiTouch were typing speed, corrected error rate, and uncorrected error
rate. We also conducted an analysis of the input stream to arrive at character level metrics that characterize
performance of di�erent regions of the glove. Unless otherwise noted, all reported means and standard
deviations are computed across participants and phrases.
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Figure 7.9: Summary of text entry study results. (left) Typing speed measured in words per minute (wpm) increased
with practice. (center) Corrected error rate, a measure of errors that users eventually corrected, decreased with
practice. (right) There were no clear trends in the uncorrected error rate, a measure of errors remaining in the �nal
transcription.

Speed

Text entry speed was measured in words per minute (wpm), calculated as (characters per second) × 60
5 ,

using the assumption that a word consists of 5 characters [92]. The average text entry speed over all
sessions and across all participants was 13.0 wpm (σ = 4.12). The mean speed for the �rst session was
7.0 wpm (σ = 2.2), while the mean speed for session 10 was 16.0 wpm (σ = 4.1), clearly showing that
performance increased with practice (Figure 7.9). The learnability curves obtained (Figure 7.9) are similar
to the characteristic learnability curve for text entry system [90].

Speed at a character level was analyzed using dwell time, measured as the time di�erence between the
thumb down and the following thumb up event. Dwell time for the �rst session, averaged over all the
participants was 443 ms (σ = 124 ms), while for the �nal session, it was 301 ms (σ = 74 ms). This shows
that time taken to input a character reduces with practice over time. Figure 7.10 shows the average dwell
time for each correctly entered character during the �nal session. Lower dwell time for the characters
situated on the extremes suggest users are more con�dent in pressing these characters.

Accuracy

Two metrics were used to measure text entry accuracy: (a) Corrected error rate [152] – a measure of the
errors that the user corrected in the �nal transcription, and (b) Uncorrected error rate [152] – a measure of
the errors remaining in the transcribed text that the user did not correct. A user’s typing speed represents
a trade-o� between corrected and uncorrected errors. More corrections result in a slower typing speed, as
each correction adds multiple keystrokes, i.e., backspace character, re-enter character. These metrics were
computed using software developed by Wobbrock et al. [183].

The mean corrected error rate for session 1 was 25.0% (σ = 11%), and for session 10 was 15.8% (σ = 10%).
For the last session, this means that 15.8% of all characters typed were ultimately incorrect characters that



Eric Whitmire | Dissertation 96

Figure 7.10: Heatmap showing mean dwell time for each correctly pressed key. The time indicates how long the
user held the thumb down to eventually type each character.

Figure 7.11: Heatmap showing total substitution rate for each key. Higher errors indicate less accuracy in attempting
to type a particular character.

the user �xed. The mean uncorrected error rate across all sessions was 0.85% (σ = 2.3%), and there was no
clear trend across sessions (Figure 7.9, right). This suggests that participants’ tolerance for error showed
little variation with practice. Since the corrected error rate dropped and was accompanied by no distinct
increase in uncorrected error rate, this suggests that the number of errors users had to correct decreased
with practice (Figure 7.9, center).

Input Stream Analysis

These error rates consider participant’s accuracy on a phrase level, but more nuanced results can be ob-
tained from an analysis of the input stream. We use the approach developed by Wobbrock et al. [183] to
compute all possible alignments between the input stream and the intended output. The character-wise
total substitution rate (Figure 7.11) answers the question, “when trying for i, what is the probability that
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Figure 7.12: Confusion matrix showing the probability of produced vs intended characters according to an analysis
of the input stream. The plot is ordered by the placement of keys along the �nger so that the most often confused
letters appear closer to the diagonal. The scale is logarithmic to better highlight the confusions.

participants did not get i?”. This allows us to examine which characters were most prone to confusion. In
general, participants were more accurate on characters situated on the extremes of the �ngers, and char-
acters situated on �ngers with fewer buttons. The highest substitution rate was seen for the characters ‘j’
and ‘z’. This may be due to the fact that they occurred very few times in the target phrase (‘j’ 38 times, ‘z’
8 times, compared to ‘e’ 1480 times), thus making these errors less signi�cant.

A confusion matrix represents the frequency of character-level errors [91]. Figure 7.12 shows the total
number of times when an intended character was transcribed with a (correct/incorrect) produced character.
The most prevalent mistakes were: transcribing ‘i’ instead of ‘o’, ‘k’ instead of ‘j’, etc. Since most of the
errors in the confusion matrix are adjacent letter confusion, an auto-correct can dramatically boost the
text entry performance.

7.5 Pressure Evaluation

While the text entry study evaluates the touch sensing capabilities of DigiTouch, it does not exercise the
pressure sensing functionality. To evaluate the pressure sensing capabilities of DigiTouch, we conducted
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a short user study with 10 participants (6 male, 4 female) with a mean age of 21.9 years (18 - 25). The
experiment was split into two phases and took approximately 10 minutes. In the �rst phase, participants
were asked to touch the thumb to the index �nger with either light or hard pressure. In the second phase,
a third level was added (light, medium, and hard). In both phases, the order was randomly presented and
randomly switched between the left and right hand to minimize fatigue. The user was presented with the
type of touch to perform and after a 1 second delay to prevent users from rushing, a tone was played to
indicate that the user could perform the touch. When an up event was detected, the pressure recorded was
the maximum detected pressure during the touch event.

The pressure boundaries between levels were set based on the results of a pilot study that was conductive
with a separate set of �ve participants. Before each phase, participants �rst learned the pressure bound-
aries during a practice period in which they received visual feedback on the pressure. Once participants
performed the tap with the correct pressure, they were allowed to move on. During the actual experiment,
participants performed the same task without receiving any kind of feedback. Participants performed 5
taps per level per hand for practice and 10 taps per level per hand during the evaluation.

In total, 1000 touches were collected from this study. DigiTouch identi�ed the correct pressure on these
touches with an accuracy of 93.3% in the two-level case (N=400) and 64.0% in the three-level case. The
distribution of touches for each type of touch are presented in Figure 7.13. Hard touches were more tightly
distributed while there was a broader distribution of light touches. Though we assume that the user always
pressed with the intended touch pressure, we note that this may not always be the case, particularly for
the three-level case. Several participants reported a conceptual di�culty in distinguishing between three
di�erent pressure levels. Others reported that they could perform the three-level task, but they had to
concentrate harder. Users universally reported that the two-pressure task was easy. While applications
may bene�t from discrete pressure-enabled input, the relatively poor observed performance with three
pressure levels suggests that reliably distinguishing more than two levels is di�cult.

7.6 Discussion

7.6.1 Glove Design

Head-mounted displays have the potential to enable truly ubiquitous computing. Though a universal input
solution is di�cult because di�erent situations demand di�erent capabilities, a user should be able to use
the right technique for the situation. Prior attempts to add input to gloves have produced bulky systems
with low adoption. Our sensing technique enables continuous input with relatively little instrumenta-
tion, compared to other glove-based devices. To achieve this style of continuous tracking with traditional
techniques would require signi�cantly more instrumentation, using multiple fabric layers or many wired
contact points. Moreover, AR and VR present use cases for gloves that may overcome prior hurdles to
adoption. For example, certain capabilities, such as high-�delity haptic feedback, are likely impossible
without the use of gloves. Also, in cases where precise hand tracking is required, gloves can simplify the
task of pose estimation [175].

DigiTouch is particularly compelling when combined with traditional optical hand tracking techniques,
which excel at pose estimation, though are not precise enough to detect thumb touch events or touch
locations. With the hand pose and segmentation from a hand tracker, the virtual widget layout can be
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Figure 7.13: Distribution of measured touch pressures when asked to touch either light or hard (top) or light,
medium, or hard (bottom). Note that the distributions are drawn partly transparent in order to view the overlapping
distributions underneath. The black lines indicate the prede�ned boundaries between pressure levels.
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superimposed directly on the user’s �ngers. For example, in a text entry system, a user might see the indi-
vidual characters superimposed on their �ngers at the correct location. This would signi�cantly improve
the learnability of such a system.

With any wearable system, there is a concern for false activations. This is particularly important with any
kind of hand-based sensing, since we use our hands for so many things. These issues will arise primarily
in an AR scenario. We envision that such a system can have an activation gesture that enables continuous
position and pressure sensing on all �ngers. With DigiTouch, a number of di�erent activation gestures
are possible. For example, users could tap on each �nger sequentially or swipe along a particular �nger to
enable input.

One challenge we observed with thumb-to-�nger input is determining the precise location of a touch point.
When users touch their thumb to a �nger, they make contact at an area and it can be unclear where the
intended touch point is, as it depends on the target �nger and the orientation of the thumb. In an initial
prototype of the DigiTouch glove, we used a small thumb patch to minimize the ambiguity in the touch
location. However, we found that this caused signi�cant frustration for users since they would often miss
the �nger strips completely. As a result, we settled on a large patch that covers most of the thumb in order
to maximize the reliability of touch detection at the expense of precision in estimating touch position.
As one might expect, this also causes some issues with drifting touch locations as the user rolls and lifts
the thumb from the �nger at the start and end of touch events. In DigiTouch, we counter this drift by
modifying �lter parameters to minimize drift at the start and end of touch. In Understanding Touch, Holz
and Baudisch explore a closely related problem with touchscreens on mobile devices [57]. With additional
study, it may be possible to construct a model for intended touch location as a function of the thumb
position and contact area. This may enable a dynamic correction that could signi�cantly improve touch
precision.

7.6.2 Using DigiTouch for Text Entry

With any new input system, there are many aspects to evaluate. For DigiTouch, we chose to evaluate one
of the most challenging use cases that covers most of the interaction space. In our proposed keyboard
design, users tapped and swiped to input a character, and used chording to advance to the next phrase. We
use the ability of users to input text in this manner to claim that users would also be e�ective at controlling
other applications with custom layouts.

The results from the text entry evaluation demonstrate that users were able to e�ectively type using Dig-
iTouch. User performance in our study exceeded that of many other similar wearable text entry systems.
Rosenberg et al. [140] showed a mean typing speed of 8.9 wpm after 80 minutes and 16.8 wpm after nearly
10 hours of practice. DigiTouch achieves a similar speed after only 3.3 hours of practice. The input glove
designed by Hsieh et al achieved a mean typing speed of 5.4 wpm after twenty minutes of practice [59]. In
the same amount of time, DigiTouch users achieved a similar typing speed of 6.5 wpm. Lyons et al eval-
uated the learnability of Twiddler3, a commercial product often used for text entry on wearable systems.
They found that the mean text entry speed was 19.5 wpm after 200 minutes, and increased to 47 wpm after

3http://twiddler.tekgear.com/



Eric Whitmire | Dissertation 101

25 hours of practice [90]. Though our study design was limited to 200 minutes of practice, DigiTouch per-
formed comparably at 16.5 wpm (vs 19.5 wpm). By looking at the typing speed progression over sessions
(Figure 7.9, left), it is hard to judge improvement beyond the initial 10 sessions. However, the continuous
nature of DigiTouch enables additional controls like application speci�c layouts and sliders, something
that cannot be achieved with a Twiddler.

Most users during the study chose to hold their hands apart, with their arms resting on the chair or at
their side. This suggests that users were comfortable with the mental model of the split keyboard. It also
highlights an advantage of DigiTouch over other hand-based interaction techniques that requires the hands
to be held up. DigiTouch can easily be used with the arms at rest and may even be appropriate for use
while walking.

During the study, one participant noted that after thinking of the system as a smartphone held in landscape
mode, their performance improved signi�cantly. This highlights the importance of using a familiar layout
for the users. However, expert users may wish to customize the layout to put the most commonly used
keys in the most accurate and comfortable regions.

In a text entry system, a user’s typing speed is related to the number of errors they correct, as correction
takes time away from inputting the desired text. In our study, the corrected error rate was around 15% in the
last session. This is somewhat high compared to other text entry systems. These errors are a combination
of a user’s inaccuracy in touching the correct part of their �nger and DigiTouch’s inability to accurately
sense the intended touch location. For user’s touch accuracy, prior work suggests that users are able to
accurately perform thumb-to-�nger touches [61], but they did not examine whether this accuracy holds up
when typing rapidly. Similarly, for DigiTouch’s sensing accuracy, a high-accuracy motion capture system,
such as OptiTrack4, can help in decomposing the sources of error.

Though our evaluation of DigiTouch used a �xed keyboard layout, the continuous sensing could enable an
adaptive keyboard model. Users with di�erent sized hands or a di�erent range of motion of the thumb may
prefer a condensed or expanded layout, for example. With discrete buttons, it is impossible to relocate them
or create dynamic touch regions. During the study, several users expressed frustration at the di�culty of
pressing a particular key (usually on a �nger with four or �ve buttons). With an adaptive model, these
keys could be virtually expanded to make them easier to hit.

Most modern keyboards o�er intelligent auto-completion and auto-correction features. Though we eval-
uated DigiTouch using text entry with auto-complete functionality disabled to enable comparisons with
related work, we anticipate that this can signi�cantly improve typing speed and accuracy. To explore this,
we built a novel auto-suggestion system that utilizes the pressure sensing capability of DigiTouch. We as-
sign one potential word completion to each �nger. A user can trigger a word completion with a force press
on the corresponding �nger. The high accuracy on the two-level pressure study supports the feasibility of
this approach. Though we do not formally evaluate the performance of these features, one of the authors
was able to achieve an average speed of 30 wpm using it.

Finally, while we evaluated the QWERTY layout because it was easy to learn and provided a rigorous test
of DigiTouch, we note that power users can achieve performance gains by using more advanced keyboard
layouts. More commonly used letters can be moved to the outsides of the �ngers and can be spaced further

4https://www.optitrack.com
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apart to signi�cantly boost performance. Less frequently used keys could be relegated to two-touch keys
that require chording.

7.6.3 Limitations and Future Work

For wearable systems, the design and construction has a signi�cant impact on user performance. To max-
imize comfort and minimize bulk, DigiTouch uses a thin one-size-�ts-all elastic glove. However, the touch
strips we add to the �ngers are not elastic. Though all participants found the glove to be comfortable, some
participants mentioned that they would have preferred a glove tailored to their own hand size. Anecdo-
tally, we did not see any deterioration in performance for these participants, but in the future, it may be
bene�cial to design gloves in several sizes to accommodate users with di�erent hand sizes.

Though DigiTouch is designed for wearable AR and VR scenarios, our evaluation is conducted at a desktop
computer. Initial pilot testing with a VR system introduced additional factors unrelated to the performance
of DigiTouch, such as general unfamiliarity with VR systems and discomfort due to extended use of a head-
mounted display. DigiTouch is capable of handling varying resistance of the fabric strips, but it assumes a
uniform resistance along the length of the strip at any point of time. This can become problematic near each
end, where the wire connection is made on the sides of the �nger (Figure 7.4). Because of this connection,
the end points are more conductive, which results in a nonlinear region at the extremes. Future versions
should be able to account for this with a one-time calibration. DigiTouch enables continuous pressure
input. This is slowly becoming popular on consumer smart devices, and perhaps will be even more valuable
in the 3D environments of AR/VR systems. In the future, it will be interesting to evaluate the bene�ts and
performance of pressure input, beyond discussing its use for auto-correction in text entry.

To explore the use of DigiTouch in an AR device, we created a wireless version of the gloves that streams
data to a Unity application running on a HoloLens. We designed a custom Unity input module that allows
DigiTouch to be used with all the standard Unity UI components, including buttons and sliders. Using this
module, we constructed two example experience that can be controlled with DigiTouch: a music player
and a text entry system. While these experiences highlight the potential of this style of input with AR
systems, we leave a formal evaluation to future work.

DigiTouch’s continuous position and pressure input may support richer interactions when combined with
other sensing. For example, in a sculpting application, a user might con�gure a brush with color, brush
size, and other settings, then force tap it onto a �nger so it “sticks.” Future taps on that �nger would trigger
that tool, enabling user-customized interfaces. Using gaze selection, a user might look at a virtual object
and drag along the �nger to move it closer or farther away; added hand orientation sensing might set the
direction of movement. Adding other sensors, such as an inertial measurement unit or �ex sensors, could
enable even richer interaction that takes advantage of the movement and posture of the hand. Adding
vibrotactile haptics could improve feedback and add a�ordances. For example, it may vibrate when a user
slides across a button that can to be pressed.
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7.7 Conclusion

DigiTouch is a recon�gurable glove-based input device for wearable computing, particularly head-mounted
AR and VR systems. It enables subtle thumb-to-�nger interactions by sensing the continuous touch po-
sition and pressure of the thumb along the �ngers. To achieve this, we present a novel technique using
only partially conductive fabric and a two-wire interface on each �nger, with a conductive fabric patch
on the thumb. Continuous touch tracking enables a set of easily recon�gurable widgets, which can be
customized based on user preferences and application needs. To evaluate the performance of DigiTouch
in a real-world application, we conducted a longitudinal text entry study using split-QWERTY keyboard.
Participants achieved a mean typing speed of 16.5 wpm with high accuracy, showing the feasibility of us-
ing DigiTouch for text entry. The subtle, yet always-available input o�ered by DigiTouch has the potential
to enable broader use of AR and VR systems.
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8 WEARABLE FINGER TRACKING
8.1 Introduction

While DigiTouch explored interaction techniques for mobile computing, this chapter takes a step back and
focuses on the speci�c hardware and form-factors that may be appropriate for extended use. Restricting
ourselves to form-factors that have already been validated, what kind of sensing and tracking can enable
continuously available, robust, and expressive interaction?

This chapter describes AuraBand, a precise, millimeter-level �nger tracking system. AuraBand consists of
two components: a ring and a wristband. The low-power battery-operated ring generates an oscillating
magnetic �eld around the hand. As the user moves their �nger and wrist, the relative position and orien-
tation of this �eld changes. Sensors embedded in the wristband measure these �elds at di�erent locations
and estimate the pose of the ring with respect to the wristband. By using oscillating magnetic �elds, Aura-
Band is not a�ected by the Earth’s geomagnetic �eld. AuraBand is e�ectively a 5 degree-of-freedom (DoF)
tracking system—that is, it tracks three positional components and two rotational components (yaw and
pitch) of pose. This allows AuraBand to capture �exion/extension and abduction/adduction of both the
wrist and �nger metacarpal joint. Although the ring can be worn on any �nger, it is intended to be worn
on the index �nger for pointing tasks.

Compared to prior work, our approach leverages common device form-factors—a wristband and a ring—
and does not require a�xing magnets [52, 20, 61, 19], iron-core coils [21], or magnetometers [20, 61, 19]
to the �ngertips. AuraBand leverages the insight that an electromagnetic coil is better placed around the
�nger than on it. Our approach also delivers signi�cant improvements in power, range, portability, and
tracking precision.

Electromagnetic tracking has a long history of use in meter-scale tracking applications [80, 149, 150, 116,
108, 125] in a variety of domains. Though precise, electromagnetic tracking has a reputation for being
power-hungry and subject to environmental interference. AuraBand overcomes these challenges by ex-
plicitly focusing on short-range (10 cm to 15 cm) tracking. This range reduces the scope of possible inter-
fering objects and allows the AuraBand transmitter to use approximately 2000x less power than a typical
commercial EM tracking system [125].

Sensor-based e�orts to track �nger motion in space often focus on discrete, gesture-based interactions [48,
176, 134, 195, 7]. Although gesture recognition is useful, wearable input devices must be robust and support
di�erent users and contexts of use. To enable this level of precision and robustness, AuraBand supports
high-�delity continuous tracking, upon which gesture recognition or other interactive systems can be built.
Because AuraBand leverages physics models, it works out of the box after a one-time factory calibration
with ground-truth tracking data from a motion-capture system. We demonstrate that at runtime, AuraBand
can track �nger motion across di�erent users and despite changes in how the device is positioned on the
wrist and �nger. In cases where additional accuracy is desired, the calibration can be improved with just
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Figure 8.1: AuraBand is 5-DoF electromagnetic tracker that enables precise, accurate, and �ne-grained �nger track-
ing for AR, VR and wearable applications. Left: A user writes the word "hello" in the air. Right: Using AuraBand to
control a music application on smart glasses.

60 sec of additional data.

AuraBand o�ers a �exible solution for tracking the �nger in either direct or indirect pointing tasks. We
envision that AuraBand can be used either as a standalone input device, or in tandem with a wrist-tracking
solution. For standalone scenarios, AuraBand o�ers a rich input source for smartwatches or smart glasses.
With AuraBand, a user can provide input using their �nger and wrist while keeping their arm motionless
at their side or resting on a table. This capability is particularly useful in public settings, when large hand
motions would be distracting and socially unacceptable.

AuraBand can also be used to track the absolute position of the �nger in head-space with respect to the
user’s vision. In mixed-reality scenarios, precise hand and �nger tracking enables many compelling appli-
cations. For example, buttons, sliders, and interactive widgets can be placed in the air, on environmental
surfaces, or on the body. AuraBand can be operated in concert with a head-mounted camera that tracks
the wrist with respect to the head using �ducials on the wristband.

Our primary contributions include:

1. A hardware architecture for a ring and wristband that enables low-power �nger tracking in a com-
pact form-factor.

2. Two tracking algorithms, including a physics-based iterative approach and a closed-form neural
network approach to 5-DoF pose estimation.

3. A system characterization and user evaluation demonstrating mean tracking a resolution of 100 µm
and dynamic accuracy of 4.4 mm on a session-independent task.
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8.2 Theory of Operation

8.2.1 AuraBand Physics

Magnetic tracking is generally realized either with magnetometers to track a permanent magnet [7, 20, 61]
or with inductive coils to track an alternating current (AC) electromagnet [149, 150, 181, 185, 125, 108, 131,
80]. Static magnetic �elds created by a permanent magnet or inseparable from the Earth’s geomagnetic
�eld—an e�ect which becomes critical when operating at distances beyond a few centimeters. To isolate
the signal of interest, AuraBand uses AC electromagnetic coils to generate a magnetic �eld at a particular
frequency (32 kHz). Maxwell’s equations state that an AC magnetic �eld is generated when an AC electric
current is passed through a wire coil. As depicted in Figure 8.2, AuraBand uses a wire coil wrapped on the
ring to produce an AC magnetic �eld around the hand. According to Faraday’s law, a voltage is induced
in the other sensor coils in the presence of an AC magnetic �eld. The induced voltage is proportional to
rate of change of magnetic �ux through the coil. For a �eld generated from the ring, the magnetic �ux and
resulting voltage signal will change as a function of the position and orientation of the sensor coils with
respect to the transmitter coil. More speci�cally, if the sensor coil is aligned with the �eld (i.e., the normal
vector to the coil is aligned with the �eld), then the magnitude of the induced voltage will be maximized.
As the coil rotates away from the �eld, the induced voltage decreases to zero. If the coil continues to rotate
even further, the voltage acquires a 180° phase shift that manifests as a negative amplitude.

Traditional 6-DoF electromagnetic trackers use a 3-axis transmitter and a 3-axis sensor coil, which is dif-
�cult to achieve in a ring form-factor where size and battery life are paramount. However, a ring is a
convenient form-factor for a single-axis air core coil that wraps around the �nger. Using a single-axis coil
makes the entire system insensitive to changes in the roll of the transmitter along the magnetic axes; con-
veniently, such movement is not physically relevant in �nger-tracking scenarios. To compensate for the
lack of three transmitter axes, AuraBand leverages three 3-axis sensor coils embedded at known locations
within a wristband. By measuring the magnetic �elds at di�erent points in space, AuraBand reconstructs
the 3-DoF position and 2-DoF orientation of the ring. Figure 8.2 illustrates the con�guration of the Aura-
Band transmitter and sensors.

8.2.2 Magnetic Field Model

We construct a physics-based simulation to model the behavior of our system under di�erent con�gu-
rations, such as changing the number or placement of sensor coils. Because the ring diameter is much
smaller compared to the distance between the ring and wristband, we use standard magnetic �eld equa-
tions to model the ring as a dipole emitter. The model seeks to estimate the magnetic �eld ( ~Bs) measured at
each sensor coil (s) in the wristband. Because the transmitter is embedded within the object to be tracked,
we �rst conduct a series of coordinate system transformations. In this chapter, we adopt the notation ~Bs to
represent the ~B vector in the s coordinate frame. We represent a rotation using sw to represent a transfor-
mation from the w frame to the s frame. In practice, these are implemented using quaternions, but other
representations would be appropriate as well.

Let d be the dipole coordinate frame with the magnetic axis oriented in the z-direction. This is coincident
with the ring coordinate frame. Let w be the wrist coordinate frame, which contains multiple sensors si
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Figure 8.2: AuraBand uses a wire coil wrapped on a ring to produce an AC magnetic �eld around the hand which
is measured by three 3-axis coils embedded in a wristband.

at positions ~sw,i and orientations sw,i, as depicted in Figure 8.2. Given a position of the ring (~dw) and the
geometry of the sensors (~sw), we �rst compute the position of the sensor in the dipole frame:

~sd = dw ×
(
~sw − ~dw

)
(8.1)

We then use standard magnetic dipole equations derived from the Biot-Savart law under quasistatic as-
sumptions to compute the magnetic �eld at each sensor location ( ~Bd,i):

Bx =
3xz

r5
By =

3yz

r5
Bz =

3z2 − r2

r5
(8.2)

Finally, we rotate once more to compute the magnetic �eld in the sensor frame of reference:

~Bs = d∗w × ~Bd (8.3)

8.2.3 Number of Sensors Required

To inform the design of AuraBand, we conducted a preliminary analysis using this model in which we
varied the number of sensor coils. Choosing a sensor coil con�gurations requires balancing performance
versus size and power. Tracking the ring is at least a 4-DoF task, since both the wrist and �nger metacarpal
joints have two degrees of freedom. As a result, a robust approach requires at minimum two coils; each
coil measures a three-dimensional �eld vector from a single emitter, so two coils would provide six sensor
values. In practice, due to the potential for small shifts of the band on the wrist, AuraBand tracks as a
5-DoF task (x, y, z, pitch, yaw), which we hypothesized might be di�cult with just two sensor coils. A
con�guration is considered robust if, for a set of observed sensor values, there is a unique position and
orientation within reasonable bounds that explains those observations.
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To explore the design space of coils, we �rst choose a test point, representative of a typical ring position
and orientation, and use the physics model described previously to compute the magnetic �eld as observed
from each sensor. We then compare this observation to a dense sampling of positions and orientations. The
x, y, and z axes are de�ned according to the wrist frame in Figure 8.2, with the �nger generally pointing
along the −Z axis. For orientation, we de�ne θ as pitch (in the extension/�exion direction) and φ as yaw
(in the adduction/abduction direction) For position, we sample at 2 mm intervals within the bounds of
−40 mm < x < 40 mm, −130 mm < y < 80 mm, and −140 mm < z < −50 mm. For orientation we
use pitch, θ and yaw, φ, and Euler angles to generate a quaternion orientation at 2° intervals within the
bounds −90° < θ < 90° and −60° < φ < 60°. These bounds correspond to typical bounds of the ring for
typical bone lengths and range of motion.

Figure 8.3 illustrates an example result of this analysis for a single target point. The points in each plot
indicate locations that can produce a set of sensor measurements similar to that produced at the target point
under any tested rotation. This means that for a given point in the plot, there is some ring orientation at
that position that could be confused for the target point, shown in red. The color indicates the measure of
similarity to the target point.

As expected for a device with only a single sensor, there is a large confusion volume along all dimen-
sions. Interestingly, there is a de�ned minimum for a 2-sensor setup, but the problem is ill-conditioned
along some directions. This suggests that a 2-sensor device might su�ce with the proper constraints, but
any noise could result in signi�cant errors. The 3-sensor setup produces a well-conditioned minimum,
justifying our use of three coils around the wristband. Although this particular example does not reveal
much about optimal sensor placements, robustness is maximized when the sensor coils placements are
maximally spread apart.

1 sensor 2 sensors 3 sensors

ln(error)

Target Point

Figure 8.3: By embedding three sensor coils in the wristband, AuraBand achieves a well-conditioned minimum that
makes AuraBand robust. As depicted, having one or two coils will result in confusing other points with the target
point.
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8.3 AuraBand Hardware

The AuraBand system consists of a ring-worn device that generates an AC magnetic �eld and a wristband
device with three embedded sensors that measures the resulting �elds. Figure 8.4 depicts the AuraBand
system components. The following sections describes the AuraBand hardware, explores the hardware’s
capabilities, and enumerates design challenges.

Sensor board
Ring ���������er

Wristband with 3 sensors Controller board

Figure 8.4: AuraBand contains two controller and three sensor boards embedded in a wristband and a ring worn
device.

8.3.1 Ring

In designing AuraBand, we pursued a design that would resemble device form-factors that users are already
accustomed to in order to present a plausible path forward for everyday use. For the ring-based transmitter,
rather than a�xing an iron-core coil [21] or permanent magnet [19, 20] to the top of the �nger, we designed
a custom electromagnet transmitter compatible with a ring form-factor. In doing so, we were forced to put
minimal digital electronics on the ring to ensure a slim form-factor and minimize power consumption.
AuraBand’s ring consists of a single-axis low-pro�le transmitter coil that emits a magnetic �eld oscillating
at 32.768 kHz. The generator coils consists of 800 turns of 42 AWG magnet wire wound around a 3D-
printed ABS ring with a diameter of 20 mm. The inductance of the coils is approximately 15 mH. The
number of turns and wire gauge was chosen to maximize the magnetic �eld strength while minimizing
DC resistance, skin e�ects, and weight.

For the transmitter electronics, a small custom PCB (6.9 mm × 11.4 mm), sits horizontally on top of the
3D printed ring. Figure 8.5 (right) shows a block diagram of AuraBand’s transmitter. The transmitter uses
a surface-mounted oscillator (ACZ-32.768) to generate a 32.768 kHz square wave. This frequency was
chosen because it is a commonly used frequency for low-frequency clocks on microcontrollers and there
is an abundance of integrated chips that produce this frequency. We use a capacitor network to tune the
coil’s impedance at 32.768 kHz in order to maximize the transmit power of AuraBand. In short, the series
capacitor stores charge that can be drawn through the inductive coil on each cycle of the waveform. This
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Figure 8.5: Block diagram of AuraBand. The ring generates a magnetic �eld at a particular frequency which is
measured by the sensor boards. They send these signals to the controller board where where an ADC samples the
data and communicates with a host computer using an ultra low power MCU.

e�ectively reduces the operating voltage required to generate a given �eld strength. For a detailed discus-
sion of the e�ect of these resonant networks on tracking systems, see [65]. The transmitter is powered
with two 12 mA h, 1.55 V coin cell batteries with a diameter of 4.8 mm and a height of 2.1 mm.

8.3.2 Wristband

The AuraBand wristband consist of three sensors and two controller boards as depicted in Figure 8.5 (left).
At a high level, the sensor boards each measure a magnetic �eld while the controller boards convert these
measurements to digital signals and communicate them to a host computer.

The sensor boards measure the magnetic �eld generated by the ring using an o�-the-shelf three-axis or-
thogonal receiver coil (Grupo Premo 3DC15). The signal from each axis is fed to an ampli�er (INA826)
with a gain of 44 dB. We then use a low-noise and low-voltage drop Schottky diode network (SMS7630)
in a full-wave bridge recti�er con�guration to demodulate each of the channels. We have used this pas-
sive con�guration to demodulate the �eld in order to save power. It is worth mentioning that using this
method, we only have access to the �elds’ magnitudes; AuraBand does not know whether each channel
is in- or out-of-phase with the transmitter. Because of the hand’s kinematics, most of the channels’ signs
remain constant, so there is not much information lost. In Section 8.5, we show that AuraBand can still
track without knowing the exact signs of the �elds.

These magnitude signals are passed to a controller board with a 10-wire FFC cable. Each controller board
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supports two sensor boards. By vertically stacking two controller boards within the center of the wristband,
AuraBand supports up to four sensors. Based on the analysis in Section 8.2.3, three coils are su�cient for
tracking, so we connect two of the sensors boards to the top controller board and one to the bottom board.

On each of the controller boards, there is an SAR analog-to-digital converter (AD7265) that samples six
di�erential signals simultaneously at 31.25 kHz. Each channel on the controller board has an ADC driver
(LTC6363) to achieve high precision, resolution, and throughput. Finally, the sampled data is passed to
an ultra-low power MCU (MSP430FR2422) for further processing and communication. Every eight ADC
readings, the bottom controller board sends the sampled data to the top controller board where the data
is collected and sent to a host computer over USB at 472 kHz. Figure 8.5 summarizes the analog signal
processing of AuraBand.

8.4 Calibration

AuraBand’s tracking algorithms have, at their core, a generative physics model, described in Section 8.2.2.
This can be used to generate synthetic data for model training or used directly for model-based tracking.
However, before the physics model can accurately describe the AuraBand measurements, we must learn
a number of parameters, such as channel gains and precise sensor positions. In a precise manufacturing
environment, these parameters can likely be set based on an analysis of the system geometry and electron-
ics. However, in our prototype, due to the tolerances of 3D printed parts and our selection of electronic
components, we opt to learn these parameters empirically by collecting and using data from an optical
motion capture system. In the following sections, we describe our data collection setup, the calibration
model, and learning procedure. Figure 8.6 shows a high-level overview of the calibration process and how
it relates to the runtime pose estimation task.

8.4.1 Data Collection Setup

We use a 10-camera1 optical motion capture system (calibrated accuracy of 0.1 mm) to track the ground
truth position and orientation of the wrist and ring. To facilitate this, we place IR retrore�ective markers
on both devices, as shown in Figure 8.7. The motion capture system reports the pose of the wristband
(~wm,wm) and ring (~rm, rm) in room-space at 240 Hz. Software in Python on a PC logs both the motion
capture data and AuraBand sensor data to disk for o�ine analysis.

We �rst preprocess all of the motion capture data to align the rigid body coordinate space to our coordinate
system de�ned by the device geometry, as shown in Figure 8.2. Next, to reconstruct the relative pose of
the ring in wrist space, we apply another coordinate system transformation.

~rw = wm × (~rm − ~wm) (8.4)
rw = rm ×w∗m (8.5)

Finally, we synchronize the sensor stream from AuraBand (472 Hz) with the ground truth ring pose stream
(240 Hz). We align the two streams by using the ring pose to roughly estimate the magnetic �elds, as

1OptiTrack Prime 13
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Figure 8.6: The AuraBand system needs a one-time factory calibration to match the synthetic data to its measure-
ments. In real-time, the iterative model uses this calibration to re�ne the pose estimation and the neural network
model regresses directly to pose.

described in Section 8.2.2, and comparing these �elds to the AuraBand sensor values. We then resample
the AuraBand signal through interpolation to 240 Hz, align with the ground truth signal. During this
process, we drop any frames in which the motion capture system lost track of either the ring or wristband.

8.4.2 Sensor Model Parameters

Each sensor pipeline in AuraBand transduces the incident magnetic �eld to a digital value. For a given
ring pose, we need to be able to estimate the values reported by each sensor. Doing so accurately requires
additional calibration parameters that de�ne the sensor model, which describes how a given pose manifests
as sensor measurements. These parameters model e�ects like the sensitivity of each coil and the relative
positioning of the sensor coil on the PCB. Altogether, they capture o�sets between the motion capture
positions and the e�ective magnetic origins as well as e�ects of the AuraBand analog signal processing
pipeline. Below, we brie�y outline these parameters and how they �t into the AuraBand sensor model.

Coordinate System Offsets

Due to manufacturing tolerances, the exact position of each sensor with respect to origin reported by
motion capture may not exactly align with the computed values from the CAD design. Consequently, we
de�ne o�set positions and orientations to re�ne each sensor pose in the wrist frame. These slack terms
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Figure 8.7: We place retromarkers on the ring and wristband to get the ground truth measurement from an optical
capture system.

are expected to be small — on the order of a couple of millimeters or degrees.

~sw = ~sw,CAD + ~sw,offset (8.6)
sw = sw,offset × sw,CAD (8.7)

We use a similar technique to de�ne the dipole coordinate frame with respect to the ring coordinate frame.

~dw = ~rw + rw ~dr (8.8)
dw = dr × rw (8.9)

Modeling Analog Signal Chain

We then use the model in Section 8.2.2 to compute Bs, the magnetic �eld in the sensor reference frame.
However, the sensors and amplitude demodulation pipeline do not represent a perfect measurement of the
magnetic �eld. For one, the recti�er-based demodulation scheme only provides an unsigned estimate of
the �eld strength along each axis. Moreover, each channel has a slightly di�erent gain, due to di�erent
sensitivities and manufacturing tolerances of both the sensor coil and ampli�ers. We also model the e�ects
of noise and the diode forward voltage drop. Speci�cally, we estimate the sensor measurement (xi) as a
function of the �eld (Bs,i) and the channel gain (gi), noise (ni), and bias (bi).

xi =

√
(gi ×Bs,i)

2 + n2i − bi (8.10)

Altogether, this model includes 23 parameters that must be learned for each sensor coil.

8.4.3 Learning Sensor Model Parameters

To learn these parameters, we collected a dataset that captures a wide range of motion of the ring. One of
the authors wore the wristband while using the other hand to move and rotate the transmitter freely within
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in a volume around the hand. During this process, the ring and wrist pose are captured by the motion
capture system and aligned as previously described. The data was explicitly collected without wearing the
ring so that this dataset contains 6-DoF motion of the ring. Otherwise, the data would constrained by the
4-DoF wrist and �nger kinematics of a particular user and it may be possible to over�t these parameters
to that user.

We took a random sample of 30k frames from this dataset to use for learning and formulated the problem
as a non-linear optimization problem, which we solve using Ceres Solver [3]. We learn the 23 parameters
for each sensor coil independently. In doing so, the solver seeks to �nd the parameter set which minimizes
the di�erence between the observed sensor values and the estimated sensor values, computed according to
the observed pose and the sensor model. The solver uses the Levenberg-Marquardt trust region algorithm
for minimization.

Upon convergence, this results in a set of parameters that can be used to estimate the sensor measure-
ments as a function of pose. Figure 8.8 shows the correlation between the sensor estimates and actual
measurements on this dataset before and after applying the sensor model presented here. Before applying
the sensor model, the estimates have a 0.564 Spearman’s rank-order correlation with the actual measure-
ments. After applying the sensor model, the correlation increases to 0.995, validating the e�ectiveness of
this model.

Figure 8.8: The one-time factory calibration process is necessary to match the synthetic data to the data measured
by AuraBand.

8.5 Tracking Algorithm

Taken together, the magnetic �eld model and sensor model represent a forward model of the system—they
estimate the sensor values given the ring pose. To track the ring, we must solve the reverse problem—
estimating the ring pose given the sensor values. We implemented two di�erent tracking algorithms to
solve this reverse problem and estimate the 5-DoF pose of the ring. The �rst is an iterative optimization-
based solution and the second is a neural network that approximates a closed-form solution to the reverse
problem.
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8.5.1 Approach 1: Iterative Model

The iterative model is similar to the method of learning calibration parameters discussed in Section 8.4.3,
but operates on each frame separately. We use a non-linear optimizer [3] with the Levenberg-Marquardt
algorithm to iteratively �nd the most likely pose. When a new set of sensor data arrives, the solver mini-
mizes the error between the observed sensor values and the sensor values predicted by the forward model
(Equation 8.10). It is allowed to run for a maximum of 100 iterations. For the �rst frame, the initial pose
state is set to a default pose with the index �nger pointing forward without bending. For subsequent
frames, the solver uses the solution to the previous frame as the initial state. Further improvements in
speed and accuracy may be possible by using a Kalman �lter to proactively estimate the next ring pose.

Because the sensor measurements in the presence of a weak �eld fundamentally have a lower signal-to-
noise ratio (SNR), we do not want these noisy measurements to signi�cantly e�ect our estimates. Moreover,
because Equation 8.10 has a minima when the �eld is null, there is the potential to get stuck in this minima.
To reduce the impact of these e�ects, for any of the nine channels in which the measured magnetic �eld
is extremely weak, we simply drop this term from the cost function.

To understand how the speci�c sensor calibration parameters a�ect tracking performance, we created a
variant of the iterative tracking model that re�nes the calibration parameters based on two minutes of data
from that session. This accounts for drift in parameters like the noise in the analog signal change, which
can be impacted by environmental factors like temperature. We refer to the original session-independent
iterative as "precalibrated" and the session-dependent model as "recalibrated". Di�erences between the
"precalibrated" and "recalibrated" models are likely due to manufacturing tolerances of this particular pro-
totype. With additional engineering e�ort, we anticipate any performance gap here to be improved.

8.5.2 Approach 2: Neural Network-based Tracking

As an alternative to the iterative model, we used closed-form approximations to the reverse problem that
are optimized for use on low-power devices. Speci�cally, we trained a neural network to predict both the
3 DoF position and 2 DoF orientation of the AuraBand ring directly from the magnetic measurements.

Generating Training Data

To eliminate any dependency on runtime training data, we train the network entirely from data generated
by our simulated magnetic and sensor models. This gives us precise control over the sampling distribution
of the training data and eliminates issues of over-�tting to a particular user’s hand. We randomly generated
di�erent ring poses within a volume relative to the wrist that spans possible positions of the ring for most
adults. Speci�cally, assuming the coordinate system de�ned in Figure 8.2, the generated data covers a
volume de�ned by −70 mm < X < 90 mm, −125 mm < Y < 60 mm and −150 mm < Z < −60 mm.
We also add a random 3-DoF rotation to each point to complete the dataset of random poses.

We then use the sensor model to estimate the values of AuraBand’s sensors at each pose. To improve
performance, we further re�ne the dataset of poses to eliminate infeasible poses during normal operation
by considering the direction of each �eld. Since AuraBand uses 3 three-axis receivers and each axis could
be in or out of phase with the transmitter, there are 29 = 512 possible combination of phase states for a
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given frame. However, due to the spatial geometry of our sensors and the kinematic structure of a hand,
the majority of these states are not feasible during normal use. For example, because the ring always lies in
front of (negative z-direction) the wristband, all of the z-channels of the sensors will have the same phase.
In fact, after reviewing the generated data we found that only ten of these 512 combinations are feasible.
We drop any data from the generated dataset that does not match one of these ten feasible phase states.
Since training is done using simulated data, one could easily change these constraints or even add another
state and train a larger network if the problem demands it. After this culling process, the dataset consists
of 166,465 points.

NN Training

We propose to use two computationally simple models to regress to a position vector and the 2-DoF ori-
entation of the ring. Both networks have a single hidden layer of 128 nodes to �t a function that maps
the nine observed sensor values to a 3-dimensional position vector and a 3-dimensional direction vector
of unit length. We use a direction vector to specify orientation in order to remain invariant to the roll of
the ring. Training using the synthetic dataset is performed in MATLAB with the Levenberg-Marquardt
algorithm. With CPU training on a single core of a Xeon E3-1240 processor, training takes about six hours.
Mean training error was 3.06 mm for the position model and 5.45° for the orientation model. Orientation
error was calculated by computing the angle between the two direction vectors.

8.6 System Evaluation

8.6.1 Tracking Accuracy

User Evaluation Procedure

We evaluate the tracking accuracy of each of these models using data collected from users who we invited
to try AuraBand. We do this to provide a realistic estimate of real-world performance under challenging
conditions like di�erent hand size, shape, �exibility, slippage of the devices on the hand and �nger, and
changes in environmental factors. We recruited 14 participants (5 M, 9 F) with di�erent hand sizes to wear
AuraBand while exercising the full range of motion of their wrist and �ngers. The data collection was
carried out in the same 10-camera motion capture lab used to calibrate the sensor model. The researchers
helped the participants put on the wristband and placed the ring on the index �nger of the right hand.
To ensure no issues related to battery life, the ring was powered with a slightly larger 105 mA h LiPo
battery that they held within their hand. As before, markers were placed on an attachment to the ring
and wristband to facilitate optical tracking. As showed in Figure 8.9, we placed four additional markers on
the top side of the hand for debugging and visualization purposes. The participants were asked to freely
and naturally move their wrist and �nger for 10 minutes, while being sure to exercise all possible joint
motions. During this time, the ground-truth pose and the magnetic sensors data were recorded by a Python
program.

After processing the data, we dropped data from two participants due to poor quality of the optical tracking
from self-occlusions. Altogether the remaining data consisted of more than two hours of data and over 1.7
million synchronized data points.
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Figure 8.9: Data collection setup. IR retrore�ective markers are placed on the ring, palm, and wristband to facilitate
tracking. The user moves the index �nger and wrist while measurements are collected. AuraBand streams data to
the PC over a USB connection.

Table 8.1: Shows the position and orientation error among 12 participants using iterative and neural network models

NN Model Precalibrated
Iterative
Model

Recalibrated
Iterative
Model

Mean X Error (mm) 2.85 1.65 0.50
Mean Y Error (mm) 4.18 3.41 1.21
Mean Z Error (mm) 1.80 1.14 0.51

Mean Position Error (mm) 6.07 4.41 1.53
Mean Orientation Error (degrees) 8.35 4.65 1.69

Results

We compare the tracking accuracy for both the iterative and neural network models as well as the session-
dependent recalibrated iterative model. Table 8.1 shows the mean accuracy for the pose of the �nger using
each algorithm. The full error distribution is shown in the CDF in Figure 8.10 that aggregates data across
all twelve participants. These results show a mean tracking error of 4.41 mm for the precalibrated iterative
model and 6.07 mm for the neural network model. The error drops to 1.53 mm after �ne-tuning the sensor
model for each session.

For orientation, the iterative model tracks the forward direction of the �nger with a mean error of 4.65°
and the neural network tracks with a mean error of 8.35°. The orientation error drops to 1.69° with the
recalibrated model. The full distribution of orientation error for each model is shown in Figure 8.11.
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Figure 8.10: CDF of 3D position tracking among all participants using the iterative model vs the neural network
model. The best accuracy is achieved by using the recalibrated iterative model

While accuracy is an important measure of tracking performance, the ability to track relative motion is
essential if using AuraBand as an input device. Figure 8.12 shows the ground truth and estimated position
over a representative few seconds of two representative sample traces. The sample trace on the left, has
a below-average mean error on the iterative model of 2.56 mm. The trace on the right has above-average
error at 4.99 mm. Note that even in cases where the error is relatively high, the relative motion still tracks
the ground truth motion. These traces do not have any additional Kalman �ltering applied to them.

To better illustrate the dynamics of each model, Figure 8.13 shows a highly zoomed in trace of the x-
direction only for a representative 200 ms window. The dark lines indicate estimates that have been
smoothed with a Kalman �lter. The lighter lines represent the raw estimates from each model. This shows
that the relative pose tracks well, even over timescales of tens of milliseconds. This pattern holds for the
neural network model as well.

8.6.2 Resolution

Resolution is an important characterization for a sensor system that quanti�es the smallest detectable
change in the measure of interest. The use of high-precision electromagnetic sensors represents a signi�-
cant advantage for AuraBand over other wearable sensing systems and enables its ability to capture small
and subtle motions.

We used a motorized linear stage2 to quantify the resolution of the AuraBand hardware. The stage is
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Figure 8.12: A representative few seconds of 3D positional tracking for two of the participants. While the tracking
error is relatively higher for the one on the right, the relative motion still tracks the ground truth motion.
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Figure 8.13: A zoomed in trace for the x-direction. AuraBand leverages a Kalman �lter to smooth out the estimated
position. Even when the neural network has a static o�set, the relative motion is preserved.
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Figure 8.14: The AuraBand hardware is sensitive to 100 microns of movement. A single channel of one of the sensors
depicted as the transmitter is moved by a motorized linear stage.

software-controllable and has a repeatability of 10 µm and a step size of 0.2 µm. We a�x the ring to
the stage and place the wristband 125 mm away, a typical operating distance during normal use. The
devices were oriented such that most of the magnetic �ux is oriented in the z-direction of the wristband.
We programmed the stage to move back and forth (in the z-direction) in variable step sizes ranging from
100 µm to 1 mm. Figure 8.14 shows the values measured in one of the sensor coils during this procedure.
No �ltering was applied to this data. From this �gure, one can observe that a step size of 1 mm is clearly
visible. As the step size decreases to 100 µm, the di�erent in sensor reading approaches the size of a single
bit of the ADC.

We note that because the device is capable of sampling at speeds much faster than a typical user interface
would require, the resolution could likely be signi�cantly improved through �ltering. We also note that
because we do not have a ground truth measure of the AC magnetic �eld strength, the resolution here
depends on the speci�c position at which it is measured. Nonetheless, this is a representative example that
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illustrates the sensitivity of the hardware platform.

8.6.3 Power

We measured the power consumption of both the ring and wristband of AuraBand using a USB oscilloscope
to measure the voltage drop across a series resistor of values 9.8 Ω and 109.5 Ω for the ring and wristband
respectively. The ring consumes only 715 µA of current (2.34 mW) and the wristband consumes 22.2 mA
(73.3 mW). Two 12 mA h batteries that �t comfortably on the ring PCB allow the ring to operate contin-
uously for about 17 hours. A 2 W h battery would allow the wristband to continuously operate for more
than a full day. In practice, such a system could have a sleep functionality so that the transmitter and
processing circuitry do not need to be on when not in use.

8.6.4 Speed and Compute

Although the analysis presented in this work was performed o�ine, the algorithms used for pose esti-
mation were designed with real-time operation in mind. The iterative approach performs the best, but
requires the most compute power. However, despite the iterative nature of the algorithm, it easily exceeds
realtime speeds. When fed each data frame sequentially, the algorithm operates at speeds exceeding 1 kHz
on a single core of a Xeon E3-1240 processor. We anticipate that, with some care, it is possible to port this
algorithm to a mobile processor.

However, in scenarios where compute is at a premium, such as on a mixed-reality HMD, we designed
the neural network approach for maximum e�ciency. The network contains only a single layer with 128
hidden nodes. Runtime position and orientation estimation consists of just two matrix multiplications for
each (9× 128 and 128× 3).

8.6.5 Interference

Like all electromagnetic tracking systems, AuraBand’s performance will degrade in the close proximity
to metallic, particularly ferromagnetic, objects. Unlike outside-in solutions like Polhemus [125], the Au-
raBand transmitter and receiver are in relative close proximity, which signi�cantly reduces the scope of
possible interference sources.

To quantify the e�ects of large metallic objects on AuraBand, we measured the e�ect of two commonly used
devices, a smartphone and a laptop, that are likely to be in close proximity to AuraBand during operation.
The transmitter and receiver are placed on a �at space. One of the researchers brought the devices close
to the wristband and ring one at a time. We observed changes in the received signal at a distance of about
15 cm for both devices.
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Finger and Wrist 
Mo��� Tap

Figure 8.15: AuraBand is capable of measuring high-speed events such as taps. A user performs multiple taps after
moving their �nger in the air. (Top): nine raw sensor measurements. (Bottom): Spectrogram of the recorded data.

8.7 Additional Functionality

Having the ability to track one’s �nger precisely without line-of-sight enables a wide range of applications.
However, we believe that the speed and precision which AuraBand’s magnetic tracking enables unlocks
additional functionality not commonly found in wearable sensing systems. In this section we discuss and
demonstrate a few additional features that AuraBand can enable.

8.7.1 Tap Detection

Visions of free-hand interaction techniques in AR and VR commonly include in-air taps and gestures. How-
ever whether you are clicking in an app on AR glasses or drawing in a VR game, the sensation of touch
is one of the critical factors for an immersive experience. The ability to robustly detect taps on environ-
mental and body surfaces enables new kinds of always-available ambient interfaces [53, 186]. AuraBand
helps enable this future by providing not only an estimate of �nger position, but a high-speed robust signal
which can be used to detect taps.



Eric Whitmire | Dissertation 123

With a data rate of 472 Hz and a sensor bandwidth much higher than this, AuraBand is capable of mea-
suring high speed events. To demonstrate this, Figure 8.15 shows a series of taps of varying intensities on
a tabletop surface after a period of freely moving the �nger and wrist in space. The lower portion of the
�gure shows a spectrogram with a window size of 128. While hand and �nger motion contain mostly low
frequency content, taps are immediately distinguishable due to their broadband spectrum and appear to
contain content up to about 150 Hz.

8.7.2 Free-form and Subtle Hand Writing

To demonstrate that AuraBand is useful for much more than just gesture recognition, we show a few
example traces of handwriting reconstruction using AuraBand. We consider two types of use cases. For
use with a mixed reality HMD, we anticipate the use of wrist-tracking using �ducial markers embedded
in the wristband. While one could use the wrist position as a virtual "pen", we argue that the dynamics of
the wrist and �nger joints are crucial to enabling a compelling experience. In Figure 8.16, we show two
examples of writing the word "hello" in the air; one with big large movement over tens of centimeters
(left) and another that was "written" on a notebook held in the opposing hand spanning just a couple of
centimeters (right). The top row shows the result if one were to use just the wrist position; in this case, the
wrist pose was captured from the motion capture system. On large motions, wrist position is a reasonable
proxy that might be useful for gesture recognition, but not for precise input. For smaller motions the wrist
position results in a poor quality signal. However, as shown in the bottom row, combining the estimate of
�nger position from AuraBand with a wrist estimate results in superior performance.

In other use cases, the wrist may not be tracked, such as with interaction on a smartwatch. In these cases,
AuraBand is still capable of providing an accurate reconstruction of relative �ngertip position, which is still
useful for handwriting tasks. Figure 8.1 (left) shows an example of a handwriting trace reconstructed with-
out any optical motion capture system. With appropriate visual feedback, we anticipate the performance
to be even better.

Figure 8.16: Handwriting examples using wrist-only motion frop motion capture (top) and wrist motion + AuraBand
(bottom). The left example shows large hand motion. The right example show small writing on a handheld object.
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8.8 Discussion

This chapter described AuraBand, a wearable device that enables precise tracking of the pose of a smart
ring with respect to the wristband. The use of short-range electromagnetic tracking o�ers the unparalleled
precision of EM tracking while minimizing the e�ects of environmental interference. In this work, we have
proposed two methods for tracking. For more precise tracking we use an iterative model that achieves a
position accuracy of 4.4 mm and a 2-DoF mean orientation accuracy of 4.65°. In mobile scenarios where
computation power is at a premium, we propose a relatively small neural network model with only one
hidden layer. Using this approach AuraBand is able to achieve an accuracy of 6 mm across all users. We
have also shown that for achieving even better accuracy, a per-session recalibration can reduce the position
and orientation error to 1.5 mm and 1.7° respectively.

We envision AuraBand’s use either with or without a head-mounted display. For mixed reality scenarios,
head-mounted cameras are becoming increasingly capable of tracking the hands and �ngers, but doing
so comes at a signi�cant power and compute cost. Tracking IR �ducial markers in a wristband is a much
simpler task. However, in cases where full �ve-�nger tracking is desired, AuraBand can serve as a robust
prior to constrain the search space for a traditional hand-tracking algorithm. For interaction with other
wearable devices, AuraBand can be used as an indirect input device.

8.8.1 Calibration Models

The use of a physics and sensor model is a signi�cant advantage of our tracking algorithm, compared to
other data-driven methods. It allows simulation and experimentation to optimize system con�guration
and decouples model training from user evaluation. That said, AuraBand does still require the use of a
one-time factory calibration. For the prototype presented in this work, such a calibration is essential, due
to the manufacturing tolerances of the device assembly. However, it is possible that for a mass-produced
device, the tolerances can be made tight enough such that a single model would su�ce for all units.

Although we intend for the factory calibration to be used across all sessions, we also presented results that
showed that tweaking the calibration model using some per-session data can reduce the tracking error
to 1.5 mm. We attribute the change in calibration parameters between sessions to electrical e�ects in the
signal processing chain. Several components in the pipeline, particularly the recti�er diodes, are sensitive
to environmental temperature �uctuations. We expect that with more attention paid to analog stability,
the global error will approach the per-session error. Another promising approach is migrating to digital
processing for demodulation. This could enable reconstruction of both the magnitude and phase of the
signals. We leave such explorations to future work.

8.8.2 Comparison to Related Work

Among related work in sensor-based tracking of the �ngers, AuraBand is most similar to Finexus [21].
In AuraBand, we prioritized form-factor and designed the system from the ground up with wearability
in mind—both in the design of the ring-worn transmitter and the wrist-based sensors. AuraBand uses
signi�cantly less power (2.3 mW on the �nger), uses an untethered ring, and estimates 2-DoF rotation
in addition to position. In terms of accuracy, AuraBand’s 1.5 mm single-session accuracy is comparable
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to that reported in the single-session evaluation of Finexus. Moreover, the AuraBand accuracy holds at
typical �nger-wrist distances, which exceed the operating range of Finexus.

8.8.3 Extensions, Limitations, and Future Work

With some modi�cations, AuraBand can support tracking of multiple rings at the same time for full hand
tracking. Currently the wristband is tuned to the transmitter frequency, but by tuning each ring to di�erent
frequencies, AuraBand can time multiplex between the ring’s frequencies and measure the resulting �elds.
AuraBand has a maximum sensing range of 30 cm. For multiple users in the same environment, there is
likely little that needs to be done. However, if users wish to operate multiple devices in close proximity,
di�erent frequencies can be used.

AuraBand performance could further be improved by additional optimization of the sensor coil positions
on the wristband. In general, the performance will improve as they are more spread out. Since we envision
the ring to be worn on the index �nger which is closer to the inside of the hand, we placed two sensors to
the left side of the wristband, assuming right-handed use. AuraBand’s hardware has the ability to support
four sensor boards without modi�cation of the electronics. For additional performance or for left-handed
use, one could install another sensor board on the right side of the wristband.

A challenge in the design of any smart ring is sizing it for an appropriate �t across users. For the purposes
of this study, we made the ring larger than average and used tape to wrap around the �nger to ensure a
snug �t. A more robust design might use several �xed size coils (e.g. small, medium, large) with replaceable
insets in standard ring sizes.

Although this work focuses on the use of a ring to track the �nger, AuraBand could also be used as a
generic tracking platform for handheld objects. For example, by putting a coil around a stencil or pen, the
object is now trackable with respect to the wrist. Pen input could be automatically digitized, a toy could
be automatically turned into a gaming controller, or a toothbrush can monitor how someone is brushing
their teeth.

Future work can also explore the use of a completely battery-free ring. The AuraBand system uses a
transmitter on the ring and measures the resulting �elds on the wristband. An alternative method of
tracking could be to use AuraBand’s wristband’s coils as both the transmitter and receiver. In this topology,
the ring is a tuned LC network that will change the measurements on the wristband based on its pose.
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9 CONCLUSION
9.1 Toward an Ecosystem of Input Devices

In this dissertation, I present sensor-based approaches for input devices that are suitable for a range of
next-generation computing platforms. Wearable form-factors, including mixed reality systems, are quickly
becoming viable platforms for productivity, entertainment, and communication. For these platforms to
realize their full potential, we need input devices that support the level of precise yet �exible input that
these applications demand.

Importantly, di�erent use cases demand di�erent kinds of devices—there is no one-size-�ts-all solution.
For example, an engineer using mixed reality to design a 3D part needs a positionally tracked input de-
vice that does not require fatiguing arm motions. In contrast, a user responding to a message on public
transportation needs an unobtrusive input device that enables rich communication. Just as today’s input
devices make use of mice, touchscreens, and voice, tomorrow’s devices must also rely on a ecosystem of in-
put devices to support diverse use cases. The devices optimized for mobile computing might take the form
of wearable wristbands or rings while devices meant for long-term productivity might use eye tracking
and lightweight controllers.

In Chapter 3, I described EyeContact, a new approach for high-precision scleral coil tracking [181]. Though
not intended as a consumer device, this magnetic eye tracking approach can be used to prototype eye track-
ing solutions in HMDs, to calibrate other kinds of eye trackers, or to run perceptual studies that demand
exceptional accuracy and precision. EyeContact models the behavior of magnetic �elds generated around
the HMD to bring a room-scale scleral coil tracker down to a device that simply snaps on to an existing
HMD. This enables rapid experimentation without the need for a head-rest or bite-bar. EyeContact lever-
ages both a data-driven approach for maximum performance and a model-driven approach for �exibility.

I then present a more consumer-friendly approach in Chapter 4 to achieve eye tracking using low-power
photosensors. By embedding photosensors and infrared LEDs in a frame around the eye, we can capture
re�ections o� of the sclera, iris, pupil, and skin. Based on the relative signals in each photosensor, we can
estimate gaze. This approach has the advantage of signi�cantly lower power and computation compared
to camera-based trackers. I also present some initials steps toward tracking and compensating for shifts of
the sensors or HMD on the face, a problem that notoriously plagues near-eye tracking systems.

Controllers represent today’s dominant input device for HMDs, and this is likely to continue, as controllers
o�er a convenient platform for tracking and haptics. However, if such controllers are to be useful in mo-
bile AR systems, they must be small enough to carry in a pocket when not in use. Today’s controllers
rely on optical tracking and feature a bulky tracking ring that limits their use outside of �xed environ-
ments. In Chapter 5, I present Aura, a novel 6-DoF electromagnetic tracking technique using a snap-on
attachment for an HMD and a small form-factor controller. By measuring the magnetic �elds emitting by
three transmitter coils on the headset, the controller can estimate its 6-DoF pose relative to the head using
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data-driven models. Such a system opens the design space for new form-factors of inside-out positional
tracking systems that are more suitable for mobile use.

Handheld controllers also provide useful haptic feedback, but that feedback is generally limited to vibra-
tion. Vibrotactile actuators can provide a useful noti�cation signal, but are fairly limited in the range of
sensations they can generate. To explore a broader space of haptic feedback possibilities in virtual real-
ity environments, I describe the Haptic Revolver in Chapter 6. This device uses a recon�gurable wheel
embedded in the controller that raises and lowers to make contact with the �nger as the virtual �nger
contacts virtual objects. The wheel spins to render shear force and directional cues against the �ngertip
and can rotate to place unique haptic elements on the wheel under the �nger to match the virtual object
being touched. This enables more realistic feedback and compelling interactive scenarios.

Although handheld tools are useful props for interacting with mixed reality environments, in other set-
tings, we need �ner-grained input using the �ngers. Such �nger-based input is useful for both small wear-
able device (e.g. a smartwatch) or larger head-mounted devices (e.g. Google Glass or HoloLens). A key
aspect missing from these systems is the ability to productively input text. To that end, Chapter 7 presents
DigiTouch, a glove-based device that tracks thumb-to-�nger touches. This work explores the use of small
thumb motions for interaction and text-entry. By using continuous tracking of the thumb along the �ngers,
DigiTouch enables recon�gurable input and adaptive text entry. The interaction techniques prototyped in
DigiTouch are applicable to glove-based input or more generally to any hand-tracking system with precise
thumb tracking.

Finally, Chapter 8 considers precise �nger tracking using form-factors appropriate for everyday use. In
this chapter, I discuss AuraBand, a wristband with embedded magnetic sensors that tracks the 5-DoF pose
of a ring. With the ring worn on the index �nger, this enables robust, precise �nger tracking using both
data-driven and model-driven algorithms. Such tracking can be used for drawing, handwriting tasks, or
even animating a virtual hand using inverse kinematics models. Because the magnetic tracking is high-
bandwidth, it can also detect taps on physical surfaces. By combining �nger-wrist tracking with �ducial-
based wrist-head tracking, AuraBand can estimate the absolute pose of the �ngertip in head-space.

Each of these contributions push the boundary of the capabilities of sensor-based input devices. Taken
together, these contributions represent small steps toward the kind of ecosystem we need to power our
everyday computing platforms.

9.2 Reflections on Building Sensing Systems

This dissertation describes several examples of input devices with novel tracking, interaction, and haptic
feedback. In this section, I o�er a few re�ections on useful strategies in designing input devices.

9.2.1 Continuous Tracking for Gesture Recognition

Interaction using hand or �nger movement is often colloquially referred to as “gestures”. One might make
a swipe gesture to scroll through a list, a tap gesture to select an item, or a unique hand gesture to control
an application-speci�c command. Gesture-based interaction can be a useful and natural form of input
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and should be supported by our input devices, including eye trackers, handheld controllers, and wearable
�nger tracking devices.

In building systems that support useful gestures, system designers should take care not to handicap the
device by only supporting a �xed gesture set. An eye tracker is di�erent from a device that detects blinks
and saccades. A 6-DoF controller is di�erent from a handheld device that recognizes when it is shaken
or turned. Perhaps most salient for the HCI community, a device that tracks the �nger is di�erent from a
device that detects �nger movement in a particular direction Although a system that only supports gestures
relies on signals that correlate with pose, a continuous tracking system must use those signals to estimate
the absolute pose.

Of course, we should not build tracking systems out of principle alone. Instead, I argue that we should
build input devices that strive for the highest �delity reconstruction and support a wide range of inter-
action techniques. For example, a �nger-tracking system like AuraBand supports pose estimation, but in
practice, one would also build a gesture recognition system on top of the tracking signal. Separating the
tracking from the interaction presents useful abstractions. For one, this allows the reuse of existing gesture
recognition algorithms and existing gesture sets, without having to compromise based on the limitations of
the sensing approach. Second, a gesture recognition system built atop a tracking system is fundamentally
more robust, even with changes in user and session. Many systems that classify gestures directly from
sensor signals require a user to recalibrate after putting on the device to retrain a model. If a system is
tracking continuously though, it is likely more capable of detecting those di�erences between sessions and
accounting for them. In AuraBand, for example, the tracking operates independent of how it is positioned
on the wrist, but the system can automatically learn positioning of the band based on an inverse kinematics
model. This allows reconstruction of pose and joint angles that serve as a more robust signal upon which
to build a gesture set.

9.2.2 Parametric vs data-driven solutions

With advances in machine learning, particularly deep learning, there is renewed interest in “black box”
models that encapsulate feature extraction and regression. These models can be used for gesture recogni-
tion, in the case of many wearable sensors, or for tracking (e.g. Aura). In contrast, parametric model-based
approaches rely on �rst principles to construct a forward model that estimates the expected sensor signals
given the variable of interest. Oftentimes data-driven approaches outperform parametric models based on
�rst-principles. For example, in EyeContact, the data-driven neural network approach signi�cantly out-
performed a parametric physics model, simply because it was able to capture nuances in the data that are
not part of the physics model. In other cases, such as in Aura, it is not possible to construct a parametric
model due to the di�culty of modeling e�ects like �eld-distorting elements inside the HMD.

Nonetheless, in many cases it is bene�cial to derive a model-driven solution, even if it cannot outperform
a data-driven approach. Doing so forces the designer to confront the physics of the problem and often
reveals insights that can improve either approach. For example, in Aura and AuraBand, constructing a
parametric model of the analog processing helped explain the initial poor performance in tracking. By
parameterizing the sensing in terms of the system noise, diode bias, and channel gains, we were able
to model and explain our observations. Simply inverting this model, led to signi�cant improvements in
tracking quality. In AuraBand, the use of a model-driven tracking algorithm eliminates the need for any
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user calibration. It allows the device to extrapolate to unseen data, while data-driven approaches would
only be able to interpolate between data already seen. In other cases, developing such a model has led
to new functionality. In DigiTouch, for example, modeling the contact resistance between the thumb and
�ngers enabled reconstruction of pressure in addition to touch location. Although it may not be possible
in every situation, operating from �rst-principles can lend new insights into the problem.

Even model-driven approaches cannot operate in isolate from real-world data. For precise tracking, it is
important to re�ne parameters of the model to more closely match the observed data. In EyeContact and
AuraBand, this meant starting with the CAD-de�ned geometric positions of each coil, but learning slack
parameters to �ne-tune the position and orientation to match the measurements. Often this calibration
step can take the form of a one-time factory calibration. In a manufacturing setting, one would need to
carefully consider the tolerances of the coil position to determine whether such a calibration is necessary.

As a general principle, I recommend �rst deriving models of the phenomena and sensors if at all possible.
This is useful for simulating the performance of a system, gaining a better understanding of the problem,
and o�ers a principles-based tracking approach. When this isn’t possible, or if the performance is insuf-
�cient, using data-driven approaches to calibrate the model is a good next step. Finally, in some cases,
leveraging a completely data-driven approach can provide the best performance when one can ensure the
training data covers all possible use cases.

9.2.3 On simulations and prototyping

Most of the projects presented in this dissertation rely on some form of simulation to inform the design of
the device. In EyeContact, Aura, and AuraBand, magnetic �eld simulations allow the exploration of di�er-
ent con�gurations of the transmitters and receivers. In some cases, such as in EyeContact and AuraBand,
the simulation eventually forms the basis for the forward model and tracking algorithm. In others, such
as the rendering-based simulation for photosensor eye tracking, the simulation serves as an experimen-
tal platform to test hypotheses and optimize a potential design. Often, a simulation allows one to catch
potentially fatal design �aws before investing time in hardware design.

When simulating a sensor system, one must make a decision about the �delity of the simulation. Beyond
the signal of interest, one must decide whether to include other factors like sensor shifts, user variation, and
environmental noise. In some cases, such factors represent premature optimization and are best to simply
measure on a hardware prototype. In other cases, including such parameters can reveal weaknesses that
may limit the practical usability of the device.

As a practical example, in the original AuraBand simulation, we chose not to include factors like noise and
slippage of the band on the wrist. The resulting simulation indicated that two coils along the wrist were
su�cient to reconstruct �nger pose. After bringing up a two-coil prototype, we quickly discovered that
while the simulation held true in limited conditions, in real-world conditions where the band can wiggle
slightly on the wrist, performance would degrade beyond a usable range. In this case, the simulation
allowed us to easily verify that adding an additional coil would solve the problem, but had the simulation
been higher �delity, it would have saved prototyping cycles. There is never one right answer in deciding
how far to go in simulation. Often, there are new insights or challenges that only arise after constructing a
prototype. In my work throughout this thesis, I have generally adopted a synergistic approach in which the
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simulation informs the prototype, but lessons learned from implementation are used to revise and re�ne
the simulation.

9.2.4 Visualizing Real-time Signals

In sensor systems designed for interactive use, I have found it productive to implement real-time visualiza-
tions early in the design process. Visualizing live raw sensor data allows one to quickly catch mistakes or
damaged hardware and better understand the strengths and weaknesses of the device. In initial prototypes
of photodiode-based eye tracking, real-time visualization was critical to understand which sensors were
most e�ective for di�erent users. By adjusting the device on the face, one can determine sensor place-
ments that optimize SNR. A higher-level visualization was particularly useful in Haptic Revolver, where
a real-time 2D projection of the haptic wheel and nearby haptic elements enables rapid debugging and
diagnosis.

Implementing such real-time visualizations is often tightly coupled to other real-time operations like �l-
tering, inference, and logging. Often, implementing such tools can be time-consuming and error-prone,
particularly for operation with high-speed signals. Through the course of this thesis work, I have devel-
oped a collection of tools in Python for real time data acquisition, processing, logging, and visualization.
To enable others to more rapidly prototype real-time systems I have packaged these tools up as an open-
source Python library, called PyRealtime [177]. This library uses a declarative data�ow-based syntax, in
which the user speci�es the data source and a number of operations to perform on the data and the li-
brary handles the implementation details. This e�ectively abstracts away the tedium of writing real-time
multi-threaded code and allows the user to focus on signal processing and visualization.

9.3 Recommendations for Future Directions

The work in this dissertation made contributions in eye tracking, handheld controllers, and wearable de-
vices. However, there is still much to be done to enable a productive ecosystem of input devices. In this
section, I present some recommendations for promising avenues of future research in this domain.

9.3.1 Models for Sensor Fusion

Much of the work in this dissertation is motivated by a need for an ecosystem of input devices. For scoping
purposes, the work here mostly focuses on each device or sensing technique separately—i.e. tracking a
controller or tracking the �ngers. However, signi�cant bene�ts can be realized by intelligently combining
di�erent sources of information. For pure tracking systems, this is relatively straightforward. For example,
in AuraBand, we proposed a optically-based head-wrist tracker and a magnetic-based wrist-�nger tracker.
With both sources of information, tracking the �nger with respect to the head is a simple coordinate system
transformation.

As our devices grow more sophisticated, multi-sensor integration becomes less straightforward. For ex-
ample, head-mounted cameras might track the arm and wristband, which can move slightly on the wrist.
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An IMU in the wristband might provide a coarse but high-speed pose estimate of the band. Using the tech-
niques described in AuraBand, the band may also sense the pose of the �nger, which may be supplemented
by optical tracking data. The system may also have partial estimates of other aspects of body pose, like
leg position based on movement of the entire body. One-o� integrations of these di�erent sensors using
Kalman �lters will likely prove unsustainable. Instead, I argue that we should work toward a full-body
kinematic model and reframe each sensor as providing partial information about this model. Such a model
allows both local and global optimization based on feasible poses.

At an operating system level, this framework provides a convenient abstraction through which to express
other interaction techniques. For example, an application that allows the user to manipulate objects by
pointing with a �nger while the arm remains motionless at the side might request access to the �nger
pose with the respect to the wrist joint. Depending on the devices and sensors available on that user, such
a request may or may not be feasible. In infeasible, the system may prompt the user to move to a pose
compatible with the current sensor set.

9.3.2 Graceful Degradation

Such a sensor fusion framework also enables the concept of graceful degradation. Because our devices are
used in so many contexts, it is important that they gracefully degrade as the situation grows more di�cult.
Consider a user who is using a mixed reality system to create precise 2D digital artwork with their �ngers
via direct manipulation. Suppose the �ngers are tracked using a fusion of optical head-wrist tracking and
magnetic wrist-�nger tracking. To minimize fatigue, the user may wish to perform menu selection or some
other task via indirect manipulation with the hands at the side, out of view of a head-mounted camera. In
this situation, it is important that the interaction can gracefully degrade from absolute tracking and direct
manipulation, to wrist-relative tracking and indirect manipulation.

Although sensor fusion models may provide a path forward for modeling uncertainty in tracking, it is also
important to appropriately convey this uncertainty to the user through interface design. A user should not
feel like they must relearn an entirely new interface whenever they operate the device in a slightly new
way. Just as we need graceful degradation of tracking, we need graceful degradation of interfaces that are
robust to changes in the context of use.

9.3.3 Online calibration

Many of the systems I present in this dissertation rely on some form of calibration. Some, like Aura and
AuraBand are intended to use one-time factory calibrations Others, like EyeContact and photosensor-
based eye tracking require per-session calibration. In a research prototype, a quick calibration session
is likely acceptable, but for extensive use, we should explore options for online or implicit calibration.
For eye tracking, self-calibrating approaches using saliency maps [158] or deep learning models of eye
movement [174] are promising directions.

In an electromagnetic tracking system, such as Aura, the calibration may be invalidated at runtime if the
system is operating near a large metal object in the environment. In such situations, one cannot simply
ask the user to recalibrate. Instead, future research should explore sensor fusion techniques for online
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calibration. Perhaps a head-mounted camera can track a �ducial on the controller that is only visible
sometimes and only provides partial information about pose. By combining inertial measurements with
partial pose estimates from a camera and a magnetic tracking, one could re�ne a magnetic calibration
model and begin to model how the environment disrupts magnetic �elds. Tracking data from external
cameras, such as another HMD-wearing user would provide even more training data.

In summary

Our personal computing devices give us access to a wealth of information and tools that allow us to work,
play, create, and communicate. As our devices grow more tightly coupled to our bodies, we must reduce
the friction between us and our input devices. In wearable computing scenarios, we must work toward a
set of devices that work together to sense intent from the user. In this dissertation, I have outlined on-head
devices that enable eye tracking and around-body tracking, on-wrist devices that track the wrist and �nger,
and in-hand tools and accessories that give us new capabilities. Finally, we must consider an ecosystem of
devices that work together to provide robust, precise, and subtle operation across an ever-increasing array
of usage scenarios. It is my hope that others can build on the ideas in this dissertation to design intelligent
sensor systems that increase our ability to be productive with our everyday devices.
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