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Mechanical Engineering

This dissertation focuses on advancing vision and control for insect-scale robots, tackling

two critical challenges: hovering and navigation. For hovering, the first study, presented in

the TinySense paper (Best Student Paper Award at ICRA 2025) [1], develops a lightweight,

energy-efficient avionics system, integrating a pressure sensor and a tiny global shutter cam-

era for state estimation. Validated on the Crazyflie drone, this system demonstrates robust

hovering state estimation performance comparable to the Crazyflie built-in state estimator

and the ground truth captured by Mocap (Motion capture) system. The second study intro-

duces a gyroscope-free, visual-inertial flight control system for 10 mg robots that combines

an accelerometer and tiny optic flow camera for effective wind rejection, inspired by biolog-

ical sensory fusion in fruit flies. This approach, detailed in our Science Robotics paper [2],

significantly reduces weight and power consumption, enabling stable flight even under wind

disturbances. For navigation, we first introduce a biologically inspired, bilinear optic flow

approximation method, suitable for confined-space navigation in environments where tradi-

tional mapping techniques like SLAM are infeasible due to speed, size, weight, and power

(SSWaP) constraints. This method leverages learned optic flow patterns for heading sta-

bility within a corridor, as outlined in our IROS paper [3], demonstrating confined-space

navigation without reliance on a pre-mapped environment. Building on this foundation, we

next leverage the emergence of embedded event cameras—whose characteristics align well



with the sensing constraints of insect-scale robots—to tackle the challenge of navigation in

confined spaces. We work on developing a deep reinforcement learning framework that en-

ables vision-based navigation using onboard event-based vision data alone. This approach

has potential to achieve autonomous flight for insect-scale robots in confined spaces without

external localization or mapping. Together, these contributions advance the potential for

fully autonomous, insect-scale robotic platforms operating in real-world conditions.
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Chapter 1

INTRODUCTION

1.1 Insect-scale Robots

Insect-scale robots could be fielded in the thousands or millions. Their small size enables

operation in confined spaces and near people with minimal impact hazard, while energy

harvesting supports persistent use. Potential applications include methane-leak localization

in dense piping, early wildfire detection, and space exploration at substantially reduced

launch cost. Representative platforms include Robofly [9], Robobee [10, 11], quad wing [12].

The principal advantage of small scale is reduced power consumption. Insect-scale robots

could, in principle, operate indefinitely by harvesting ambient energy sources which are too

small to power larger platforms. This approach could overcome the 30-minute endurance

limit of battery-powered hovering drones. Indoors, Wi-Fi power is nearly ubiquitous and

can be harvested without disrupting communications, supplying 0.02 mW [13]. By landing

on floors or overhangs [14], a 75 mg robotic fly could recharge and fly intermittently. As-

suming a flight power of 60 mW [15], this yields roughly 1 second of flight per hour. Solar

photovoltaics likewise favor small scales: the high surface-area-to-volume ratio at the insect

scale yields greater available power per unit mass. Other advantages of the insect scale in-

clude reduced cost, footprint, and mass. Lower material use decreases unit cost, enabling

fleet-scale deployment for broad coverage. Small size enables traversal of tight, hard-to-reach

areas and operate near people with minimal impact hazard. Low mass reduces launch costs,

lowering the barrier to space deployment.

However, those advantages come with the challenges. The primary challenge with sensor-

autonomous flight at insect scale are extreme speed, size, weight, and power (SSWaP) limi-

tations. For a robot the size of a Robofly, the entire sensor suite must have a mass similar
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to or less than a toothpick. The power used by a laden Robofly in flight is approximately

250 mW, suggesting a sensing and computation power budget drastically below this. Thus,

we must employ lightweight sensors and efficient algorithms for insect robots operating in

real-world environments.

1.2 Vision for Insect-scale Robots

Vision at the insect scale has largely focused on visual flight control and navigation tasks.

From our knowledge, a fully integrated visual navigation system has not yet been demon-

strated on a free-flying insect-scale robot; however, advances on small drones offer building

blocks that have potential to solve problems at this scale.

Conroy et al. [16] employed Lucas–Kanade optical flow to navigate a 700 g quadrotor

through a corridor, with power consuming about 300 mW. Escobar-Alvarez et al. [17] imple-

mented an optic-flow–based method on a 10 W onboard computer to estimate time-to-contact

(TTC) with obstacles. De Wagter et al. [18] presented a 20 g flapping-wing micro air vehicle

(FWMAV) equipped with a 0.98 g autopilot and a 4.0 g onboard stereo-vision system that

consumes about 300 mW. Zufferey et al. [19] presented a 10 g Microflyer that achieved vision-

based indoor navigation using optical-flow measurements. Palossi et al. [20] demonstrated

an onboard deep neural network that navigates a 30 g Crazyflie nano-quadrotor through

hallways while avoiding obstacles. The network runs on an 8-core parallel processor at 6 fps,

drawing about 64 mW—roughly 1% of the flight-motor power. Prior systems consume on

the order of 100 mW or more for visual processing and carry gram-scale sensor suites, which

is infeasible for insect-scale flight. For insect robots like Robofly, the sensor suite must weigh

less than 150 mg and consume under 20 mW of power.

1.3 Control for Insect-scale Robots

For insect-scale robots, Chirarattananon et al. [21] used adaptive PID controllers to acheive

state-of-the-art hover performance. Maneuvers beyond hover—such as perching [14] and

somersaulting [22]— employ sliding-mode control with iterative learning of trajectory pa-
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rameters. Recent work introduces modular optimal-control strategies, notably MPC archi-

tectures that pair a high-level MPC with a low-level torque controller [23]. Data-driven MPC,

including Tube-MPC [24], shows potential in optimizing actuator constraints and trajectory

tracking for complex maneuvers.

Recently, deep reinforcement learning (RL) has many breakthroughs in Robotics [25–

28]. Deep RL is well suited to robotic systems with high-dimensional state or observation

spaces and strongly nonlinear dynamics, enabling performance on tasks that conventional

decision-making, planning, and control approaches (e.g., classical control, optimal control,

sampling-based planning) do not handle well [29]. As far as we are aware, deep RL has not

yet been demonstrated for insect-scale robots; nevertheless, recent results on small drones

point to a promising route to deployment at this scale [30–32].

1.4 Tiny Machine Learning (TinyML)

Using deep RL in insect-scale robots is a very resource constrained problem, which re-

quires TinyML techniques. Tiny Machine Learning (TinyML) refers to deploying machine-

learning (and increasingly deep-learning) models on highly resource-constrained embedded

devices—microcontrollers and small SoCs whose compute, memory, and power budgets are

orders of magnitude below those of traditional computers. Conceptually, TinyML “migrates”

classic ML/DL algorithms (e.g., pattern recognition, classification) onto tiny embedded plat-

forms by aggressively optimizing models and runtimes so they execute within tight hardware

limits. This has matured into a distinct research area at the intersection of ML and the

AIoT (Artificial Intelligence of Things), focused on making learning and inference feasible

under tight size, weight, and power constraints.

A common workflow trains models on a host (e.g., Keras/TensorFlow, PyTorch), con-

verts to compact formats (TensorFlow Lite [33]), and deploys via MCU-friendly toolchains

(Arduino IDE, RTOS options, or vendor SDKs). Empirical implementations demonstrate

that even modest MCUs (e.g., Raspberry Pi Pico, ESP32, Arduino Nano 33 BLE) with >60

MHz clocks and >200 KB RAM can run TinyML pipelines for embedded vision when paired
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with careful model compression and runtime integration [34].

While TinyML is increasingly used on microcontrollers, its application to insect-scale

robots remains, to our knowledge, unexplored.

1.5 Overview of This Thesis

This dissertation investigates vision and control for insect-scale robots, addressing two fun-

damental challenges: hovering and navigation. These challenges are particularly difficult

at such a small scale due to tighy limitations in speed, size, weight, and power (SSWaP).

Drawing on bio-inspired approaches, each chapter presents a unique solution tailored to these

constraints, advancing the autonomy of insect-scale flying robots.

For the hovering task, we first introduce advances in the sensor suite of an autonomous

flying insect robot (FIR) weighing less than a gram. FIRs, because of their small weight

and size, offer unparalleled advantages in terms of material cost and scalability. However,

their size introduces considerable control challenges, notably high-speed dynamics, restricted

power, and limited payload capacity. While there have been advancements in developing

lightweight sensors, often drawing inspiration from biological systems, no sub-gram aircraft

has been able to attain sustained hover without relying on feedback from external sensing

such as a motion capture system. The lightest vehicle capable of sustained hovering—the

first level of “sensor autonomy”—is the much larger 28 g Crazyflie. Previous work reported

a reduction in size of that vehicle’s avionics suite to 187 mg and 21 mW. Here, we report

a further reduction in mass and power to only 78.4 mg and 15 mW. We replaced the laser

rangefinder with a lighter and more efficient pressure sensor, and built a smaller optic flow

sensor around a global-shutter imaging chip. A Kalman Filter (KF) fuses these measurements

to estimate the state variables that are needed to control hover: pitch angle, translational

velocity, and altitude. Our system achieved performance comparable to that of the Crazyflie’s

estimator while in flight, with root mean squared errors of 1.573 deg, 0.186 m/s, and 0.136

m, respectively, relative to motion capture. This work won the Best Student Paper Award

at ICRA 2025.
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Building on this, Chapter 3 is to push the limits further to NAT robots. Tiny “gnat

robots,” weighing just a few milligrams, were first conjectured in the 1980’s. How to sta-

bilize one if it were to hover like a small insect has not been answered. Challenges in-

clude the requirement that sensors be both low mass and high bandwidth, and that silicon-

micromachined rate gyroscopes are too heavy. The smallest robot to perform controlled

hovering uses a sensor suite weighing hundreds of milligrams. Here we demonstrate that an

accelerometer represents perhaps the most direct way to stabilize flight while satisfying the

extreme size, speed, weight, and power (SSWaP) constraints of a flying robot even as it scales

down to a few milligrams. As aircraft scale reduces, scaling physics dictates that the ratio

of aerodynamic drag to mass increases. This results in reduced noise in an accelerometer’s

airspeed measurement. We show through simulation and experiment on a 30 gram robot

that a 2 milligram off-the-shelf accelerometer is able in principle to stabilize a 10 milligram

robot despite high noise in the sensor itself. Inspired by wind-vision sensory fusion in the

flight controller of the fruit fly Drosophila melanogaster, we then added a tiny camera and

efficient, fly-inspired autocorrelation-based visual processing to allow the robot to estimate

and reject wind as well as control its attitude and flight velocity using a Kalman Filter. Our

biology-inspired approach, validated on a small flying helicopter, has a wind gust response

comparable to the fruit fly and is small and efficient enough for a 10 milligram flying vehicle

(weighing less than a grain of rice). This work was published in Science Robotics.

For navigation, we introduce a biologically inspired method for confined-space navigation

(Chapter 4), as detailed in our IROS paper [3]. This method leverages an efficient bilinear

optic flow approximation, which mimics insect vision to navigate through narrow corridors.

Traditional navigation techniques like Simultaneous Localization and Mapping (SLAM) are

impractical at this scale due to SSWaP constraints, so we present an optic flow-based control

system that learns spatial patterns through "motor babbling." This enables the robot to

maintain heading stability in a simulated corridor environment without relying on a pre-

stored map, demonstrating the feasibility of low-power, real-time navigation in confined

spaces.
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In Chapter 5, we develop a deep-reinforcement-learning framework that enables vision-

only confined space navigation using onboard event-based sensing. We trained the policy

in NVIDIA Isaac Lab, then applied TinyML quantization for deployment on an OpenMV

Cam RT1062 board paired with a GenX320 event-camera module, achieving fully onboard

inference. We demonstrate that the resulting power consumption meets insect-scale budgets.

To our knowledge, this is the smallest and lightest aerial robotic platform with an onboard

event camera to date.

Chapters 2–5 are self-contained. Variables and notation are defined within each chapter,

and figures and equations are numbered locally.
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Chapter 2

TINY SENSE: A LIGHTER WEIGHT AND MORE
POWER-EFFICIENT AVIONICS SYSTEM FOR FLYING

INSECT-SCALE ROBOTS.

2.1 Introduction

Insect-scale robots have the potential to be deployed in the thousands or millions to per-

form “fast, cheap, and out of control” space missions, collective assembly tasks, or hazard

detection, owing to their small size and low materials cost. Recent incarnations of sub-gram

aircraft have demonstrated controlled flight [11, 35], as well as electromagnetically-mediated

power delivery [36–38]. But sensor autonomy, that is, the ability to hover without external

feedback, has not yet been demonstrated below 10 g, never mind 1 g. A central question

is “What are the minimum sensor suite and computation resources needed for the task of

flight control?” Of particular concern when designing such a control architecture is how the

physics of scale affects sensing and control. The paper [2] serves as a step toward a missing

but complementary analysis to previous work that has largely focused on scaling effects on

actuation and mechanics in small robots [39–42].

Insect-scale robots have extreme size, speed, weight, and power (SSWaP) constraints.

“Sensor autonomy” including stable hovering, represents the first level of autonomy in the

hierarchy proposed in [43], and is the foundation upon which higher level capability is built.

We impose a requirement that sensing and computation take no more than 10% of the power

required to stay in the air; any more than this and flight time is severely impacted. This

factor holds for important examples of autonomous drones, such as the 1.5 kg system in [44]

and the 30 g system in [45]. This suggests a power budget of ∼20 mW for a 150 mg Robofly

(Figure 2.1) that consumes 100 mW to fly (about 200 mW after losses from a 50% efficient
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Figure 2.1: The TinySense sensor suite shown next to a U. Washington Robofly and a

standard pencil for scale. The width of the sensor suite board is approximately 12 mm and

its mass is 78.4 mg.

boost converter are factored in).

Large drones can carry larger sensor payloads such as light-based ranging systems (LI-

DAR) and the global positioning system (GPS). However, GPS does not work well in indoor

environments [46] and small robots are not able to hold emissive sensors due to constraints in

size, speed, weight, and power consumption (SSWaP). Recent work has introduced a 187 mg

avoinics suite that consumes 21 mW [47], considered gyroscope-free avionics [2], and has

investigated the effect of wing-induced vibrations [48].

In this paper, we introduce a new avionics system for autonomous hovering flight that is

even better tailored in mass and energy consumption for an insect-scale robot (Figure 2.3)
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than previous work [47]. To do so, we made two key refinements to lower power and mass.

First, we replaced the power-hungry laser rangefinder with a pressure sensor. In recent years,

these have attained sufficient precision to be used for the purpose of altitude estimation and

control, even for insect-scale robots. Second, we replaced the optic flow sensor with a global

shutter camera and computed optic flow on a microcontroller, resulting in a reduction in

weight from 97 mg to 44 mg. As in [47], this new sensor suite is able to estimate the

crucial variables that are needed for controlled flight: pitch angle, translational velocity, and

altitude.

Our contributions, in order of importance, are:

1. A reduction in weight of the sensor suite to 78.4 mg which is less than half of the

previous lightest sensor suite [47].

2. Demonstration of accurate estimates of the state variables pitch angle, translational ve-

locity, and altitude using data collected wirelessly from this sensor suite while mounted

on a drone.

3. Optic flow estimation on a microcontroller.

Subsequent sections elaborate on the dynamics, sensor configurations and measurement

models, and validate our findings with data acquired wirelessly from our sensor suite, which

is then analyzed on a desktop computer.

2.2 Dynamics

The basic dynamics of most small hovering devices are unstable in pitch angle and position.

This was true for the first robotic flies [49] and EHD thruster actuated robots [50], as well as

larger aircraft such as the tailless Delfly Nimble [51]. Techniques to stabilize them passively

through modification of wing configuration [52] or using air dampers [53] are either unproven

or result in undesirable steady-state oscillations, respectively. Our approach in this work is to
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Figure 2.2: Forces and state variables of a small hovering Flying Insect Robot (FIR).

first use linearized dynamics and observation models from which we can construct a Kalman

observer of these unstable states so that they can be controlled.

Figure 2.2 depicts forces acting on a flapping-wing robot such as a gnat robot or the

Robofly, but the proposed model can apply to almost any small flying aircraft, including

EHD-based thrusters [54]. Near hover, the vehicle’s dynamics are well approximated by a

linear state-space model [53, 55, 56] of the form q̇ = Aq+Bu+Gw, where w is the process

noise, assumed to be zero-mean Gaussian white noise with known covariance. Process noise

w is included because it is a necessary consideration for the design of the estimator.

To simplify the analysis, we restrict our attention to motion in the x-z plane; the dynamics

in the y-z plane are very similar. We choose a minimal state vector q = [θ, vx, z]
T , where θ is

the pitch angle (rad), vx is the vehicle’s translational velocity in the world x-direction (m/s),

and z is its vertical position or altitude (m) as illustrated in Figure 2.2. When the nonlinear

Euler-Lagrange equation dynamics are linearized by taking the Jacobian at θ = 0, thrust
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force ft = mg (N), and z = zd, where zd is the desired altitude (m), the dynamics matrices

are given by:

A =


0 0 0

g − b
m

0

0 0 0

 , B =


1

0

0

 , (2.1)

where m is the vehicle’s mass (kg), and b is the vehicle’s translational drag proportionality

constant (Ns/m) [56]. Note that because we are concerned in this paper about only estima-

tion, we ignore inputs from the motor, and instead use the measurements of the gyroscope

u = [ωm] (rad/s) as the only input.

2.3 Sensor Suite and Measurements

Next we consider the sensor suite and state estimator. Our interest is in sensors that are

either available commercially off-the-shelf, nearly so, or can be fabricated using the same tools

that have been successful building insect robots such as the Robofly [57] and Robobee [10,

11]. A further constraint is that they require extremely low power for both the sensor

itself and subsequent transduction and processing. This largely eliminates sensors that emit

power, such as radar, sonar, depth cameras that emit structured light, and scanning laser

rangefinders [58], but permits passive sensing such as vision. The global positioning system is

largely denied indoors and does not provide enough resolution anyway (1–10 m), and, further,

requires significant power for signal processing. A lightweight and low-power sensing modality

that can provide the necessary information to hover is “optic flow,” which is defined as the

velocity of the image (in rad/s) across the camera imager [59–61]. In tandem with other

sensors, optic flow can be used to estimate the distance to obstacles as the imager translates

through space [62]. Methods for estimating optic flow include calculating luminance gradients

locally [63] (Lucas-Kanade), or image-wide [64], as well as iterative search for matching blocks

of pixels [65]. Distances can also be estimated with a second camera and stereo vision using

line matching [66], but this requires a second camera and a long “baseline” between cameras

for accuracy, which adds excessive weight.
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Figure 2.3: Sensor suite (PAG7920LT optical sensor, ICM42688-P IMU, BMP388 pressure

sensor) next to US 1 cent coin.

Given these constraints, we propose the following set of onboard sensors: An optical

sensor, a pressure sensor, and a gyroscope. We designed a customized microcircuit with the

three sensors. (Figure 2.3)

2.3.1 Camera and optic flow

The system employs an optical sensor, the PAG7920LT (PixArt Imaging, Inc., Taiwan),

to capture 160 × 120 QQVGA images with a 120◦ field of view at 100 Hz over a 32 MHz

SPI connection, with which the microcontroller computes optic flow via the Lucas-Kanade

Method. The reason we select this camera is that, to our knowledge, it is the only global

shutter camera that provides an SPI interface to transmit the image data. Other global

shutter cameras require a special interface called MIPI (mobile industry processor interface),

which is not available for any microcontroller. The majority of cameras employ a “rolling

shutter” in which pixel rows are captured at sequential periods of time. A global shutter
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camera, by contrast, captures that all pixels at the same time, which ensures an accurate

optic flow measurement.

To minimize the data transmitted wirelessly over Bluetooth from our TinySense sensor

suite, it is necessary to perform all optic flow calculations onboard. We wrote a Lucas-Kanade

algorithm using the Arduino development environment in C++ to run on NRF52-based

Adafruit Express board, chosen for its low size and weight.

The Lucas-Kanade algorithm is performed by calculating the following quantities:

J =


Ix(p1) Iy(p1)

Ix(p2) Iy(p2)

... ...

Ix(pn) Iy(pn)

 ,v =

Vx
Vy

 , b =

−It(p1)

−It(p2)

...

−It(pn)

 ,

where p1, p2, . . . , pn are the pixels in the image, v is the image flow in pixels per frame, and

Ix(pi), Iy(pi), It(pi) are the image’s horizontal, vertical, and temporal (time) partial deriva-

tives respectively, at pixel pi. Then, the optic flow is estimated (in pixels/frame) by taking

the pseudoinverse v = (JTJ)−1JT b.

To minimize computation for the limited microcontroller resources, we reduced the image

resolution by a factor of 4 (producing a 40× 30 resolution) by skipping pixels.

The two most expensive operations involve computing JTJ and JT b. A 40 × 30 image

produces an J matrix with (40−2)×(30−2) = 1064 rows and 2 columns and a b matrix with

1064 rows and 1 column. Multiplying two matrices of size k × l and l×m requires at worst

kml multiplications. Thus, computing JTJ and JT b require 4256 and 2128 multiplications,

respectively. We neglect the additional operations required to compute their product (2

multiplications) and the 2 × 2 matrix inverse (6 multiplications and one divide), giving a

total operations count of 6384.

We additionally implemented a form of sparse optic flow in which flow vectors were

computed for twelve 10 × 10 patches, which are averaged to produce a final estimate. A

10× 10 image produces an J matrix with (10− 2)× (10− 2) = 64 rows and 2 columns and a

b matrix with 64 rows and 1 column. Thus, computing JTJ and JT b require approximately
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256 and 128 multiplications, respectively. With twelve matrices of size 10 × 10, the total

number of multiplication is 12 × (256 + 128) = 4608. This is a reduction of approximately

28%.

To convert the optic flow from pixels/frame to angular velocity (rad/s), we found the cal-

ibration constant α = −0.027 (rad/pixel) by rotating the TinySense by hand and performing

a linear regression against its gyroscope readings.

2.3.2 Pressure sensor

Altitude measurements were conducted by a Bosch BMP388 pressure sensor. This sensor

estimates altitude as a proportion of the difference between the air pressure and sea level. We

set it for 2× pressure oversampling and an IIR filter coefficient of 3 to maximize resolution.

To compensate for variations in local pressure causing inaccurate altitude measurements,

the sensor was assigned a bias equal to the average of the first 25 measurements where the

sensor system was grounded; this bias was subtracted from every reading.

2.3.3 Gyroscope

For the onboard inertial measurement unit (IMU), we chose the TDK ICM42688-P because

it is a recent model that is available in the smallest commercially-available package size

of 2.5 × 3 mm. It includes both a 3-axis gyroscope and a 3-axis accelerometer. In this

work, we used only the gyroscope, which measures angular velocity through the detection

of Coriolis forces within an electromechanical resonator. We configured the sensor to have

a ±2000 degrees/s full-scale (FS) range and enabled the sensor-provided low-noise mode to

improve the sensitivity and minimize noise. During initial experiments, we noticed that the

gyroscope’s signal was noisier than expected and differed significantly from the Crazyflie’s

gyroscope, even after applying a digital low-pass filter. In handheld, non-flying experiments,

however, the gyroscope proved accurate. We hypothesized that vibrations from the spinning

propellers, which were at a higher frequency than the 100 Hz sampling rate, were introducing

aliasing. We enabled the sensor’s anti-aliasing low-pass filter with a cutoff frequency of 42 Hz,
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Table 2.1: Comparison between TinySense and prior work.

component size
(mm)

mass
(mg)

power
(mW)

prior work [47]

IMU 2.5× 3× 0.91 14 3
rangefinder 4.9× 2.5× 1.56 16 5
optical flow 5× 5× 3.08 97 12
board/discretes – 60 –
total – 187 21

TinySense

IMU 2.5× 3× 0.91 14 3
pressure 2.0× 2.0× 0.75 14 2.6
camera chip 2.2× 2.7× 6.9 24 10
lens 3.8× 3.8× 1.95 20 –
board/discretes – 26.4 –
total – 78.4 15.6

which is well below the Nyquist frequency associated with the 100 Hz sampling rate. We

found that this setting significantly reduced the gyroscope’s noise and error.

2.4 State Estimation

To implement a Kalman Filter, we must first ascertain whether our system is observable at

equilibrium. To show this, we linearize the observation model for the task of hovering. Note

that the gyroscope provides a low-noise measurement of angular velocity ω. In cases like

this in which the sensor provides more precise information than can be derived knowing the

system’s actuated inputs (e.g. torque applied by the aircraft’s rotors or wings), it is common

practice to reformulate the Kalman Filter to use the sensor’s readings as “input” u, and to

ignore actual system input. This has an additional advantage that one less state variable

is required for each such measurement. Our system includes gyroscope readings as one of

its inputs and hence angular velocity ω does not appear among the state variables. Our

observation model for the suite of sensors is:

y =

Ωm + no

zm + np

 , (2.2)
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where Ωm is the optic flow measurements (rad/s) from optic flow sensor, zm is the measure-

ment (m) from the pressure sensor, and no and np are the noise terms for the two sensors.

We assume noise terms are zero-mean Gaussian white noise, a standard assumption in sensor

noise modeling to simplify the analysis. The measurement model for the optic flow in the x

direction, as measured by the optic flow camera is a nonlinear function of the state [2]:

Ωm = ωm − vx
z
, (2.3)

where ωm is the angular velocity measurement (rad/s) from gyroscope. The optic flow

measurement depends on z. We can take the Jacobian linearization at a desired altitude zd:

Ωm(z) = Ωm(zd) +O(z) = ωm − vx
zd

+O(z). (2.4)

With this linearization, our measurement model can be cast into the Kalman Filter model,

y = Cq +Du+ n, where

C =

0 − 1
zd

0

0 0 1

 , D =

1
0

 . (2.5)

The observability matrix [C; CA] is full rank, meaning that a Kalman Filter will be able

to estimate the system’s state using the measurements given in Eq. (2.5).

The Kalman Filter observer estimates q̂ by numerically integrating the system:

˙̂q = Aq̂ +Bu+K(y − Cq̂ −Du), (2.6)

where K is the Kalman gain.

We calculated optic flow variance Rn1 to be 0.017 by subtracting its value from that

predicted by mocap using Eq. (2.3) during a constant-velocity horizontal translational flight.

We calculated the variance of the pressure sensor Rn2 to be 0.0055 by taking measurements

while holding it at a constant altitude for 60 seconds:

Rn = diag(Rn1, Rn2) = diag(0.017, 0.0055).
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To estimate the process noise covariance matrix Qn, we employed a hybrid optimization

approach, combining grid search for coarse parameter initialization, gradient descent for fine-

tuning, and manual adjustment to minimize the RMSE between TinySense state estimates

and mocap ground truth:

Qn = diag(0.01242, 0.0012, 0.222).

For the process noise (disturbance) matrix G, we assumed that the noise enters the system

as white noise disturbance adding to the derivatives of the three states θ, vx, and z. Based

on these, the Kalman gain K was computed using the lqe command in python-control [67]:

G =


1 0 0

0 1 0

0 0 1

 , K =


0.095 0

−1.32 0

0 3

 .
We implemented the Kalman Filter offline in Python by iteratively computing the state

estimates q̂i+1 according to q̂i+1 = q̂i + ˙̂qi · dt.

2.5 Experiments

2.5.1 Robot platform

We performed experiments using Crazyflie 2.0, a palm-sized quadrotor by Bitcraze (Sweden),

in wind-free conditions in an indoor environment. In addition to its built-in gyroscope, the

Crazyflie was equipped with the Flow deck v2 consisting of a downward-facing optic flow

sensor and a laser rangefinder; it uses an Extended Kalman Filter to estimate its state in

flight [68].

2.5.2 Motion capture system

To provide a ground-truth comparison for the sensors, we used a twelve-camera OptiTrack

Flex 13 motion capture arena, with spatial accuracy ± 0.20 mm. The Crazyflie drone was

fitted with four retro-reflective motion capture markers and its position and orientation were
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Figure 2.4: Sensor measurements from the onboard gyroscope, optic flow sensor, and pressure

sensor of TinySense are compared with those from the Crazyflie for three different flight

experiments (a), (b), and (c); trajectories are described in the main text and corresponding

state estimates in Fig. 2.5. In the altitude plots, altitude is measured by the Crazyflie’s

laser rangefinder, while the TinySense uses a pressure sensor; mocap data is also included

for comparison.

recorded at 120 Hz. Velocity was estimated by taking the numerical derivative of the position

data in post-processing.

2.5.3 Experiment

We connected our sensor suite to an NRF52840 Express (Adafruit), a board which supports

data transmission through UART and 2.4 GHz Bluetooth Low Energy compatibility. We

mounted the board as close to the geometrical center of the Crazyflie as possible to maintain a

reasonable center of mass and minimize vibration interference to the IMU from the propellers.
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Table 2.2: Estimate of optic-flow algorithm power use (FP = floating-point).

update
frequency

(Hz)

occurrence/
update task

single-
cycle
ops

int
division

ops

FP
divsion

ops

total
cycles/
update

total
cycles/s
(MHz)

power
(mW)

100
1 skip frame 8493 0 8

249781 25.0 5.512 LK OF 18434 128 2
1 copy data 1200 0 0

Power was supplied from the Crazyflie’s 250 mAh Lithium Polymer (LiPo) battery.

Each trial consisted of commanding the robot to rise to an altitude of 1 m, translate

forward 1 m at 1 m/s, and then descend back to the ground. We ran this experiment three

times. We collected measurements from the TinySense’s sensors on a laptop as they were

transmitted over Bluetooth at 100 Hz as binary data. Simultaneously, a second computer

captured motion capture data at 120 Hz and used a Python-based script to capture sensor

measurements and state estimates transmitted from the Crazyflie over Bluetooth at its max-

imum rate of 30 Hz. Each receiving device independently recorded a UTC timestamp, which

was used to synchronize the data. The sensor measurements from the TinySense compared

with the Crazyflie, and the motion capture (mocap) system’s measurement for altitude are

shown in Figure 2.4.

2.5.4 Computational load

Table 2.2 provides an estimate of the power consumption of the optic flow algorithm, by

calculating the number of clock cycles needed for each operation. Our estimate includes the

matrix operations described in Section 2.3.1, as well as additional housekeeping operations,

and is based on ARM Cortex-M4 instruction timings for addition, subtraction, multiplication,

and memory read/write operations; integer divisions require 12 cycles at most and floating-

point divisions require 14 cycles. Given that in our current system all sensors update at a

rate of 100 Hz, we estimated that the total number of needed cycles per second is ∼25.0 Mhz.
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Figure 2.5: Comparison between state estimates from TinySense’s Kalman Filter, Crazyflie,

and mocap. We conducted three flight experiments (a), (b), and (c), with the Kalman filter

estimates starting at time zero. Pressure sensor measurements were ignored during the first

1.8 s because pressure changes due to the ground effect at takeoff confound readings.

Operating the nRF52840 with an efficiency of 52 µA/MHz and a battery-powered voltage of

4.2 V, we estimate the power usage of the optic flow algorithm to be 5.5 mW.

2.5.5 Results and discussion

Figure 2.5 compares our sensor suite’s state estimate to that of the Crazyflie’s built-in esti-

mator. States derived from the mocap system are considered to be ground truth. For the

state estimator, time t = 0 corresponds to when the gyroscope reading becomes significantly

different from zero, indicating liftoff. Figure 2.4 shows that a pressure increase occurs when

the propellers first turn on, which can be observed as a drop in measured altitude. To

mitigate unwanted effects of this in the Kalman Filter, we ignored (set to zero) altitude mea-
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Table 2.3: Root Mean Squared Error (RMSE) of estimates relative to the motion-capture

system.

vx (m/s) θ (deg) z (m)

Crazyflie 0.075± 0.009 1.619± 0.267 0.021± 0.001

TinySense 0.186± 0.015 1.573± 0.166 0.136± 0.026

surements zm during the first 1.8 s after liftoff. Nevertheless, once it is in the air, the altitude

measurement matches quite closely with the laser rangefinder on the Crazyflie, though with

slightly more noise.

Our system’s estimate compares well with the Crazyflie’s, despite receiving gyroscope

readings at only 100 Hz, which is ten times slower [68]. The key metric of pitch angle

RMSE is approximately equal (Table 2.3). Large errors in translational velocity vx appear

around t = 5 and t = 6. These occur after sudden changes in attitude, during which angular

velocity exceeds 3 rad/s (Figure 2.4). At these moments, we observed that TinySense optic

flow readings are consistently lower than those of the Crazyflie. Lucas-Kanade cannot detect

motion accurately if the displacement between frames is greater than a half pixel between

image frames [69]. This limits optic flow measurement to Ωm < 0.5αF = 1.4 rad/s, where

α=0.027 is the angular increment between pixels and F=100 is the frame rate (Hz). We

believe that the lateral velocity estimate diverges during these fast maneuvers because it

depends on erroneous optic flow readings.

2.6 Conclusion

In the present study, we introduce a new sensor suite with dramatically reduced mass, and

associated optic flow and state estimation software that is compatible with the computational

constraints of an onboard microcontroller small enough to fly aboard flying insect robots

(FIRs) weighing less than a gram. Our proposed avionics suite diverges in two important

ways from the 28 g Crazyflie helicopter, the lightest vehicle yet to perform controlled hovering,
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and previous work [47]. First, we replaced a power-hungry laser rangefinder with a much

more efficient (and slightly less ideal) and lighter pressure sensor. Second, we replaced an

off-the-shelf optic flow sensor, which is available only in relatively heavy packages, with a

custom camera with a global shutter and a custom-written Lucas-Kanade-based optic flow

algorithm running onboard a 10 mg microcontroller small enough to fly onboard an FIR. We

estimate the compute power usage is about 5 mW. Our system uses a linear Kalman Filter

to estimate pitch angle, translational velocity, and altitude. This can be readily adapted to

a nonlinear extended Kalman Filter for more generality [47].

The cumulative weight of this sensor suite is only 78.4 mg, rather less than the 187 mg

of previous work [47]. With the addition of a 30 mg microcontroller and crystal, the overall

system remains well within the 252 mg payload limit of the 143 mg robotic platform reported

in [52]. Our system demonstrates average RMSE values of 0.186 m/s for velocity, 1.573 deg

for pitch angle, and 0.136 m for altitude when compared to the motion capture system.

In comparison, the Crazyflie platform achieves RMSE values of 0.075 m/s, 1.619 deg, and

0.021 m for the same states during similar flight maneuvers. This shows that our system

performs closely to the state-of-the-art Crazyflie in these scenarios. The pressure sensor

showed negligible drift over a 60-second period, providing a usable altitude estimate as long

as its output during takeoff is ignored. Future improvements include mitigating the lateral

velocity errors that occur during rapid rotations that exceed the limit of Lucas-Kanade

estimation (Section 2.5.5) by increasing the frame rate or image blurring. Additionally, our

patch-based optic flow estimation (Section 2.3.1) may allow outliers to be rejected based on

their eigenvalues to eliminate low-contrast patches, reducing noise [69].

Future work will integrate TinySense along with a microcontroller and power hardware

onto insect-scale robots such as the Robofly [70] to perform visual navigation [3]. The Robofly

performs faster accelerations than the Crazyflie and is a different vibration environment, but

is otherwise similar. Previous work shows vibrations do not confound gyroscope readings [48,

71]. Algorithmic changes in optic flow may be needed to accommodate vibration, but our

choice of a global shutter camera will mitigate tearing artifacts.
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Chapter 3

A GYROSCOPE-FREE VISUAL-INERTIAL FLIGHT CONTROL
AND WIND SENSING SYSTEM FOR 10 MG ROBOTS

3.1 Introduction

The idea of extremely small autonomous robots, termed “gnat robots” [72, 73], first gained

widespread attention in the 1980’s. To provide a precise definition and terminology, we will

define a N ature-inspired Aerial T en-milligram robot, or “NAT robot” to refer to a robot that

flies and weighs between 1 and 10 mg. A grain of rice weighs approximately 10 mg, making

NAT robots significantly smaller than the 100–600 mg flapping-wing flyers (weighing about

the same as 1 to 6 toothpicks) that have been created to date such as the Robofly [4, 36, 57],

Robobee [10, 11], Bee+[74], and Softfly [22] (Figure 3.1). By virtue of their small size, NAT

robots will have new capabilities. Operating in teams of thousands or millions, they could

perform “fast, cheap, and out of control” space missions at dramatically reduced launch cost,

serve as autonomous mobile “smart dust” [75] to find hazardous fume sources or map air flow

patterns, or collectively perform manipulation tasks on objects larger than themselves [76].

Reduction in size to below 10 mg amplifies many of the scale-dependent benefits of small

robots. These include greater deployment numbers at the same cost for improved coverage,

and the ability to harvest all needed energy from a greater array of ambient energy sources

in the environment. The increasing surface-area-to-volume ratio as scale diminishes favors

solar power in small robots, for example [77]. The ability to fly affords important benefits

for small scale. These include easily surmounting obstacles [72] and the concomitant ability

to come into closer proximity to sensing targets and power sources, lowering sensitivity and

conversion efficiency requirements.

When sensing and control of such small flying vehicles is considered, the physics of small
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Figure 3.1: The sensor suite and size of the conceptual Nature-inspired Aerial Ten-milligram

“NAT” robot compared to other small aircraft. (A) close-up view of the conceptual 10 mg

robot and package sizes of its sensor suite made with off-the-shelf parts. Shown approximately

to scale on the page are the (B) the NAT robot and its sensors along with the 1 mg fruit

fly, (C) the 143 mg U. Washington Robofly [4, 5] with a pencil for scale, and (D) a palm-

sized 30 g quad-rotor, the lightest vehicle yet to perform sensor-autonomous hover. Here it

is shown equipped with the moth-based odor sensor from [6]. (E) Our proposed hovering

sensors are much smaller and more power efficient than those used for autonomous hover in

the palm drone (sensor package sizes also shown approximately to scale on the page).

scale takes on a heightened importance [39–42]. For a robot of size scale ℓ (for example

its length from wingtip to wingtip), mass varies as ℓ3 to first order. This implies sensor

mass must diminish as scale reduces, which rules out many sensor types for NAT robots and
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implies lower precision or update rates for others. It also places a severe limit on sensor

and controller power, because battery mass also scales as ℓ3. As sensor controller quality

degrade with scale, the speed of the dynamics they must control concomitantly increases.

Angular acceleration and translational acceleration vary as ℓ−1 (if translational velocity is

measured in units of body lengths per second, or ℓ/s) [78]. The attitude of small hovering

vehicles such as flapping-wing aircraft [49, 51], electrohydrodynamic vehicles [50, 54], and

flies [79] is unstable. This implies a size-dependent upper limit on sensor time delay or

sampling rate [80]. Together these constitute extreme constraints on the speed, size, weight,

and power (SSWaP) of a NAT robot’s avionics system.

We addresses in this article the lowest level in the drone autonomy hierarchy intro-

duced in [43], known as “sensor autonomy.” Sensor autonomy entails the ability to hover

in the air stably and is a requisite for higher level tasks such as navigating through con-

fined environments [44, 81–86] and plume source-seeking [6, 87, 88]. Previous work in such

avionics or “autopilot" systems geared toward small aerial vehicles has recognized the need

for computation- and power-efficient onboard vision. A key constraint is power usage: we

assume that sensing and computation for a NAT robot must consume no more than 1 mW.

This is 10% of the power to fly, like previous visual flight demonstrations at 1.5 kg [44] and

30 g [45], and comes from scaling the 200 mW required for a 100 mg Robofly [57] down by a

factor of ten. This rules out off-board sensor processing because wireless radio transmission

consumes tens of mW even for low-rate, low-resolution video [89]. It also rules out emissive

sensors such as laser rangefinders [72, 85] and sensors that require significant computation.

The latter include signal processing for the Global Positioning System, and localizating rela-

tive to a stored map (e.g. Simultaneous Localization and Mapping or SLAM). Flight control

using optic flow, a measure of the velocity of motion of visual scenery as the robot or animal

moves through it, has been proposed as a low-power alternative [44, 62, 85, 90, 91].

The primary contribution here is an alternative avionics system with dramatically reduced

mass and power consumption that is nevertheless able to control such a vehicle. Our sensor

suite is notable in that it eschews a heavy and power-hungry gyroscope, relying instead on a
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much lighter and more efficient accelerometer. The accelerometer is used to sense airspeed by

sensing resultant drag-induced accelerations. Using this airspeed measurement and a model

of the aircraft, it is possible to estimate attitude using a Kalman Filter. We combined this

with a power-efficient optic flow estimator, allowing the wind vector can be estimated as

well. All elements of our system can be made using slightly modified versions of off-the-shelf

components, implying that no untested technology is required. The sensors, computations,

and controller together weigh approximately 6 mg in total and consume less than 200 µW on

an off-the-shelf microcontroller. This is achieved in part by computing exclusively using fast

and power-efficient multiply and add operations. We show through analysis, simulation, and

validation on a small flying aircraft that the attitude estimate enables fast lateral maneuvers

and the wind estimate facilitates wind rejection. Our sensor suite also enables tasks such

as plume source finding that rely on knowledge of the wind vector, and compensates for the

attitude instability of small hovering aircraft.

3.2 Method

Dynamics model We created a nonlinear flight dynamics model to simulate NAT robot

flight motion and to construct the linearized dynamics model used in its state estimator.

For many hovering aircraft, the center of aerodynamic drag force is displaced by a vector

dz relative to the center of mass (Figure 3.2), which results in a torque-force coupling. If this

is the case, a slight modification of our air drag model in Equation (3.5) is needed, which is

given by

fd = b(vw − v − ω × dz), (3.1)

where ω is the angular velocity vector of the vehicle. The resulting drag torque is given by

τd = dz × fd. Whether or not dz is zero-length does not affect either the observability or

controllability of our system discussed below, but its effect was included to provide a more

faithful model of many real-world aircraft. An aerodynamic rotational damping coefficient c

that adds rotational drag according to τdy = −cωy. It can be shown that c = bd2z + bd2 for



27

the roll axis and c = bd2z for the pitch axis [53], where d is the lateral distance from the center

of mass to the center of aerodynamic pressure of the wing (denoted by a dot in Figure 3.2).

To simplify exposition and analysis, we assume that yaw angle is controlled to have a

near-zero yaw rate, which has previously been demonstrated on an insect-sized flapping-wing

robot [4]. With this assumption and an assumption that the moment of inertia matrix J is

diagonal, cross product terms in the Euler-Lagrange equations (see Supplementary materials)

can be neglected. If the attitude remains near upright (θ = 0), then the dynamics reduce to

two nearly independent planar systems with three degrees of freedom, that is, motion and

rotation in the x-z and y-z planes, each of which can be controlled independently [92, 93].

Hence our nonlinear 2D simulated dynamical system is a simplified version of Equation (3.21)

given by

θ̇ = ω

ω̇ =
1

J
(bdz × fd − cω + τy)

v̇ =

 0

−g

+
1

m
fd +

1

m
R

 0

f ′
t


ṗ = v

v̇w = 0,

(3.2)

where fd is given in Equation (3.1), p = [x, y, z]⊤ is the position of the center of mass

of the robot in world coordinates, and R is the rotation matrix that relates vectors given

in body-attached coordinates to world coordinates. For any vector v expressed in world

coordinates, v′ is the same vector expressed in body-attached coordinates. They are related

by v = Rv′. The wind velocity state vw (Figure 3.2) is included because the Kalman Filter

estimates it. For the 2D case, we use that R = [cos θ, sin θ;− sin θ, cos θ]. The gravitational

force is given by fg = [0, 0, mg]⊤.

If thrust is generated by a pair of thrusters, such as two wings or a pair of EHD thrusters,

thrust force ft and control torque τy are actuated independently by inverting the relations

ft = f1 + f2 and τy = d(f1 − f2), where f1 and f2 are thrust forces applied by the left and
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right thruster, respectively. We define the inputs to be

u = [τ̃y, f̃t]
T , (3.3)

where f̃t is any change in thrust relative to the baseline needed to compensate exactly for

gravity, scaled to have units of acceleration (ms−2), that is f̃t = ft/m−g. Similarly τ̃y = τy/J

is the normalized input torque that has units of angular acceleration (rad s−2).

Python-based simulation environment Many elements of our analysis are facilitated

by simulation. We created a simulated NAT robot using Python and the Python Control

Systems Library [67] using a fixed-step Euler integrator at 200 Hz to solve the 2D version of

the Euler-Lagrange dynamics equations in Equation (3.2), the linear feedback controller in

Equation (3.20) and the Kalman Filter dynamics in Equation (3.15) in the x-z plane. All

software used to create the figures is released as open source on Github using a persistent

Digital Object Identifier at https://doi.org/10.5281/zenodo.7324484.

For the AO sensor suite, which includes a camera, we additionally constructed a simple

visual environment, camera model, and added wind input. We used a ray casing algorithm

to read pixel luminance values from a 1D visual image textured on the ground, as depicted in

Figure 3.4. The texture is a single line of pixels extracted from a photograph of an outdoor

scene. The optic flow measurement Ωm of our camera was calculated using Equation (3.9)

over an array of 35 luminance readings arrayed evenly over a region γ = (−15◦, 15◦) directly

below the robot, captured at the update rate of 200 Hz. At the start of the simulation, we

computed the value of c in Equation (3.9), which is a measure of the average gradients in

the projected image, using c = −(l⊤s ls)
−1.

The weighting matrices for the Kalman Filter were derived as follows. The variance

of noise na in the airspeed estimate is the square of the RMS noise derived in Figure 3.3.

We manually tuned the optic flow noise to be much higher than observed in simulation, to

provide for conservative performance. Disturbance magnitudes were hand-tuned. For the

LQR controller, thrust and torque effort were balanced approximately by power used; state

https://doi.org/10.5281/zenodo.7324484
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cost was manually tuned. We computed the gains K and L using the Python Control System

Library [67]. Values for these matrices were the same for all simulations. In practice it may

be desirable to incorporate an integral action term on θ to reject disturbances from a wire

tether or manufacturing irregularity [11, 52].

Robot platform We performed tests on a small (palm-sized) quad-rotor helicopter (Crazy-

flie 2.1, Bitcraze, Sweden) in an indoor environment, both in wind-free conditions and in the

presence of a fan. We collected sensor information over Bluetooth from the helicopter as it

flew. The helicopter was equipped with a downward-facing rangefinder, gyroscope, and optic

flow camera (the GRO sensor suite) that it used to estimate its velocity and position using

an Extended Kalman Filter [68]. A careful analysis of its open-source software, confirmed by

its author, shows that it does not use the x- and y- axis measurements of its accelerometer

for state estimation in free flight. Our airspeed measurement assumes that b = 13.2× 10−3

Nm/s, which was empirically tuned and is in a similar range to the 6.6×10−3 Nm/s estimated

in a system identification effort [94]. We used m = 30 g from the datasheet of the device.

For the direct airspeed measurements, no Kalman Filter was used, and the fan was off

(Figure 3.5A).

For full state estimation including wind speed estimation (Figure 3.5B), we processed

sensor data offline in the Python Control Systems Library [67] using our Kalman Filter. We

did not have information about the helicopter’s throttle or torque commands and so assumed

they are zero-mean disturbance noise. Experiments consisted of flying the helicopter 1–2 m

downwind of a 50 cm diameter box fan at a specified height zd = 1 m. After the fan was

powered on, the robot was observed to move downwind a short distance (10–20 cm) before

stabilizing to a new location. We ran the Kalman Filter at the maximum data rate that could

be achieved over the Bluetooth communication channel (20 Hz). We used the raw optic flow

readings from optic flow sensor (PMW3901, Pixart Imaging, Inc., Hinschu, Taiwan). The

manufacturer does not disclose the optic flow algorithm this sensor uses.
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3.3 Result

The sensor suite used on the smallest drone yet to perform sensor-autonomous stable hover

uses a sensor suite we will term GRO. It combines a gyroscope (which measures angular

velocity), a downward-facing rangefinder (which measures distance to the ground), and a

downward-facing optic flow camera (which measures angular velocity of visual motion be-

low the aircraft). [68, 95, 96] (Figure 3.1D). Ref. [68] describes the state estimator used on

this palm-sized drone (Crazyflie, Bitcraze, Sweden) but with a different sensor suite that

uses external position information. That system was subsequently updated use GRO. The

rangefinder in GRO can use sonar [95], RADAR, or LIDAR (distance-finding using the time

to reflect for light)[68]. It can be shown using the observability criterion [97] that GRO can

observe a state given by q = [θ, ω, vx, z, vz]
⊤ [98] (see Figure 3.2). The key downsides of

GRO are excessive weight and power consumption. The gyroscope must continually vibrate,

making it heavier and consume more power than an accelerometer, which uses a passive

mechanical element. After decades of refinement, the lightest commercially-available is the

TDK Invensense ICM-20600, which weighs 15 mg and consumes at least 3 mW. Similarly,

rangefinders consume energy because they must emit energy: the lightest (ST Microelec-

tronics VL53L0) weighs approximately 20 mg and consumes 6 mW [99]. Together, the

components of a GRO system like the palm drone helicopter (Figure 3.1D) [68] would weigh

134 mg and consume approximately 21 mW (Table 3.2). This far exceeds the capability of

a NAT robot.

3.3.1 Sensor suite description

Here we propose a dramatically lighter and lower power alternative to the gyroscope-rangefinder

-optic flow (GRO) suite. Our system, which we call AO, consists only of a 3-axis accelerom-

eter and an optic flow camera. These two devices are already available commercially in

packages compatible with NAT scale (Figure 3.1). The accelerometer, mCube MC3672

(mCube Inc., San Jose, CA USA) measures approximately 1.1 mm square, weighs 2.0 mg,
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and consumes only about 20 µW operating at 210 Hz. As for a camera, the commercially-

available OVM6948 (Omnivision Inc., Santa Clara, CA USA) is light enough, measuring only

0.65×0.65×1.2 mm and weighing approximately 1 mg including its multi-element lens. This

camera consumes approximately 25 mW, exceeding the 1 mW NAT robot power budget.

Imaging chips with suitable resolution and size have been demonstrated in the lab, however.

A 128×128 pixel camera, operating at 10 frames per second has been created that consumes

only 1 µW [100]. Subsequent refinements made a more practical sensor with improved dy-

namic range and frame rate, at the expense of greater power usage, resulting in a 64×40

sensor with 80 dB dynamic range and 30 µW power consumption at 80 frames per sec-

ond [101]. These square sensors measure approximately 1 mm on a side and, through wafer

thinning, can be made extremely lightweight. Commercial imagers now have the necessary

efficiency: the Himax HM series (Tainan City, Taiwan) consumes 40 nW/pixel at 60 frames

per second (Figure 3.7), suggesting a power usage of approximately 49 µW for a variant with

a 35×35 imaging surface. A pinhole [102] or small spherical [89, 103] lens could also satisfy

mass constraints. Compared to GRO, AO cannot observe altitude using a linear observer,

but we discuss nonlinear methods in the conclusion that could be used to overcome this.

An airspeed sensor using an accelerometer The fruit fly uses a sense of airspeed

derived from the Johnson’s Organs of its antennae, which detect deflections in the antenna

induced by wind [104]. Wind sensors that are small enough or could conceptually be reduced

in size to suit a NAT robot have been previously demonstrated, but are not available off-

the-shelf [105–109].

We build on previous work that used accelerometers to improve drone state estima-

tion [110], and a later nonlinear observability analysis that showed that an accelerometer

alone can estimate attitude and velocity [111]. Here we show that accelerometer perfor-

mance for this task improves with diminishing scale, promising route to attaining a state

estimator compatible with the SSWaP constraints of a NAT robot.

Our approach uses an accelerometer to sense airspeed on a hovering robot. Note first
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Figure 3.2: Dynamics and flight control architecture overview. (A) Diagram of parameters

that describe the dynamics of our model for a small hovering robot. (B) The proposed

feedback control architecture is LQG (Linear Quadratic Gaussian), consisting of a Linear

Quadratic Regulator for a controller and a Kalman Filter estimator. The sensor suite includes

an accelerometer-based drag sensor that measures airspeed vam and a camera that provides

a measurement Ωm of the rate of optic flow. To estimate the states x, y, and z, the estimates

of vx, vy, and vz, respectively, are numerically integrated.



33

that an accelerometer does not measure acceleration directly. Instead it senses the “specific

acceleration,” which is the difference between its acceleration and acceleration due to gravity.

Formally, the specific acceleration is as =
1
m
(f − fg), where m is the mass of the rigid body

to which the accelerometer is attached, f is the sum of all forces acting on it, and fg is the

force of gravity. We assumed that the accelerometer is positioned near the aircraft’s center of

mass so that Coriolis accelerations are negligible. Now consider the accelerometer’s reading

in free-fall. In the absence of air drag it reads is zero because the only force is gravitation,

giving as =
1
m
(fg − fg) = 0, regardless of orientation [111]. Now incorporate air drag while

still in free-fall. The accelerometer reads a nonzero value due to the aerodynamic drag force

vector fd, but gravitation cancels out as above, leaving as =
1
m
fd. To model aerodynamic

drag, define the airspeed as the difference between flight velocity v and wind velocity vw

(Figure 3.2),

va = vw − v. (3.4)

We can use this information to estimate the airspeed if we have a model for how air drag

maps to airspeed, that is, we know fd(va), for example from wind tunnel tests [112]),For a

small flapping-wing robot, a number of lines of evidence point to a linear model

fd(va) = bva (3.5)

being a very good approximation for aerodynamic drag on flapping-wing hovering aircraft

and flies [7, 53, 55, 92, 113, 114]. The quantity b has been measured in a wind tunnel for

both forward and lateral wind on the Robobee to be 2×10−4 Ns/m [55]. It is 1.1×10−7 Ns/m

for the 1 mg fruit fly in forward free flight, estimated by measuring flight velocity changes

in response to wind gusts on flies whose wind sensing apparatus was ablated [7].

Finally, consider now that the aircraft to which the accelerometer is attached is subject

to one additional force, a thrust force ft caused by, for example, flapping wings. Then total

specific acceleration is given by as =
1
m
(bva + ft).

Now rearrange this equation and express it body-attached coordinates, which are denoted
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with a (′) to distinguish from world coordinates. The airspeed is given by

v′
a =

m

b
a′
s −

1

b
f ′
t . (3.6)

This shows that the airspeed can be measured if the quantities m and b are known, the

controller output f ′
t is known, and a′

s is measured by the accelerometer. This formulation

permits airspeed measurements even for aircraft that can actuate forward and lateral forces,

which flapping wings are likely capable of [115], as well as advanced rotorcraft. This indi-

cates that the accelerometer is nearly interchangeable with a flow-based sensor such as a

whisker/antenna [106, 107] or Pitot tube, provided controller outputs are well-known.

Here, without loss of generality, we assume thrust only acts directly in line with the

aircraft’s z-axis, that is, f ′
t = [0, 0, f ′

t ]
⊤, where f ′

t is usually nearly equal to the gravitational

force mg. In component form, the airspeed measurement is then

v′
a =

[
m

b
a′sx ,

m

b
a′sy ,

m

b
a′sz −

1

b
f ′
t

]⊤
. (3.7)

Efficient optic flow estimation using autocorrelation The other sensor modality we

include is optic flow from an onboard camera, which measures the speed of visual motion. In

the section on state estimation below, we show that a downward-facing optic flow camera can

provide additional information about the rate of lateral motion that is necessary to estimate

wind.

Here, we begin by considering the computations needed to estimate optic flow from pixel

luminance readings taken by a camera attached to the robot. Suppose the camera collects

luminance readings l(γ, t) (lux) at angles γ across a visual field. (This may be expanded to

a two-dimensional surface by incorporating a second Euler angle β, or by specifying a vector

direction s on the unit sphere). The simplest methods to estimate optic flow entail operations

on the spatial luminance derivative lγ = dl
dγ

(lux/rad, or the spatial gradient ∇sl in 2D) and

the temporal luminance derivative lt = dl
dt

(lux/s) [69]. In practice, the spatial derivative

lγ must be calculated by subtracting luminance readings at two nearby angles γ1 and γ2

separated by δγ, such as at adjacent camera pixels, according to lγ = 1
δγ
(l(γ2)− l(γ1)). The
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time derivative is calculated by subtracting successive luminance readings (camera frames)

at times t and t − δt, according to lt = 1
δt
(l(t) − l(t − δt)), where δt is the time interval

between frames. Assuming the shape of the luminance image remains fixed between frames

but moves by a small amount, the measured optic flow along one dimension for a single pixel

pair can be computed according to Ωm = −lt/lγ. This is a special case of the Lucas-Kanade

method [63], which is a simple and accurate method to estimate the average 2D optic flow

in an array of pixel readings [69].

In the 2D case, arrays of derivatives are constructed in which each entry corresponds to a

pixel in the camera: ls consists of pairs of spatial derivatives along two linearly-independent

directions (e.g. [lγ, lβ]), and lt consists of temporal derivatives for each pixel. The Lucas-

Kanade method for both 1D and 2D estimates optic flow in a least-squares sense according

to

Ωm = −(l⊤s ls)
−1l⊤s lt. (3.8)

In pursuit of minimizing the computation required to estimate optic flow, we consider

a simplification inspired by biology that been previously proposed [8] that requires fewer

operations, given by

Ωm = cl⊤s lt, (3.9)

where c is a scalar constant. Because it entails only multiplication, it is often called “autocor-

relation," or “a correlator” for short. In Lucas-Kanade, c is computed each frame according

to c = −(l⊤s ls)
−1. This more than doubles the multiply-add operations, as well as requiring

a division operation to invert the 2×2 matrix. Equation (3.9) is a slight variation on the

Hassenstein-Reichardt (H-R) model for insect optic flow processing [116] (see Supplementary

Material).

Observing attitude, velocity, and wind speed

We show that the accelerometer-only sensor suite is able to estimate the aircraft attitude

and velocities. Then we incorporate the optic flow sensor, creating the AO sensor suite that
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can additionally estimate wind speed vw.

Dynamics model We describe a dynamic model for the aircraft that is an integral part

of our Kalman-based state estimator and closed-loop simulation. Figure 3.2 depicts forces

acting on a flapping-wing robot such as a NAT robot or the Robofly, but the proposed model

can apply to almost any small hovering aircraft, including multi-rotor drones and EHD-based

thrusters [54]. For a flapping-wing or rotor-actuated aircraft, air drag is approximately

linear with airspeed [7, 55, 117] (Equation (3.5)). For non-flapping-wing devices near hover

conditions such as EHD-actuated aircraft [50, 54], drag is dominated by inertial flow, which

varies as the square of airspeed instead of linearly with it. For these, a reasonable linear

model has b = 0.

For control and estimation, linearity of airspeed drag results in a good linear approxima-

tion of the vehicle’s dynamics [53, 55, 92]. For a state given by

qs = [θ, ω, x, vx, z, vz, vw]
⊤, (3.10)

and inputs being the body-z-axis translational acceleration and body-y-axis angular ac-

celeration (Equation (3.3)), the linearization of the dynamics in (3.2) has the form q̇s =

Aqs + Bu; y = Cqs, where the Jacobian linearization is taken at θ = ω = vx = vz = 0,

ft = mg. The position p = [x, z]⊤ has no effect on the Jacobian. The resulting matrices are

given by:

A =



0 1 0 0 0 0 0

0 − c
J

0 − b
J
dz 0 0 b

J
dz

0 0 0 1 0 0 0

g − b
m
dz 0 − b

m
0 0 b

m

0 0 0 0 0 1 0

0 0 0 0 0 − b
m

0

0 0 0 0 0 0 0


; B =



0 0

1 0

0 0

0 0

0 0

0 1

0 0


. (3.11)

This linear dynamical system exhibits the growing oscillatory instability that is charac-

teristic of small flapping-wing vehicles [49, 92].
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Accelerometer-only observability As above, for simplicity of exposition, we consider

a simplified system consisting only of planar, 2D motion as depicted in Figure 3.2. The

accelerometer system output is defined as the body x- and z-axis components of the ac-

celerometer’s airspeed measurement (Equation (3.7)), given by

yA =

 v′ax + na

v′az + na

 , (3.12)

where each n is sensor noise added to the reading, which we assume is zero-mean Gaussian

white noise. The state vector to be estimated is given by

qA = [θ, ω, vx, vz]
⊤. (3.13)

The accelerometer-only sensor suite is not able to estimate with wind speed vw, so we assume

it is zero and leave it out of the state. The Jacobian linearization of the measurement model

(Equation (3.12)), taken at hover, is given by

CA =

0 0 −1 0

0 0 0 −1

 . (3.14)

The dynamics matrix associated with this estimator, AA, is the A matrix in Equation (3.11)

with rows and columns associated with x, z, and vw removed. The observation matrix [97]

obsv(AA, CA) is full rank, indicating that the entirety of the state vector qA can be observed

in a neighborhood of upright hover. Given that the system can be observed, a Kalman

Filter-based linear estimator with dynamics of the form

˙̂q = Aq̂ +Bu+ L(y − Cq̂), (3.15)

can be constructed to estimate the state of the system. In the accelerometer-only sensor

suite, the state to be estimated is qA (Equation (3.13)).

Using optic flow to additionally observe wind velocity We added a downward-facing

camera (pointed in the negative of the body z direction, that is, along −z′) to provide a second
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measure of lateral velocity that is not affected by wind, unlike the accelerometer. The optic

flow camera uses either autocorrelation or Lucas-Kanade to provide a measurement Ωm of

the true optic flow Ω. Formally, optic flow is the time rate of change of a unit vector s

pointed in the direction of a given visual feature as it moves across the visual field [62].

It can be shown that the x′-component (defined in the body frame) of the optic flow

sensed by a downward-facing camera is given by [62]

Ω = ω − cos θ

z
v′x. (3.16)

This shows that the sensor provides information about the body-frame lateral velocity v′x,

but its output is also affected by other state variables ω, θ, and z. Under conditions when

ω = θ = 0 (as would occur during stable, level flight), the optic flow is simply Ω = vx/z,

which can be used to estimate velocity if the altitude z is known [85]. But this is a restrictive

assumption, and current barometric altimeters are too heavy and power hungry for a NAT

robot (ST, Bosch, Omron, Murata, and TDK only market >2×2 mm packages, e.g. the

2×2 Bosch BMP390 weighs 6.3 mg and consumes 1.1 mW at 50 Hz). The observability

criterion given below shows that even under more general conditions, when combined with

the accelerometer, the additional information provided by optic flow can be used to estimate

and reject the effect of a wind disturbance.

The output “measurement model” for the combined accelerometer-optic flow (AO) sensor

suite is given by

yAO =


v′ax + na

v′az + na

Ω + no

 (3.17)

where each n is zero-mean Gaussian white sensor noise.

We assume the wind velocity vw only acts in the world x-direction, which is why it is only

a single state. To estimate this quantity, we introduce an augmented state that includes the

wind velocity,

qAO = [θ, ω, vx, vz, vw]
⊤. (3.18)
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The optic flow measurement depends on altitude, so we take the Jacobian linearization at a

specific desired altitude zd, giving

CAO =


0 0 −1 0 1

0 0 0 −1 0

0 1 − 1
zd

0 0

 . (3.19)

The Observability Criterion indicates that qAO is observable, including the wind velocity.

As above, we use the Kalman Filter (3.15) to provide the estimate q̂AO.

For some tasks, it is desirable to stabilize to a desired position. To provide a coarse posi-

tion estimate for use in control, we numerically integrated the estimates v̂x and v̂z according

to the last line in Equation (3.21) to obtain an augmented state q̂a that includes x̂ and ẑ

estimates. These two states are not technically “observable”, meaning their estimates will

slowly drift over time as sensor noise numerically accumulates. But their presence allows,

for example, performing lateral maneuvers of a desired distance.

State estimator and flight controller

Anticipated sensor noise plays an important role, so we formulate the feedback system as an

LQG (Linear Quadratic Gaussian) control problem. The system is under-actuated but the

controllability matrix ctrb(A, B) [97] is full rank, showing that the system is controllable.

We constructed a trajectory-following LQR controller to follow a (slowly-varying) desired

reference trajectory pd(t) = [xd(t), zd(t)] using the controller

u = K(qd − q̂). (3.20)

The combination Kalman Filter and LQR controller is known as an LQG regulator and is

diagrammed in Figure 3.2.

The LQR controller includes an additional component to compensate for wind. To move

laterally, LQR controller effectively makes the robot perform “helicopter-like” control, tilting

so that the thrust from the wings ft takes on a lateral component (Figure 3.2). Assuming
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NAT robot palm drone units

mass (m) 10 30,000 mg

air drag coefficient (b) 49.4×10−6 13.2×10−3[94] Ns/m

acceleration per unit airspeed (b/m) 4.9 0.44 s−1

noise (amplitude spectral density) not provided 175 µ g Hz−
1
2

RMS accel. noise, 100 Hz (σ) 4.4 1.75 milli-g

RMS accel. noise, 200 Hz, in flight 0.38 0.15 m/s2

RMS airspeed noise (σa) 0.077 0.34 m/s

Table 3.1: Small scale allows the NAT robot to sense airspeed with lower noise than a palm

drone despite more noise in the sensor itself.

lift balances gravity, the lateral thrust is mg sin θ ≈ mgθ, which can be produced through

suitable choice of setpoint θ. In the presence of a non-zero wind estimate v̂w (only possible

with the AO sensor suite) the torque and attitude commands are altered to compensate for

the added translational drag force according to θd = θd − bv̂w
mg

and added torque according to

τ̃y = τ̃y − dzbv̂w
J

.

Noise scaling in accelerometer-based wind sensing

A key concern in the design of the NAT robot’s sensor suite is that high sensor noise mag-

nitude could result in sluggish performance in the estimator. Or worse, instability if the

control loop is operated at a low rate. Typically, smaller and lower-power sensors have lower

performance. For example, the 2 mg mCube MC3672 accelerometer on the NAT robot has

a 2.5× higher root mean square (RMS) noise than the 30 mg Bosch BMI088 in the drone

(Table 3.1). Our results show that despite this, our conceptual NAT robot senses airspeed

with a much lower noise magnitude than larger aircraft because of favorable scaling physics.

As scale reduces, the acceleration per unit airspeed, which is parameterized by the ratio b/m,
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Figure 3.3: Scaling laws in accelerometer-mediated wind sensing reduce the airspeed mea-

surement noise as size reduces. (A) The ratio of damping to mass varies approximately with

the inverse square of mass, with a least log-error exponential fit giving b
m

= 0.15m−1.9. (B)

This results in reduced airspeed measurement noise σa as size diminishes.

increases as a result of decreasing wing loading with scale [118]. It follows a roughly inverse

quadratic trend b
m

= 0.15m−1.9 over nearly five orders of magnitude (Figure 3.3A). When

used as an airspeed sensor, the accelerometer’s sensor noise standard deviation is given by

σa = m
b
σ, where σ is the standard deviation of the acceleration measurement. The noise

magnitude diminishes as scale reduces (Figure 3.3B). Table 3.1 shows that despite its noisier

accelerometer, a NAT robot with a scale-appropriate b/m ratio using the fit exponential given

above has nearly 5× lower airspeed sensing noise. Details are provided in the supplementary

material.

Closed-loop visual flight control in simulation

Figure 3.4A shows a trajectory of the system in closed-loop using only accelerometer feedback

(no vision), indicating the feasibility of trajectory control. The figure shows the effect of

realistic conditions in which the initial condition of the estimator does not match the true

state.
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Figure 3.4: Simulation results. (A) Flight path of the accelerometer-only sensor suite along

the x and z dimensions. The aircraft performs a lateral maneuver starting at the lower right

to a setpoint location (red cross mark) on the upper left. The true trajectory is shown in

black; the state estimate (grey) is subject to an error in the initial estimated position, but is

able to nonetheless maintain attitude stability. Lines show the path of the center of mass and

boxes depict the vehicle’s approximate size and attitude at 200 ms intervals. (B) Diagram of

the camera model in the accelerometer-optic flow (AO) sensor suite: luminance readings l(γ)

are collected uniformly-spaced angles γ (red lines), which intersect a texture projected on the

ground below at a position x̃ = x−z tan(γ+θ). (C) The correlator method produces similar

output to Lucas-Kanade-based optic flow estimation, when following the same (arbitrary)

trajectory. (D) The simulated AO system, when using autocorrelation-based optic flow

estimation, is able to sense and react a wind disturbance. A step change in wind speed

causes the aircraft to initially move in the direction of the wind. After about a second, the

wind estimate has converged on its true value; the controller responds by commanding the

robot to incline itself, resulting in a nearly perfect rejection of the disturbance.
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Figure 3.4C shows that the proposed autocorrelation method has similar performance as

Lucas-Kanade. Figure 3.4D and 3.8 show that our proposed system under closed-loop LQG

control using autocorrelator-based optic flow estimation is able to reject a simulated step

change in wind speed in slightly more than a second.

Power and mass

Tables 3.3, 3.4, and 3.5 tally the necessary operations per second and power required to

perform flight control using the two optic flow methods. Lucas-Kanade and autocorrelation

perform comparably (Figure 3.4) and operate within the required 1 mW power budget when

executed on an off-shelf microcontroller, but the autocorrelation method uses approximately

a third as much power. Table 3.2 provides the estimated mass and power consumption

of the complete accelerometer-optic flow (AO) sensor and control system. Masses of each

component were taken using a precision scale with a 0.1 mg resolution. We searched for

the lightest gyroscope (TDK Invense ICM20600) and accelerometer (Mcube MC3672) com-

mercially available and took estimated power numbers from the corresponding datasheets.

Power usage of the AO camera, the optic flow camera, and rangefinder were measured in

the citations provided. We have neglected the mass of a flex circuit and additional required

discrete components, which tends to add an additional 25% [98]. Even when compared with

a version of the drone’s gyroscope-rangefinder-optic flow (GRO) suite with the most recent

(lighter) version of each sensor, it is substantially lighter and more power efficient. More

details are provided in the supplementary information.

Physical robot validation

To demonstrate that the accelerometer itself can directly measure lateral velocity, we col-

lected data from a 30 g palm-sized four-rotor helicopter (Crazyflie 2.1, Bitcraze, Sweden) (see

Methods). No Kalman Filter was used in this test. Figure 3.5A shows that our accelerometer-

based lateral velocity estimate corresponds well to the true lateral velocity provided by the

palm drone’s full, GRO-based state estimator when undergoing lateral motions along both
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component mass (mg) power (µW)

NAT robot sensor suite accelerometer 2.0 20

(AO) optic flow camera 1.0 100 [101]

microcontroller 3.2 48

total 6.2 167

palm drone sensor suite gyroscope 14 3,000

(GRO) optic flow camera 97 12,000 [98]

rangefinder 20 6,000 [119]

microcontroller, computation 2.6 371[98]

total 133.6 21,371

improvement factor 22× 128×

Table 3.2: Our conceptual accelerometer-optic flow sensor suite is dramatically lighter and

more efficient than the state of the art small avionics system.
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Figure 3.5: Flight tests on a 30 g palm drone show that our accelerometer-vision system can

estimate vehicle state and wind speed. (A) We used the accelerometer alone (no Kalman

Filter) to measure airspeed va in still air (vw = 0), providing an estimate of lateral velocity

v = −va in both the x and y directions during a rapid lateral maneuver. Estimates are very

close to the helicopter’s full GRO-based state estimate. (B) The full accelerometer-optic

flow (AO) sensor suite and Kalman Filter estimator are able to estimate the wind velocity

induced by a fan with reasonable performance, as well as the aircraft’s attitude.
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the x- and y-directions. The inclination of the helicopter is small, just a few degrees, so we

are able to compare the body-frame accelerometer-based velocity estimate to the world-frame

state estimator’s lateral velocity, even though they are in different frames. The accelerometer-

based wind estimate does not appear to be distorted by flight-induced vibrations.

We then constructed a Kalman Filter-based estimator to validate the ability of our

accelerometer-optic flow (AO)-based avionics suite to estimate both wind and aircraft atti-

tude. Figure 3.5B shows a comparison of the measured wind speed from a hot-bulb anemome-

ter (Testo 405 hot-wire anemometer) against our system’s estimate. Important features of the

wind speed measurement from the anemometer can be observed in our estimate, including on-

set time, peaks, and the slow decay of the wind after the fan was powered down. Our system’s

attitude estimate also follows the prediction by a lateral force balance, θ = arcsin
(

−bvw
mg

)
.

Comparison to the fruit fly’s wind gust response

Finally, we compare the performance of our system to behavioral data collected from the

fruit fly Drosophila melanogaster subject to rapid, impulsive gusts of wind provided by an

air piston while they flew along a wind tunnel with a 30 cm square cross-section [7]. A

purely passive simulated mass with the same b/m ratio as the fly and our conceptual NAT

robot (10.0 s−1) initially moves with the gust before returning to zero velocity. By contrast,

both the fly’s mean velocity response (n = 92) and our accelerometer-optic flow (AO) flight

controller responded initially by moving more vigorously in the direction of wind than the

passive particle (Figure 3.6 and 3.9). This indicates that both employ a feedback regulator

that senses wind and attempts to regulate flight speed by minimizing airspeed error. Both

also exhibit a delayed compensatory response that overshoots, leading to a positive value of

vx for a short period of time after t > 0.3 s. This is the result of a compensatory visual

feedback response that is slower because visual feedback is noisier than wind feedback for

both our system, and likely the fly as well [120]. The dynamics are also affected by coupling

between forward thrust and the rotational pitch dynamics.
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 fly's response
our system

passive response

wind speed (vwx)

Figure 3.6: Our simulated accelerometer-optic flow (AO) 10 mg aircraft with, when operated

in closed-loop (blue), has a velocity response to an impulsive wind gust that closely resembles

that of fruit flies. For this simulation, we set b
m

to equal to the 10.0 s−1 measured in 1 mg

fruit flies. Compared to a passive response of a particle suspended in air (grey), both our

system (blue) and the fly (red) have similar dynamics, exhibiting a larger impulse response

followed a delayed compensatory overshoot beginning after about 0.2 s. The red line is the

mean velocity response of fruit flies flying along length of a wind tunnel (n = 92, from [7])
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3.4 Discussion

The avionics for a 10 mg flying robot is subject to extreme size, speed, weight, and power

(SSWaP) constraints. Here we introduce three innovations that drastically lower the mass

and power of sensors required to hover while retaining sufficient bandwidth to stabilize.

The first is to show that, because acceleration due to air drag on small aircraft is high,

an accelerometer constitutes a light, precise, and power-efficient means to sense airspeed

on smaller aircraft. This was inspired by previous work showing that an accelerometer can

sense airspeed on drones [68, 110, 111]. The second is the use of a fly-inspired autocorre-

lation algorithm to reduce the computation needed for optic flow processing. Because our

Kalman Filter observer also estimates angular velocity, it effectively de-rotates the optic flow

measurement. Our entire flight controller operates exclusively using power-efficient multiply

and add operations. And the third is to combine these elements to solve the key problems

of attitude and wind estimation. By estimating these quantities, the robot is able to make

rapid maneuvers and reject the effect of wind. Knowledge of the wind vector also facili-

tates higher level capabilities such as plume source finding [6]. The stable hovering platform

and autocorrelator-based optic flow system described here serves as a platform upon which

higher-level “reactive autonomy” tasks can be performed.

Our results show that by using only an accelerometer and camera, the avionics system

mass is reduced more than 20-fold and power usage reduces by more than 100-fold compared

to previous demonstrated hovering controllers. This work represents an important step

toward realizing 10 mg aerial robots first conjectured in [72], as well as significantly reducing

sensor mass and power for 100 mg robots like the Robofly [36, 57]. We validated our results

on a 30 g palm-sized hovering rotorcraft. Our system was inspired by how the 1 mg fruit

fly Drosophila melanogaster combines airspeed and visual feedback to navigate wind and

exhibits an impulsive wind gust response that closely resembles it.

Compared to [85] and [121], our wind-vision sensor fusion does not require a power-

hungry gyroscope to de-rotate the optic flow and can operate at hover rather than stable
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forward flight. This makes it far more suitable for very small aircraft, which, like small

insects and hummingbirds, must hover because of a low glide ratio [122, 123]. Both our work

and [91] propose lightweight sensor systems based on optic flow to estimate attitude and

velocity. Ours uses an accelerometer to additionally estimate wind speed, while [91] shows

that nonlinear estimation can eliminate inertial sensors entirely in principle, though flight

demonstrations required a gyroscope.

The present work is motivated by a larger narrative of advancements in ultra-tiny fly-

ing robots. Flapping systems of 1–5 mg have been demonstrated [124–126]. Actuators for

small robots are largely electrostatic, requiring high voltages. A controllable coil-based volt-

age boost converter has been realized [127]; a long series of photovoltaic cells is another

option [128]. Milligram batteries have been fabricated by 3D printing [129], photolithogra-

phy [130], and laser microfabrication [131]. Recent results indicate it may be possible to

dispense with the battery altogether using solar cells, which can be extremely thin and have

a favorable surface-area-to-volume ratio as scale reduces [77].

The physical sensor suite proposed here satisfies proposed SSWaP constraints (≈ 6 mg,

<1 mW, >200 Hz) using an off-the-shelf accelerometer combined with efficient imaging sensor

technology that has been demonstrated in the literature, such as sub-100 µW sensors [100,

101] and commercially in the Himax HM series. Such imagers could be combined with

small optics such as the multi-element lens in in the ≈ 1 mg Omnivision OVM6948 camera.

Cameras with integrated optic flow estimation hardware [132, 133] and event cameras [134]

have the potential to reduce both power and latency even further below what is possible

with the camera-and-computer architecture considered here.

A linear observer is unable to estimate both the altitude and wind velocity using the

accelerometer-optic flow sensor suite introduced here. This is in contrast to GRO, which

is able to by virtue of its emissive (power-hungry) rangefinder [95]. A number of methods

have been proposed in the literature that would not require additional hardware to control

altitude [135]. The first is to take advantage of the ground effect, which is an increase in lift

that occurs near the ground, to obtain an altitude equilibrium [84]. Another is to include
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a feedback law that varies thrust f ′
t , rather than inclination angle θ, in response to optic

flow. This can regulate altitude through suitable optic flow setpoint [86, 136]. A third is to

detect delay-induced feedback instability in an optic flow-mediated altitude controller [137].

A widely-varying altitude requires modification of our linear estimator to accommodate the

associated optic flow nonlinearity in z in Equation (3.16). Two alternatives are an Extended

Kalman Filter at the cost of an additional ≈200 µW [98], or to use a “gain-scheduled" Kalman

Filter at negligible additional power.

We have neglected some non-idealities in physical accelerometers such as bias drift [138],

which will manifest in a larger magnitude of lateral drift velocity. We anticipate that the

reactive-autonomy layer can be used to compensate, or nonlinear methods [139]. For ex-

ample, an omnidirectional camera could be used to stabilize a single position using visual

servoing [140], avoid walls [85, 86, 141], or navigate confined spaces [45, 84, 86, 142, 143].

Chemical sensors can be added to seek chemical plume sources [6] or map them [88].

Our system responds similarly to the fruit fly to gusts of wind in flight. This indicates

desirable real-world performance. Our results also provide insight into the mechanisms used

by insects for their superlative flight abilities [144, 145]. An open question is how animals

like bees and moths stabilize their flight without the gyroscopic halteres carried by dipteran

flies [146]. One possibility is sensing twisting motions in the hindwings [147]. Our results

suggest what we believe represents an alternative testable hypothesis. We suggest that it is

possible that these animals could estimate and therefore stabilize their attitude by sensing

airspeed using their wind-sensitive antennae [7, 104]. An airspeed sense mediated by these

organs could in principle provide the exact same feedback as the accelerometer-mediated

airspeed sensing described here.

Supplementary materials

Remarks regarding autocorrelation-based optic flow estimation The correlator

given in Equation (3.9) is a slight variation on the Hassenstein-Reichardt (H-R) model for

insect optic flow processing [116]. The classic H-R model predicts turning response of insects



51

to panoramic visual motion. It uses a first-order low-pass filter instead of a pure delay as

part of the derivative computation lt (above) [148, 149]. If the panoramic image is a pure

sinusoid of amplitude A and spatial frequency ωs moving at speed Ω in rad/s, it can be shown

that the output of the correlator in Equation (3.9) approaches Ωm = A2ω2
sΩ [150] as δγωs

approaches 0. This shows that the correlator’s output increases with increasing optic flow,

but also depends on the spatial frequency and amplitude of the image. It was observations of

these characteristics in insect behavior that led to introduction of the H-R model [148, 149].

In realistic, broadband images, the correlator responds to the averaged combined effects

of the frequency and contrast of the image’s constituent Fourier spectra [150]. In Lucas-

Kanade, the scalar c effectively normalizes out these effects by computing the square of the

average spatial gradient of the image pixels. For many conditions of interest, however, c

does not change quickly, hence we propose to either compute it only once at the outset, or

on an intermittent basis so that it adds negligible additional computation load. Like Lucas-

Kanade, a correlator can only provide a reasonable estimate if the image has contrast, rather

than a uniform brightness.

Supplementary methods

Airspeed sensing noise The RMS accelerometer noise at 100 Hz is provided in the

datasheet of mCube MC3672 (low-power mode). We calculated the equivalent quantity for

the Bosch BMI088 used on the quad-rotor drone by assuming its noise amplitude spectral

density (ASD) is flat (white). The root mean squared (RMS) noise σ for a flat bandwidth f

is given by σ =ASD
√
f .

We observed a factor α = 6.2 increase in RMS acceleration noise in the helicopter when

in flight relative to the datasheet. This is likely the result of rotor and aerodynamics-

induced vibration. We assumed that the same amplification factor applies for the NAT

robot. To calculate the RMS airspeed noise σa [m/s] at the anticipated sampling frequency
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of f = 200 Hz, we used the equation

σa = αg

√
f√
100

m

b
σ,

where g = 9.81 is the gravitational acceleration of the Earth, and m and b are the mass and

air drag damping coefficient of the vehicle’s dynamics, respectively.

Dynamics model The dynamics given in Equation 3.2 describe the motion of a hovering

aircraft like a robot fly or multi-rotor drone constrained to motion in a 2D plane. They are

a subset of the full rigid body dynamics in space, which are given by the Euler-Lagrange

equations:

Σf = mv̇

Στ ′ = Jω̇′ + ω′ × Jω′

Ṙ = Rω′×

ṗ = v

(3.21)

where f is any force acting on the vehicle, τ ′ is any torque acting on the vehicle, v is the

velocity and p is the position of the center of mass of the robot in world coordinates, ω′ is

the angular velocity of the robot, J is the vehicle’s moment of inertia, and R is the rotation

matrix that relates vectors given in body-attached coordinates to world coordinates. For any

vector v expressed in world coordinates, v′ is the same vector expressed in body-attached

coordinates. They are related by v = Rv′. Using the special property of rotation matrices

that R−1 = RT , we can also go in the other direction: v′ = RTv. The quantity ω′× is a 3×3

matrix that performs the cross product operation ω′×.

Computation and power Table 3.3 gives an estimate of the computation load per pixel

of the two optic flow methods. For each method, we tallied the number of clock cycles it

takes to perform the primary mathematical operations given by Equations (3.8) and (3.9).

We neglected edge effects and operations that only needed to be performed once (e.g. mul-

tiplication by a constant or division).
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This constitutes an approximate measure of the amount of power required. A multiply-

accumulate operation typically takes a single cycle for both fixed point and floating point

units on common microcontrollers such as the Arm M4 (Arm Technical Reference Manual,

available here. Additions also take a single clock cycle, but are much simpler and usually

are accompanied by a multiply in a single multiply-accumulate instruction and so have been

neglected. Lucas-Kanade requires a single, slower division operation (consuming approxi-

mately 10 cycles depending on processor) at the end as part of the 2 × 2 matrix inverse

(Equation (3.8)), but this occurs infrequently and has been neglected.

Table 3.4 gives an estimate of the number of operations required per step for each of the

two LQG controllers. For positive or negative unity entries in the A, B, and C matrices

given above, we assume that a multiply operation is not required. The number of entries in

the possibly-sparse LQG controller gains were estimated by assuming near-zero entries are

zero.

Table 3.5 gives estimates of the instruction count and power draw of the computations

required for the complete control system. In this table, we assumed that two separate copies

of the LQG controller are operating simultaneously, one for each of the x-z and y-z planes,

respectively. Based on our simulation, we found that it was possible to operate the controller

at a 200 Hz update rate; slower update rates led to instability, likely a result of the increasing

speed of rotational dynamics at small scale [78], resulting in instability.

We assumed that optic flow computations operated on luminance readings from a camera

with a 35×35 square grid of pixels (1225 pixels), the same number used previously in a palm-

sized rotorcraft [68]. These were used to estimate the optic flow along the body x′ and y′

directions independently by computing responses along rows and columns of the pixel grid,

respectively. We assumed a general-purpose microcontroller such as the 2.6 mg Arm M4-

based Max32660 (Maxim Integrated, San Jose, CA USA), which draws approximately 86 µA

per MHz at 1.1 V, or 95 µW/MHz. We assume it runs at 1 operation per clock cycle and

goes into low-power sleep mode in a few microseconds at each time step after computations

have completed.

https://static.docs.arm.com/ddi0439/b/DDI0439B_cortex_m4_r0p0_trm.pdf
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Lucas-Kanade autocorrelation

multiplies per pixel (1D) 2 1

multiplies per pixel (2D) 6 2

RMS error (1D) (rad/s) 0.044 0.074

Table 3.3: A comparison of computation requirements and performance in our simulation of

the Lucas-Kanade and correlator method

component item operations

controller nonzero entries in K (Eq. (3.20)) 6

integral action computation 1

total, controller 7

estimator nonzero, non-unity entries in A 8

nonzero, non-unity entries in B 0

nonzero, non-unity entries in CAO 1

nonzero entries in L (Eq. (3.15)) 9

total, estimator 18

total (per LQG regulator) 25

Table 3.4: Estimated number of multiply-accumulate operations needed per update for the

LQG regulator.
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component Lucas-Kanade correlator

x′ LQG controller 5000 5000

y′ LQG controller 5000 5000

x′-y′ optic flow estimation 1,470,000 490,000

total operations/s 1,480,000 500,000

computation power consumed (µW) 141 48

Table 3.5: Estimated computation load (in operations/s and power) for combined optic flow

and controller computations.

Supplementary figures
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Figure 3.7: Power scaling per pixel for a commercial imaging sensor family (Himax HM

series, Tainan City, Taiwan).
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Figure 3.8: States, measurements, and controller outputs (where az is z-axis acceleration f̃t

and αy is the y-axis angular acceleration τ̃y) during response to step input gust. (Figure 3.4D)

Units for the state are rad, rad/s, m, m/s, m, m/s, and m/s, respectively.
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and αy is the y-axis angular acceleration τ̃y) during simulated response to impulsive gust
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.
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Chapter 4

VISUAL CONFINED-SPACE NAVIGATION USING AN
EFFICIENT LEARNED BILINEAR OPTIC FLOW
APPROXIMATION FOR INSECT-SCALE ROBOTS

4.1 Introduction

Compared with the large robots, insect-scale robots have advantage of lower cost because the

material cost is dramatically reduced and also they can perform many tasks better because

of the small size such as locating the leaks of the gas of interest in dense piping infras-

tructure, space exploration with much lower cost, and replacing fixed-in-place air sensors in

urban environments. However, the reason why the insect-scale robots are still in research

stage rather than industry deployed is because as the scale reduces dramatically, the sen-

sor feedback quality and energy available for computation also reduces drastically, which

makes the realization of insect-scale robots challenging to have the similar performance as

the larger robots. For example, larger drones can be equipped with several sensors such as

Lidars, thermal sensors and the global positioning system (GPS), but for insect-scale robots,

most of those sensors are either too power-hungry or too heavy. Also, especially for indoor

environment, the GPS signal cannot be accurate enough [151]. One of our contributions is

to solve the challenge for insect-scale robots to do navigation given speed, size, weight, and

power (SSWaP) constraints.

Visual information has been used as an important input to robotic systems to do nav-

igation [152], manipulation [153], and human-robot interaction tasks [154]. However, most

of the algorithms are for large robots without tight SSWaP constraints. In nature, the fly is

good at visual navigation under those constraints. Flies have omnidirectional eyes that can

perceive visual information and then do navigation in surroundings [155]. Bio-inspired by
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Figure 4.1: The 143 mg U. Washington Robofly (pencil in background for scale) weighs a

bit more than a honeybee (101 mg). We aim to perform visual flight control with the very

low compute power available on robots of this size and below.

flies, we do visual navigation with insect-scale robot with an omnidirectional camera using

an optic flow estimation. Here, we are interested in a corridor following task (Figure 4.2)

because it is the essential behavior required for navigating between obstacles in a cluttered

environment. A reflexive corridor following controller could operate in real-time, freeing a

high-level controller to pursue long range goals such as search or path planning.

Our proposed control architecture takes inspiration from fruit flies. Rather than using

state estimation derived from a stored map (SLAM), we rely on optic flow, a measure of

the velocity of motion of visual scenery as the robot or animal moves through it. Optic flow

requires less computation and provides a crude measure of distances to obstacles [90]. This

provides enough information to carry out many tasks, such as source seeking [6] and nav-

igating through indoor and outdoor environments [44]. Lucas-Kanade [63] is a simple and
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effective [69] method to estimate optic flow from raw pixels. To reduce computation power

still further for application on a gnat robot [156], in this work we employ an insect-inspired

simplification. Known as the Hassenstein-Reichard correlator [116], it entails only multiply-

ing derivatives of pixel readings and predicts a number of aspects of insect behavior [149].

We assume our robot must be controlled by a computer carried onboard, rather than a

remote computer to which data is transmitted wirelessly, for three important reasons. First

and most importantly, many anticipated applications for small flying robots are indoors or

in confined spaces, where a consistent wireless channel is not available. Second, even with

a reliable channel, wireless transmission consumes excessive power. For example, consider

the 71 mg Robofly (Figure 4.1), which weighs less than a honeybee and requires 60 mW to

fly [57]. Transmitting low-resolution (160×120 pixel) video at 1–5 frames per second over low

power Bluetooth consumes 4–18 mW [89]. Even at this low frame rate, which is too low for

many control tasks, wireless transmission represents an excessive fraction of the power needed

to simply stay in the air. And matters become far worse as scale diminishes to that of a

gnat. Third, an important advantage to small robots is their potential to be deployed in large

numbers; this advantage is largely nullified if they are forced share a crowded communication

channel and an over-burdened server.

The platform we have in mind for the ensuing analysis and simulation is extremely small

and power-constrained flying robots with the size of insects. Such robots, whether actuated

by wings or other means such as electrohydrodynamic thrust, are dynamic and unstable as

a general rule [49, 92, 157]. For this work, we build on parallel work [2] that introduces an

ultra-lightweight sensor suite consisting of an accelerometer and a downward-facing optic flow

camera to stabilize these unstable hover dynamics. The sensor suite provides an estimate,

and therefore the ability for the robot to control, lateral velocity. This represents the first

level of control autonomy, “sensor autonomy,” proposed in the hierarchy introduced in [43].

Here we are concerned with the next level up, in which the robotic agent senses and responds

to the external environment. This is known as “reactive autonomy.”

We assume therefore that the task to be solved here is to provide an outer-loop controller
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that provides control inputs in the form of desired lateral and rotational velocity values to

the inner loop hovering controller. We also assume that the inner-loop controller is capable

of controlling the heading velocity ϕ̇. On a larger drone equipped with a full inertial mea-

surement unit (IMU), this would be done using a feedback control loop in which the angular

velocity was measured using a MEMS gyroscope. However, we are targeting extremely small

aircraft, which may not be compatible with the power draw (tens of mW) and mass (tens

of mg) of current MEMS gyroscope technology. We assume that the ϕ̇ is instead measured

using the downward-facing optic flow camera, trained on rotating imagery in a relatively

straightforward extension of the work derived here.

Previous work has introduced a “biologically plausible” means to use motor babbling to

learn a simple, bilinear model that approximates optic flow patterns observed by omnidirec-

tional cameras during self motion purely by observing pixel readings and their derivatives.

This approach has been used to stabilize attitude [8] as well as pose [140] in simulation and

on physical robots [158], also known as “visual servoing.”

Here, our contribution is to show that a similar approach can learn how to stabilize

a state of continuous motion down the length of a confined or cluttered corridor-shaped

environment.

Some robot navigation works use the sensors like RGB-D camera [159] or Lidars [160]. In

the environment where GPS cannot work well, a state estimation with the Lidar and IMU

was proposed [161]. However, for insect-scale robots, those sensors are too heavy and power

consumption is too high.

Most works in visual navigation are to create a map on surrounding environment using

sensors, and simultaneously robots can localize itself in the map anytime. This is the process

called Simultaneous Localization and Mapping (SLAM) [162][163]. A SLAM implementation

for generating 3D map for unknown environment is introduced in [164]. However, SLAM

is a heavy computation process and also require a significant memory, thus for insect-scale

robots, it is not ideal to use SLAM to do navigation.

Recently, deep learning approach emerges in robot navigation tasks. Dorbala et al. [165]
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proposed a deep learning approach using a convolutional neural network (CNN) to do corridor

following task with wheeled robots. Saxena et al. [166] presented an end-to-end deep learning

based approach for visual servoing by training CNN on colored images. However, deep

learning approach only works when there are sufficient data for training and if the distribution

of the test dataset is different from the training dataset, the deep learning approach will not

work well. Because deep learning architecture usually has lots of parameters, it may consume

significant computation power.

Given the SSWaP constraints, for insect-scale robots, researchers utilized bio-inspired

approaches. Fuller and Murray [142] showed that insect-inspired visual autocorrelation can

navigate a hovercraft robot through a corridor successfully. Censi et al. [8] proposed a

bilinearly estimation approach using optic flow to stabilize visual attitude. To best of our

knowledge, There is no research on navigating an insect-scale robot through a corridor, which

is the main task of our paper.

4.2 Methodology

In this section, we will introduce the kinematics and autocorrelation-based visual control.

4.2.1 Kinematics and control

We developed a kinematics model for the corridor following task. The dynamics read:
ẋ = ux cosϕ− uy sinϕ,

ẏ = ux sinϕ+ uy cosϕ,

ϕ̇ = uϕ.

(4.1)

,where u = [ux, uy, uϕ] is the control input for the velocity in body frame. And ẋ, ẏ and ϕ̇

are the velocity in world frame. To control the dynamics, we use a proportional controller:

uϕ = Kpϕ(0− ϕ̂). (4.2)

We are mainly interested in geting an estimation ϕ̂.
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4.2.2 Bilinear optic flow approximation

We would like to get estimation of ϕ̂ using pure optic flow information. We have the precise

relation for how luminance intensity varies with time due to camera motion given by Eq. (4.3)

[167]:

l̇ = (s×∇sl) · ω + µ(s,p)∇sl · v, (4.3)

where µ(s,p) is the reciprocal of the distance to the visual element, known as the nearness.

s is a continuous index ranging over the “sensel space” S, which is a unit sphere in this case

denoted as S2. Nearness depends on the geometry of the environment and the pose p (position

and orientation) of the robot.

To simplify control, we consider a Taylor series approximation of Eq. (4.3), which is non-

linear, in terms only of l and u, that is, the luminance readings and the control inputs. The

intent is to approximate the “average” behavior of Eq. (4.3) across the typical distributions

encountered in our environment of interest. These include, in particular, the shape of the

nearness function µ, the image contrast, and the pose of the vehicle. The first terms of the

Taylor series are given by

l̇ ≈ A+Bu+ Cl + uM l, (4.4)

where u = [ω,v]⊺ ∈ Rp is the linear and angular velocity vectors of the robot (p = 6 for the

3D case; for 2D planar motion, p = 3). Assuming l must be discretized by, for example, a

digital imaging surface, then l ∈ Rn, and ∇sl is replaced with its discrete 1D approximation
dl
dγ

≈ lk+1−lk−1

2δγ
, which can be represented as a matrix operator Dl, so that M ∈ Rp×n×n is

the product of some matrix times D. It can be shown that the first three terms, in terms of

A, B, and C, are zero, leaving only the last term, which is bilinear in l and u. The bilinear

approximation can be written in terms of 2D matrices as

l̇ =

p∑
i=1

Milui, (4.5)
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where the Mi are p different n× n matrices.

If the Mi’s in Eq. 4.5 above can be found, then they can be used in the to estimate the

state of motion u. The least-squares solution is

ûi = − ((Mil)
⊺Mil)

−1 l⊺Mil̇. (4.6)

This can be compared to the Lucas-Kanade method of optic flow estimation [63], but where

the estimation is of a state geometrical motion rather than simple translational motion

relative to a flat surface. It was shown in [8] and subsequent work that it is possible use a

simpler estimator that eliminates the matrix inversion step, leaving the bilinear term

ûi = −cl⊺Mil̇, (4.7)

where c is inverse of the average image contrast: c = (Em{||∇l||22})−1 . Eq. (4.7), when

approximated using discrete pixels and when the derivative is computed at discrete time

increments, is mathematically identical to a Hassenstein-Reichardt correlator in which the

lag is a pure delay [8].

Previous work [8, 140, 158] showed that, with mild conditions on the shape of µ, it is

possible to derive a controller that can locally drive the robot to a pose in which its luminance

readings match those of a goal “snapshot” g using bilinear estimator. This is known as visual

servoing.

For the case of 2D planar motion, for example, u = [ϕ̇, ẋ, ẏ]⊺. To perform visual servoing,

that is, driving the pose p to become coincident with a goal pose pg, a “goal” luminance

snapshot, l = g must be available. The proportional controller for a kinematic system

(defined only by velocities) is simply ui = l⊺Mi(g − l). This approach can also stabilize an

inertial, dynamic system driven by forces and torques, where u = [τ , f ] ∈ R6 (3D) or ∈ R3

(2D planar motion). A stabilizing proportional-derivative (PD) visual servoing controller has

the form ui = l⊺Mi(g − l − kpl̇), where kp is the proportional feedback gain [140]. In other

words, the matrices Mi capture luminance correlations. That is, they encode how luminance

readings change with time, and simultaneously and as a result, also the direction of the error

gradient between two displaced images if the displacement is small.
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4.2.3 Learning the M matrices

We learn the matrices by detecting correlations between pixel readings, their derivatives,

and randomly-chosen motor inputs through “motor babbling.” We have û = cl̇⊺M l Then [8]

shows that û is an unbiased estimator of u.

We would like to learn a matrix M to minimize the expected estimation error E∥l̇⊺Mil−

u∥22, for each component of u, we can learn Mi according to the error function:

E{(l̇⊺Mil− ui)
2}. (4.8)

Given a particular training sample (u, l̇, l), Mi can be updated according to a stochastic

gradient descent (SGD), which consists in minimizing Eq. (4.9) only with respect to the

particular sample. The update rule is

Ṁi = λ(l̇⊺Mil− ui)l̇l
⊺, (4.9)

where λ is the learning rate. Through repeated exposures to randomly-chosen inputs (“motor

babbling”), this increases the value of elements of Mi in which ui, l, and l̇ are correlated. It

is instructive to think of the product lj l̇k as the “optic flow”: if the luminance is increasing

in time at location j and it is high at a nearby location k, then this corresponds to positive

optic flow, for example.

4.2.4 Estimating ϕ

We now expand the space of quantities to be estimated to include not just velocities, but

other states that are relevant to the task of corridor following, that is, stabilizing those

variables that the inner-loop hovering controller (see Introduction) is not able to estimate on

its own. These consist of y, the lateral position of the robot, and ϕ, the heading angle of the

robot relative to the axis of a corridor-shaped environment along which it is traveling. Our

treatment builds on [142], which indicated that an autocorrelation weighting function exists

that can provide an estimate of ϕ for use in control. That work used a frequency-domain
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analysis of an autocorrelation scheme that only considered nearest-neighbor pixels. Here we

provide a more general solution by training the weighting function in an abinitio fashion.

This has the benefit that statistics of the scenery as well as the camera calibration itself are

all learned at once.

We assume that the environment geometry resembles a narrow corridor, and that the

vehicle is equipped with an additional omnidirectional camera. The bilinear model will be

used to estimate components of the robot’s state that cannot be observed with the sensor

suite. We would like to estimate the robot orientation ϕ by using the bilinear optic flow

estimate ϕ̂.

We use a Taylor expansion as before, this time as a three-term expansion in u, p, and l,

and have

l̇ =Mωlω + (Mϕlϕ+Myly)
⊺v. (4.10)

We linearize at u0 = [ω, vx, vy] = [0, 0.1m/s, 0] and y = 0, then we have

l̇ =Mϕlϕvx, (4.11)

where vx can be incorporated into Mϕ, then we can have the estimation ϕ̂ = l⊺Mϕl̇ , where

Mϕ can be learned using the method in last section.

4.3 Experiments

4.3.1 Set up the scene

A diagram of the robot, its corridor-shaped environment, and the camera model is shown

in Figure 4.2. For all simulation tasks, we extracted a single horizontal line of pixels from a

photograph from an outdoor scene and projected these onto both of the corridor walls.

The parameters are:

1. wd: distance between walls = 0.1 m.

2. is: The image size is set to 1 m.
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Figure 4.2: A diagram of the robot in its environment (top view). The robot is assumed to

move continuously in the positive x-direction (ẋ > 0. The red lines indicate directions of

pixel readings taken by its omnidirectional camera. These are comparable to the ray casting

algorithm used in computer graphics nomenclature. The solid dashed line is the heading

angle ϕ of the robot. x̃1 is the position of the intersection for the left wall, ϕ+ γ < π and x̃2

is the position of the intersection for the right wall, 2π > ϕ+ γ > π.
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3. q : State of the robots. q = [ϕ, ϕ̇, x, ẋ, y, ẏ]

4. γ : The angle of each ray relative to the heading direction.

The implementation procedure is briefly described as below:

1. The angle for the ray according to the x-axis is ϕ+ γ.

2. If ϕ+ γ < π, then the ray intersects the left wall, and intersection position on the wall

is given by

x̃1 = x+ (wd/2− y)/ tan(ϕ+ γ). (4.12)

If 2π > ϕ+ γ > π, then the wall intersection position is

x̃2 = x− (wd/2 + y)/ tan(ϕ+ γ). (4.13)

3. Then we can use x̃ to get the luminance readings of each ray (corresponding pixel value

on the image).

4. We also need to calculate the distance from the robot to the position of the intersection

of the ray and the wall . If ϕ+ γ < π, then we have the distance d is given by

d =

√
wd/2− y

sin(ϕ+ γ)
. (4.14)

If 2π > ϕ+ γ > π, then we have the distance d calculated by Eq. (4.15).

d =

√√√√∣∣∣∣∣ wd/2 + y

sin(ϕ+ γ)

∣∣∣∣∣. (4.15)

5. We also need to know the direction of each ray to calculate ∇sl. For each ray, the

direction is (cos(ϕ+ γ), sin(ϕ+ γ)).
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4.3.2 Validating the camera model

We constructed a simulation environment in Python. To confirm that our simulation was cor-

rectly performing the necessary numerical operations, we confirmed that its outputs satisfied

Eq. (4.3) in 2D. We describe briefly this process. The parameters are:

1. l̇: The time derivative of the luminance readings.

2. s: The direction, which can be represented as a vector on the unit sphere. In general,

s ∈ S is the sensel direction and S is the sensel space.

3. ∇sl: The spatial derivative of the luminance readings.

4. ω: The angular velocity.

5. µ(s,p) : The reciprocal of the distance to the visual element, also called nearness.

6. v: The translational velocity of the robot.

The left hand side of Eq. (4.3) can be calculated by:

LHS = l̇ ≈ l(t− 2dt)− l(t)

2dt
. (4.16)

As we know the right hand side of Eq. (4.3) is :

RHS = (s×∇sl) · ω + µ(s,p)∇sl · v. (4.17)

The first term of Eq. (4.17) can be calculated as

(s×∇sl) · ω =

[
(cos(ϕ+ γ), sin(ϕ+ γ))× (

l2,i+1 − l2,i−1

2dγ
· (− sin(ϕ+ γ), cos(ϕ+ γ))

]
· ϕ̇.

(4.18)

Note that we have used the two-dimensional version of the cross product “×”, which

results in a scalar. This can be shown by promoting the 2D vectors to 3D according to
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Figure 4.3: Validation of the camera model. We have RHS = (s×∇sl) ·ω + µ(s,p)∇sl · v.

And we have LHS = l̇. We can see the RHS can follow LHS well.

[x1, y1, 0] × [x2, y2, 0], which produces a vector that only has a nonzero value along its z

direction; the output of the 2D cross product is the value along the z direction. The second

term of Eq. (4.17) can be calculated as

µ(s,p)∇sl · v = µ(s,p)
l2,i+1 − l2,i−1

2dγ
·

[
(− sin(ϕ+ γ), cos(ϕ+ γ)) · (vx, vy)

]
. (4.19)

We select time step dt = 1/200 s and pick the ray index 5 (the 6th ray) and then propagate

the time for 50 dt to see whether the LHS is equal to RHS on those 50 time points. We set

y = 0.05 m, ẏ = 0.05 m/s and set ϕ = 5◦, ϕ̇ = 100◦/s and x = 0.25 m, ẋ = 0.1 m/s. The

validation result is shown in Figure 4.3. We can see they match well.
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4.3.3 Learning Mϕ

Because we only need to estimate ϕ, thus we only need to learn the correlator matrix Mϕ ∈

Rn×n. We can rewrite learning rule Eq. (4.9) to

Ṁϕ = λϕl̇l⊺. (4.20)

We use a motion babbling strategy to develop the tranining dataset. For each iteration, we

random sample x, y, ϕ and ϕ̇ in a certain range and use the sampled values to do ray casting

to get l̇ and l. Then we can calculate Ṁϕ to update Mϕ by

Mϕ =Mϕ + Ṁϕdt. (4.21)

We set λ = 1, dt = 1
200

s, and we sample x around x = 0.5 m with range 0.3 m, y around

the middle of the corridor y = 0 m with range 0.03 m, ϕ around heading forward ϕ = 0◦

with range 30◦ and ϕ̇ = 0 with range 114.6◦/s. We trained 20000 iterations to make Mϕ

asymptotically approach a form, up to a constant, that has the appearance shown for example

in Figure 4.4. The learned Mϕ matrix is shown in Figure 4.4. The shape is a skew-symmetric

matrix matching the derivation in [8].

4.3.4 Control simulation (stablizing ϕ)

We constructed a simulation of the dynamics, Eq. (4.2), using fixed-step Euler Integration, to

explore the stabilization behavior. For the simulation experiment, we set the initial condition

x0 = 0.2 m, y0 = 0.0 m, ẋ0 = 0.1 m/s, ẏ0 = 0.0 m/s, ϕ̇0 = 0 and we set different initial

conditions for ϕ with a range of initial angles to get different trajectories to see whether ϕ

can converge to zero. In this simulation, we only control ϕ̇ according to Eq. (4.2). We set

the simulation time period is 4 s, the time step is 1
200

s. Kpϕ = 5.

Figure 4.5 shows that our approach is able to steer ϕ to a within approximately 5◦ of zero

when initiated across a range of initial conditions. Then we plot the ϕ vs time in Figure 4.5,

we can see all trajectories converge to somewhere around ϕ = 0
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To show that our optic flow estimation can estimate ϕ well, we plot ϕ and ϕ̂ in the same

plot for two trajectories (ϕ0 = 5◦ and ϕ0 = 15◦) shown in Figure 4.6 and Figure 4.7.

The Figure 4.8 shows that the robot can navigate through the corridor successfully given

the initial heading angle ϕ0 = 15◦.

4.4 Conclusion

Our paper has shown that using purely the optic flow estimation, we could stabilize the

heading ϕ of a simulated insect-scale robot as it moves through a corridor. The bilinear

optic flow approximation method we used has the advantage that it is end-to-end: a process

of motor babbling allows it to learn pixel correlations regardless of their orientation, so it
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spurious noise.
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therefore requires no camera calibration. On a physical system, the necessary M matrices

can be learned by moving the robot around while recording state using a motion capture

arena or temporary on-board sensors such as tiny laser rangefinders [168]. The approach is

also therefore easy to generalize to 3D flight control.

Our approach builds on an assumption that it is operating as an “outer-loop” controller

that sends desired translational and rotational velocities to a fast “inner loop” that takes care

of stabilizing the unstable dynamics of such a robot and regulating flight speeds. How the

hovering controller is able to operate under the extreme SSWaP constraints of an insect-sized

robot are described in greater detail in [2]. We believe our approach is suited to tiny robots

because it operates entirely using multiply and add operations, which are relatively fast and

efficient computational operations. The learned M matrices are skew-symmetric and largely

sparse, so when used in practice we anticipate that near-zero entries will be zeroed out, and

only half of the matrix needs to be stored in memory. Further optimizations may be possible

by neglecting entries that correspond to pixel readings that are far apart. We anticipate that

this will allow our method to do navigation in real time using the constrained capabilities of

an onboard, general purpose microcontroller.

The learned Mϕ appears to be performing the same computational operation as the ϕ

estimator derived in [142], which itself was inspired by [169]. All three use a similar method

to determine the location of the centroid of the optic flow pattern in the lateral directions. As

the robot moves down the corridor, it is subject to an optic flow pattern that is highest in the

lateral directions (directly to the left and right when facing forward) and zero straight ahead

and behind. Therefore the centroid of this peak represents an indication of the direction

one is facing when moving forward. Locating the centroid entails multiplying a function

f(x) by x and integrating (
∫
xf(x)dx). A weighting gradation, ranging from positive to zero

to negative can be observed along the diagonal of Mϕ, where the zero is at the lateral ray

directions (ray elements 75 and 225 in Figure 4.4).
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Chapter 5

TOWARDS DEEP REINFORCEMENT LEARNING FOR
ONBOARD CONFINED-SPACE NAVIGATION OF

INSECT-SCALE ROBOTS USING MONOCULAR EMBEDDED
EVENT-BASED VISION

5.1 Introduction

As fabrication technology advances, the question of the right avionics architecture becomes

more pressing. Classical approaches used in larger drones, which include a gyroscope and

one or more laser-based rangefinders, represent a negligible component of the both weight

and power, but as scale diminishes to an insect, their inherent power consumption begins

to compare to or even eclipse the power required to remain in the air and the mass of the

aircraft. At the scale of the UW Robofly, which weighs 150 mg and consumes approximately

500 mW to fly [15], a 24 mg gyroscope that consumes 1–3 mW (eg. tdk 20600 series) and a

laser rangefinder weighing 15 mg and consuming 5 mW, represent significant mass payloads

and perhaps a tolerable power payload. However, as scale reduces even further to 10 mg or

even 1 mg [73], these sensors will clearly exceed the payload. We explored the elimination of

the gyroscope in favor of a much lighter and more power efficient accelerometer [2] and other

altitude sensor technology such as a pressure sensor introduced in Chapter 2 [1]. In a future

fully-self contained insect robot, it would be desirable to simplify the sensor payload as much

as possible, which suggests a heavy reliance on vision. A challenge with vision is its inher-

ent high bandwidth and attendant heavy computation costs. Frame-based cameras struggle

here due to motion blur and limited dynamic range, especially under fast ego-motion and

challenging lighting, which can destabilize both classical mapping–planning–control pipelines

and end-to-end policies that consume images directly. Event cameras offer an attractive al-
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ternative: they report microsecond-level brightness changes asynchronously, largely reducing

motion blur and operating over high dynamic range—properties that are well aligned with

agile flight in confined spaces.

Confined-space navigation is a primary task that is widely applied in autonomous UAVs,

while it is still absent in insect-scale robotics research. Our task is to navigate the insect-scale

robots through a narrow corridor given only visual input. Visual navigation for insect-scale

robots is very challenging because in such a small scale, the speed, size, weight, and power

(SSWaP) constraints do not appear to permit visual navigation techniques such as SLAM

(Simultaneous Localization and Mapping). We have covered the detailed introduction about

the challenges in Chapter 4.

Deep reinforcement learning (RL) is emerging as a powerful paradigm in robotics, deliv-

ering strong performance across agile flight. In our setting, model-free RL learns a paramet-

ric policy by interacting with the environment, yielding an end-to-end network that maps

monocular event-based observations directly to control commands. This approach avoids

complicated hand-engineered pipelines and can reduce inference latency. When designed to

be lightweight, the policy can run on a microcontroller—enabling fully onboard autonomy

for insect-scale robots.

In this paper, we present a deep RL system for onboard confined-space navigation using

a monocular embedded event camera, designed for the tight power and compute budgets of

insect-scale robots. We trained a lightweight deep RL policy in NVIDIA Isaac Lab with a

binary event-mask (BEM) computed from consecutive grayscale frames, and deployed it on

the OpenMV Cam RT1062 to perform onboard inference from event-camera data alone. The

training and inference pipeline is shown in Figure 5.1. To our knowledge, this is the first

learning-based approach to address confined-space navigation for insect-scale robots with

an event camera and without any offboard computation (no external link/antenna). Our

contributions are:

1. Developed, to the best of our knowledge, the world’s smallest aerial robot platform
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with the onboard embeded event camera module.

2. Developed a deep reinforcement learning policy that runs on a microcontroller using

only event-camera input.

3. Demonstrated that onboard policy-inference power consumption fits within the insect-

scale flight power budget.

5.2 Methodology

5.2.1 Event camera

For insect-scale robots, event camera has the advantages of:

• Low latency: Event cameras conduct the asynchronously detecting and recording the

changes in intensity at each single pixel. Each pixel independently triggers an "event"

only when an intensity change exceeds a fixed threshold. There is no need to wait

for a full frame to be captured, processed, and transmitted. In contrast, conventional

frame-based cameras capture entire frames at fixed time intervals(frames per second).

Thus, event cameras can achieve much smaller latency than the frame-based cameras.

• No motion blur: In conventional frame-based cameras, motion blur happens when the

entire scene is captured over a fixed exposure time. At the same time, objects moving at

high speed will create a "smear" as they shift position relative to the camera sensor. If

the scene or objects move very quickly and their motion is integrated over the duration

of the frame capture, the blurred images will be generated. In contrast, event cameras

independently capture changes in intensity in real time and each event is timestamped

with microsecond precision, so ther is no cumulative exposure time during which motion

can blur the image.

• Very low power: Because the event cameras only trigger the events on each pixel

independently when there is a significant change in intensity, the pixels triggered and
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Figure 5.1: Training in simulation and onboard inference on the robot platform. During

training, BEMs are computed from consecutive grayscale frames and fed to the policy net-

work. During deployment, BEMs are computed from the GenX320 event camera and fed to

the same policy running on the OpenMV Cam RT1062 microcontroller.

the data generated are much less than the conventional cameras. The overall data flow

is lower using event cameras so the bandwidth requirements and the computational

power are reduced. Thus, the event cameras can be operated in mW-level power.

5.2.2 Deep Reinforcement Learning

Task formulation

We formulate the confined-space navigation problem with purely vision-based sensing as a

partially observable Markov decision process (POMDP), since the robot does not have access

to its full underlying state. The task is to navigate a narrow corridor while avoiding wall

collisions, with the robot starting on the centerline at the corridor entrance. For training, we

construct a corridor with a 30◦ bend in NVIDIA Isaac Sim (Figure 5.2), and for evaluation, we

design additional test corridors with a straight path, a 15◦ bend, and a 60◦ bend (Figure 5.9).
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Observation space

Because there is no effective continuous-time event camera simulator [170], we use a binary

event mask (BEM) as the observation, derived a monocular, forward-facing camera. At each

environment step, the policy receives a single-channel BEM computed from the logarith-

mic brightness change between consecutive grayscale frames. Let It(x, y) denote the image

intensity at pixel (x, y) and time t; the BEM is

BEMt(x, y) = I
( ∣∣ log It(x, y)− log It−1(x, y)

∣∣ ≥ κ
)
, (5.1)

with threshold κ> 0 and indicator I(·). On the first step (no previous frame), a zero mask

is returned. The observation at time t is a binary tensor ot ∈ {0, 1}H×W with H=W=320,

where H and W denote height and width, respectively. No privileged state (e.g., position,

velocity, or goal pose) is appended.

Action space

The action space is one-dimensional and controls yaw rate only. The policy outputs a

normalized scalar action at ∈ [−1, 1], which is mapped to a physical yaw-rate command

ψ̇t = ωmax at, ωmax = 1.0 rad/s. (5.2)

A hierarchical controller tracks fixed body-frame velocity targets v⋆x = 1.0 m/s, v⋆y = 0,

and altitude z⋆ = 0.5 m. It converts these targets to thrust and moments, and applies the

policy’s yaw-rate command to regulate heading. Accordingly, the agent learns to steer using

vision-only observations while lower-level loops stabilize forward motion and altitude.

Reward function

We use a dense reward that encourages fast, centered flight, plus a sparse collision penalty.

Let pt = (xt, yt, zt)
⊤ be the world position and ∆t the control period. The corridor

centerline is yc(x) with unit tangent t(xt) ∈ R2. Define the planar position pxy
t = (xt, yt)

⊤,
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the signed arc-length increment

∆st =
(
pxy
t − pxy

t−1

)⊤
t(xt),

and the forward speed along the centerline

ṡt = max
(
0,

∆st
∆t

)
.

Let ey =
∣∣ yt − yc(xt)

∣∣ be the lateral deviation and Icol,t ∈ {0, 1} a collision indicator.

With weights wprog > 0, wcenter < 0, and collision scale ccol < 0, the per-step reward is

rt = wprog ṡt︸ ︷︷ ︸
forward progress

+ wcenter ey︸ ︷︷ ︸
centerline penalty

+ ccol Icol,t︸ ︷︷ ︸
collision penalty

. (5.3)

5.2.3 Policy design and training

We learn a vision-only policy πθ : ot 7→ ayawt that maps the BEM observation ot to a single

continuous action, the commanded yaw rate ayawt . The network uses a lightweight convo-

lutional neural network (CNN) backbone to extract spatial features, followed by multilayer

perceptron (MLP) layers that parameterize a Gaussian policy over ayawt . We optimize πθ

with the Proximal Policy Optimization (PPO) [171] on parallel simulations using Nvidia

Isaac lab. The corresponding environment grid view in NVIDIA Isaac Sim is illustrated in

Figure 5.2. The Crazyflie’s onboard camera view is shown in Figure 5.3.

PD controller

In Nvidia isaac lab, the default Crazyflie interface exposes low-level thrust-and-moment

control. On the real Crazyflie, the control commands are: forward velocity vx, lateral velocity

vy, yaw rate ψ̇ and altitude z. To align the two, we implemented a PD controller in simulation

that maps these setpoints to thrust and body moments so the simulated control matches the

real robot. Because the policy’s only action is yaw rate, we tuned its closed-loop response

carefully. We first measured the real Crazyflie’s yaw-rate step response (Figure 5.4). We

then tuned the simulation controller gains to reproduce this response (Figure 5.5), aligning

the simulated dynamics with the hardware.
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Figure 5.2: Environment grid view in NVIDIA Isaac Sim

Figure 5.3: Crazyflie’s onboard camera view in the checkerboard corridor, simulated in

NVIDIA Isaac Sim.
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Figure 5.4: The yaw-rate step response from real Crazyflie.

Figure 5.5: The yaw-rate step response in simulation.
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TinyML

Deploying a large reinforcement learning model directly onto the OpenMV Cam RT1062

board is infeasible due to the board’s limited memory capacity. To address this constraint,

model quantization is employed to reduce the model’s size while preserving its robustness

and performance. In our experiments, quantization reduced the file size of a model from 394

KB to 128 KB, enabling successful deployment on the microcontroller. Quantization achieves

this reduction by lowering the precision of numerical representations, such as weights and

activations, from higher-bit formats (e.g., 32-bit floating-point) to lower-bit formats (e.g.,

8-bit integers). This process maps a wide range of values into a smaller, discrete set, signifi-

cantly reducing memory requirements. To quantize a PyTorch model, it must be converted

into a TensorFlow Lite model. Since PyTorch does not natively export to TensorFlow Lite,

the model is initially converted into the ONNX format, then into a TensorFlow model, be-

fore finally being quantized into TensorFlow Lite. This workflow offers a practical approach

for deploying reinforcement learning models on resource-constrained embedded platforms,

allowing for real-time inference without exceeding hardware limitations.

5.3 Hardware Platform

We built a robot platform using a brushless Crazyflie, an OpenMV Cam RT1062 board, and

a GenX320 event-camera module.

5.3.1 Brushless Crazyflie Platform

The Brushless Crazyflie 2.1 quadrotor, an open-source aerial robotics platform, was employed

to evaluate the proposed method. With a total mass of 32 g and a compact form factor,

it is particularly suitable for navigation in confined environments. In comparison to the

brushed-motor version, the brushless platform incorporates four 08028–10000KV motors,

each capable of generating approximately 30 g of thrust. This configuration supports an

increased payload capacity (40 g compared to 15 g), improved efficiency, and an extended
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Figure 5.6: Integrated robot platform next to a pencil.
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Figure 5.7: Architectural flow of the Crazyflie firmware.

flight time of approximately 10 minutes, representing a three-minute increase relative to

the brushed version. These improvements enhance suitability for confined-space navigation,

even when carrying additional payloads such as the protective enclosure and the OpenMV

camera. Each motor is driven by an integrated 1-cell 5 A electronic speed controller (ESC)

running BLHeli_S/Bluejay firmware, while overall flight control is handled by the onboard

STM32F405 microcontroller, which generates the corresponding ESC commands. Together,

these components establish the foundation for stable flight and system integration.

The firmware architecture, illustrated in Figure. 5.7, incorporates a stabilizer module

that governs flight control through multiple interconnected components. Prior to executing

control commands, the system processes measurements from the onboard sensor suite, which

includes an accelerometer, gyroscope, and pressure sensor for state estimation. In addition, a

Flowdeck V2 optical flow sensor provides high-precision displacement measurements relative

to the ground at millimeter resolution, further enhancing flight stability.

Sensor measurements are fused using an onboard Kalman filter to generate real-time
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estimates of the vehicle state. These estimates are subsequently provided to the state con-

troller, which is implemented as a proportional–integral–derivative (PID) controller within

the Crazyflie firmware. The controller computes corrective actions for roll, pitch, and yaw

based on the desired setpoints. These control outputs are then converted into motor com-

mands through the embedded flight control logic, ensuring stable tracking of commanded

trajectories. The resulting framework provides a reliable baseline for autonomous operation,

which is extended in this work through integration with the OpenMV camera for onboard

perception and control.

5.3.2 OpenMV Board with GenX320 Event Camera

The microcontroller board used in this work is the OpenMV Cam RT1062, a low-power and

lightweight platform capable of real-time machine vision. It is integrated with the GenX320

event camera module to enable event-based visual sensing. The GenX320 event-based sensor

was selected, as it is light-weight, low power consumption and well-suited for capturing rapid

changes in the visual field.

The camera is mounted on top of the drone within a protective enclosure introduced

in Section 5.3.4. Communication between the drone and the camera is established via a

UART connection between the two devices. The camera is powered through a Li-Po battery

connected to the drone’s VCOM and GND pins, providing 3.7 V via the board’s integrated

Li-Po support circuitry.

The primary function of the OpenMV board is to acquire event data from the camera,

generate the BEM representation, and supply this processed information as input to the deep

RL policy. The RL policy subsequently outputs a yaw rate command, which is transmitted

to the drone for navigation. This perception and control pipeline operates at approximately

15 Hz, allowing the system to respond rapidly to static obstacles in the environment. Im-

portantly, this loop is decoupled from the drone’s attitude control loop, which operates at

a significantly higher frequency of 500 Hz to maintain stable flight. This separation enables

the reinforcement learning policy to run independently, without compromising the drone’s
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flight stability.

The OpenMV board communicates with the drone by transmitting control commands in

a packet structure containing the body-frame velocities vx and vy, the altitude z, and the

yaw rate ψ̇. In this study, the lateral velocities and altitude were fixed, and only the yaw

rate was allowed to vary. Although these additional control channels were not utilized, they

offer flexibility for future investigations that may require full three-dimensional maneuvering

of the drone.

In the context of reinforcement learning, deploying a policy on a real robot requires the

input representation to be consistent with that used in simulation. To this end, we employ

the BEM representation for event camera data. The BEM converts the asynchronous output

of the event camera into a frame-based binary image, where each pixel assumes a value

of either 1 or 0. To construct the BEM, raw events were first collected, with each event

characterized by the tuple (event type, seconds, milliseconds, microseconds, coordinate x,

coordinate y). The event type encodes the polarity of the event, indicating whether a pixel

undergoes a positive or negative intensity change. Within a specified temporal window, ∆t,

events were accumulated per pixel, and the absolute difference between the counts of positive

and negative events was computed. A pixel was assigned a value of 1 if this difference was

nonzero; otherwise, it remained 0. The resulting binary image thus encapsulates the dynamic

changes within the observed environment and serves as the input for our reinforcement

learning model.

The primary challenge in this phase was the computationally efficient implementation of

the BEM representation. An initial strategy involved iteratively processing individual events

to manually accumulate positive and negative events for image construction. However, this

approach was computationally intensive and proved unsuitable for real-time applications.

To overcome these limitations, the implementation was restructured to fully vectorize the

computation using OpenMV’s built-in functions that are optimized to be the fastest they can

be, thereby substantially reducing execution time and enabling efficient, real-time generation

of BEM representations. Leveraging the OpenMV’s capability for real-time event-based



90

perception, the subsequent section details how its output interfaces with the Crazyflie’s

commander to facilitate autonomous flight control.

5.3.3 Communication Interface

With the OpenMV and Crazyflie drone connected via wires, communication occurs through

the UART (Universal Asynchronous Receiver/Transmitter) interface. UART was chosen

for its simplicity and low-latency operation, enabling reliable board-to-board data transfer.

To send control commands, we designed a fixed packet structure consisting of one start

byte followed by 8 bytes of data: 2 bytes each for the vx, vy, z and ψ̇, all represented as

int16_t. The start byte serves as a marker, ensuring correct packet alignment and preventing

corrupted or misinterpreted data. Within the Crazyflie firmware, we implemented two main

modifications: a module that waits for and parses the complete packet into usable values, and

an interface that forwards the parsed data to the Crazyflie commander. The commander

then interprets the values as control setpoints, converting them into motor commands to

achieve the desired motion.

5.3.4 3D Printed Protective Enclosure

We carefully designed the wiring and the layout using a 3D-printed protective enclosure. The

enclosure was built to achieve two primary design aims: (1) securely tethering the OpenMV

board to the Crazyflie, and (2) protecting sensitive board components from impact. Addi-

tionally, it shields and conceals the wiring between the board and drone while maintaining

reliable electrical connections. The enclosure employs a two-part design consisting of: (1)

a main body and (2) a cover, fastened together with four screws. The main body directly

interfaces with both the board and Crazyflie using four screws, allowing for a tight fit along

the sides and back of the board. The cover complements this by securing the front (camera)

side and protecting the top of the board, which is otherwise exposed above the Crazyflie’s

motor shields and vulnerable to direct impact. Both parts are 3D printed from PLA plastic
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with 20% infill, chosen to balance strength and weight. This material also enables simple

and reliable threading of screw holes.

5.4 Experiments

5.4.1 Hardware evaluation

We designed a simple demonstration to evaluate our hardware platform in a static obstacle

avoidance task. Conceptually, the BEM represents movement information as binary values

(1s) at each pixel. In our approach, the BEM is divided into left and right halves to in-

form directional decisions. To reduce noise from the drone’s propellers, the frame is further

partitioned into a top and bottom region, with the bottom region being discarded. Using

only the top portion, the number of active pixels (1s) is counted separately for the left and

right sides. If the number of active pixels on both sides falls below a predefined threshold,

no yaw adjustment is applied. Otherwise, the accumulated counts are compared, and if the

difference exceeds a second threshold, a yaw command is issued to steer the drone away

from the obstacle. By applying this simple policy, we can achieve basic obstacle avoidance

illustrated in Figure. 5.8.

5.4.2 Policy evaluation

We trained the policy in a corridor with a 30◦ bend and evaluated it on corridors with varying

bend angles. The resulting trajectories are shown in Figure 5.9. The drone successfully

navigates the straight, 15◦, and 30◦ corridors, but fails to complete the 60◦ bend. This

failure arises because the observations encountered in the 60◦ corridor deviate too far from

the distribution of training data, exceeding the policy’s ability to generalize.

5.4.3 Model deployment

We quantized the model using TensorFlow Lite and deployed it on the OpenMV board.

The CPU load breakdown indicates that policy inference requires a reasonable amount of
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Figure 5.8: Obstacle avoidance using the onboard GenX320 event-camera module.
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Figure 5.9: Crazyflie trajectory (red dotted) in four corridor geometries. Left: straight

(5m). Right, top to bottom: 15◦, 30◦, and 60◦ bends. The bent corridors are composed of

two 1.22m straight sections connected at the midpoint.
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Figure 5.10: CPU load breakdown.

computation. Furthermore, the measured power consumption of policy inference is 1.43 mW

at an inference rate of 15 Hz, which is well within the power budget of insect-scale robots.

5.5 Conclusion and Future work

In this work, we introduced the first approach to vision-based confined-space navigation for

insect-scale robots using an onboard event camera and deep reinforcement learning. By em-

ploying the BEM representation and a lightweight neural policy, we demonstrated successful

navigation through narrow corridors in NVIDIA Isaac Sim. We further developed the small-

est aerial platform to date with an integrated event camera, implemented the supporting

firmware, and deployed the trained policy onboard. Our evaluation showed that policy in-

ference operates within the tight power budget of insect-scale robots, consuming less than

1.5 mW.
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Future work will focus on sim-to-real transfer. Although efforts were made to align the

simulation with real-world conditions—such as matching wall dimensions, tuning the PD

controller, and refining the event data representation—a large gap still remains between

simulation and reality. To address this, we plan to apply domain randomization techniques

to reduce the simulation-to-reality gap, explore modifications to the policy architecture to

improve generalization, and conduct comprehensive evaluations using the physical robot

platform we built. We will report these results at a leading robotics venue.
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Chapter 6

CONCLUSION AND FUTURE WORK

This thesis investigates the state of art methods in vision and control field to address the

challenges of hovering and navigation for insect-scale robots.

For hovering task, we created TinySense, the world’s lightest avionics system for insect-

scale robots to do sensing and accurate state estimation. By replacing a power-hungry

laser rangefinder with a compact pressure sensor and redesigning the optic flow module

around a global-shutter camera with a custom Lucas–Kanade implementation, we reduced

the total sensor suite weight to 78.4 mg and power consumption to 15.6 mW—less than

half of prior state-of-the-art avionics systems. TinySense demonstrated accurate onboard

estimation of pitch angle, translational velocity, and altitude. Real flight experiments with

the Crazyflie quadrotor confirmed that TinySense achieves performance comparable to the

built-in estimator of a much larger platform, despite operating under strict speed, size,

weight, and power (SSWaP) constraints. For future work, integrating TinySense with fully

autonomous insect-scale platforms such as Robofly will lead to evaluation in more challenging

flight regimes. Beyond hovering, TinySense provides a foundational sensor suite for advancing

higher-level autonomy, including tasks such as obstacle avoidance and navigation.

And we then introduce a gyroscope-free, visual-inertial flight control system capable of

wind compensation. This system, inspired by the biological fusion of wind and vision sensing

in fruit flies, integrates a tiny optic flow camera and accelerometer to maintain stability in

response to wind disturbances. By eliminating the need for a gyroscope, we reduce both

weight and power consumption, enabling a 10-milligram robot to do stable hovering. Through

extensive simulations and physical tests, the system demonstrates effective wind rejection,

advancing the field toward NAT robots. Future work will integrate this system with RoboFly
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first and conduct real-robot experiments.

For navigation, we first propose to use a biology-inspired approach, which we term the bi-

linear optic flow approximation, that is more computationally efficient. We build on previous

work that has shown that the bilinear approximation can be used for visual navigation. Here,

we show that a bilinear approximator can be learned that is able to stabilize the heading of

a robot while performing continuous forward motion in a corridor-shaped environment. This

is a necessary capability for confined-space navigation that insect-sized robots are likely to

perform. In this work, we describe the underlining methodology of the method and built a

2D visual simulation environment and omnidirectional camera model to validate our results.

We then explore the use of an unconventional vision sensor—the event camera—combined

with a deep reinforcement learning policy for onboard confined-space navigation. To this end,

we developed the smallest aerial robot platform equipped with an embedded event camera

module. The trained policy was deployed onto the OpenMV board, where we demonstrated

that it runs efficiently within the available computational resources and remains well within

the power budget of insect-scale robots. Future work will focus on achieving sim-to-real

transfer to demonstrate that our deep RL framework can enable confined-space navigation

in real flight experiments. At present, we rely on an off-the-shelf board to power the event

camera. Moving forward, we plan to design a customized PCB to power the event camera,

reducing overall weight and enabling integration of the sensor suite into insect-scale robots

such as RoboFly.
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