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Interactive robots in human environments have the potential to improve our daily lives

by providing education, eldercare, entertainment services, and more. However, creating

new applications and behaviors for such robots is complex for many reasons, including the

challenges of prototyping and testing. This thesis first presents findings such as user re-

quirements, constraints, and design implications from designing and evaluating two robot

applications; information-gathering application for a mobile robot in a university building

and customer feedback collection application for hotels.

Our goal is to enable non-experts, such as salespeople and designers, to create and explore

new robot applications without requiring additional technical expertise. This thesis presents

two consecutive field studies for evaluating a non-expert friendly robot programming sys-

tem for creating socially interactive robots in commercial spaces. Based on these studies,

expressing concurrency and modifying low-level behaviors without scarifying ease of use are

identified as the two important requirements for interactive robot programming systems.

This thesis addresses the identified requirements by presenting (1) concurrency interfaces for

block-based visual robot programming and (2) an iterative, corrective feedback-driven pro-

gram repair approach for adjusting low-level robot behaviors. ConCodeIt! is a framework



for identifying programming constructs required to express concurrency. Three represen-

tative concurrency interfaces were implemented investigated for a block-based visual robot

programming system to assess ease-of-use and expressiveness via a systematic evaluation and

a user study. Iterative Bayesian Repair enables programmers or the robot’s users to change

details that govern a robot’s low-level behaviors through interaction feedback. Simulation

experiments and a user study demonstrated the effectiveness of improving the fluency of

interactive robot behaviors.
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Chapter 1

INTRODUCTION

Over the last decade, we have witnessed the emergence of robots in human environments.

Startup companies like Savioke, Aethon, Bossa Nova Robotics, and Diligent Robotics have

deployed autonomous indoor robots for delivery and inventory monitoring in commercial

spaces, such as hotels, retail stores, and hospitals [228]. Social robots are also becoming

popular, for example, personal robots like Jibo have become available to consumers [97], and

companies like Catalina Health and No Isolation have begun to provide robot-based services

for chronic care management and education, respectively [129, 8]. Most robots deployed in

human environments are built for a specific purpose and have a limited set of applications,

behaviors, or content. We believe the critical next step for unlocking the true potential of

these robots is democratizing the process of creating new robot applications, behaviors, and

content.

Creating new applications for robots operating in human environments is challenging.

Because ubiquitous robotics is a relatively young technology, existing product design tech-

niques are not directly applicable to robot application design [155]. The physicality of robots

makes application prototyping time consuming and costly, and the autonomous nature of

robot systems when combined with unpredictable humans makes testing difficult. Robot

applications often have multiple stakeholders, such as robot service companies (e.g., a deliv-

ery service robot company), the company that uses the robot (a hotel), the robot’s user (a

guest receiving an item), and bystanders (passerby guests), which also makes robot applica-

tion design unique. Social robots exhibit a variety of behaviors. For example, a storytelling

robot should have as many stories as there are books for an e-reader like Amazon Kindle.

One common approach to enlarging variety is to let users create robot behaviors via a pro-
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gramming system. Designing a robot programming system requires choosing from a large

design space of programming systems and evaluating expressivity vs ease-of-use trade-offs.

In fact, creating robust and natural interactive behaviors is demanding even for professional

programmers.

Our research goal is to facilitate the creation of new robot applications and behaviors us-

ing human-centered design techniques and programming systems tailored to using interactive

robots in human environments.

To that end, we investigated the following approaches:

1. Human-Centered Design. ISO standards define human-centered design this way. “Human-

centred design is an approach to interactive systems development that aims to make

systems usable and useful by focusing on the users, their needs and requirements, and

by applying human factors/ergonomics, and usability knowledge and techniques.” In

the spirit of human-centered design [49], our research begins by focusing on users. For

example, we conducted need-finding interviews to identify the underlying needs of users

(Chapter 4, Chapter 5) and user surveys to better understand the users’ requirements

(Chapter 3, Chapter 4). To identify the needs and requirements of multiple stakehold-

ers of the robot application (e.g., those who employ the robot and the robot’s users),

we gathered data from all identified stakeholders (Chapter 4).

2. Real-World Deployment. Our research involves several real-world deployments to study

robot applications in their actual context of use. We used the robot deployment not

only to check the feasibility of proposed solutions but to identify technical, interaction,

and design challenges. For example, we conducted Wizard-of-Oz and autonomous sys-

tem deployment experiments in target environments such as an office building and

hotels, respectively (Chapter 3, Chapter 4). We also conducted a sequence of deploy-

ment studies to identify technical and design challenges and adapt proposed applica-

tions using a robot programming system iCustomPrograms, iteratively (Chapter 5).

Our experiences from the deployment experiments were used to identify key problems
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with using robot programming systems in real-world settings, viz., concurrency issues

and the difficulties of adjusting low-level behaviors, which we further investigated in

Chapter 6 and Chapter 7.

3. Block-Based Visual Programming. We investigated the use of block-based visual pro-

gramming tools to create robot applications deployed to commercial spaces (Chapter 5)

and studied concurrency issues within them (Chapter 6). While other approaches can

help non-experts program robots, we chose a block-based visual programming tool due

to its pervasiveness and the research of Huang, who demonstrated the feasibility of this

tool for helping non-expert users program mobile manipulation programs [91].

4. Robot Program Repair with Implicit Feedback. Program repair is a formal method for

automatically fixing faults in programs given specifications [98, 150]. We introduce an

approach to improve interactive behaviors of robots by repairing robot programs that

represent robot behaviors as finite state machines. Our approach derives repair objec-

tives from corrective feedback on the interaction provided by the robot’s user, which

we call implicit feedback. Our approach is iterative: it updates the repair objective

as more implicit feedback becomes available, and it uses Bayesian inference to solve

the repair problem. The main benefit of our approach is it makes the tuning of robot

program parameters, crucial for creating robust interactions, easier for both lay and

professional robot programmers.

1.1 Robot Platforms

Our research made use of three robot platforms: DUB-E, the Savioke Relay, and TaRo.

Photographs of each robot are shown in Fig. 1.1.
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Figure 1.1: Robot platforms used in our research. From left to right, DUB-E, the Savioke
Relay, and TaRo.

1.1.1 DUB-E

DUB-E is a custom-built mobile robot for robotics research. It is based on the MetraLabs

Scitos G5 mobile base [140] expanded with a structure providing support for sensors and

user interface devices. Specifically, DUB-E is equipped with an Allied Vision Manta G609

camera on a tilt unit for data collection, two Asus Xtion Pro depth cameras (one forward

and one backward facing), a Hokuyo UTM-30LX laser range finder for navigation, and an

LCD display and speakers for communicating its intent.

1.1.2 Relay

The Savioke Relay is an autonomous mobile robot for providing guest room delivery ser-

vice [173]. The robot is approximately 3 feet tall and weighs 100 pounds, has a lockable

interior bin, and displays a touchscreen that is mounted facing forward. The robot stays in

its docking station and charges its battery when not in use. Our research used the Relay

robot for designing and evaluating new use cases in indoor spaces.
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1.1.3 TaRo

TaRo (Tablet Robot) is a custom-built, idealized social robot for human-robot interaction

research. Taro consists of a face, a GeeekPi 7 inch touchscreen for displaying messages and

buttons, and a neck, a 5-DoF Open MANIPULATOR-X robot arm for making head gestures

such as nod and shake. Taro is capable of speaking, recognizing speech, and detecting faces

by processing data obtained via a speaker, a microphone, and a webcam attached to the

connected computer.

1.2 Thesis Overview

1.2.1 Thesis Statement

Creating new applications and behaviors for interactive robots in human environments is

facilitated by (1) human-centered design techniques adapted to robotics, and (2) robot pro-

gramming systems that are usable by non-experts.

1.2.2 Summary of Contributions

1. We present an end-to-end information-gathering framework, findings from conducting

formative studies regarding user and technical requirements, an implemented system,

and its evaluation in a university venue to demonstrate feasibility (Chapter 3).

2. We present a series of studies exploring the viability of a custom feedback-collection

application for mobile robots in hotels and share our design recommendations based

on study results, some of which were conducted in real hotels (Chapter 4).

3. We report a series of findings regarding technical requirements and design implications

based on use of a non-expert-friendly programming system for creating socially interac-

tive robot applications in commercial spaces, such as an airport and hotels (Chapter 5).



6

4. We present a framework for creating concurrency-friendly, visual block-based, interac-

tive robot programming interfaces and the three representative interfaces we created

using the framework. We also share our insights regarding the ease-of-use of the in-

terfaces based on a systematic evaluation and a user study involving non-roboticist

programmers (Chapter 6).

5. We present an approach that enables non-roboticist programmers to create interactive

robot programs and iteratively improve them by having them interact with the robot’s

users. We present experimental results demonstrating the feasibility of this approach

(Chapter 7).
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Chapter 2

RELATED WORK

In this chapter, we describe the three areas of robotics research that are closely related

to our research.

2.1 Human-Centered Design for Service Robots

Our work is part of the research being done in the field of human-robot interaction (HRI),

which focuses on designing and evaluating real-world robot applications. Over the last

decade, HRI researchers have employed product design methods such as need finding and

participatory design to understand users’ needs and related constraints and requirements for

domains of interests, such as home organization [156] and guiding visitors in tourist sites [106],

airports [100] and office buildings [11]. Findings from these studies have been abstracted into

themes [100, 11], frameworks [156], and visual maps of user experiences [106] and used to

derive design recommendations. Some of this work considered multiple stakeholders – e.g.,

the target service industry workers who will be working with robots and the visitors who will

be served by robots [100] – while other work considered only main target users, e.g., family

members involved in organizing their houses or blind pedestrians who need help navigating

in buildings [156, 11]. While such research presents insightful recommendations, we believe

it is also critical to evaluate a potential application early in the deployment process and in

real-world settings (for example, via prototyping) to learn critical design and implementation

lessons as soon as possible (Chapter 3, Chapter 4).

A body of HRI work focuses on evaluating robotic systems in the wild [33, 69, 101, 23,

104, 80]. Researchers in this domain ask questions concerning the feasibility and perfor-

mance of the proposed systems, e.g., “Can the robotic system successfully perform the given



8

task?” and “How well does it work?” This research attempts to understand why proposed

systems work (or do not work) and to identify factors influencing robot usage. For example,

researchers verified the feasibility of deploying fully autonomous robots as guides in public

places [33, 23, 104] and as walking group assistants in a care site [80]. Researchers reported

the robustness of robotic systems as being a key requirement for using robots in real-world

settings [104, 80]. They also reported potential benefits, such as enhancing the motivation of

older adults [80], and identified potential and identified technical challenges, like managing

engagement [101, 23], which sparked follow-up research efforts (e.g., [103, 5]). Compared to

these studies, our work puts more emphasis on understanding the requirements and opinions

of multiple stakeholders of our proposed use case before developing it (Chapter 3, Chapter 4).

Our robot application design work (Chapter 3 and Chapter 4) is most closely related to

work that applies a human-centered design approach to service robot application develop-

ment. Three prominent examples are Snackbot [115], a delivery robot in an office building;

TOOMAS [51], a shopping guide robot in a home improvement store; and Sacarino [166], a

bellboy robot in a hotel. The research teams for these projects employed design processes

that involved multiple phases of prototyping with potential users in target environments

to get continuous feedback during development. Recently, researchers proposed adapting a

lean UX design approach from the startup field for identifying a commercial social robot

application and applied the proposed method for rapidly prototyping an assistant robot in

Sydney International Airport [212]. Some work presents a system or framework that supports

iterative robot application design and demonstrates it by developing robot applications in

real-world settings [124, 93, 41]. Like this work, our research also emphasizes the importance

of robot users and the context of the robot application and evaluates prototypes in real-world

settings. However, our research focuses on two less well explored mobile robot applications,

viz., and information gathering application in offices and guest feedback collection in hotels

(Chapter 3, Chapter 4).
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2.2 End-User Robot Programming

Research on end-user robot programming aims to produce intuitive abstractions of robot pro-

gramming languages and develop usable user interfaces for programming. Researchers devel-

oped several visual programming languages based on abstractions like flowcharts [169, 67, 3],

state machines [198], behavior trees [162], block-based imperative languages [93, 41, 92], and

trigger-action rules [119]. Systems have been developed for programming mobile or tabletop

manipulators [3, 93, 92, 161, 198, 65], humanoid robots [67, 68, 119], and social robots [31].

Others investigated alternative modes of interaction such as natural language [72, 31], body-

storming [167], and tangible interfaces [188, 65]. Like previous work in end-user robot pro-

gramming, we aim to enable non-roboticists to author robot behaviors. Our research focuses

on specific problems inherent in end-user robot programming, such as concurrency issues

(Chapter 6) and parameter tuning problem of interactive robot programming (Chapter 7),

which we discovered from our experiences of using a robot programming system in the wild

(Chapter 5).

2.3 Robot Programming with Concurrency

Concurrency is essential for programming interactive robot behaviors. A subset of prior

work presents ways to express concurrency in a robot programming system. Lourens and

Barakova’s textual language [127] and Chorepographe, a default programming system for

the Nao humanoid robot [169], provide generic operators such as wait, parallel, and sequence

for coordinating actions and sensor inputs. Interaction Composer enables the handling of

asynchronous events using the interrupt module, which executes the robot action defined

within the module when a monitoring event is triggered [67, 68]. Robot programming systems

have taken a human-centered approach to provide specialized ways to express frequently

desired concurrent actions [41, 48]. Some robot control systems that aim to make authoring

socially intelligent, reactive and complex robot behaviors easy are based on a mathematical

model or programming paradigm that emphasizes concurrency support, such as timed Petri
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net [36], behavior tree [136], and the reactive programming paradigm [17]. Although this

past work provides specific ways for users to express concurrency, its priority is developing

a robot programming system. Our research further investigates and evaluates different ways

of supporting programming interactive robots with concurrency (Chapter 6).

2.4 Applications of Formal Methods in Robot Programming

The robotics community has long been interested in applying formal methods, such as ver-

ification and synthesis, to robotics problems. Techniques in formal verification have been

applied to assess the correctness of concurrent and time-critical programs [52] for check-

ing both general and application-specific properties [142]. Researchers also used program

synthesis for finding a plan or a controller in the context of navigation [54], mobile manipu-

lation [147], or the multi-robot planning problem [216] that satisfies the specifications often

expressed in a temporal logic language. Other work explored alternative specification lan-

guages, such as structured natural language [111], or adaptation of an existing robot program

in a new environment interactively with a human user, e.g., in the context of robot soccer [86]

or tabletop manipulation [26]. Most recently, Hammond et al. introduced a system that can

automatically recover from errors while running end-user-created, service mobile robot pro-

grams [76]. The iterative repair approach we investigated (Chapter 7) is most closely related

to the work of Holtz et al. on automatically repairing robot-soccer playing programs, which

are represented as FSMs, using sparse state corrections from a programmer with a MaxSMT

solver [86, 87]. Our approach, however, focuses on repairing social robot programs with

feedback provided by the human who is interacting with the robot.

Recently, the applications of formal methods in robotics was extended to include scenarios

relevant to human-robot interaction. Formal verification has been used to ensure effective and

reliable human-robot teamwork for astronaut-robot collaboration in space missions [25] and

validate the safety requirements of robotic assistants [226]. Program synthesis has been used

to create safe human-in-the-loop controllers from high-level temporal specifications [121] and

programs for neuro-rehabilitation with a social robot [113]. Porfirio et al. [168] contributed a
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system for authoring human-robot interaction programs for social robots and verifying that

the program meets social norms or best practices discovered by the human-robot interaction

research community. The same researchers also developed a system to synthesize interactive

programs from traces of two people acting out the interaction scenario [167]. While most

work in this category focuses on reasoning about high-level human-robot interaction task

structure, the recent work of Kshirsagar et al. [112] involves synthesizing low-level controllers

for human-robot handover tasks. Similarly, the iterative repair approach we investigate

involves program repair at a lower level, maintaining a high-level structure of programs

(Chapter 7).
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Chapter 3

DESIGN AND EVALUATION OF INFORMATION
GATHERING SERVICE FOR INDOOR MOBILE ROBOTS

3.1 Background

Many day-to-day tasks in large human environments (office buildings, hospitals, retail stores,

or warehouses) require up-to-date knowledge about the environment. However, human en-

vironments are inherently dynamic due to human activity. People constantly move around

and change the state of the environment through their interactions within it. The more

populated the environment, the more difficult it is to predict its state at a given time. Since

many human tasks depend on accurate knowledge of the state of the environment, a large

part of our daily tasks involve gathering information. This chapter explores the design and

evaluation of a service that lets users outsource information gathering tasks. We provide this

service with autonomous mobile robots.

The use of robots for information gathering is not a new idea. Outdoor mobile robots

– including ground, aerial, and underwater robots – have been used for search and rescue

missions [96] and space and oceanic frontier exploration [215, 12]. However, the use of indoor

mobile robots for similar purposes has remained unexplored.1 We call indoor information

gathering robots InfoBots. InfoBots can respond to questions of building occupants (e.g.

,“Is my advisor in her office?”) or requests (e.g. “Let me know when my advisor arrives in

her office.”). They can also monitor the state of the building and report unusual events (e.g.,

open office door at 2 am) or maintenance needs (e.g., broken lightbulbs). One way to gather

information without physically going to the locality of interest is to use a telepresence robot

[201]. However, this solution does not provide strong productivity benefits since it requires

1This statement was true at the time of [38] (2014).
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the user to actively control the robot. A different solution includes stationary cameras

installed in the environment [148]; however, this requires modifications to the environment,

cannot provide full coverage of the environment with high-density information, and presents

greater privacy and security concerns than information-gathering robots. Moreover, InfoBots

can conduct other tasks, like fetch-and-delivery, simultaneously with information gathering

tasks.

[TODO] raj: Be more clear here and throughout the chapter on what exactly was WoZ, what

was controlled by human, and whether (2) involved an autonomous robot. In this chapter,

we present (1) a formative study involving a user survey and a Wizard-of-Oz deployment

experiment designed to gather requirements for mobile-robot-based information gathering,

and (2) a framework for providing an information-checking service, a type of information

gathering. Using the framework, we implemented a system that takes a natural language

question (e.g., “Is Mike Chung in the robotics lab?”) and returns a picture that best captures

the requested information. We then evaluated the system based on information collected from

a formative study of system users and on information collected from DUB-E, a mobile robot

deployed in a university building.

3.2 Information Gathering in Human Environments

First, we discuss different types of information gathering in human environments and de-

scribes steps for information checking, a type of information gathering that we focus on in

this chapter.

3.2.1 Information Gathering Task Types

We categorize indoor information gathering tasks into four types:

• Checking involves going to a particular location and reporting specific information

about the current state of the world.
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• Searching involves going to multiple candidate locations until a specific type of infor-

mation is captured, and then reporting the location.

• Monitoring involves going to a particular location and waiting until a particular state

change information is captured, and then reporting the time of occurrence of the event.

• Summarizing involves passively gathering information at an arbitrary location or while

traveling along different locations for other tasks, and then providing an cumulative

report of salient information (states or state change events).

Among the four task types that cover wide-range of services that InfoBots could provide,

our research focuses on information checking. Questions suitable for the checking tasks are

primarily constrained by the locality of the answer and the robot’s ability to capture the

answer within its sensory horizon.

3.2.2 Information Checking

We operationalize information checking as answering questions about the environment (Fig. 3.1).

We represent the environment (e.g. a building) as a collection of locations (e.g. cse100,

cse101, ...) at some predefined level of abstraction (e.g. room). The locations have location

attributes (e.g. John’s office, seminar room 101) and variable states (e.g. person present/not

present, room occupied/not occupied). The location attributes can be used to identify a

corresponding location. The variable states are dynamic and their value at any given time is

unknown to remote users; therefore, questions are assumed to be about the variable states

of locations.

The input to the system is a user question and the output is an answer or a sensory

recording that contains an answer. First, the location and the variable state that best

describe the given question are identified by a set of location attributes. The identified

location and variable state specify a target map pose and a target sensor configuration

required to capture the requested information. The robot navigates to the target pose,

configures sensors to the target configuration, and takes a sensor recording (e.g. an image).
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“Is John in 

his office?” person_present(cse100)

input questions description robot command output

image captured  
at target

text response

Natural  
language 
question

location  

variable state

target map pose

target sensor 
configuration

x, y, θ, α , yes/no/maybe

Figure 3.1: Steps for information checking. The solid arrows represent the input processing
steps and the hollow arrow represent the step involving physical robot actions (e.g. naviga-
tion) that produces the outputs.

Finally, the system returns the sensor recording or inferred answer from the sensor recording

to the user.

3.3 Requirements for Information Checking

The primary stakeholders of InfoBots providing information checking are the users requesting

the information. Meeting their requirements is critical for the actual adoption of InfoBots.

Hence, our requirement gathering efforts are focused on those users. Nonetheless, the views

of the bystanders, particularly those about whom information might be requested, are also

important. We come back to considerations about these secondary stakeholders in (Sec. 3.9).

3.3.1 Survey Design

We created a survey with two aims: (i) determining the types of information that would be

most useful and (ii) identifying constraints and requirements for how information would be

requested and provided. To inform this survey with a list of questions that people might be

interested in asking InfoBots, we conducted semi-structured interviews with 8 participants

(4 M, 4 F, ages 24–70) from the Computer Science & Engineering building at our institu-

tion. The following information checking requests were most commonly mentioned in these

interviews:
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• Is John in his office?

• How many people are in the lounge?

• Are there any empty tables in the study room?

• Are there any bagels at the coffeeshop?

• Is there free food in the kitchen?

• Is the conference room occupied?

After introducing the idea of InfoBots, our survey presents these six information requests

and asks the following multiple-choice questions regarding usefulness, usage frequency, and

time constraints for each request:

• The ability to ask this type of question would be [5: Very useful, 1: Useless]

• I would ask this type of question [5: Multiple times a day, 4: Every day, 3: Once/twice

a week, 2: Once/twice a month, 1: Never]

• I would require a response [5: Immediately, 4: Faster than human, 3: Same speed as

human, 2: About half the time as human, 1: No rush]

The help text for each question indicates that the given question is just an example

and that their response should address the category of questions similar to the particular

example. In addition, an open-ended question asks for instances of other similar requests

the users might have.

3.3.2 Findings

We administered our survey to occupants of two buildings at the University of Washington:

Computer Science & Engineering (CS) and Law School (Law). We scouted both buildings

before instantiating the example questions to make sure the questions are meaningful and

accurate. We advertised the survey through mailing lists targeting undergraduate and grad-

uate students, faculty, and staff. We received 80 responses from the CS (23 M, 25 F, 32
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Figure 3.2: Multiple choice survey results. The results are organized by example information
check question (column), survey question type (row), and population (color). Each plot
represents the response distribution of the corresponding survey question. Pairs of CS and
Law results that are significantly different are marked with boxes; (*) and (**) denote p < .05
and p < .01, respectively.
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(color).
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unspecified, age range 18–65 with mean 29.46 and standard deviation 11.64) and 31 re-

sponses from the Law (10 M, 11 F, 10 anonymous, age range 29–68 with mean 48.26 and

standard deviation 12.42).

Fig. 3.2 summarizes the responses from the multiple choice part of the survey. To compare

the differences between response distributions from CS and Law, we ran Wilcoxon-Mann-

Whitney tests on 18 CS and Law response distribution pairs (three question types × six

sample questions). We found four significantly different pairs (shown in Fig. 3.2). An

analysis of differences among responses to different information request types is presented in

Fig. 3.3. We make the following observations.

Usefulness. The results indicate that people think InfoBots can be useful. On average

84% of CS respondents and 79% of Law respondents thought that the answer to a state

check question would be “Good to know” or better (“Useful,” “Very useful”). Among the

six questions, the one for checking the presence of a person and the one asking about the

availability of food placed in the top three for both CS and Law ( Fig. 3.3a). The question

that was rated as “Useless” the most times was the one asking about the number of people

in a room.

Usage frequency. The usage frequency results were lower in scale than the usefulness

results. Respondents considered the questions useful even though they anticipated asking

them infrequently. For example, more people indicated that they would “Never” ask a

question (CS: 16%, Law: 19%) than they indicated the question as being “Useless” (CS: 4%,

Law: 6%). This is a positive finding as the robot serving a whole community of residents

would not be able to handle high frequency requests from individual users.

Time constraints. Respondents had high expectations in terms of the response speed.

49% of CS respondents and 52% of Law respondents wanted a response “Immediately” or

“Faster than a human can”. 30% of CS respondents and 27% of Law respondents wanted

a response at the “Same speed as a human”. These requirements are currently unrealistic

even if an InfoBot were serving a single user. Nonetheless, this shows that (i) there are some

questions that people are okay with getting a response to in human-speed or slower, and (ii)



19

some people are willing to wait longer for certain questions.

Variance across buildings. Responses from the two buildings were not significantly differ-

ent for most questions. While this suggests that the role of InfoBots might not vary too much

across different buildings, culture and workflow of different buildings might impact usage of

InfoBots. For instance, our survey indicated that the ability to check whether someone is

in their office would be used significantly more frequently in the Law building than the CS

building.

3.4 Wizard-of-Oz Deployment Experiment

Our survey indicated that InfoBots might provide a useful service; however, what people say

does not always match what they actually do. This is particularly true for robotic services

since most people do not have experience with them[155]. To study the practical usage

of InfoBots, we deployed a semi-supervised, Wizard-of-Oz (WoZ) controlled InfoBot in the

computer science building where the survey was conducted.

3.4.1 Robot and Web Interface

Our InfoBot is DUB-E, a custom-built mobile robot for research. The front-end of our

system is a web interface organized as a feed of questions posted by users (Fig. 3.4). To

collect unconstrained natural questions, we let users post free-form questions using the text

field. When a user submits a question, they could choose whether a question should be

visible to all users (“public” mode), whether notification emails should be sent as status

updates, and a timeout for when the answer would no longer be needed. Once a question

is submitted, it is placed in the user’s private feed with the service status, as well as in the

public feed if the question was in the public mode. Public questions have a “comments”

panel and a “Thank you robot” button.

The robot and the web interface are connected by a back-end system supervised by a

human operator. This system monitors user activities and alerts the operator when a question

is posted. The supervision interface allows the operator to accept or reject a questions, move
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Figure 3.4: InfoBot front-end web interface.

the mobile base, play sound files, display messages on the LCD display, and post a response

to the question. It also visualizes the data from the on-board sensors (e.g. images from a

camera).

3.4.2 Experiment Procedure

Our system was deployed for four business days (9am to 5pm). We recruited users by

emailing graduate student, undergraduate student, staff, and faculty mailing lists. In the
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recruitment email, we provided a brief introduction of the information gathering service

and the service website address. In addition to the recruitment email, we displayed posters

containing a picture of the robot and the service website address on multiple bulletin boards

in the building. To prevent non-residents from signing up for the service, the system only

allowed people with a valid computer science email account to sign up.

When a user asked a question on the website, the operator received a question and decided

to accept or reject the question. The operator was instructed to only accept the checking

type questions that could be answered by analyzing a static image from the robot visiting

a location in the building. After the operator made an acceptance decision, they supervised

the robot to go to the target location in the building, position the camera, and save an image

from the camera. Subsequently, they answered the question by only looking at the acquired

image, and then updated the web interface with the answer and image. To communicate

the robot’s intent to bystanders, the operator displayed the message, “Working on behalf of

{username} on question {question}” on the LCD display while the robot was navigating.

Additionally, when the robot arrived at its destination, it verbalized the message through

the on-board speaker using text-to-speech with a male voice.

At the end of the forth day, we sent a short questionnaire to users who asked at least

one question. This questionnaire asked participants about their experience with the InfoBot

service, their satisfaction with the service, and their likelihood of using the InfoBot when

it becomes permanently installed in the building. In addition, the questionnaire asked for

open-ended feedback.

3.4.3 Findings

Question Types

Over the course of the four days when the service was available, a total of 88 questions were

posted. The “deployment” column in Table 3.1 summarizes distributions of these questions.

During the experiment, the operators categorized the questions into two groups, checking
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Table 3.1: Question Types

Information Gathering Task Types deployment post-survey
checking 70 (80%) 18 (78%)
non-checking 18 (20%) 5 (22%)
total 88 23

Checking Task Types (κ = 0.89) deployment post-survey
presence 53 (76%) 10 (56%)
state 17 (24%) 8 (46%)
total 70 18

Presence Targets (κ = 0.93) deployment post-survey
person 32 (60%) 4 (40%)
food 11 (21%) 5 (50%)
mail 4 (6%) 1 (10%)
other 7 (13%) 0
total 54 10

and non-checking (search, monitor and summarization questions or non-questions, Sec. 3.2.1).

80% of the total questions were of the checking type, which the operator accepted, and the

other 20% (non-checking questions) were rejected. In the latter case, the operator posted

“This question is not for me” as a response.

Questions in the checking category were further grouped into two categories: presence

(76%) and state (24%). Two authors coded 70 checking questions and measured inter-coder

agreement using Cohen’s κ (0.89). The most common presence type checking questions were

“Is there anyone in {location}?” and “Is {person} in his/her office?” (Table 3.2, 1–2).

We further categorized presence by its target objects; two authors coded 53 questions and

measured inter-coder agreement using Cohen’s κ (0.93). Although there were more than 20

target object categories, only three objects (person, food, and mail) appeared more than

once. We merged the other target object categories into a new category called “other.”

Out of all presence questions about objects, users asked most about the presence of food

and mail, e.g. “Is there any food in the downstairs kitchen?” and “Is there anything in
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Table 3.2: Sampled Questions from Deployment Experiment

questions information
gathering
task type

checking
task type

targets

1. “Is there anyone in {location}?” checking presence person
2. “Is {person} in his/her office?” checking presence person
3. “Is there any food in the downstairs kitchen?” checking presence food
4. “Is there anything in my mailbox?” checking presence mail
5. “Is the door to the conference room open?” checking state N/A
6. “Is the reception still open?” checking state N/A
7. “How noisy is it in the atrium right now?” checking state N/A
8. “Is it raining outside?” checking state N/A
9. “Is there an empty conference room in the Computer

Science building?”
other N/A N/A

10. “Has {person} arrived yet today in the CS building?” other N/A N/A
11. “Which meeting room has the best visibility of the

{landmark} today?”
other N/A N/A

12. “What do you look like?” other N/A N/A
13. “Are there any mirrors in the building?” other N/A N/A
14. “Who let the dogs out? :)” other N/A N/A

my mailbox?” (Table 3.2, 3–4). For the state type checking questions, we observed a wide

variety of questions ranging from checks about the accessibility of services (e.g. “Is the

door to the conference room open?” and “Is the reception still open?”) to noise conditions

(e.g. “How noisy is it in the atrium right now?”) or weather conditions (e.g. “Is it raining

outside?”) (Table 3.2, 5–8).

The non-checking category included both search (Table 3.2, 9–10) and monitoring (Ta-

ble 3.2, 11) type questions. Several questions in the other category were clearly submitted

with the purpose of challenging the system (e.g. “What do you look like?” and “Are there

any mirrors in the building?”) or simply as jokes (e.g. “Who let the dogs out?”) (Table 3.2,

12–14). Such requests were rejected by the operator.
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Table 3.3: Demographics

Job Titles # of users # of questions avg. questions per user ± std.
faculty/staff 16 33 2.06± 0.93
graduate 20 44 2.20± 2.04
undergraduate 9 11 1.22± 0.67
total 45 88 1.95± 1.5
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Figure 3.5: Post survey results.

Demographics

Table 3.3 presents the general statistics of the service usage. We identified three groups

of users based on their occupation: faculty/staff, graduate students, and undergraduate

students. Although the number of graduate students or faculty/staff is much smaller than

that of undergraduate students, graduate students and faculty/staff used the service more

often. This can be explained by the fact that users in these groups spend more time in the

building and therefore were more likely to perform everyday tasks in the building.

Post-Deployment Survey

Among 45 users who asked at least one question on the website, 20 users participated in

the post survey. 12 respondents reported the InfoBot actually answered their questions,

and 7 respondents reported the answer returned by the InfoBot was actually useful. Two
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respondents reported that the InfoBot was not answering their questions because it replied

with “This question is not for me.” This happened because they were not asking the checking

type questions. Two respondents mentioned that while the InfoBot’s text answer did not

answer their question, they could extract the answer from the associated image.

We asked about the users’ satisfaction with the Infobot’s answers and its response speed

(Fig. 3.5). In terms of satisfaction with the answer, the majority (84%) were “Neutral” or

better (“Satisfied”, or “Completely satisfied”). In terms of satisfaction with the response

speed, only 5% of the users were “Not at all satisfied” despite their initial high expectation

(Sec. 3.3.2). More than half of respondents (53%) were interested (“Interested” or “Definitely

interested”) in using the system if the InfoBot became permanently deployed (Fig. 3.5c).

In the last part of the survey, we asked what questions users would ask if the InfoBot

were permanent. To compare questions listed in response to this survey and questions

asked during the deployment, we categorized them in the same manner as we did with the

deployment questions. The result is shown in Table 3.1 “post-survey” column. We observed

that around 20% of the new questions were still non-checking questions. Among the new

checking questions, the percentage of the state checks was almost doubled (from 24% to 46%)

as compared to state check questions that were actually asked during the deployment.

3.5 Overview of the Information Checking Framework

The results of the formative studies gave us insights into the types of questions people

might ask if an autonomous framework was to be developed (Sec. 3.4.3). Moreover, the

intuition that images can be a powerful medium when conveying the answers to questions

was supported by two users indicating that, while the text answer did not answer their

question, they could extract the answer from the associated image (Sec. 3.4.3).

In this section, we present a framework to autonomously respond to questions asked by

users. Fig. 3.6 shows a system we implemented using the framework.
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Yes

(a) (b)

(c) (d)

Figure 3.6: The end-to-end system: (a) a question is submitted through the web interface;
(b) robot estimates the initial configuration, navigates to the destination while iteratively
refining the estimate; (c) it captures the image containing the requested information; (d) the
image is delivered to the user through the web interface.

3.5.1 Problem Description

The goal is to find the best viewpoint v∗ in which the requested information I ∈ {0, 1} is

present, given a natural language question s. We assume the robot is operating in a dynamic

environment described by a map M , and we have access to the database D containing domain
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knowledge about M . We formulate our problem as

v∗ = argmax
v

P (I = 1|v, s;M,D) (3.1)

where

P (I = 1|v, s;M,D) =
∑
z

P (I = 1|v, z;M,D)P (z|s;D) (3.2)

≈max
z

P (I = 1|v, z;M,D)P (z|s;D) (3.3)

where z is a descriptor of the requested information. Factoring the problem in this way

allows us to independently estimate the optimal viewpoint given a concrete descriptor with

P (I = 1|v, z;M,D) and the natural language parse of the question as a descriptor with

P (z|s;D).

We define P (z|s;D) as a distribution over information descriptors z for each question

sentence s. For example, given the sentence s = “Is there anyone in the robotics lab?” and

the record in D that identifies “Mike Chung” as person and “robotics lab” as cse101, the

desired information descriptor z = presence(person, cse101) is a tuple precisely describing

the requested information in s.

The distribution P (I = 1|v, z;M,D) for estimating viewpoints can be decomposed as

follows (M,D omitted to keep notation uncluttered):

P (I = 1|v, z) =
∑
x

P (I = 1|x, z)P (x|v) (3.4)

where x are locations on the map (e.g. cells in a 3D occupancy map), P (I = 1|x, z) models

the presence of the information at location x and P (x|v) models the visibility of location x

from viewpoint v.
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3.6 Parsing Natural Language Questions

The deployment experiment in Sec. 3.4 revealed that there are two types of checking ques-

tions: (a) the questions concerned with presence of things at a location, and (b) the questions

concerned with state of a location. Reflecting this observation, the information descriptor z

takes one of two forms: presence(l, t) or state(l), where l is a room in the building (e.g.

cse100), and t is a target type (e.g. person). More formally, we define the information

descriptor as a tuple z = (τ, l, t) where τ ∈ {presence, state}, l ∈ {cse100, cse101, ...}, and

t ∈ {person, object,N/A}.

Parsing a language input question s to an information descriptor z is equivalent to eval-

uating P (z|s;D). We first process s by using Stanford CoreNLP Natural Language Parsing

Toolkit [134] to extract part-of-speech (POS) tags, a context-free phrase structure tree, and

results from applying co-reference resolution. We merge all outputs from the CoreNLP to

a parse tree s′ by copying the output parse tree and replacing its leaf nodes with the input

words and the POS tag pairs, and then use the results from the co-reference resolution to

replace the subtrees corresponding to the referring words with the subtree corresponding to

the referred words. For example, given s = “Is Mike Chung in his office?”, the sentence

extracted from s′ is “Is Mike Chung in Mike Chung’s office?”.

Given s′ we evaluate:

P ((τ, l, t)|s′;D) = αmax
i

1(T τi (s′))

×
{

max
j
d(L(T τi (s′)), Aj(l)) + max

k
d(Gτ

i (s
′), Bk(t))

}
. (3.5)

where

• α is a normalization constant,

• T τi (s′) is an ith τ type relation template that can detect words describing a location

and a target type in s′. Templates use relationships between tags (e.g. check if a node
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has children with tags PP and NP) and predefined keywords (e.g. check if a word

paired with a IN POS tag equals to the locational preposition such as “in”, “at”, etc.)

to detect the words. 1(T τi (s′)) returns a boolean variable indicating whether T τi (s′) fit

on s′ or not.

• L(·) and G(·) operators return detected words describing a location and a target type,

respectively, from applying a template T τi (s′). Using the s′ mentioned in the earlier ex-

ample, L(T presence
i (s′)) = “Mike Chung’s office” and G(T presence

i (s′)) = “Mike Chung”

for some i.

• Ai(l) returns ith words describing l and Bj(t) returns jth words describing t by

looking up the data stored in D. For example, Ai(cse102) =“Mike’s Office” and

Bj(person) =“Mike Chung” for some i, j.

• d(·, ·) function measures the similarity between two text inputs (e.g. Levenshtein dis-

tance).

• D is a database contains records of (i) room and its name pairs, and (ii) target type

and its attributes (e.g. target instance name). The records in the database can be

manually constructed or (as in our case) imported from the external database (e.g. the

building database).

If the input sentence is not a checking type question, then the distribution P ((τ, l, t)|s′;D)

will not be proper; no relation templates T τi (s′) can cover the input s′.

In Sec. 3.5.1, we approximate the summation in Eq. 3.2 with the max in Eq. 3.3. In

other words, we are only considering the most likely information descriptor instead of all

possible information descriptors. In our domain, most of times, the ambiguity in z comes

from ambiguous natural language descriptors of the target location in s. In such case, even

if the InfoBot considers all possible choices of z to find v∗, it ends up heading to a single

location. Therefore, propagating uncertainty further in this particular case does not help
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making better decision. One practical solution for choosing z is if the P (z|s;D) is not peaked

at a single z, the system can prompt a question asking for clarification to the user.

3.7 Viewpoint Estimation

As mentioned in Sec. 3.5.1, estimating the best viewpoint for answering the question asked

by a user is equivalent to evaluating Eq. 3.4. In the following, we describe how we model

the environment M and the terms involved in Eq. 3.4.

3.7.1 Environment Model

Our environment M is a tuple (M2D,M3D,MT ).

• M2D is a 2D occupancy grid map with a resolution of 0.05m in which each grid cell

is identified by its Cartesian coordinates in a global coordinate frame and described

as either empty, occupied, or unknown. M2D is acquired by mapping using a method

developed by Grisetti et al.[74] and post-processed to only contain static information

(e.g. walls and stationary furniture). M2D is mainly used for navigation and for

annotations in the database.

• M3D is a 3D occupancy grid map similar to M2D with an additional 3rd (height)

dimension with a resolution of 0.05m. M3D provides a richer representation of the en-

vironment; however, in dynamic environments it can quickly become outdated. Hence,

we continuously update it with incoming depth data using Hornung et al.’s method

[88]. M3D is used for reasoning about visibility.

• MT is a topological map in which each topological node is a candidate place for the

viewpoints that the robot can gather information from. For each place, there is a

discrete sets of candidate orientations that specify the viewpoint. When computing

Eq. 3.1, we search for v∗ in a MT to make our problem tractable.
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Figure 3.7: Topological mapping. (a) Probabilistic graphical model illustrating the distribu-
tion from which topological maps are sampled. (b) A typical example of a set of topological
nodes on top of the values of φg(Ni) for each pixel of an occupancy grid map.

While we use existing mapping algorithms for acquiring M2D and M3D [74, 88], we use

a custom algorithm for generating MT as described in the following.

Topological Mapping. The topological map allows the system to constrain the problem of

viewpoint estimation to a discrete subset of all possible viewpoints. This makes the problem

tractable, but also results in a commitment that could harm performance. Therefore, it is

important to select a discretization that properly supports the problem at hand.

We generate topological maps from a probability distribution P (MT |M2D) that models

the relevance of locations to the task and distributes topological places accordingly. The

Markov Random Field illustrating the distribution is shown in Fig. 3.7a and corresponds to:

p(N |M2D) =
1

Z

∏
i

φr(Ni)φg(Ni), (3.6)

where Ni ∈ {0, 1} determines whether a place exists at location i and Ni = {Nj : j ∈

neighborhood(i)} for a local spatial neighborhood of 1m radius.
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The potential function φg(Ni) models the relevance of a location for the task and is

defined in terms of three potentials calculated from the 2D metric map:

φg(Ni) = φo(Ni) (φc(Ni) + φv(Ni)− φc(Ni)φv(Ni)) , (3.7)

where:

• φo depends on the distance do to the nearest obstacle and is calculated similarly to the

cost map used for the navigation algorithm [135]. φo equals 0 for distance smaller than

the radius r of the robot base and exp(−α(do − r)) otherwise.

• φv = exp(−β|do − dv|) depends on the relation between the distance do and the fixed

distance dv that provides good visibility of obstacles in the map.

• φc = exp(−γdc) depends on the distance dc to the nearest node of a Voronoi graph of

the 2D map. This promotes centrally located places since central locations are often

safe for navigation.

Overall, the definition of φg(Ni) ensures that candidate viewpoint locations are located only

in areas that will not lead to a collision with obstacles and are either preferred due to

their central location or visibility properties. The potential φr(Ni) ensures that places are

distributed within certain distance to one another, by enforcing low probability for locations

that are close to other existing places.

We employ Gibbs sampling to perform the maximum a posteriori inference and choose

samples corresponding to maps with highest posterior probability. A typical example of a

generated set of topological nodes for a single floor of a building is shown in Fig. 3.7b. For

each place, we assume a discrete set of orientations evenly spread across the full circle. The

orientation and the metric position of a place fully specify a viewpoint. The resulting map

MT is expressed as a set of viewpoints MT
i , with each view anchored in a metric map M2D,

i.e. MT
i = (M2D, x, y, θ).
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Figure 3.8: Annotations, information presence term, and viewpoints. (a) and (b) display
respectively a room and person annotations overlaid on M2D. (c) shows the information
presence term computed using (a) and (b). (d) shows the evaluated viewpoints P (v, I =
1|z;M,D) as colored arrows and the camera field of view of the optimal viewpoint drawn
with the purple lines.

3.7.2 Information Presence Term

As we want to reason about the information presence and its visibility with the most complex

environment representation, we use M3D for the space of x in P (I = 1|x, z;M,D) and

P (x|v;M3D)2 in Eq. 3.4. However, in dynamic environments where M3D is continuously

changing, defining P (I = 1|x, z;M3D) for all possible M3D is impossible. Instead, we collect

2The visibility distribution P (x|v;M,D) is dependent only on M3D, therefore P (x|v;M,D) =
P (x|v;M3D).
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static annotations P (I = 1|y, z;M2D) where y is a cell in , then transform them to P (I =

1|x, z;M,D) with the most up-to-date M3D. An example of P (I = 1|x, z;M,D) is shown

in Fig. 3.8c.

The first term in Eq. 3.4, P (I = 1|y, z;M,D), models the presence of the information

specified by z at location y (a cell in M2D). It is computed based on annotations provided

a priori and stored in the database D. Annotations are associated with polygon regions

(e.g. the room annotation in Fig. 3.8a) or a set of discrete points (e.g. annotation of

person in Fig. 3.8b) on M2D. They are divided into two groups; one corresponding to a

location name (l in z) and another corresponding to the presence of the target type in

the specified region (t in z). The location name annotations are associated with polygon

regions and have the same value P (I = 1|y, z;M2D) = 1 at all cells y within the specified

region. On the other hand, the target type annotations are associated with a discrete set

of points with non-zero probability where they are likely to be present (e.g., an object

near table, a person near desks). Assuming independence between two groups, we have

P (I = 1|y, z;M2D) = P (I = 1|y, l;M2D)P (I = 1|y, t;M2D).

We transform P (I = 1|y, z;M2D) to P (I = 1|x, z;M) using a 2D to 3D coordinate

conversion function f |M3D : Y → X. The function f |M3D maps an input 2D coordinate to

a 3D coordinate by extending the input 2D coordinate with a height value. Assuming the

objects of interest are usually located at a certain distance above the ground (e.g. people),

we sample the height value from a Gaussian distribution with the mean µ and the standard

deviation σ.

3.7.3 Visibility Term

The second term in Eq. 3.4, P (x|v;M3D), models the visibility of cells x in M3D from view-

point v. We compute it using raytracing in M3D. We set P (x|v;M) = 0 for (i) x that

are not visible and (ii) x that are located farther than θm from the camera origin. We set

P (x|v;M) = 1.0 for all x that are within the camera’s cone of visibility. We experimented

with other P (x|v;M) such as P (x|v;M) dependent linearly on the Euclidean distance be-
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tween x and the camera origin; however, the performance differences were negligible in our

experimental setting. Finally, while the robot is executing the task, it might discover certain

v are not reachable. For those v, we set P (x|v;M) = 0 all x.

3.7.4 Iterative Refinement

Once v∗ is computed based on Eq. 3.1, the robot starts navigating to v∗. Since the robot is

operating in a dynamic environment, M in Eq. 3.1 might be outdated. As a result v∗ may

not provide the best viewpoint with respect to the new M . Assuming the availability of the

component that can track the changes in M with incoming data, we address this problem

by letting the system continuously re-evaluate P (I = 1|v, z;M,D) until there is no change

in v∗. Note that we do not re-compute P (z|s;D) in Eq. 3.2 since it is not dependent on M .

Once the robot reaches the final v∗, it saves an image from the on-board camera (Fig. 3.6c)

and returns this image as its response (Fig. 3.6d).

3.8 Experiments and Results

3.8.1 Natural Language Parsing

We evaluated our input question parsing component on the real user questions collected

during the deployment experiment described in Sec. 3.4. The labels for the questions were

acquired by a coding process performed by two of the authors. Labeling involved writing an

information descriptor z∗ for each question sentence s as z∗ = argmaxzP (z|s;D). For the

locations l in information descriptors z = (τ, l, t) we used the 295 unique locations extracted

from the building database.

In order to test our system’s ability to correctly parse questions that involve information

checking, we first ran a checking vs. non-checking classification experiment. Our system

classifies a question as “checking” if the output distribution from the parser is proper (i.e.∑
P (z|s,D) = 1), and as “non-checking” otherwise. We attained an accuracy of 74%, a

precision of 94% and a recall of 71% (# of true positives: 48, true negatives: 17, false positive:
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3, false negatives: 20). A high precision rate is desirable from the robot’s perspective as false

positives will result in executing the wrong task. An example of a false positive is “What

does Mike Chung look like when he’s not at his desk?” (negation “not”). Examples of false

negatives include “How many LEDs are on the wall in the Atrium?” (two locational PP

phases), “Is the service elevator in the CSE building operational?” (implicit/unknown target

location), and “What color is Hank wearing today?” (implicit/unknown target location).

For the 65 questions that were correctly identified as checking questions, we evaluated our

system’s ability to extract the corresponding information descriptor. Our parser achieved

an accuracy of 95% in classifying the question subtype τ , 89% in classifying the location l,

82% in classifying the target type t, and 72% in correctly classifying the full information

descriptor z = (τ, l, t).

3.8.2 Viewpoint Estimation

We evaluated our viewpoint estimation component with two experiments involving the real

robot in the computer science department building.

Experimental Setup. We used the custom-built mobile robot based on the MetraLabs Scitos

G5 mobile base expanded with a structure providing support for sensors and user interfaces

(Fig. 3.6b and Fig. 3.6c). A high-resolution Allied Vision Manta G609 camera with 97◦

horizontal and 79◦ vertical view angle, which is used for providing images to the users, is

attached to the robot at 1.31m above the ground. An Asus Xtion Pro depth camera is

placed at 1.25m above the ground to collect depth images for the purpose of building 3D

maps. Another backward facing Xtion depth camera and a Hokuyo UTM-30LX laser range

finder are also placed on-board for navigation purposes.

The 2D occupancy maps M2D used in our experiments were collected prior to running

experiments. The initial 3D occupancy maps M3D were constructed from the corresponding

2D occupancy maps by extending occupied cells to the default wall height (2m) or default

window height (0.85m) depending on their location. For topological map MT generation,

we used the following parameter values: α = 5, β = 8, γ = 10. The discrete orientations
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Figure 3.9: Returned images from the experiment I runs. The first two row show images from
the runs with the ground truth answer “yes” and the next two rows show images from the runs
with the ground truth answer “no” for the corresponding checking questions (columns). The
column header displays the best fit information descriptors for the corresponding checking
questions (Q1–Q5).

of the viewpoints were distributed in the topological map every 30◦. For all maps, we only

represented the open spaces such as corridors and breakout areas to avoid going into building

occupants’ offices during working hours.

The 295 location annotations were imported from the building database and the person

target type annotations were acquired by a manual annotation process. These annotations

were transformed to the information presence term using the height-based conversion func-

tion with the height mean µ = 1.65 and standard deviation σ = 0.05. For the visibility term,

the horizontal and vertical field of view of the camera were discretized into a 100× 100 grid

for raytracing, and used θ = 15.
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Experiment I

We evaluated our viewpoint estimation algorithm’s ability to deliver images that can be used

for answering checking questions on questions frequently asked during the initial deployment

(Sec. 3.4): 3

Q1. Is {person} in his/her office?

Q2. Is there anyone in the mobile robotics lab?

Q3. Is the breakout area occupied?

Q4. Is the conference room occupied?

Q5. Is there a stapler in the printer room? 4

Note that all questions were yes/no questions. The corresponding best fit information de-

scriptors for the questions are shown as the column headers in Fig. 3.9. We ran the viewpoint

estimation with the iterative refinement four times throughout a day for each checking ques-

tion. We choose the timing of the run so that the ground truth answer for two runs were

“yes” and the other two runs were “no”. However, we did not control the visibility and

reachability conditions of the target locations to capture natural variations in the building

environment. Fig. 3.9 shows the returned images from each run and Fig. 3.11 shows the

details of the viewpoint estimation algorithm for Q2 and Q3 runs.

Viewpoint quality. To understand potential users’ ability to extract answers from images

chosen by our viewpoint estimation methods, we conducted a user study with 10 building

occupants. For each image returned from the runs described above, we asked participants

to respond to the corresponding checking question (Q1-Q5) based on the image. Response

3Except the “Is there a stapler in the printer room” question, which is a substitution for the “Is there
free food in the kitchen” question.

4Equivalent to “Is there free food in the kitchen?”
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Correct Undecided Wrong Correct Undecided Wrong Correct Undecided Wrong Correct Undecided Wrong Correct Undecided Wrong
1
2
3
4

100 0 0 1.0 0.0 0.0 1.0 0.0 0.0 1.0 0.0 0.0 0.4 0.4 0.2
20 70 10 1.0 0.0 0.0 0.9 0.0 0.1 1.0 0.0 0.0 0.7 0.3 0.0
60 30 10 0.7 0.3 0.0 1.0 0.0 0.0 1.0 0.0 0.0 0.0 1.0 0.0
10 90 0 0.9 0.1 0.0 1.0 0.0 0.0 0.7 0.3 0.0 0.2 0.6 0.2
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Figure 3.10: Distribution of answers generated by user study participants from images
captured by the robot.

options were “definitely yes”, “probably yes”, “I don’t know”, “probably no”, and “definitely

no”. Fig. 3.10 shows the results from the user study. We consider a response to be correct

if a user responds with “definitely yes” or “probably yes” when the ground truth answer

is “yes” or if they say “definitely no” or “probably no” when the ground truth answer is

“no”. We consider a response wrong if the user’s answer contradicts the ground truth and

undecided if the user responds with “I don’t know.”

Overall participants achieved a high classification accuracy, particularly for questions Q2,

Q3, and Q4. It can be observed from Fig. 3.9 that high “I don’t know” rates and non-zero

wrong response rates are due to the limitations of the sensors or the encountered situation

(e.g. target locations blocked by closed doors or bad lightening conditions) rather than a

limitation of the algorithm. For example, in the 4th run for Q1, 90% of participants said

they were undecided if there is a person inside the office because they observe the door being

closed; not because the robot did not provide sufficient information. In other words, if the

users were to try and answer Q1 in this situation by going to the target location themselves,

they would reach the same answer through passive observation. Similarly in the third run

of Q5, all of the participants indicated that they did not know if there was a stapler in the

printer room because the door to the room was closed.

In the other runs of Q5, the wrong and undecided answers are due to the difficulty of seeing

the stapler in the small and reduced-quality image (due to lighting). This problem could
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Figure 3.11: Viewpoint estimation details for Q2 and Q4 in Experiment I. The evaluated
quality of each viewpoint, based on P (I = 1|v, s;M,D), are displayed as colored arrows over
the 2D map. Warm colors (red) indicate greater quality. The camera field of views of the
selected optimal viewpoint are drawn with the purple lines and the image captured from this
viewpoint is shown. The dynamic changes to the environment that influenced the viewpoint
estimation algorithm are annotated in red.

be mitigated by allowing the robot to navigate into the room to obtain a better viewpoint,

post-processing images to enhance color contrast, or allowing participants to zoom in on

parts of the image to obtain the answer.

Handling dynamic changes. Fig. 3.11 illustrates how the viewpoint estimation algorithm

adapts to dynamic changes in the environment by selecting alternative viewpoints with

similar information content. For Q2, the robot was able to capture the view of the lab’s

inside through its door when it was open, but also through its window when the door was

closed and the blinds on the window were open (run 3). Similarly for Q3, the robot navigated

to the other end of the breakout area and turned around to capture the view of the area,

when it encountered a whiteboard blocking the view from its initial viewpoint.
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Experiment II

Next, we considered the retrospective querying scenario in which the viewpoint estimation

is performed on previously collected data. This captures scenarios that involve questions

concerning the past (“Was Mike Chung in the robotics lab?”) where the system attempts

to provide a response based on incidental visits to a place while performing other tasks

involving navigation (e.g. patrolling or delivery). We considered four such cases. In the

first two, the robot was navigating near the breakout area as shown in the left column of

Fig. 3.12 and the viewpoint estimation was later used to answer the question Q6: “Was

the breakout area occupied?”. In the latter two cases, the robot was navigating near the

conference room as shown in the right column of Fig. 3.12 and the viewpoint estimation was

later used to answer the question Q7: “Was the conference room occupied?”. In all cases,

the viewpoint estimation algorithm was used with the latest 3D occupancy map available

from the collected data, within the constrained search space of visited viewpoints.

The retrieved images and details of the runs for this experiment are shown in Fig. 3.12.

We observe that the viewpoint estimation algorithm produces appropriate responses in the

retrospective question answering setting. In response to Q6, the robot needs to capture the

breakout area from a set of candidate viewpoints that are tangential to the area (i.e. the

robot went by the breakout area without looking towards it). We see that the algorithm

selects viewpoints that are further away in the path such that the target area can be captured

on one side of the robot’s field of view. In run 1, the robot is able to choose viewpoints that

are further from the target area than in run2, and hence captures more of the area by

exploiting the fact that the bridge-like corridor does not have walls obscuring the robot’s

view of the target area. In response to Q7, the robot is able to capture a larger part of the

target conference room by choosing viewpoints near two different doors to the room in the

two different runs where the robot was navigating in opposite directions.
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Figure 3.12: Experiment II results. The path taken by the robot is shown with the green
line and the evaluated quality of viewpoints along this path are displayed as colored arrows.
Warm colors (red) indicate greater quality. The camera field of view of the selected viewpoint
on the path is shown with the purple lines and the image captured from this viewpoint is
provided. For reference, the optimal viewpoint that would have been selected if the robot
were to navigate back to the scene to capture the requested information is shown with the
orange lines.

3.9 Discussion

3.9.1 Non-checking Information Gathering Types

Although this chapter focused on information checking, our formative studies indicated that

other types of information gathering might be useful. During the WoZ deployment experi-

ment (Sec. 3.4), non-checking questions were rejected; however, users still asked those ques-

tions. For example, users made search requests, e.g., “Is there an empty conference room
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in the Computer Science building?” and “Which meeting room has the best visibility of

Mount Rainier today?” We also observed monitoring type questions, such as, “Has {person}

arrived yet today in the CS building?” One respondent described the desired summarization

capabilities:

I would love to be able to ask about current building statistics, such as what

lights are on/off, which projectors are powered on/off, what the building internet

up/down bandwidths currently are, current temperature(s), power usage, water

usage, etc. Also, if the robot could do some kind of mood recognition whenever it

saw a face, like “happy” or “sad,” being able to ask about how the average mood

in the building is today would be really cool.

As in this example, many others wanted a system that combines the ability to check local

state with other types of information that is already available through other sources, such

as seminar schedules, weather, or nearby coffee shops.

3.9.2 Privacy Concerns

During the deployment experiment, we wanted the information gathering service provided

by the mobile robot to be as similar as possible to humans gathering the information them-

selves. We displayed the name of the person for whom the robot was gathering information

(Sec. 3.4.2) and announced the question before taking the picture. We plan to further explore

strategies for mitigating privacy concerns by using the robot’s embodiment to communicate

the primary user’s intent.

3.9.3 Views of Multiple Stakeholders

During the WoZ deployment and real-world experiments (Sec. 3.4, Sec. 3.8.2), several non-

primary stakeholders expressed their opinions. The building operations manager expressed

potential concerns regarding using an InfoBot over the long-term because of how the robot

delayed elevator traffic. Indeed, we noticed the robot frequently held up the elevator for a
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long time because it failed to catch or leave it due to a navigation failure. Some bystanders

expressed privacy concerns despite our efforts to alleviate them (Sec. 3.9.2). For example,

we received emails requesting more transparency in the type of data the robot was collecting

while navigating and regarding the robot’s hours of operation. We received some opinions

from building occupants from whom information was requested, as well. Some found the

way the robot announced it was taking a picture to be acceptable but preferred to answer

the question directly, e.g., verbally to the robot. We believe that better understanding

requirements from multiple stakeholders is critical and plan to investigate this topic further

in the future.

3.9.4 Limitations

WoZ Deployment Experiment

Although our studies indicated that building occupants found InfoBots to be useful, the

influence of the novelty effect in these results cannot be disregarded. For example, during

the deployment experiment, the building occupants who were the subjects of the requested

information seemed to be mostly amused. We have not explored any potential variations of

the user interface for the primary users. We used a fixed user interface set up–our choice

of using web interface consisted of free form text input and text and image response, as

well as email notification–to conduct a consistent experiment. In the open-ended feedback

on the post-deployment survey, some commented on interface elements and requested more

feedback about the InfoBot’s progress after submitting a question (current question queue

or estimated time of response).

Information Checking Framework

We assume that the user’s question mentions a single target location that can be feasibly

captured from a single viewpoint. We consider a question such as “Is Mike Chung in this

building?” as a search type question, and therefore out of scope for our framework. However,
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one can imagine a search method that embeds our approach for checking information at

multiple target locations, within a larger planning framework. Similarly, questions that

mention multiple target locations, such as “Is Mike Chung in the robotics lab or his office?”

are not handled by our natural language component; however, this task could simply be

considered as two separate information checking requests.

Another limitation is that human users need to extract the answer to their own question

from the provided image, rather than receiving a definite answer. Although this part of the

task could also be automated with recent image understanding methods, we chose to leave it

to the users since they can perform image understanding tasks robustly and efficiently [170].

Finally, our work focused on capturing information from a single image while images from

multiple viewpoints or multiple images from the same viewpoint (to capture dynamic events)

could potentially provide answers to a richer set of questions.

3.10 Conclusion

This chapter investigated an indoor information-gathering service for mobile robots. Specif-

ically, we first categorized indoor information-gathering task types, conducted a formative

study, and shared (1) our survey findings on people’s expected usage of InfoBots, and (2)

empirical findings of people’s actual usage of InfoBots. We presented a framework and an

implemented end-to-end system for answering natural language questions from users about

the robot’s environment. Our system evaluation, based on the questions collected from di-

verse inhabitants of the building in which the robot was deployed, shows the feasibility of

realizing a mobile-robot based information-checking service.
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Chapter 4

EXPLORING THE USE OF ROBOTS FOR GATHERING
CUSTOMER FEEDBACK IN THE HOSPITALITY INDUSTRY

4.1 Background

Gathering customer feedback is a critical component of the hospitality industry. Hotels have

long amassed guest feedback to measure customer satisfaction and loyalty as well as staff

performance. The collected feedback helps hotels to monitor service quality, make necessary

improvements, and ultimately stay ahead of their competition [227].

We believe service robots can be an effective medium to elicit and gather guest feedback

in hotels. Robots draw people’s attention in public spaces [33, 69, 101, 190, 144], and their

interactive behaviors can be precisely controlled to enforce hotel brand standards or elicit

certain emotional responses [179]. At some hotels, robots such as the Savioke Relay, are

already interacting with guests, e.g., by delivering small items to guests, which gives them

opportunities to solicit guest feedback.

Exploring a new real-world application for service robots is not trivial. Deploying robots

in workplaces may require structural and procedural changes in workplace design and use [146],

consequences that are difficult to foresee and costly to discover post-deployment. Also, it is

difficult to gather quality feedback from potential users in up-front research sessions because

most people lack firsthand experiences with robots in their workplace [155].

In this chapter, we address the following two research questions: (1) Can we use robots to

gather feedback from hotel guests? (2) How should we design robotic systems to gather better

customer feedback? The answer to the first question depends on the context in which robots

interact with customers; hence, it is important to understand the physical and situational

context as well as customer opinions. It is also important to understand the needs of service
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industry workers and their current practices for gathering customer feedback. Finally, to

answer these questions through field deployments, it is critical to capture the context in

which the customer experiences the service and decides whether and how to respond to a

robot’s solicitation for feedback. To that end, our research focused on the Savioke Relay

robot, which was deployed in approximately 70 hotels in January 2018. Using a mixed

sequential exploratory research approach ([45]) adapted for the robotics domain, we present

four studies exploring customer feedback collection for robots in the hospitality industry.

Our studies involve multiple real-world stakeholders, such as hotel employees and potential

guests, and long-term real-world deployment studies ranging from 3 weeks to 4 months. We

discuss the overall approach in Sec. 4.2 and share our experiences and learned lessons as

findings and design implications from each study in subsequent sections (Sec. 4.3, Sec. 4.4,

Sec. 4.5, Sec. 4.6).

4.2 Overview of the Approach

We took a mixed sequential exploratory research approach [45] with the following steps:

1. Need finding interviews with hotel management (n=5) at five hotels that already used

a Relay robot for guest room delivery. We explored the current practices hotels use to

gather customer feedback and the contexts in which the robot could gather feedback

(Sec. 4.3).

2. An online survey with varying-frequency hotel customers (n=60). We explored guests’

perceptions of the Relay room delivery robot and their willingness to respond to the

robot in different situations vs responding to other feedback methods (Sec. 4.4).

3. Passive observations and follow-up interviews (n=5) at three of the five hotels in (1).

We deployed the prototypes of robot-based customer feedback applications for 3-4

months to explore the value that the robot added, interaction patterns with the robot,

and real-world challenges in gathering feedback from customers with robots (Sec. 4.5).
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Table 4.1: Robot Actions

Participant job title (ID) Used Relay
since

Number
of rooms

Location

General Manager (P1) 7/1/2015 62 SF Bay Area
Director of Operations (P2) 3/2/2015 172 SF Bay Area
General Manager (P3) 4/1/2017 175 SF Bay Area
General Manager (P4) 8/25/2015 231 SF Bay Area
Guest Satisfaction Manager (P5) 7/1/2015 304 Los Angeles

4. Passive observations, follow-up questionnaires, and analysis of measurements in a

three-week deployment at a kitchen area of the Savioke headquarters. We explored

the role of different robot behaviors (mobility and social attributes) in gathering feed-

back and identified design constraints (Sec. 4.6).

4.3 Need Finding Interviews at Hotels

The goal of our need finding study was to learn (1) current practices for collecting guest

feedback, (2) opinions on the idea of gathering feedback with the robot, and (iii) guest

experiences with using the robot at their hotels.

4.3.1 Participants

We selected a total of five participants who have an administrative job for the five hotels that

had been using a Relay robot. To capture the various perspectives, we chose participants

with different positions in the hotel, with the hotels varying in size and location (Table 4.1).

We intentionally chose participants with firsthand experience interacting with a robot at

their workplace; these participants did not have technical jobs because we wanted to avoid

interviewing people who have completely unrealistic expectations or are too pessimistic about

the robot abilities [155].
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4.3.2 Procedure

We interviewed the participants regarding existing methods for collecting customer feedback

and current usages of the Relay robot at their hotel. The interviews were conducted at a

place in the hotels where the participants felt comfortable, except P4 with whom we had a

phone interview due to the location of the hotel. Each interview was structured as follows

(see [39] for the actual interview protocol we used in our study):

1. Introduction of the interviewer, the purpose of the study, followed by consent for

voice recording.

2. Warm-up questions about the participants, such as their roles at the hotel, their

favorite part of their jobs, and how long they have been in the hospitality industry.

3. Current practices for collecting customer feedback, including whether partici-

pants have tried technology-based solutions, and how guest feedback is used. Probing

questions include asking about pain points and asking for reasons behind comments

(i.e. “Why?” questions).

4. Participants’ experiences with Relay and their observations regarding customers

interacting with the robot.

5. Participants’ opinions on collecting guest feedback with Relay.

6. Tour of the hotel.

7. Wrap-up; a final question and answer session.

Throughout the interview, participants were encouraged to lead the conversation and were

asked about memorable incidents if applicable. The interviews lasted between 30 minutes

and 2 hours.
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Note that our interview protocol includes a step for directly asking the interviewees about

using the robots to collect feedback (5). This is not a conventionally done in need finding

interviews. However, we included this question because we wanted to learn participants’

perspectives and potential constraints for this use case.

4.3.3 Findings

The recordings from the interviews were transcribed by the author. We then conducted an

inductive content analysis on the transcriptions and organized the participants’ responses

into the following themes: Existing Guest Feedback Collection Methods (Sec. 4.3.4), Service

Recovery Strategies (Sec. 4.3.5), Factors influencing Robot Usage (Sec. 4.3.6), Participant

Comments on Collecting Guest Feedback via Robots (Sec. 4.3.7).

4.3.4 Existing Guest Feedback Collection Methods

All participants reported that they used the brand-required, post-stay survey and accessed

TripAdvisor ([174]) to learn what their guests thought about their hotel experience. Another

commonly mentioned feedback collection method was having the hotel staff directly ask

guests about their stay at likely points of interaction, such as when guests came to the front

desk to ask a question or to checkout. P2, P4, and P5 mentioned that they train their

staff members to elicit feedback from guests whenever an opportunity arises. P4 further

reported that their staff members must ask whether a guest needs anything before closing a

conversation as a part of their brand standard.

Two participants shared their experience with a more recent, mobile phone-based instant

messaging solution for communicating with guests([16, 108]). P5 noted that the real-time

aspect of the solution helped them to identify a few unhappy guest before they checked out.

One downside P5 mentioned was the difficulty of informing guests about the availability

of this service. P2 mentioned the messaging solution helped them better understand their

guests’ needs; however, it greatly increased front desk staff’s workload, so eventually the

hotel stopped using it. Both participants mentioned that today’s guests prefer using a
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mobile phone to having a face-to-face conversation, which was the main reason their hotel

tried the mobile-based solution.

4.3.5 Service Recovery Strategies

Although we asked how the hotels gather guest feedback, the participants also explained

their service recovery strategies, that is, strategies for returning dissatisfied customers to a

state of service satisfaction. P2 reported that they respond to all the guests who participated

in the post-stay survey. P3 and P5 reported that they respond to negative feedback directly

on TripAdvisor to reduce the risk of losing future customers. P5 further explained their

strategies to follow up on guest complaints based on guest type and problem severity. Other

examples of recovery strategies include giving guests a 10% discount on their bills or offering

a free dinner at the hotel’s restaurant.

Some hotels emphasized the importance of getting guest feedback on-site. P2 and P5,

who has experience with the mobile phone-based feedback collection methods (Sec. 4.3.4),

elaborated on why collecting guest feedback on-site, esp. negative ones, will be helpful:

[P2] Anytime we have the ability to capture the moment before they leave; that’s when we

can fix it. That’s when we establish contact. [..] bring in the human, recover the guest, and

make sure they leave as a happy customer.

[P5] [..] if after they’ve left, that’s when they’re telling me, guess what, I can’t put two

pillows now or I can’t say “I’m gonna offer you a 10% discount.” But if they can tell me

while they’re on property [..] I can apologize and send them two pillows and say “By the

way, would you care to have dinner on us at the restaurant?” So it ties into knowing what’s

happening at the hotel in real time and be able to offer a solution.

They also remarked on the irreversible impact of customer dissatisfaction:

[P5] [..] after they left, they’ll go on social media and let you know; which is not effective for

the hotel. Because you didn’t have the opportunity to fix it. Yes, you can fix it for the future

but you can’t fix it for that guest. [..] Everybody out there, all your potential customers are



52

seeing this feedback.

P3, on the other hand, focused on the importance of positive ratings. P3 believed that the

robot increased the chance of garnering positive feedback from customers.

[P3] It’s really a novelty item, more than anything else. [..] People like it and it is functional.

4.3.6 Factors Influencing Robot Usage

Weekday/Weekend, Seasonal Influences

While describing their experiences with the Relay robot, participants shared observations

about robot usage patterns in their hotels. P1 and P2 emphasized the usage difference

between weekdays and weekends. Both hotels predominantly have business travelers on

weekdays and local leisure travelers on weekends. Both reported greater use of the robot on

weekends by leisure travelers. They explained that weekend guests spend more time in the

hotel and show more interest in the robot, e.g. by taking a photograph with it and requesting

a room robot delivery for fun. P3 and P4 reported seasonal differences in usage. During

summers they observed an increased number of robot delivery requests due to increased

occupancy rates (greater than 90%).

Guest Type

Although a diverse clientele routinely interacts with the Relay robot, all participants re-

marked on children users. P5 reported that they frequently see children hugging or following

the robot. P4 shared a story of parents who visited the hotel expressly to surprise their chil-

dren with the robot room delivery. In addition to children, P1 mentioned that some older

adults take interest in the robot (e.g. taking a photograph with it) while others seemed leery

of it. P1 also mentioned that people who work at technology companies are more interested

in the robot and ask questions regarding its functionality and price. Finally, when we asked
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if they noticed a type of guests who do not pay much attention to the robot, P1 and P2

mentioned business travelers and people who are traveling alone.

4.3.7 Participant Comments on Collecting Guest Feedback with the Robots

Participants had mixed feedback about the idea of using the Relay robot to collect guest

feedback. P2 and P5 responded positively to the idea. P2 mentioned that were the robot

able to report feedback in real-time, it would be valuable for the hotel staff, who would then

would be able to resolve issue before the customers check out. P5 predicted that using the

robot would increase the chance of eliciting guest feedback since many guests do not report

problems to avoid hurting a staff person’s feelings. P5 suggested that the robot could be an

effective, neutral, middle person.

[P5]We would get more feedback. Because a lot of customers do not like face to face interac-

tion. They feel, “Now I’m putting somebody down” or “I’m going to get someone in trouble.”

That’s why we get so many hits on social media.

P1 and P3 were skeptical about the value of guest feedback data gathered by the Relay robot.

They pointed out that the robot is not capable of collecting rich feedback due to its small

screen size. However, they still wanted to try because guests want more interactive robots,

and feedback gathering would increase robot utilization. P4 mentioned that gathering guest

feedback via the robot would not be valuable since they already have other means to collect

this feedback; further, P4 noted that the hotel already extensively uses the robot for delivery

tasks, so they are hesitant to add to its workload. In addition, P4 was concerned that the

guests receiving the items from the robot are often children.

Participants gave some suggestions about when and how the robot should attempt to

gather customer feedback. P1 suggested providing the option of completing a general sat-

isfaction survey, through a link that would say “would you like to rate your overall stay?”

after each delivery. P2 wanted the robot to conduct a short survey after delivering receipts

to people in the restaurant. They also suggested having the robot hand out discount checks
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if they fill in the survey. P5 wanted the robot to move around in the lobby area and solicit

feedback from passing guests. P5 suggested having guests report problems to the robot and

rate the severity of the problem. P5 also suggested having the robot display compensation

options to unhappy guests and attempt to resolve problems by itself. P3 suggested integrat-

ing TripAdvisor and the robot so guests’ positive reactions could be reflected on the hotel’s

profile on TripAdvisor in real-time, while the guests interacting with the robot.

4.3.8 Design Implications

Robots could play a role in helping hotels disseminate positive customer feedback widely.

They could also help to identify dissatisfied customers while they are still on-site. To this end,

robots should take advantage of being in the context of the service to encourage customers to

express their opinions in the moment and on the property. They should be designed to make

guests feel more comfortable giving negative feedback, acting as neutral liaisons between

guests and the hotels. Robots should respond to customer feedback, possibly by attempting

to recover from service failures without human intervention.

By default, interactions for gathering feedback should be short and, if possible, entertain-

ing to accommodate the short attention spans of modern customers. Robots could leverage

their status as novelty items to engage customers and encourage them to respond to ques-

tions. Ultimately, robots should adjust their strategies for eliciting engagements and inter-

acting with customers based on the types of customers. For instance, robots could identify

the type of a customer from initial interactions to decide which questions to ask and how to

most meaningfully interact with the customer [116].

4.4 Online Guest Scenario Survey

Viewpoints of guests are important to hotels as well as to the robotics company providing

the service. Hence, we conducted an online survey that explored potential guests’ attitudes

and motivations towards robot-based feedback solicitations compared to other solicitations.
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Figure 4.1: (Left, Middle) Pictures of the kiosk and the Relay robot used in the online survey
to illustrate Kiosk and Robot FD. (Right) A screenshot from the video that demonstrates
room delivery to convey Robot RM.

4.4.1 Survey Design

To help participants contextualize the decision about responding to different kinds of cus-

tomer feedback solicitations, we provided a motivating scenario. We chose one negative

and one positive guest experience scenario adapted from the scenarios1 commonly used in

hospitality research [120]. Each participant read one of the two scenarios. We instructed par-

ticipants to assume the situation described in the scenario had just happened to them. We

asked them how likely they would be to respond to each of the following feedback solicitations

(1: Extremely unlikely to respond; 5: Extremely likely to respond):

• Email: You received an online survey after you left the hotel.

• Kiosk: You noticed a kiosk near the front desk which says “How is your stay?”

• Robot Front Desk (FD): You noticed a robot near the front desk which says “How

is your stay?”

• Robot Room (RM): You ordered a snack from the front desk and a robot delivered

1For details, see the Supplementary Materials of [40])
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the snack to your room. After handing off the snack, the robot asks “How is your

stay?”

We included an optional open-ended question asking for an explanation of each response.

For Kiosk, Robot FD, and Robot RM, we included explanatory images and a video to give

participants an accurate sense of what the kiosk and robot would look like (Fig. 4.1). Note

that the four solicitation methods were selected based on Savioke’s and their customer hotels’

business interests.

4.4.2 Participants

Participants were recruited through Amazon Mechanical Turk. After agreeing to participate,

online participants were directed to the single-page form that contained the scenario and the

four questions about the four feedback alternatives. To control for quality of responses, we

did not allow a person to participate in our survey more than once and rejected people who

incorrectly answered the question used to identify those who randomly selected answers. We

offered $0.01 for participation and continued recruiting until we had 30 responses for each

scenario. A total of 60 people (22 M, 38 F) responded in less than 2 weeks. Their age groups

distributions were: 10% in 19-24, 30% in 25-34, 30% in 35-44, 30% in 45-54, 16.67% in 45-54,

10% in 55-64, 3.33% in 65-74. Respondents’ answers to the question regarding the frequency

of staying at a hotel in any given year ranged from 1 to 20, with a median of 2 times a year.

4.4.3 Findings

The means and standard deviations of the responses across the four solicitations were: M

= 3.58 & SD = 1.43 (Email); M = 3.38 & SD = 1.58 (Robot RM); M = 3.25 & SD =

1.67 (Kiosk); and, M = 2.68 & SD = 1.69 (Robot FD). The same statistics across the two

scenarios were: M = 3.22 & SD = 1.52 (Positive); and, M = 3.23 & SD = 1.72 (Negative).

Fig. 4.2 shows the distribution of responses for each feedback solicitation method in each

scenario. We conducted open coding for the open-ended question responses. We summarize
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our findings below.

Factors Influencing Guests’ Willingness to Respond

The most frequently mentioned reason for responding to a solicitation method was for par-

ticipants to share hotel experiences (e.g., “I would want the hotel to know that my room

was unacceptable.”). The second most mentioned reason was convenience. This was also

the main reason why Email and Robot RM were rated highly. For example, a participant

mentioned, “If I’m already interacting with the robot, I may as well answer the question.”

In fact, inconvenience was the top reason for participants’ unwillingness to respond to a

solicitation method.

Some participants had privacy concerns about using the Kiosk and Robot FD, e.g., “Less

likely, but I’d feel the staff might be watching over my shoulder.” They mentioned that they

liked the Email and Robot RM methods because of increased privacy, e.g., “I would respond

because it is still kind of private and (the robot is) not out in the busy lobby.” Given our

findings from the need finding interviews (Sec. 4.3), we noticed an understandable conflict

between hotels and guests: hotels want more data from guests, but guests value privacy want

it to be respected.

Influence of the Scenario Type

The influence of the scenario type varied across the four solicitations. When the participants

read the positive scenario and were presented with Email or Kiosk, they were not enthusiastic

about informing the hotels (Email: p < 0.001, Kiosk: p < 0.00001; one-tailed, paired t-test);

more than half said they would be unlikely to respond (i.e., responded with < 3) because

they would not have the time or did not want to further engage with the hotel. In contrast,

more than half of the participants who read the negative scenario and were presented with

Email, Kiosk, or Robot RM would inform the hotel about their stay (responded with > 3).

The participants were more enthusiastic about responding to the two methods involving

robots when they read the positive scenario than when they read the negative one (both
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Robot FD and Robot: RM p < 0.0001; one-tailed, paired t-test). Some participants would

be likely to respond to the robot (i.e., responded with > 3) predicted that interacting with

it would be pleasant and would make their experience at the hotel unique. In contrast, the

participants who read the negative scenario most commonly questioned the possibility of the

presented scenario, for example, by commenting If they had enough money for a robot, they

would have enough money for a cleaning staff to do a good job.

Perception of the Robot-based Solicitations

Regardless of the scenario type, participants mentioned similar reasons for liking or disliking

the two robot-based solicitations. When participants were willing to respond, the reasons

they offered included the novelty effect (e.g., “I will fill out of curiosity.”), the entertainment

value of the robot (e.g., “The robot would interest me and be a fun addition to my stay.”),

and the feeling of obligation (e.g., “Because the robot needs a response.”). When they were

not willing to respond, they mentioned that they disliked the robot (e.g., “A feedback robot?

That’s just weird; the world isn’t ready for that.”), did not trust the robot (e.g., “I wouldn’t

trust the robot.”), or envisioned a potential difficulty using the robot (e.g., “No clue how to

interact with it.”).

4.4.4 Design Implications

The process of providing feedback to the robot should be as convenient as possible for the

guest, for example, by keeping survey questions short or asking a question at the end of a

different interaction to allow the guest to ignore the question. Robots should respect the

privacy of guests even at the cost of losing data they can provide to the hotels since the goal

of both hotels and robotics companies is to satisfy customers. For example, robots should

collect guest feedback in private settings and restrict using sounds or movements that could

reveal guest responses in open spaces.



60

Figure 4.3: (Left) The Relay robot running the breakfast survey behavior at the P1’s hotel.
(Right) The robot asking for employee feedback about the provided meal at the Savioke
headquarters. The robot briefly stopped navigating to respond to the employee.

4.5 Hotel Deployments

Three interviewees (P1, P2, and P5) from the need finding interviews (Sec. 4.3) were inter-

ested in using a robot-based feedback solicitation at their (different) hotels. This gave us the

opportunity to test our idea in the field and thereby better understand real-world challenges.

4.5.1 Breakfast Room Survey

P1 requested that we enable the Relay robot to ask a few customer satisfaction survey

questions to the hotel guests in the breakfast room area. We collaborated with a robot UX

designer at Savioke to prototype a breakfast room survey robot’s behavior and refined it

with P1 to meet hotel’s requirements. The prototype behaved as follows. Upon launch, the

robot navigated to a predefined location near the entrance of the breakfast room. The robot
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then stayed in place and displayed the question, “Good morning! How was your breakfast?”

together with a five-star rating response field. When a customer response was detected, it

asked the second question, “How is your stay?” and responded on receiving five stars with

a happy facial expression and a dance. If no response was received within five minutes, the

robot played whistle sounds and displayed the two messages, “Hello! I’m Relay, a delivery

robot.” and “Need anything? Dial 0 from your room and I’ll bring it to you!” in sequence

to elicit attention from passing guests.

In May 2017, we installed the break room survey behavior to the Relay robot in P1’s

hotel as shown in Fig. 4.3 (left) and instructed all staff members there about how to start

and stop the survey behavior and handle the potential problems. While the robot’s status

information, such as its location and remaining battery charge, was available on the web

interface, the hotel staff was not able to see the customer response history (due to logistical

reasons). However, P1 insisted on deploying the breakfast room survey behavior as is to

increase utilization of the robot. To gain insight into how the hotel used the provided survey

behavior, we monitored their usage for four months both remotely and through two on-site

visits, on Tuesday and Saturday of the 3rd week of September 2017, to observe the robot in

context. We were not allowed to talk to guests for logistical reasons.

4.5.2 Low-Ratings Alert for Guest Room Delivery

P2 and P5 requested that we enable the Relay robot to ask customer satisfaction questions

after each guest room delivery and alert staff members on receiving negative responses from

guests. We collaborated with a Savioke robot UX designer and prototyped a feature that

adds the “How is your stay?” star rating question after a delivery confirmation interaction

and sends email alerts on receiving ratings below three stars.

We provided the low-rating alert feature to both hotels in June 2017. We configured

the feature to send emails to the staff mailing list and logged the usage of the feature for

four months. On the first week of September 2017, we interviewed P2 and P5 and one staff

person at each hotel.
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4.5.3 Findings

Despite not providing actual feedback from customers, the staff members at P1’s hotel used

the breakfast room survey extensively. Over the four months, they used the survey every

day except for three days post-deployment (123 days). On average, the survey ran for 229

minutes, and 43 questions were answered per day. On our two visit days, we observed

approximately 9 guest-robot interactions on the first day and 22 on the second day. The

robots received responses to the customer satisfaction question 1707 times at the P2’s hotel

and 709 times at the P5’s hotel during the four months deployment. Of those, 46 and 17

(2.70% and 2.40%), respectively, received less than three stars.

Values of Robot-Based Guest Feedback Collection

As predicted in the need finding interviews (Sec. 4.3), P1 reported that the robot’s ability

to provide unique experiences to the guests was its most valuable aspect. P1 nonetheless

acknowledged the potential benefit of the data collected by the robot: “Getting a report that

shows me the overall scores, that would be great. That way, at least I could track what days

people are not happy with.” Regarding the low ratings alert feature, both P5 and P2 were

satisfied with the feature and mentioned they were able to capture 2-3 unhappy customers

per month.

Hotels Used Their Domain Knowledge

We learned that the time and location of running the breakfast survey behavior were carefully

selected by the hotel staff. The robot was located in front of the breakfast room area, which

was located right next to the elevator. Hence, the robot was seen by people going in and

out of the breakfast room as well as guests waiting for the elevator; most people noticed

the robot immediately or via the whistle sounds it played. We also noticed the network

effect: whenever a guest started interacting with the robot, it raised the attention of the

other passing or waiting guests. When we continued our observation at P1’s hotel in the
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afternoons, we observed almost no activities near the breakfast room.

At P2’s hotel, a staff person mentioned they paid extra attention over the weekend

because the hotel usually receives a higher number of complaints while the staff person from

P5 reported that they paid extra attention to input from guests with a membership.

Privacy Issues

Due to logistical reasons, our two prototypes did not rigorously follow one of our own guide-

lines: the robot should respect customer privacy. For example, the robot responded with a

whistle sound and a dance on receiving five stars while surveying in the breakfast area, which

allowed the people around the robot to notice what rating the person had given. In addition,

the low ratings alert feature did not give customers the choice of notifying the front desk

when they responded with less than three stars on the “How is your stay?” question. We

learned that the hotels took advantage or were unaware of the consequences. For example,

P1 mentioned that they like to monitor the guest interacting with the robot to not only

to identify unhappy customers but also to understand the status of the hotel in general by

eavesdropping on nearby conversations around the robot. Regarding the low ratings alert, all

four interviewees mentioned that they always followed up with guests to recover potentially

unhappy guests. No one considered the guests who do want to be contacted by the hotels.

4.5.4 Design Implications

The user interface for the robot should be designed to protect guest privacy. For example,

on receiving complaints, the robot should ask whether the guest is comfortable with its

informing hotel staff about the complaints. To maintain the robot’s position as a neutral

liaison between hotels and guests; the interface should not reveal the guest’s feedback if they

do not want to inform the hotel. The interface for the robot should support using the hotel

users’ domain knowledge, e.g., providing an option to customize the messages used during

survey, schedule survey behavior, or change survey location.
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Figure 4.4: Finite state machines that implement the three robot behaviors: Baseline, Social,
and Mobile.

4.6 Kitchen Deployment

As a final step in our exploration, we wanted to better understand: (i) the impact of the Relay

robot’s behavior on eliciting customer feedback, and (ii) the opinions of customers who are

experiencing a service. In the hotel deployment study (Sec. 4.5), testing out different robot

behaviors at hotels or talking to guests was not an option for logistical reasons. Therefore,

we deployed a survey robot at the kitchen of Savioke’s headquarters.

4.6.1 Study Design

We believe the Relay robot has two key properties that offer competitive advantages when

gathering feedback relative to other feedback modes: mobility to move towards potential

respondents, and social agency to increase the engagement using social cues [144]. By varying

these properties, we designed the following three behaviors:

• Baseline was designed to mirror the experience of using a kiosk, like the Happy-or-Not

Smiley Terminal [78]. The robot stayed at a predefined location and asked a question
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about the meal using a five-star rating selection menu. We removed Relay’s face, i.e.,

the eyes and speech bubble shown in Fig. 4.1, with a white background and did not

use any sounds or movements. If a person answered the question with a rating, the

robot responded by displaying “Thank you” for 5 seconds.

• Social was designed to make people perceive the Relay robot as a social agent. While its

general behavior was similar to that of Baseline, the Social robot used more animated

messages, including sounds, in-place movements, and LED light patterns. We kept

Relay’s face; all messages were displayed in the robot’s speech bubble by using facial

expressions. When nobody interacted with the robot for more than five minutes, the

robot encouraged people to rate their meal with sounds and texts (i.e., ‘Run timeout

behavior’ in Fig. 4.4).

• Mobile was designed to increase the chance of people noticing the robot by setting the

robot in constant motion. The robot moved between two or three locations, encourag-

ing people to leave their feedback. Once a person tapped the screen, the robot stopped

and interacted with the person as in Baseline.

All experiments took place in Savioke’s kitchen area, where the company provides meals

to its employees at least three times a week. The kitchen area, approximately 700 square

feet, was consisted of three sub-areas: a countertop area, a fridge area, and a table area

(Fig. 4.5). Savioke had approximately 45 employees at its headquarters, who were mostly

engineering and sales personnel.

To capture the situational variability, we conducted experiments during three company-

provided meals: Monday breakfast, Monday lunch, and Wednesday breakfast. The two break-

fasts were served on the countertop in the kitchen and delivered by an office administrator

between 8:30 am and 9:30 am. The Monday lunch was served on the largest bar table in the

kitchen and delivered by a catering company between 11:30 am and 12:00 pm.

To understand their employee-perspectives after they rated a meal, we asked them to
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Figure 4.5: The layout of the kitchen where the Relay collected feedback about meals. Large
icons show the poses of the robot in Baseline and Social behaviors (gray: breakfasts, blue:
lunch). Small connected icons show the waypoints in Mobile behavior.

express their agreement (1: Strongly agree; 5: Strongly disagree) on a questionnaire with

the following statements:

• Effort: Relay has made it easy to report my opinion.

• Ease of use: Relay was easy to use.

• Perception of the robot: Relay was pleasant to interact with and be around.

• Change in perception of the service: I felt better about my meal experience after

reporting my opinion.

We included an optional open-ended question asking employees to explain their answers.

The questions were adapted from the questionnaires used in related work [50, 81].

4.6.2 Procedure

The experiments were administered for three consecutive weeks, beginning the second week

of August 2017. The order of conditions was counterbalanced using a Latin square design,
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crossing the three robot behaviors with the three meal types. We worked with the office

administrator to decide on the menu, selected to introduce variance as possible across the

sessions.

Prior to the first experiment, we installed a Nest Cam Indoor camera and informed

everyone in the company about the purpose and the duration of the study. We also shared

our video recording policy and encouraged employees to share their privacy concerns. Each

experiment session began when the food was served on the countertop or the bar table and

ended when the food was taken away from the kitchen by the office administrator. The

researcher started and stopped the robot behavior and video recording whenever a session

was begun and ended. After each session, the researcher analyzed the recorded video and

collected rating data to identify people who gave a star rating to the robot and send them the

post-session questionnaire. We also encouraged all employees, whether or not they interacted

with the robot, to directly email their feedback directly to the researcher.

4.6.3 Findings

During the three-week deployment, a total of 57 employees visited the kitchen area, and a

total of 38 interacted with the robot. We determined the survey response rate by analyzing

the recorded video and the data collected by the robot. We calculated response rate as

|M ∩R| / |M |, where M is a set of employees who had a meal provided by the company and

R is a set of employees who used the robot to report their feedback. We also reviewed answers

to the open-ended questions, email feedback sent to the researcher, and video recordings of

the sessions.

Response Rate

We compared the response rate across the three robot behaviors, the meal types, and the

week numbers (Fig. 4.6a–c). We saw no significant impact of robot behaviors on the response

rate; however, we saw influences of the meal types and the week numbers. The response rate

dropped over the three weeks, potentially due to the novelty effect (Fig. 4.6b). The influence
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Figure 4.6: Response rate results in our three week deployment at Savioke headquarters
of three different robot behaviors, accumulated by: (a) robot behaviors, (b) weeks, and (c)
meal types; and response rates (d) broken down by session.
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Figure 4.7: People interacting with the Relay robot running the Mobile behavior.

of meal type on response rate was the strongest (Fig. 4.6c), especially on the first and

second weeks (Fig. 4.6d); we suspect that Savioke’s organizational structure, e.g. holding of

company-wide meetings on Monday morning, was the root cause.

Comparison of Robot Behaviors

Although the differences in response rates across the robot behaviors were not significant,

we observed differences in how people noticed the robot, which can be considered the first

step to interacting with it. People were more likely to notice the robot when it moved; 92%

of employees in the kitchen noticed the robot running the Mobile behavior, but less than

58% noticed the robot running the Baseline and Social behaviors. The increased movement

potentially contributed to the highest response rate (Fig. 4.6a) but decreased the usability

for some employees; we observed five people who failed to tap the robot to stop its motion on

their first try. We saw no significant differences between the Baseline and Social behaviors

among our quantitative measurements.

User Perspectives

We received a total of 87 responses to the post-session questionnaire from 37 unique partic-

ipants. The means and standard deviations for the post-session questionnaire were: M =

4.36 & SD = 0.94 (Effort); M = 4.67 & SD = 0.66 (Ease of use); M = 4.26 & SD = 0.96
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(Perception of the robot); M = 3.46 & SD = 1.17 (Change in perception of the service). In

answers to the open-ended questions regarding the effort, the most common positive remarks

concerned the robot’s ability to gather feedback in the moment, e.g., “He was right there

when the experience was still fresh in my mind.” The most common negative remarks were

about the robot’s inability to collect richer feedback, e.g., “I wouldn’t have been able to give

concrete feedback other than to say it’s good or bad.”

Regarding the ease of use, only three respondents who experienced the non-responsive

touchscreen commented that the robot was difficult to use. Although we saw no negative

comments regarding the perception of the robot from the open-ended questionnaire, one

employee’s email described discomfort concerning the mobile behavior: “The robot in the

kitchen is getting agitated (beeping more and more frequently as the morning goes on) and

pushy (He started following me out of the kitchen and whether it was intentional or not,

seemed to be trying to get me to take the survey.)”.

In the answers to the “Change in perception” open-ended question, some people did not

find that the robot affected their perception of the provided service, e.g., “The food is what

matters”. They noted the lack of explanation on how their feedback would be handled, e.g.,

“No confirmation on where the feedback is going, how it would be actionable.” They also

appreciated the opportunity to give feedback, e.g., “It seems good to know that I can provide

input, whether it’s good or not, to make things better next time.”

4.6.4 Design Implications

While using navigation movements could be useful, robots should avoid moving excessively

so as not to disturb customers in the vicinity. Robots should have an option for guests to

provide richer feedback. They should also clearly explain how the feedback will be handled

or ask if/how the customers want followed-up contact.



71

4.7 Limitations

We acknowledge the following limitations in our research. First, we interviewed only five

hotel employees in the need finding study, which is a small number of data points. In the

online survey study, we did not consider a wide range of solicitation methods, such as those

based on mobile phones mentioned by the hotel staff [39]. Finally, the kitchen deployment

study was conducted at Savioke headquarters, the company that developed the Relay robot.

Our findings may be biased due to the participants’ familiarity with the robot and our design

implications may not apply directly to the customer feedback collection use case in hotels

due to the differences between office and hotel environments.

4.8 Conclusion

We presented four studies that explored the use case of collecting guest feedback with service

robots in the hospitality industry. To account for the viewpoints of both hotels and guests,

we administered need finding interviews at five hotels and an online survey concerning hotel

guest experiences with 60 participants. We then conducted the two deployment studies based

on deploying software prototypes for Savioke Relay robots we designed to collect customer

feedback: (i) a hotel deployment study (three hotels over three months) to explore the

feasibility of robot use for gathering customer feedback as well as issues such deployment

might pose and (ii) a hotel kitchen deployment study (at Savioke headquarters over three

weeks) to explore the role of different robot behaviors (mobility and social attributes) in

gathering feedback and understand the customers’ thought process in the context that they

experience a service. Based on our findings, we summarize our design recommendations as

follows. Robots should collect customer feedback in the context of the service and keep their

interactions with guests brief to make feedback collection convenient for guests and useful

for hotels. To protect the privacy of guests, they should be able to opt-out of sharing their

feedback with hotel staff. They should also be able to provide more feedback if they so

desire. The user interface for robots should support configuring the robot behaviors for the
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robot users to use their knowledge about their organization to manage engagement levels of

the robot.
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Chapter 5

ITERATIVE DESIGN OF A SYSTEM FOR PROGRAMMING
SOCIALLY INTERACTIVE SERVICE ROBOTS

5.1 Background

Service robots, such as the Savioke Relay, are becoming available in human environments

such as hotels. It is important that, these robots not only be functional but also have appro-

priate, socially interactive behaviors. In this chapter, we investigate the research question,

“How can we design a programming system for service robots to support socially interac-

tive behaviors?” To do so, we took an iterative design approach. We first present results

from a formative study with service industry customers. A key demand we discovered is

that the robot must be aware of people present around it. We incorporated these lessons

into the design of iCustomPrograms, a system for programming socially interactive behaviors

for service robots, by extending an existing programming system CustomPrograms. Next,

we performed two field studies with iCustomPrograms and iterated its design. In the first

field study, which took place at an airport, we witnessed people initiating interaction with

the robot in unanticipated ways. The second field study, which took place over 2 weeks

at 5 service industry properties, evaluated the socially interactive applications created with

iCustomPrograms. Our experiences and findings from each study show the usefulness of our

system in the field. Importantly, they also provide insights for the design of future interactive

applications for service robots and programming systems for creating such applications.

5.2 Formative Study

We used the Savioke Relay robot as the target robot platform in this chapter. Although the

Savioke Relay robot was built for a specific application (room service in hotels), it can be
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Table 5.1: Summary information about service industry properties studied in this chapter.

Property Type Used since Point of contact
Requested
applications

Target areas

A Airport 2/2016*

Corporate executives,
Customer satisfaction
manager

People delight,
Service recovery

Indoor garden,
Baggage claim,
Immigration hall

B Hotel 1/2015
Hotel manager,
Business consultant,
Front desk supervisor

People delight,
Mobile kiosk,
Demo

Lobby,
Bar

C Hotel 6/2015
Guest service manager,
Sales & marketing director

People delight,
Service recovery,
Mobile kiosk

Lobby

D Hotel 7/2015
Hotel manager,
Guest experience manager

Service recovery,
Demo

Lobby,
Breakfast area

E Hotel 8/2015
IT manager,
Area general manager

Mobile kiosk Lobby

* Used since field study I

considered as a generic platform with a wider range of applications. The goal of our formative

study is to discover potential applications that are desirable for existing Savioke customers

and inform the design of a rapid programming system for creating those applications. To

that end, we gathered information from five customers from the service industry.

5.2.1 Data Collection

Information about the properties we studied in this chapter is summarized in Table 5.1.

Property A was an airport in Southeast Asia and the rest were hotels in the San Francisco

Bay Area. Unlike the other properties, Property A had not used the robot prior to the first

field study. Additionally, the target areas considered by Property A were larger (≈ 4000m2)

and more crowded than the areas considered by the other properties (< 200m2).

We analyzed meeting notes and email exchanges between Property A and Savioke em-

ployees. The meeting notes were collected from two meetings held at Savioke headquarters
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and one meeting held at the airport in 2015. During those meetings, Savioke employees

surveyed the target areas in the airport and performed demos of the Relay doing deliveries.

The two groups also brainstormed potential applications together.

For Properties B–E, we analyzed the field notes taken by a Savioke customer satisfaction

manager during regular checkup visits in February 2016. As part of the visit, the customer

satisfaction manager met with one or two hotel representatives individually and asked them

for (i) general feedback on using Relay, (ii) their wish list of new robot applications, and (iii)

feedback on support infrastructure. Our analysis focused on the wish list notes.

5.2.2 Use Cases

We categorized the requested applications by their use cases.

People delight: All properties wanted to provide a unique experience to visitors using the

robot. 3 properties specifically proposed applications designed to make their customer ex-

perience more delightful. Property A proposed an application in which the robot would

approach passengers in an indoor garden area, offering them snacks or volunteering to take

their picture. Properties B and C wanted the robot to roam around in their lobby and bar

areas to encourage lightweight interactions with guests. Example interactions that Property

B suggested included playing a game of rock-paper-scissors or sharing a joke.

Service recovery: 3 out of 5 properties wanted to use the robot to catch unsatisfied customers

before they left the building. Property A requested that the robot approach passengers in

the baggage claim area whenever the unloading of baggage was delayed. They wanted the

robot to explain the situation and placate potentially frustrated passengers. Previously, this

task was done by the airport staff, who were often not treated well by frustrated passengers.

Property C wanted the robot to approach guests who were leaving the hotel, in order to ask

them about their stays. Property D wanted the robot to navigate to the hotel’s breakfast

area and ask guests about their stays.

Mobile kiosk: 3 of 5 properties requested applications that resembled an information kiosk.

Properties B and C wanted the robot to visit a couple of highly visible locations (e.g., a
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location near the front entrance or the elevators), and display a series of screens encouraging

interaction when people were around. They said that displaying information about the robot

or the hotel would be useful, as it could trigger guests to use the delivery service or other

hotel amenities in the future. Property E, which had the robot’s docking station in the lobby,

requested that the kiosk mode run while the robot was charging.

Demo: Properties B and D requested a guest-facing demo application. They often had to

manually control the robot to show it in action to curious customers. Property B suggested

that the application include a navigation demo and an introduction about its delivery service.

Property D wanted control over how the application would be activated; they did not want

guests to be able to trigger the demo, as it could interfere with actual deliveries that needed

to be done.

Overall, we make the following observations:

• Having first hand experience with the Relay robot (except Property A), Savioke cus-

tomers had realistic requests.

• Although their requests were similar and could be broadly categorized as above, they

each had specific, custom requirements.

• Many of the requested applications involved interactions with humans.

5.3 iCustomPrograms

The software for the original room service functionality of the Relay robot was developed

by Savioke’s team of engineers and programmers. This team could implement many of the

functionalities requested by customers (Sec. Sec. 5.2.2). However, given the diversity of

requests from customers and the time it takes for custom software to be developed and

deployed, this approach would not be scalable as the number of customers increase. Instead,

Huang et. al developed CustomPrograms [93] to enable non-technical Savioke employees (e.g.

marketing representatives, customer satisfaction managers, designers) as well as customers
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Figure 5.1: Example applications written in iCustomPrograms. (a) Simple interactive appli-
cation; the robot first waits for a user to engage in interaction by pressing a button. It then
plays a sound and shimmies in response. (b) Approaching a person application; the robot
finds nearby people using findPeople, randomly selects a person, and approaches them.
The goToUntil primitive returns true if the robot successfully reaches the destination and
false if it is interrupted by a person tapping its touchscreen.

(e.g. hotel staff) to program the Relay robot. In this chapter, we extend CustomPrograms

with an emphasis on interactive behaviors, which were a part of the applications requested

by customers.

5.3.1 CustomPrograms

CustomPrograms allows users to build applications for robots by composing a set of capabili-

ties, known as primitives, with general-purpose programming constructs like variables, loops,

conditionals, and functions [93]. Applications are started manually and end when there are

no more instructions to run.

Huang et al. implemented CustomPrograms for the Relay robot, including four cate-

gories of primitives: navigation, screen interaction, lid control, and battery state. The main

navigation primitive was goTo, which made the robot navigate to a given location. The

shimmy primitive was a short side-to-side swaying to convey happiness. Screen interaction

primitives included displaying messages (displayMessage), receiving user input (e.g., ask-

MultipleChoice, askPasscode, askRating), and playing non-anthropomorphic sounds
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(playSound). The other primitives controlled the robot’s lid or read the battery level.

CustomPrograms can be used to program simple interactive applications. For example,

Huang et al. developed a demo application in which the robot went to several predefined

locations, and offered a snack to nearby people.

5.3.2 Supporting People-Aware Behaviors

One key capability that was needed for the applications described in Sec. 5.2.2 was the ability

to find and navigate to people. In CustomPrograms, the robot could only go to predefined

locations and wait for people to interact with it. Hence, we created iCustomPrograms, a

modified CustomPrograms that included a findPeople primitive. findPeople returned a

list of locations where people were detected. This enabled users to create applications in

which the robot approached people or recognized when someone was walking towards it.

Example applications written in iCustomPrograms are shown in Fig. 5.1.

5.3.3 Field Study I: Airport Trials

In February 2016, we visited Property A for a two-week period. We used iCustomPrograms

with their staff to develop two interactive applications:

Passenger Delight: In this application, the robot visited waypoints in the airport’s indoor

garden area. At each waypoint, it waited and approached people around it. To encourage

interaction, it played a beeping sound and displayed an on-screen greeting. When a passenger

started the interaction, it played a sound, displayed greeting messages, and opened its bin

with snacks inside. It also did a shimmy, as an enthusiastic gesture. It then said goodbye

using on-screen text and a beeping sound, and moved to the next waypoint or detected

person.

Service Recovery: This was a similar application to Passenger Delight, but it ran in the

baggage claim area whenever the unloading of baggage was delayed. Compared to Passenger

Delight the robot was more professional. For example, we removed the enthusiastic shimmy
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Figure 5.2: Pictures from the trials held at Property A. (a) On-screen text when the robot
was navigating and (b) encouraging people to interact with it. (c) The robot with the Chinese
New Year decal on. (d) The robot interacting with passengers.

and changed the on-screen text to politely explain the baggage situation.

We ran four trials to evaluate these applications. Passenger Delight was deployed for the

first two trials, which took a place in the indoor garden. Service Recovery was deployed for

the last two, which took place in the baggage claim hall. Each trial lasted 3 to 4 hours. To

maximize engagement, the trials were run during Chinese New Year weekend.

For each trial, 2 to 5 airport staff members and 1 or 2 Savioke employees were present,

monitoring the robot from less than 15 meters away. We tried not to interact with the

passengers; however, airport staff did intervene when unexpected events happened. Examples

included children acting mischievously with the robot or encountering non-English speakers.

5.3.4 Findings

We recorded observations and notes from all the meetings and trials, and conducted follow-up

interviews with personnel. We identified three themes:

Problems with approaching people: The robot had difficulty approaching people naturally.
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While navigating to the location of a detected person, curious crowds of people would often

form around the robot, surrounding it. The robot was not programmed to recognize this

situation, and continued trying to navigate to its goal location, instead of starting the inter-

action. This often led to people getting confused or frustrated with the robot. We resolved

the issue using on-screen text asking for a clear path (Fig. 5.2), which helped the robot go

through crowds.

Initiating interactions via movements and sounds: The robot initiated interactions with

users in unplanned ways, e.g., just by driving around. People would follow the robot, and

even tap the screen while the robot was still moving. Additionally, people noticed the robot

when it played sounds.

Desire for richer control over interactive elements: The airport staff wanted the robot to

have a “brighter” or “more playful” personality. They asked to have more sounds and pre-

programmed movements, as well as a way to choreograph them together to make the robot

look “happier.” They witnessed some passengers saying “Hello” and “Goodbye” to the robot,

and requested text-to-speech so the robot could respond. Finally, they also requested the

ability to play background music and to format text (e.g., changing font size or adding line

breaks).

5.4 Enhancements and Evaluation of iCustomPrograms

5.4.1 System Enhancements

Based on our findings, we enhanced iCustomPrograms as follows:

Supporting touch-to-interact: As described in Sec. 5.3.4, the robot experienced problems

with people surrounding it while navigating. This was because the robot was programmed

to not respond to screen input until it was done navigating. To address this, we added

the goToUntil primitive to iCustomPrograms. goToUntil was like goTo, but it stopped

navigating when someone touched the robot’s screen. Using this made the robot behave more

naturally with crowds, as they could now get the robot’s attention by tapping its screen.
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Fig. 5.1b is an example application illustrating the touch-to-interact behavior.

Richer control over interactive elements: We enabled users to format on-screen text in iCus-

tomPrograms using HTML. We also updated the playSound primitive to play sounds asyn-

chronously. In the original CustomPrograms, sounds were played synchronously, meaning

that the robot could not navigate or respond to screen input while a sound was playing.

With our change, iCustomPrograms supported playing long-running background music, as

well as choreographing sounds with movement or on-screen interactions.

5.4.2 Improved Social Applications

We developed two new social applications using the updated iCustomPrograms.

People Delight was based on the Passenger Delight application, but was designed for use

in more than just airports. It used goToUntil to start the interaction if a person tapped the

robot’s screen while it was navigating. The on-screen text was adjusted to be more property-

agnostic. We also added more sounds and in-place movements to attract more attention to

the robot and make the main interaction more lively.

The second application, Mingle in Place, was developed for smaller properties that did

not want to have the robot navigating around continuously. When the application was

launched, the robot navigated to a preset location and displayed three options. The first

option was a demo, in which the robot described itself and its delivery service. The second

option was to have the robot tell a joke. The third option was to pose for a picture, in which

the robot displayed “Cheese!” on its screen. The robot played 3 to 4 different sounds during

the interaction and made in-place movements. If no one interacted with the robot for over

a minute, the robot attracted attention by rotating left and right while making a whistling

sound. The application stopped when the battery went below a predefined threshold, or

when the operator canceled it.
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5.4.3 Field Study II: Trials at Five Properties

The first author demoed the People Delight application to Property A in February 2016

and provided a manual describing how to use it. Between March and May 2016, a Savioke

customer satisfaction manager repeated the procedure with Mingle in Place at Properties

B–E. For the hotels, room service deliveries continued to be the primary function of the

robot. The properties ran Mingle in Place on the robot when they wanted; we did not ask

them to do so for the purposes of the study.

We conducted semi-structured interviews with a staff member from Properties A, B, C,

and E, after they had used the applications for at least 2 weeks. All interviewees said that

the robot had successfully interacted with visitors. Property A reported that during Easter

weekend, the robot was used from 10 a.m. to 6 p.m., interacting with about 500 passengers.

They also said that children 7 and up, young adults, and group travelers interacted most

with the robot.

Properties B, C, and E reported that their guests enjoyed interacting with the robot,

especially on weekends. As with Property A, they noted that families with children and

groups were most interested in interacting with it. Property E pointed out that their robot

was often too busy running deliveries to use Mingle in Place. 3 out of 4 interviewees said that

the sounds and movements of the robot helped initiate interaction with people. However,

2 out of the 4 interviewees wanted the robot to be even more interactive and have more

sounds.

We recorded the number of times the Properties B–E ran Mingle in Place, shown in

Fig. 5.3a. Due to logistical problems, we could not collect any usage measurements from

Property A. Properties B and C ran Mingle in Place the most overall. These two properties

had proposed the People Delight application during our formative study (Sec. 5.2.2). For

most properties, the number of runs peaked in the first two weeks and gradually decreased

after, which could indicate a novelty effect. However, as we heard from Property E, low

usage of the application could be due to the robot being busy with room service deliveries
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Figure 5.3: (a) Weekly Mingle in Place usage by property. (b) Pictures taken at Property
A during the field study over Easter and (c) another local holiday weekend.

instead. And, during the study period, all of Properties B–E had run the application at least

once a week.

Although we lack usage measurements from Property A, they reported that they used

People Delight the most during Easter weekend and over another local holiday weekend

in May 2016. They also said that staff members used iCustomPrograms to customize the

contents of People Delight for each occasion, and applied festive decals to the robot’s body

(Fig. 5.3b,c).

5.5 Discussion

5.5.1 Concurrency

The updates we made to CustomPrograms – such as introducing the goToUntil primitive

and changing the playSound primitive to be an asynchronous method – enabled users to

express concurrency, which is necessary for creating interactive behaviors. However, adding

or updating primitives on-demand is a not scalable approach. Hence, we believe it is impor-
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tant to investigate general yet intuitive ways to support concurrency in robot programming

systems, especially for those targeting non-experts. We present our investigation of sup-

porting concurrency in a visual block-based programming system for interactive robots in

Chapter 6.

5.5.2 Design implications for robot programming systems

In the future, we assume that non-programmers will want to create robot applications and

behaviors to explore new use cases by themselves. Based on the experiences working with

non-experts described in this chapter, we anticipated the following challenges for designing

a non-expert-friendly robot programming system for socially interactive robots.

1. Enforcing design specifications. The socially interactive robot can be programmed

to say or express content that is not desirable for both the users providing a service

through the robot and the company that built it. For example, a user may program

the robot to speak curse words, an unlikely but possible scenario. We are interested

in borrowing techniques from machine learning and programming language research

to allow certain users (e.g., system administrators) to define design specifications that

robots must enforce, preventing unwanted behaviors (e.g., using a formal verification

method).

2. Readability and reusability of end-user programs. We observed that some non-programmer

users could use the iCustomPrograms to create robot behaviors, but their programs

were not readable and hence not reusable. We anticipate that in long-term collab-

orative settings, the readability and reusability of end-user created programs will be

significant ways to increase access to robot behavior authoring. We intend to investi-

gate applying these proposed methods to overcome reusability issues noted here and

in end-user programming literature (e.g., [224]).
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5.6 Conclusion

This chapter’s formative study showed that service industry workers wanted their robots

to manifest socially interactive behaviors. We presented iCustomPrograms, a system for

developing such behaviors. Robots naturally attract attention, so they must be equipped

with crowd-aware navigation and interaction capabilities. In our first field study, we discov-

ered important attributes for such interactions. In our experience, service industry workers

wanted rich control over interactive elements, e.g., having more sounds, movements, and

text formatting capabilities. After making these enhancements to iCustomPrograms, we de-

veloped and deployed social applications to five real-world service industry properties. Our

target audience not only actively used the applications, but they reported interesting obser-

vations about how people interacted with the robot, information that can pave the way for

future improvements in the growing numbers of socially interactive robots in the field.
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Chapter 6

A COMPARISON OF CONCURRENCY INTERFACES IN
BLOCK-BASED VISUAL ROBOT PROGRAMMING

6.1 Background

Concurrency makes robot programming challenging even for professional programmers, yet it

is essential for rich, interactive social robot behaviors. Visual programming aims to lower the

barrier for robot programming but does not support rich concurrent behavior for meaningful

robotics applications. In this chapter, we present Concurrent CodeIt! (ConCodeIt!), a block-

based visual programming system that enables creating different concurrent behaviors on a

robot (extending our previous work on CodeIt! [93, 92, 41]). Prior work on end-user robot

programming provides at least one means of expressing concurrency [127, 169, 67, 41, 48].

However, to our knowledge, there has been no work investigating and comparing alternative

approaches for supporting concurrency in robot programming through simplified interfaces.

We design three alternative concurrency interfaces for ConCodeIt! with (i) asynchronous

procedure calls, which encourage imperative programming, (ii) callbacks, which encourage

event-driven programming, and (iii) promise, which also encourages imperative programming

by providing event synchronization utilities. To compare these three approaches, we conduct

a systematic analysis of social robot programs with representative concurrency patterns, as

well as a user study (N=23) in which participants authored such programs. Our research

work in this chapter identifies characteristic differences between these different approaches

and demonstrates that the promise-based concurrency interface allows for more concise and

simpler programs with fewer errors.
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“hello”
“Bye”

Figure 6.1: ConCodeIt! user interface.

6.2 System Overview

ConCodeIt! has three components: a general-purpose programming language with (1) cus-

tom robot action and sensing primitives and (2) custom concurrency constructs. It also

includes (3) a graphical user interface.

6.2.1 Programming Language

ConCodeIt! exposes a small subset of JavaScript to users via Blockly, a block-based visual

programming interface [64]. This subset includes JavaScript language constructs for ex-

pressing variables, loops, and conditionals but does not include concurrency functions such

as setTimeout. ConCodeIt! supports concurrency with its custom functions for robot in-

terfacing (Sec. 6.2.2) and custom concurrent constructs (Sec. 6.2.3). We choose imperative

programming as the main programming paradigm for ConCodeIt! due to its pervasiveness

in computing education [64, 175].
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6.2.2 Robot Primitives

Robot Platform

ConCodeIt! is not tied to a particular robot, however, we focus on using ConCodeIt! for

programming an idealized social robot TaRo for the purpose of this chapter. The control sys-

tem for TaRo is a JavasScript library that exposes function calls for triggering robot actions,

like displaying messages, and for returning (processed) sensor outputs, like the recognized

speech texts of a user. We used Cycle.js to build a web application for displaying messages

and buttons and the Web Speech API implementation for the Chrome browser for speech

synthesis and recognition.1 The web application was loaded on the touchscreen when the

robot was turned on. For gesturing, we used the open manipulator controller ROS package

and the roslib npm package for controlling the robot arm.2 For the user study, we used a

simulated version of TaRo, as shown in Fig. 6.1right, to conduct the study online (Sec. 6.5).

Robot Actions

Actions are robot control processes that can be started from a program and run until finished

or preempted. Actions can be synchronous, i.e., block the process until the action is done,

or asynchronous, i.e., start an action and move on to executing the next statement. For each

action, we assume only one instance can run at a time regardless of an action’s asynchrony.

Available actions are shown as function definitions in Table 6.1; action names are shown

in bold, arguments are in italic, and variable types are in normal font. The asynchrony of

available robot actions is shown in the right column of Table 6.1.

We define the following robot actions. say causes the robot to say a phrase, and gesture

makes the robot do one of a few pre-specified gestures, like a “happy” or “sad” gesture, by

moving its neck and making a facial expression. Only one message can be said at a time,

and only one gesture can be played at a time. displayText displays a text message for the

1https://cycle.js.org, https://wicg.github.io/speech-api

2http://wiki.ros.org/open_manipulator, https://npmjs.com/package/roslib

https://cycle.js.org
https://wicg.github.io/speech-api
http://wiki.ros.org/open_manipulator
https://npmjs.com/package/roslib
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Table 6.1: Robot Actions

Name and arguments Asynchrony
say(string text) blocking
gesture(string expression) blocking
displayText(string text, number duration) blocking
displayButton(string[] choices, number duration) blocking
sleep(number duration) blocking
startSaying(string text) blocking
startGesturing(string expression) non-blocking
startDisplayText(string text, number duration) non-blocking
startDisplayButton(string[] choices, number duration) non-blocking
startSleeping(number duration) non-blocking

user, and displayButtons displays a list of buttons as choices on the face screen. Only

one message and only one set of buttons can be displayed at a time. sleep pauses program

execution for the specified duration. Only one sleep can be used at a time.

Robot Events and States

Events indicate the occurrence of some change at a specific point in time. For ConCodeIt!,

we defined two event categories: externally triggered and action-triggered events. Externally

triggered events are initiated by some entity and sensed and processed by the robot. For

example, a user finishing speaking to the robot triggers a speechDetected event. Action-

triggered events indicate the completion of running an action, e.g., a sayDone event occurs

when the robot finishes saying a phrase. States are conditions whose value can be evaluated

and accessed at any given time. Events can be converted to states by storing the most

recently emitted value, for example, the lastDetectedSpeech state stores the most recently

detected speech text as a string value.

Table 6.2 shows the complete list of the robot events and states. A buttonPressed

event is triggered when a robot detects a human pressing one of the displayed buttons
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Table 6.2: Robot Events and States

Event name Last event state name Value type
speechDetected lastDetectedSpeech string
buttonPressed lastPressedButton string

(a) Externally triggered events

Event name Action status state name Value type
sayDone isSaying boolean
gestureDone isGesturing boolean
displayTextDone isDisplayingText boolean
displayButtonDone isDisplayingButton boolean
sleepDone isSleeping boolean

(b) Action-triggered events

Table 6.3: Three ConCodeIt! Interface Setups

Name Blocking

actions

Non-

blocking

actions

Action

events

Action

states

External

events

External

states

async no yes no yes no yes
callback no yes yes yes yes yes
waitfor yes no no yes yes yes

shown using displayButtons. The lastPressedButton state stores the value of the most

recent buttonPressed event as a string. An actionNameDone event occurs when the robot

completes an action. Finally, the isActionNameing states indicate the running status of the

robot actions.

6.2.3 Concurrent Programming in ConCodeIt!

ConCodeIt! provides the following functions to help users work with concurrent robot events

and states. The when function takes the eventName string and callback functions as input
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arguments and invokes the callback function when an eventName event occurs. The ac-

cessor functions, such as getLastEventName and getIsActionName ing, return stored last

event or latest state values. wait function takes eventName which blocks the process until

one eventName event occurs, and returns the value of the occurred event. The waitForAll

and waitForOne take a list of programs as input arguments; waitForAll blocks the pro-

cess until all input programs are finished, and waitForOne blocks the process until one of

the input programs is finished. The behavior of waitForAll and waitForOne is modeled

after common promise-based synchronization utilities.3 In fact, since ConCodeIt! is based

on JavaScript, we leveraged JavaScript’s features, such as event handlers and async/await

promise, to implement the concurrency functions.

We present three ConCodeIt! interfaces–async, callback, and waitfor–that employ

different combinations of the concurrency functions noted above (see Table 6.3). Each

implementation supports a different concurrent programming approach. async is designed

to provide the traditional concurrent programming experience, e.g., as in socket program-

ming, to users. Users have access to the asynchronous function calls for starting actions

and the action state accessor functions. callback is inspired by JavaScript’s event-driven

programming and Star Wars: Building a Galaxy With Code exercises at Code.org4. Similar

to async, users can launch the robot’s actions using asynchronous function calls and check

the action status and latest values of externally triggered events using the state accessor

functions. Users also have access to the when function to register a callback function; the

callback function is called for occurrences of the specified robot action or external event spec-

ified by the user. waitfor helps to easily express concurrency behaviors while staying in the

imperative programming paradigm using promise,5 more specifically the wait, waitForOne,

waitForAll functions that make use of promise. Like the other two implementations, users

3https://developer.mozilla.org/en-US/docs/Web/JavaScript/Reference/Global_Objects/

Promise/all, https://developer.mozilla.org/en-US/docs/Web/JavaScript/Reference/Global_

Objects/Promise/race

4https://code.org/starwars

5https://en.wikipedia.org/wiki/Futures_and_promises

https://developer.mozilla.org/en-US/docs/Web/JavaScript/Reference/Global_Objects/Promise/all
https://developer.mozilla.org/en-US/docs/Web/JavaScript/Reference/Global_Objects/Promise/all
https://developer.mozilla.org/en-US/docs/Web/JavaScript/Reference/Global_Objects/Promise/race
https://developer.mozilla.org/en-US/docs/Web/JavaScript/Reference/Global_Objects/Promise/race
https://code.org/starwars
https://en.wikipedia.org/wiki/Futures_and_promises
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have access to all state accessor functions; however, they can use blocking functions to run

actions instead of using non-blocking trigger functions.

6.2.4 Graphical User Interface

The graphical user interface for ConCodeIt! uses Blockly, a library for creating block-based

visual programming editors (Fig. 6.1left). Users drag and drop blocks from a toolbox of

predetermined blocks onto a workspace to construct programs located on the left side of the

editor. The blocks are organized into different categories – such as loops, logic, math, and

ConCodeIt!-specific blocks – which can be linked through stacking or nesting or attached to

variables that will be returned. Users can run or stop the program using the buttons located

below the editor. Once running, the program controls the robot face displayed on the right

of the interface and updates the robot status displayed below the face. Blockly enables

code generation, which we use to generate the code for the ConCodeIt!-specific functions, as

discussed in Sec. 6.2.2 and Sec. 6.2.3. Blockly also supports exporting a visual block program

as an XML file, which we use in the “Download as XML” button displayed below the editor.

6.3 Concurrency Patterns

We are interested in the common concurrency patterns involved in robot programming.

To this end, we define the concurrency patterns with (1) the source of the robot events, and

(2) how users want to handle multiple events. There are two sources of the robot events,

robot action and external (Sec. 6.2.2) and two ways to handle events, waiting for all events

or waiting for a certain event to occur. Since there are three ways to combine the sources of

events (e.g., Action-Action, Action-Event, Event-Event) and two waiting approaches, there

are six concurrency patterns of interest.

Table 6.4 shows example code for three selected concurrency patterns expressed using

the three ConCodeIt! implementations. The three patterns are (1) running two actions in

parallel and waiting for all of them to finish, (2) waiting for one of two alternate inputs, and

(3) waiting for an input event or the end of a running action. At a high-level, async requires
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Table 6.4: Selected Concurrency Patterns in the Three ConCodeIt! Implementations

Action-Action & Wait-
for-All

Event-Event & Wait-
for-One

Action-Event & Wait-
ForOne

run two actions in parallel wait for one of two alternate
inputs

wait for input while running
an action

a
sy

n
c 1 startSaying("hi");

2 startGesturing("happy");

3 while (isSaying() ||

isGesturing()) {↪→
4 sleep(1);

5 }

6 // do the next thing

1 startDisplayingButton("Start",

1000)↪→
2 var lastSpeechVal =

getLastDetectedSpeech();↪→
3 var lastButtonVal =

getLastPressedButton();↪→
4 while(lastSpeechVal == null

&& lastButtonVal == null)

{

↪→
↪→

5 sleep(1);

6 lastSpeechVal =

getLastDetectedSpeech();↪→
7 lastButtonVal =

getLastPressedButton();↪→
8 }

9 // do the next thing

1 startDisplayingButton("Continue",

1000);↪→
2 var lastButtonVal =

getLastPressedButton();↪→
3 startSaying("very long

sentence")↪→
4 while(isSaying() &&

lastButtonVal == null) {↪→
5 sleep(1);

6 lastButtonVal =

getLastPressedButton();↪→
7 }

8 // do the next thing

ca
ll
b

a
ck

1 startSaying("hi")

2 startGesturing("happy")

3 when("sayDone", function() {

4 if (isGesturing()) return;

5 // do the next thing

6 });

7 when("gestureDone",

function() {↪→
8 if (isSaying()) return;

9 // do the next thing

10 });

1 startDisplayingButton("Start",

1000)↪→

2 when("speechDetected",

function() {↪→
3 // do the next thing

4 })

5 when("buttonPressed",

function() {↪→
6 // do the next thing

7 })

1 displayButton("Continue",

1000);↪→
2 startSaying("a very very long

sentence");↪→

3 when("displayingButtonDone",

function() {↪→
4 // do the next thing

5 });

6 when("buttonPressed",

function() {↪→
7 // do the next thing

8 });

w
a
it

fo
r 1 waitForAll(

2 'say("Hi")',

3 'gesture(happy)'

4 );

5 // do the next thing

1 waitForOne(

2 'displayButton("Start",

1000)',↪→
3 'wait("speechDetected")',

4 'wait("buttonPressed")'

5 );

6 // do the next thing

1 waitForOne(

2 'displayButton("Continue",

1000)',↪→
3 'say("a very very long

sentence")',↪→
4 'wait("buttonPressed")'

5 )

6 // do the next thing
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Table 6.5: Unit Concurrent Robot Behavior Descriptions

Wait-for-All (WA) Wait-for-One (WO)
Action-
Action
(AA)

Step 1: The robot should say “Hello there!” and
do the “greet” gesture.
Step 2: The robot should say “My name is
TaRo” and do the “happy” gesture.

Step 1: The robot should say “Hello” and sleep
for 3 seconds.
Step 2: The robot should say “timed out.”

Action-
Event
(AE)

Step 1: The robot should say “Hello there!” and
wait for a face to appear.
Step 2: The robot should say “Nice to meet
you!”

Step 1: The robot should say “Hello there, my
name is TaRo. Goodbye now!” and wait for the
human’s face to disappear.
Step 2: The robot should display “On standby.”

Event-
Event
(EE)

Step 1: The robot should wait for the human to
look to the center and stop speaking.
Step 2: The robot should say ”Hello.”

Step 1: The robot should wait for the human to
look to the left and wait for the human to look
right.
Step 2: The robot should display ”Bye now!”

using a loop to check robot states; callback requires using the when functions for reacting

to events; and waitfor requires using waitForAll or waitForOne.

6.4 Systematic Evaluation

To objectively investigate the similarities and differences among three concurrent program-

ming approaches, we systematically evaluated the three ConCodeIt! interfaces: (1) imper-

ative programming with asynchronous function calls, (2) event-driven programming with

callbacks, and (3) imperative programming with event synchronization helper functions

(Sec. 6.2.3), as well as the common concurrency pattern in robot programming (Sec. 6.3).

6.4.1 Procedure

We first designed a set of unit concurrent robot behaviors, one for each concurrency pattern

described in Sec. 6.3. We describe unit behaviors in Table 6.5. We designed each behavior

as a minimal robot behavior that expresses the associated concurrency pattern, and we

implemented each behavior using each of the three ConCodeIt! interfaces. Where there

were multiple ways to implement the desired behavior, we chose the approach requiring the

least number of blocks. The resulting visual programs were stored as XML files to run our

evaluation metrics.
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6.4.2 Measures

We approximated the complexity of the unit behavior programs using the following measures.

Number of blocks

The total number of individual blocks used to implement a program. The three ConCodeit!

interfaces have different total numbers of available block types because of the interface-

specific blocks (Sec. 6.2.3). For example, the when block is available only in callback, and

waitForAll and waitForOne are available only in waitfor.

Number of functions

The total number of function definition blocks. This measure includes the when block counts

because it is used to define a callback function.

Number of variables

The total number of variable definition blocks.

Number of loops

The total number of loop statement blocks, such as for and while blocks.

Number of branches

The total number of if statement blocks, such as if, else, else if, and logical ternary

blocks. Note that if an if statement contains multiple else ifs, it is counted as one plus

the number of else ifs.

Number of conditions

The total number of logical operator blocks, such as negation, conjunction, and disjunction

blocks, and arithmetic comparison operator blocks, such as greater than and equals.
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Figure 6.2: Systematic evaluation results: interfaces vs. measures.

6.4.3 Results

Fig. 6.2top shows the results. Overall, callback resulted in the most complex programs since

it had the highest averages in most measures (5/6, i.e., all except the number of branches).

Next was async since it had the highest averages in two measures (i.e., the number of

branches and the number of conditions). Finally, waitfor resulted in the simplest programs

since it had the lowest averages in all measures (Fig. 6.2).

Only callback programs required the use of functions and if statement blocks. These

programs typically needed separate when blocks for each action/event to be detected, vari-

ables to monitor whether an action/event had been completed, then a separate function that

was triggered in each when block to perform the final action (e.g., see Fig. 6.4b). Another

reason for callback programs’ use of the highest number of variables on average was because

individual variables needed to monitor the state of the robot’s interactions.
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Figure 6.3: Systematic evaluation results: concurrency patterns vs. number of blocks.

Only async programs required the use of a loop statement block. These programs typ-

ically needed to continuously block the rest of the program from executing until either one

or all of the events/actions were completed, which was done using a while loop with a pass

block inside (see Fig. 6.4a for an example).

Finally, only waitfor programs did not require the use of any logical connective or arith-

metic comparison operator blocks. These programs typically used one of the concurrent

blocks that waited for one or all of the actions/events within it, and no other blocks were

needed (see Fig. 6.4c for an example).

We also investigated whether a ConCodeIt! interface can implement particular concur-

rency patterns more concisely than others by comparing the number of total blocks required

to implement six unit behavior programs over three interfaces (Fig. 6.3)bottom. We do

not see significant differences across concurrency patterns within async or within waitfor.

However, within callback, the programs implementing the wait-for-one behavior (WO) re-

quire significantly more blocks to express than the programs implementing the wait-for-all

behavior (WA). This is because expressing the wait-for-one behavior in callback does not

require additional logic for synchronizing multiple events.
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(a) async

(b) callback

(c) waitfor

Figure 6.4: Wait-for-All with Action-Event (WA-AE) programs implemented using three
ConCodeIt! interfaces.
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6.5 User Study

6.5.1 Study Design

Like the systematic evaluation (Sec. 6.4), the user study had three conditions that repre-

sented the three concurrent robot programming approaches provided by the three ConCodeIt!

interfaces (Sec. 6.2.3): async, callback, waitfor. The goal of the study was to compare

the three concurrent programming approaches. We used a between-groups design, i.e., each

participant was assigned to one of the three conditions. The study was conducted online

using a Google form that contained instructions and a ConCodeIt! web page (Fig. 6.1).

Participants were asked to spend around 60 to 90 minutes to complete the study and were

offered a $20 Amazon.com gift card for their participation.

Participants in all conditions were shown a video tutorial explaining how to use the

ConCodeIt! interface and interact with the simulated robot. In addition, all participants were

given an interface-specific video tutorial to explain the assigned ConCodeIt! interface-specific

functions (Sec. 6.2.3). They were then asked to implement two tasks (Table 6.6top,middle).

The first was a practice task, and the solution was provided. Next, participants were asked

to implement the main task and submit their program once finished. After completing the

task, they answered a post-study questionnaire (Sec. 6.5.2).

6.5.2 Measures

The ease of use of each condition was estimated using the following measures.

Systematic evaluation measures

These included the six block count measures used in Sec. 6.4.2.

Correctness of programs

We developed a rubric to evaluate the correctness of participant-submitted programs (see

Table 6.6bottom). To consistently measure the correctness, our rubric awarded points to



100

Table 6.6: User Study Task Descriptions and Rubric

Practice task
Step 1 : On start, the robot should say “rain rain go away” and do the “sad” gesture.
(WA-AA)
Step 2 : Once the robot finishes saying “rain rain go away” and doing a “sad” gesture, it
should say “little johnny wants to play” and do the “happy” gesture. (WA-AA)

Main task
Step 1: On start, the robot should display “Press or say ‘start’ to begin interaction” as
well as a button with “start” text. (WO-EE)
Step 2: If the user presses the button or says “start,” then the robot should introduce itself
by saying “Hello, my name is TaRo” and make a happy gesture. (WO-AE)
Step 3: If the robot finishes both actions (i.e., saying and gesturing), the robot should
display a question “What is 212? You have 10 seconds to answer” as well as a button with
“I’m ready to answer” text. The question and button should be displayed for 10 seconds.
(WA-AA)
Step 4: If 10 seconds pass without the user pressing the button, the robot should display
“You are out of time.” If the button is pressed in time, the robot should display “Please
say your answer” and wait for the user to say the answer. If the user says an answer, the
robot should check the answer and accordingly display “correct” or “wrong” for 5 seconds.

Rubric for the main task
Step 1.1: displays both button and text until next step
Step 1.2: moves on when “start” button is pressed
Step 1.3: moves on when “start” human speech is detected
Step 1.4: correctly implements Wait-for-One behavior
Step 2.1: introduces itself and makes a gesture
Step 2.2: waits for “happy” gesture to finish
Step 2.3: waits for the robot to finish speaking
Step 2.4: only moves on when both robot actions are over
Step 3.1: asks a question and displays a button
Step 3.2: waits for 10 seconds
Step 3.3: moves on when the button is pressed
Step 3.4: displays “You are out of time” when button is not pressed after 10 second
Step 4.1: displays text to prompt answer
Step 4.2: waits for user to input speech
Step 4.3: moves on when speech is detected
Step 4.4: displays whether input is correct or not
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programs based on whether each step of the instructions was correctly fulfilled or not. Each

step was allocated a variable number of points, with a focus on whether the user fulfilled the

concurrency requirements of a step.

Post-study questionnaire

The post-study questionnaire served as a subjective measure of ConCodeIt!’s ease of use. We

asked our participants to complete the System Usability Scale (SUS) questionnaire [13]. We

also asked all participants to rank their programming experience on a scale of 1 to 5, with

1 being no prior experience and 5 being a professional level of experience, and to list any

programming courses they completed. The final open-ended question aimed to elicit general

comments, i.e., “Any other comments about the study?”

6.5.3 Participants

The target users of ConCodeIt! are people with basic programming knowledge and no robot

programming experience. We recruited participants using introductory class and general

mailing lists from the University of Washington Computer Science and Engineering (CSE)

Department. The participants were dividend three separate groups, one for each ConCodeIt!

interface. Group 1 was asked to use async,Group 2 to use callback, and Group 3 to use

waitfor.

There was a total of 23 participants, six for Group 1 (five female) and Group 2 (three

female) conditions and nine for Group 3 (seven female). The means and standard deviations

of age were: M = 21.43 & SD = 3.26 (Group 1); M = 21.71 & SD = 3.20 (Group 2);

M = 19.67 & SD = 0.87 (Group 3). The means and standard deviations of self-reported

programming experience were: M = 3.00 & SD = 0.58 (Group 1); M = 3.00 & SD = 1.29

(Group 2); M = 3.22 & SD = 0.67 (Group 3). Of the 23 participants, 1 of 23 had taken no

programming classes, 19 of 23 completed introductory courses, 11 of 23 had experience taking

mid-level programming courses, and 1 of 23 took advanced programming courses offered by

the University of Washington.
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Figure 6.5: User study results: interfaces vs. measures.

6.5.4 Results

Fig. 6.5 shows the six measures applied to the participant submitted programs. Overall, the

programs in waitfor required the lowest average number of blocks (in 3/6 measures, i.e.,

number of blocks, variables, and loops), and the programs in async required the highest

average number of blocks (in 4/6 measures, i.e., number of blocks, variables, and loops, and

conditions). callback required the highest average number of functions, and the average

number of branches and async required the highest average number of loops.

Regarding the correctness of programs, the mean and standard deviation of score were:

M = 8.14 & SD = 6.04 (Group 1); M = 8.86 & SD = 5.27 (Group 2); M = 10.56 & SD =

3.88 (Group 3). The highest possible score was 16. The relationship between the number

of blocks and scores across the three interfaces is shown in Fig. 6.6left. We visualized the
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Figure 6.6: Number of blocks vs. user scores vs. interfaces (left) or vs. CSE 332 background
(right). Averages are displayed as lines.

number of blocks and scores across participants who took a programming course that covers

concurrency (CSE 332) and those who did not (Fig. 6.6right). The average for participants

who took CSE 332 was not higher than for those who did not.

The means and standard deviations of SUS score were: M = 39.64285714 & SD =

8.469131625 (Group 1); M = 40.71428571 & SD = 20.6515882 (Group 2); M = 46.38888889 &

SD = 16.63538731 (Group 3). The scores are below the SUS average score (68). Investigating

the open-ended comments from 19 participants, seven mentioned issues related to the Blockly

editor (“... annoying to figure out making lists one element”, “Would be nice to have a zoom

in/out feature on the interface.”); nine people mentioned that they did not understand

how to display buttons and detect a pressed button (“... I spent 10 minutes figuring out

how to display a button”); and three people mentioned the potential benefit of having a

reference sheet (“It would be helpful to have a glossary/element lookup.”). Only one person

explicitly mentioned the challenge with concurrent programming (“The parallel programming

part definitely needs to be explained very explicitly ...”).
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(a)

(b)

Figure 6.7: User-created programs using “callback” ConCodeIt!
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Figure 6.8: A user-created program using “waitfor” ConCodeIt!

6.5.5 User-Created Program Examples

Participants in the study thought of ways to create programs with ConCodeIt! interfaces that

we did not envision when initially designing them. For example, we expected participants to

use callback to implement the most logic in each callback function, as shown in Fig. 6.7a.

However, some participants created the main loop with sub-loops for checking the global

variables representing the state of the program. In this case, the callback functions (i.e.,

when blocks) were used to update the global variables to indicate the change in the state

(see Fig. 6.7b). Another unexpected pattern we observed was in the programs created

with waitfor. While waitfor lets programmers avoid using loops to wait for an event (see

examples in Fig. 6.4a,c), some participants used loops, like the participants who used async

did (Fig. 6.8).

6.6 Discussion

Based on our study, the waitfor interface, which is based on imperative programming with

promise-like event synchronization utilities, was the easiest to use in the context of pro-

gramming interactive robots. Participants who used this interface created the most concise

programs with the highest scores on average (Sec. 6.5.4). These participants had the youngest
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average age and had taken the least number of programming courses compared to participants

who used the other ConCodeIt! interfaces (Sec. 6.5.3), viz., callback based on event-driven

programming and asynch based on imperative programming with asynchronous procedure

call utilities. However, we acknowledge that the number of participants involved in our study

was small.

One question we considered throughout the study was why callback was challenging.

Investigating the user-created programs from the user study (Sec. 6.5.5), we noticed that

explicit state management (e.g., using variables to indicate which “state” the robot is in)

and the multiple patterns a programmer could employ (e.g., using the main loop and global

variables that are modified in callbacks vs. chaining callback functions) were the key ar-

eas of difficulty. Participants may have also had problems due to their unfamiliarity with

event-driven programming. Most participants had taken the introductory and mid-level

programming courses at CSE that use imperative, not event-driven, programming.

Compared to waitfor, the asynch interface, which also uses imperative programming

but with asynchronous procedure call utilities, made participants perform redundant work

to implement common concurrency patterns (Fig. 6.4a). Overall, we believe that adding

minimal features to support concurrency while allowing programmers to keep a consistent

mental model is key to achieving ease of use while supporting desired concurrency behaviors.

6.7 Conclusion

This chapter presented ConCodeIt!, a block-based visual programming system for program-

ming interactive robots. We first defined a framework for (1) identifying programming

constructs required for expressing concurrency, and (2) categorizing common concurrency

patterns in the context of programming robots. We then proposed three programming sys-

tems that represent common approaches for expressing concurrency and compared them via

a systematic evaluation and an online user study. Our results show that the imperative pro-

gramming paradigm with synchronization support produced more concise and predictable

programs, while the event-driven one was more challenging for programmers of interactive
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robots..
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Chapter 7

ITERATIVE REPAIR OF SOCIAL ROBOT PROGRAMS
FROM IMPLICIT USER FEEDBACK

7.1 Background

Creating natural, autonomous interactions with social robots requires rich, multi-modal sen-

sory input from the user. In addition to the challenges associated with concurrency (Chap-

ter 6), writing interactive robot programs that make use of such input often involves tedious

and error-prone tuning of program parameters, such as thresholds on noisy sensory streams

for considering the user disengaged from the interaction. This tuning process dealing with

low-level streams and parameters makes programming of social robots time-consuming and

inaccessible for people who could benefit the most from unique use cases of social robots.

To address this challenge we propose to use iterative program repair, whereby the program-

mer creates an initial program sketch in Social Robot Program Transition Sketch Language

(SoRTSketch)–a domain specific language that supports expressing uncertainties related to

thresholds in transition functions. The program is then iteratively repaired using Bayesian

inference based on annotations of the program’s interaction traces that are either provided

by the programmer or inferred from implicit feedback given by the user during the interac-

tion. We demonstrate the effectiveness of this approach in improving social robot programs

that represent three common human-robot interaction patterns, first with a human simulator

and then with 10 human users. We also show how our approach helps programs adapt to

environment changes over time.
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Figure 7.1: Overview of the iterative program repair process. (1) The programmer creates
a program sketch representing a finite state machine, or FSM, (2) the program is executed
on the robot, and a user interacts with the robot, (3) the program is automatically repaired
based on annotations over the interaction trace that are either provided by the programmer
or derived from implicit feedback in user inputs, (4) steps 2-3 are repeated until a satisfactory
program is obtained.

7.2 Approach

Our approach, summarized in Fig. 7.1, starts with a programmer creating a program sketch

that is iteratively refined through interactions with a user. We now describe this process in

detail.

7.2.1 Program Sketches

A program sketch is a partial program that encodes the high-level structure of a solution

while leaving low-level details unspecified [194]. Program details of a program can be left

unspecified using hole variables that are later derived by the repair algorithm. In this chapter,

we present SoRTSketch (Social Robot Program Transition Sketch Language), a domain-

specific language for sketching social robot behaviors based on finite state machines (FSMs)

with transitions that are not fully specified.
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FSM description

SoRTSketch is based on FSMs, widely used to represent robot behaviors [29, 169, 20, 149,

151, 133, 187, 30, 4]. Specifically, we represent social robot behaviors as discrete-time Mealy

machines with continuous inputs and outputs and program variables. Formally, our FSM

is a tuple (S, S0, V, V0,Σ,Λ, T ), where S is a finite set of states, S0 is the start state, V is

a finite set of program variable values, V0 is the start program variable values, Σ ∈ Rn are

continuous inputs (obtained from robot sensors), Λ ∈ Rm are continuous outputs (executed

as robot actions), and T : S×V ×Σ→ S×V ×Λ is a transition function. At each time step

t, the transition function is executed to update the state st+1 ∈ S and program variables

vt+1 ∈ V (an update could be st+1 = st or vt+1 = vt) and to output a robot action to be

triggered in next time step λt+1 ∈ Λ (could be noaction).

Language description

A transition function in SoRTSketch consists of an if-else statement that checks the values

of variables derived from the current FSM state s ∈ S, variables vt ∈ V , and sensor inputs

(x1
t , ..x

n
t ) ∈ Σ. It assigns values of the new FSM state st+1 ∈ S, variables vt+1 ∈ V , and out-

put action at+1 ∈ Λ, accordingly. Sketching capabilities leverage the fact that the condition

expressions in if statements can include hole variables instead of constants. Fig. 7.2 shows

part of the formal syntax for representing transition functions in SoRTSketch.

As an example, consider an interactive storytelling social robot. To ensure the user pays

attention while the story unfolds, the robot can move into a paused "wait" state whenever

it detects that the user has disengaged. This requires the transition function to encode

disengagement in the if expression, by comparing an input variable (such as the person’s gaze

direction faceYawAngle) with a threshold maxEngagedAngle. Where conventional programs

would require assigning maxEngagedAngle to a constant, SoRTSketch lets the variable be

added to a list of hole variables for later repair.

Programmers can create a hole variable whenever they are uncertain about the exact
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〈uniary-operator〉 ::= ‘-’ | ‘!’ | ‘abs’ | ...

〈binary-operator〉 ::= ‘+’ | ‘*’ | ‘>’ | ‘<’ | ‘&&’ | ‘||’ | ‘==’ | ...

〈temporal-operator〉 ::= ‘delay’ | ‘debounce’ | ‘average’ | ...

〈expression〉 ::= k constant
| s state
| v variable
| x input
| θ hole
| 〈uniary-operator〉 〈expression〉
| 〈expression〉 〈binary-operator〉 〈expression〉
| 〈expression〉 ‘?’ 〈expression〉 ‘:’ 〈expression〉 ternary operator
| 〈temporal-operator〉 ‘(’ 〈expression〉 ‘,’ 〈expression〉 ‘)’

〈statement〉 ::= ‘return’ s;
| ‘if (’ 〈expression〉 ‘) {’ 〈statement〉 ‘} else {’ 〈statement〉 ‘}’
| 〈statement〉

〈transition〉 ::= 〈statement〉

Figure 7.2: Formal syntax of SoRTSketch for representing FSM transition functions as pro-
gram sketches.
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value of a constant needed for the transition function. Further, they must also specify the

distribution of the variable as a probability density function (e.g., Bernoulli). For example,

the programmer of the transition program in Fig. 7.3bottom used hole variables for per-

ceptual thresholds (e.g., maxEngagedAngle), timing thresholds (e.g., engagedTimeout), and

operator selectors (e.g., useAvgOp). As described in Sec. 7.2.3, this lets the repair algorithm

treat hole variables as random variables in Bayesian inference.

Temporal operators

Due to noise in a robot’s sensory inputs, knowing only the latest value of sensory inputs can

be insufficient for creating fluent human-robot interactions. Therefore, SoRTSketch includes

three temporal operators that have access to the history of a sensory stream:

1. average(x, τ) returns the average value of an input variable x over the specified dura-

tion τ into the past; i.e., between t− τ and t.

2. delay(x, τ) returns the value of an input variable x from duration τ into the past; i.e.,

it creates an input stream delayed by τ .

3. debounce(expression , τ) returns the conjunction of the boolean expression involving

an input variable, over the specified duration τ into the past.

As an example, if the faceYawAngle input variable is known to be noisy, an if expression

could compare average(faceYawAngle, historyDuration) to a threshold maxAverageEngagedAngle,

where both duration and threshold variables could be holes.

Example program

Fig. 7.3bottom shows instantiations of different categories of expressions with holes in a

transition function implemented with SoRTSketch for the storytelling robot behavior. For

example, it shows: how holes can represent uncertainty in deciding which operator to use
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(useAvgOp); the use of multiple sensory streams (faceYawAngle and voiceLevel) over time;

within a complex expression with multiple parameters, to represent high-level concepts like

engagement; and how to make decisions about state transitions. For expository reasons,

we simplified the transition function program to only return the next state and displayed

the minimal subset of the DSL syntax required for implementing the transition function in

Fig. 7.2 and hide certain FSM components such as variables and outputs in the FSM graph

visualization (Fig. 7.3top).

7.2.2 State Traces and Corrections

Program execution

SoRTSketch program sketches are executable even before they are repaired. For example,

the holes can be set to the sampled values from the given distributions. When SoRTSketch

programs are executed on a robot, users can interact with the robot in different ways. We

refer to a sequence of inputs I = [(x1
1, ...x

n
1 ), ..., (x1

T , ...x
n
T )] received over T steps as an input

trace and the state values resulting from running the FSM, O = [s1, ..., sT ] as a state trace.

If the program’s hole variables are assigned to a set of “good” values, i.e., ones that make

the robot behave exactly as the programmer intended during the interaction, the state trace

for that interaction can be considered correct.

However, interactions with a program before hole variables are adjusted through program

repair often involve errors. We can measure the correctness of program execution based on

the overlap between the state trace of that interaction and the state trace of a program

that behaves exactly as the programmer intends. Given a state trace, the programmer can

annotate the incorrect states and correct the robot’s state.

Implicit state correction

Correcting state traces of user interactions requires programmers to be in-the-loop after

deployment. While feasible, this might be redundant in some cases where the interaction
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sayFinished &&
humanAvailable && 

!allDone

sayFinished && 
humanBusy && 

!allDone ||
goBackTapped

sayFinished && 
allDone

humanAvailable ||
nextTapped

read

wait stop

Category Variable name Example value
constant nSentences 10
state curState "read"

variable curSentenceIndex, hold 1, false
input faceYawAngle, voiceLevel, sayFinished, goBackTapped, nextTapped 7, 0.1, 0, 0, 0
hole minDisengagedAngle, disengagedTimeout, maxEngagedAngle,

engagedTimeout, speakingWindow, minSpeakingLevel, useAvgOp
15, 1500, 30, 500,
1000, 0.4, true

1 lookingAtRobot = debounce(abs(faceYawAngle < minDisengagedAngle), disengagedTimeout);

2 lookingAway = debounce(abs(faceYawAngle > maxEngagedAngle), engagedTimeout);

3 speaking = useAvgOp ? average(voiceLevel, speakingWindow) > minSpeakingLevel : debounce(voiceLevel,

speakingWindow) > minSpeakingLevel;↪→
4 allDone = sayFinished && (curSentenceIndex == nSentences)

5 humanAvailable = !lookingAtRobot && !speaking;

6 humanBusy = lookingAway || speaking;

7 if (curState == "read" && sayFinished && humanAvailable && !allDone) {

8 return "read";

9 } else if (curState == "read" && (sayFinished && humanBusy && !allDone || goBackTapped)) {

10 return "wait";

11 } else if (curState == "read" && sayFinished && allDone) {

12 return "stop";

13 } else if (curState == "wait" && (humanAvailable || nextTapped && !hold))) {

14 return "read";

15 }

Figure 7.3: An example program in SoRTSketch. (top) the social robot used this paper and
an FSM visualization for the storytelling program; (middle) Instantiation of SoRTSketch
in a storytelling social robot domain with defined constants, inputs, variables, and holes;
(bottom) transition function program with variable definitions and if-else statements.
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Figure 7.4: Incorrect (above) and missing (below) transition errors and recovery examples
from the storytelling robot example. Incorrect states and associated variables are highlighted
in red. Implicit feedback in the user input is highlighted in green. The dotted red square
represents an undetected human action.
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trace itself contains information about errors that occur. In particular, two types of transition

errors that occur during FSM executions can cause errors in state traces.

1. Incorrect transition, which occur when the robot makes a transition to a different state

when it was supposed to remain in the same one.

2. Missed transition, which occur when the robot remains in the same state when it was

supposed to transition to a different one.

For instance, the robot in the storytelling example might make an incorrect transition from

the "wait" state to the "read" state if minSpeakingLevel or speakingWindow is set too low,

i.e., the robot mistakenly assumes the user finished speaking. Similarly, a missed transition

may occur if minDisengagedAngle threshold is not set properly, e.g., the robot remains in

"wait" state even after the user is ready to listen. These two types of transition errors can

derail an interaction if no way to recover. Since such errors cannot be completely avoided,

it is important for human-robot interactions to give users a way to recover from errors. An

example of a recovery mechanism is the use of “Go back” and “Next” buttons (or other

input commands, such as speech or gesture) that let the user to guide the interaction when

faced with incorrect and missed transitions.

These mechanisms for repairing the interaction can also serve as implicit feedback for

repairing the program; the use of interaction repair mechanisms in the state trace can be

converted to corrected state traces usable by the repair algorithm. Alg. 1 shows how this

is achieved. A user tapping “Go back” button indicates that the previous transition was

incorrect; hence, all states between the last transition and the button tapping in the trace

should be annotated as the previous state value. A user tapping the “Next” button indicates

a missed transition; in this case, all past states within a predefined window size W should

be annotated as the next state value.
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Algorithm 1 ImplicitStateCorrection

Input: State trace O = [s1, ..., sT ] and window size W
Output: Corrected state trace O′

1: Initialize j to 1
2: for i = 2, ..., T do
3: if si 6= si−1 then
4: if GoBack(si−1) = si then
5: sj ← si, ...si−1 ← si
6: else if Next(si−1) = si then
7: smax(i−W,1) ← si, ...si−1 ← si
8: end if
9: j ← i− 1

10: end if
11: end for
12: O′ = [s1, ..., sT ]

7.2.3 Iterative Program Repair

Given a program sketch and corrections over program interaction traces, program repair aims

to find the best set of program parameters represented by hole variables in the sketch. We

present the first algorithm that achieves this by searching over all combinations of parameter

value assignment combinations, as summarized in Alg. 2. Hole variables Θ1 are initialized

based on the variable distribution the programmer provides. The program is then executed

to obtain an input trace I1 and corrected state trace Ô1. The main update step involves

evaluating the following equation:

Repair(K, I,O) = argmax
Θ

|I|∑
j=1

Overlap(K[H := Θ](Ij), Ôj).

Given an initial program sketch K and all program input traces I = (I1, ..., Ii) and corrected

state traces O = (Ô1, ..., Ôi) up to the current iteration i, the goal is to find the hole

variable values that maximize the total overlap between corrected state traces O and output

state traces from executing the program sketch with those hole variable values K[H := Θ].
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Algorithm 2 IterativeRepair

Input: Program sketch K and initial values for holes Θ1

1: initialize I and O to empty sets
2: for i = 1, 2, ... do
3: run the program K[H := Θi] and record program inputs Ii and output state trace Oi

4: Ôi ← ImplicitStateCorrection(Oi)

5: add Ii and Ôi into I and O, respectively
6: Θi+1 ← Repair(K, I,O)
7: end for

Algorithm 3 IterativeBayesRepair

Input: Program sketch K and prior Pr(Θ1)
1: for i = 1, 2, ... do
2: run the program K[H := Θi] and record program inputs Ii and output state trace Oi

3: Ôi ← ImplicitStateCorrection(Oi)

4: Θi ← BayesRepair(K, Ii, Ôi)

5: Pr(Θi+1)← Pr(Θi|Ôi;K, Ii)
6: end for

Intuitively, the algorithm searches for the hole values that make the program as consistent

as possible with the corrected state traces.

This approach requires saving all traces of a program, which is not memory-efficient, and

solving a harder satisfiability problem as increasing numbers of traces are obtained. Also, the

user’s behavior or the operation environment may change over time, in which case using all

past traces could degrade performance. To address these issues, we propose an alternative

algorithm, Alg. 3, that uses Bayesian filtering, a technique commonly applied to analyze

sequential data. The main update step involves evaluating the following equation:

BayesRepair(K, Ii, Ôi) = argmax
Θi

Pr(Θi|Ôi;K, Ii), (7.1)

where:

Pr(Θi|Ôi;K, Ii) =
Pr(Ôi|Θi;K, Ii) Pr(Θi)∑|O|
j=1 Pr(Ôj|Θj;K, Ij) Pr(Θj)

(7.2)
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and the likelihood function is a percentage overlap function

Pr(Ôi|Θi;K, Ii) ∝ Overlap(K[H := Θi](Ii), Ôi). (7.3)

At every iteration i, the algorithm first computes the posterior (7.2) and then uses a maxi-

mum a posteriori (MAP) estimation to determine hole variable values (7.1). The subsequent

repair starts by setting the new prior to the current posterior using

Pr(Θi+1)← Pr(Θi|Ôi;K, Ii).

At a high level, IterativeBayesRepair compactly encodes information from the past into the

prior Pr(Θi) instead of computing it from stored data at every iteration. For the repair

algorithms in both approaches, we use an exhaustive enumeration algorithm by binning

parameter spaces into discrete sets.

We built the entire system in JavaScript. We used Cycle.js framework [197] to implement

robot behaviors as Cycle.js applications and tools for recording and replaying interaction

traces. The repair algorithms and ImplicitStateCorrection were implemented from scratch.

7.3 Evaluation

To evaluate the feasibility and effectiveness of our approach, we conducted: (1) a simulation

experiment using stochastic human simulators, (2) a human experiment with 10 participants

and a tabletop robot.

7.3.1 Social Robot Tasks

We evaluated the repair of three human-robot interaction programs. Each represents an

interaction pattern that is common across social robot application domains [176, 37, 6, 22,

184, 68], as described below:
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Storytelling

The robot reads a story line-by-line until the story ends. The robot should pause the reading

when the user looks away or interrupt the robot by speaking to it. The robot should resume

the reading when the user looks at the robot and no longer speaks. During the interaction,

the robot offers “Pause” and “Resume” buttons to let the user to manually control it in case

it incorrectly pauses or resumes the reading. The storytelling scenario captures how robots

handle engagement and disengagement patterns [22, 68] that is applicable to the service

robots such as an information booth robot [22]. Note that the storytelling FSM used in this

section is different from the one used in Sec. 7.2.

Neck Exercise

The robot instructs the user to perform a sequence of neck exercises. It should display “Tilt

your head to the LEFT” and move on to the next instruction when it detects the user has

correctly followed the first one. The robot repeats the two different instructions three times

(i.e., six instructions in total). During the interaction, the robot offers the “Next” and “Go

back” buttons to let the user manually switch to the next or previous instruction in case the

robot does not detect or incorrectly detects the user’s action. The neck exercise represents

instruction and monitor patterns [184] that require the robot to detect the human action,

either to verify completion of an instructed task or as an input mechanism.

Open-Ended Q&A

The robot asks a series of open-ended questions. It displays each question on the screen

and waits for the user’s verbal response. While waiting, the robot should be aware of the

user’s use of gaze-aversion for holding the conversation floor [6]. When the robot detects

the user has finished answering the question, it should ask the next one, for a total of five

questions. During the interaction, the robot offers the “Next” and “Go back” buttons to let

users manually switch to the next or previous question in case it mistakenly does or does



121

not move on correctly. Open-ended Q&As represent the turn-taking pattern, which requires

the robot to detect multi-model turn-yielding signals [176, 37, 6].

Each interaction program has a transition function that depends on features computed

from continuous sensor streams of the robot. We repaired 5 (storytelling), 3 (neck exercise),

and 7 (Q&A) FSM transition parameters across 2, 2, and 1 transitions, respectively.

7.3.2 Simulation Experiment

To systemically evaluate our approach with larger amounts of data, we created a human

simulator to obtain FSM input traces and ground truth state traces for each interaction.

The human simulators started with an initial human intention (e.g., engage or disengage),

which changed its value after a time interval sampled from a predefined uniform distribution

per interaction. We created ground truth state traces by sampling values from the simulated

intention traces at the robot sensor streaming frequency (10hz). FSM input traces were

created by simulating sensor input values using the uniform distributions defined per each

intention and interaction. To emulate an experiment involving real human users, we selected

simulator parameters based on data collected from author interactions with the robot for

each interaction. For the storytelling, neck exercise, and open-ended Q&A interactions, the

human simulator stopped when it changed the ground truth states 5, 5, 6, respectively, and

the average total duration of 100 simulated FSM input traces was 27.02 (SD = 5.53), 52.55

(SD = 5.05), 61.63 (SD = 6.78) seconds, respectively.

Procedure

We first simulated 100 input traces and ground truth state traces as a test dataset. At each

iteration, we simulated a new FSM input trace and desired state trace pair and then applied

the IterativeRepair (Alg. 2) and IterativeBayesRepair (Alg. 3) to acquire a set of repaired

parameters. For the IterativeBayesRepair, we compared using the ground truth state trace to

using the noisy state trace for repair, where the latter represented noisy corrections provided

by the real programmer or user. The noisy state trace was computed by adding uniform
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Figure 7.5: Results from the simulation experiment. (top) Percentage overlap over five re-
pair iterations using IterativeRepair (labeled as search) and IterativeBayesRepair (labeled as
bayesian) algorithms across three tasks (storytelling, neck exercise, Q&A). (middle) Compu-
tation time of the algorithms for the same settings. (bottom) Overlap percentage over five
repair iterations for the IterativeBayesRepair algorithm using clean and noisy state correc-
tions for repair. Error bars show standard deviations.
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noise of [−2, 2] to every human intention change that occurred when generating the ground

truth state (Sec. 7.3.2); total noise duration could at worst equal 37% of task duration.1 The

±2 seconds window size was selected based on observing two first time users in an informal

study. Repaired parameters were then used to produce a set of FSM output states using

the set of FSM input traces in the test dataset. We initialized program parameters so the

initial program always produced the missing transition errors. We repeated this procedure

64 times (using the same test dataset), with each run producing a different training input

sequence.

Measures

We measured the interaction quality of the repaired programs as the percentage overlap

(Eq. 7.3) between the output state trace and the ground truth state traces in the test dataset.

Although this overlap had limitations—such as its sensitivity to the interaction length we

controlled in this experiment—it captured interaction timing, an important factor in human-

robot interaction [84]. We also measured the speed of repair algorithms in milliseconds to

gauge the feasibility of repairing a program in front of a real user.

Results

IterativeRepair and IterativeBayesRepair algorithms performed similarly in terms of inter-

action quality(Fig. 7.5left). Both algorithms’ average percentage overlaps increased mono-

tonically over the five iterations, reached average overlaps above 95% by the third iteration,

and produced standard deviations lower than 9% by the final iteration in all three tasks.

The average computation time for IterativeBayesRepair remained constant over repair iter-

ations, while that for IterativeRepair grew linearly (Fig. 7.5middle). Using the noisy state

corrections decreased performance (Fig. 7.5right). Nonetheless, for all three tasks, the final

iteration reached 91% mean overlap (with below 14% standard deviation).

1Calculated by 2s × 5 state changes/ 27.02s = 37% (storytelling)
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Figure 7.6: Setup for collecting real human data. TabRo is placed on a table and the user
sits across the robot.

7.3.3 Human Experiment

To evaluate the full implementation in a realistic setting, we conducted a human experiment

with TaRo. Ten participants interacted with a robot for the neck exercise or open-ended

Q&A scenarios (Sec. 7.3.1) over four repair iterations.

Robot Platform

We use TaRo for the human experiment. In addition to the basic capabilities of TaRo intro-

duced in Sec. 1.1.3, TaRo uses the camera attached to the monitor and microphone attached

to the connected computer to estimate the face poses of a human user using PoseNet [153]

and estimate the voice activity level using a custom-built estimator. Both face poses and

voice activity inputs are sampled at a synchronized sampling rate of 20hz.

Procedure

The 10 participants (three females) were recruited from the University of Washington (UW)

campus community through mailing lists. Their average age was 23.2 (SD = 5.58). Upon
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their arrival, the researcher explained the study’s purpose, introduced the robot and demon-

strated how to interact with it. The first five participants were asked to run the neck exercise

and open-ended Q&A programs in order. The last five were asked to do the same in the

reverse order. For each task, participants were asked to interact with the robot for four

iterations and to reply to the questionnaire after each iteration. Over the four iterations,

FSM transition parameters were repaired using IterativeBayesRepair. After each iteration,

the desired state traces for IterativeBayesRepair were acquired from participants’ recorded

button tap inputs using ImplicitStateCorrection (Alg. 1). All transition parameters were

initialized to make the robot not respond to users except when they tapped buttons like “Go

back.”

Measures

Objective measures of program interaction quality included (1) the percentage overlap before

and after the repair, and (2) the number of user inputs needed to correct transition errors,

i.e., button taps. Percentage overlaps were calculated using the state trace generated with

the transition parameters before or after the repair and the desired state trace acquired

from the human user in each iteration. We also gathered subjective measures of interaction

quality, asking for user agreement with the statements:

• “I had to carry the weight to make the human-robot interaction better.” (reverse scale)

• “I trusted the robot to do the right thing at the right time.”

• “The robot contributed to the fluency of the interaction.”

Available answer choices were 1 (strongly disagree) through 5 (strongly agree). We selected

these questions from Hoffman’s questionnaire, which was designed to measure the perceived

fluency of a human-robot interaction [83]. To investigate the source of potential failures, we

asked the open-ended question “What problems did you experience while interacting with
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Figure 7.7: Results from the user study of four repair iterations averaged across 10 par-
ticipants. (left) Percentage overlaps before and after repair. (middle) Average number of
interaction corrections (e.g., tapping “Go back”) used as implicit feedback for repair. (right)
Subjective ratings (reversed as appropriate, with higher values representing more fluency).

the robot during the taskname activity?” in addition to the other questions after participants

completed each task.

Results

All average objective measures of interaction quality, except after-repair percentage overlaps,

increased over the four iterations of the two tasks (Fig. 7.7). We observed (1) a consistent

increase in the average before-repair percentage overlap measures, (2) a consistent decrease

in the average number of corrective human inputs measures, and (3) a consistent increase

in the average subjective ratings between every pair of consecutive iterations. Between the

first and last iterations, before-repair percentage overlaps increased from M = 0.33 & SD =

0.08 to M = 0.80 & SD = 0.30 for the neck exercise, and M = 0.36 & SD = 0.08 to M =

0.57 & SD = 0.21 for open-ended Q&As. In both scenarios, initial programs always required

participants to tap a button to proceed, i.e., the number of corrective human inputs were

6 and 5, respectively, but the numbers dropped to 0.25 (SD = 0.25) and 2.88 (SD = 2.88),

respectively, by the fourth iteration. Subjectively, participants did not initially perceive the
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interactions as being fluent (M = 2.00 & SD = 1.34 for neck exercise; M = 2.20 & SD =

1.37 for open-ended Q&A); however, they eventually perceived them as being slightly fluent

by the last iteration (M = 4.13 & SD = 1.07 for neck exercise, M = 3.83 & SD = 0.88 for

open-ended Q&A).

We analyzed the system logs of the three participants who thought the interaction had

not improved by the last iteration. One said of the Q&A task, “The robot over time got

very fast in skipping questions while I’m still talking.” We observed that our approach did

not improve interaction quality when unexpected sensor values occurred or the user did

not fix incorrect transition errors. For example, some participants frequently moved out of

the robot’s field of view, while others did not tap the “Go back” button when the robot

skipped to the next question; both behaviors caused the algorithm to find ineffective or even

counterproductive parameters.

To demonstrate the qualitative differences in human-robot interactions before and after

the repair, we present two pairs of interaction traces selected from the user study (Fig. 7.8).

In the neck exercise example (above), the program parameters used in the second iteration

made the robot incapable of detecting the user following the instruction action. The user

noticed this and tapped the “Next” button to make the robot move onto the next state.

After the repair in the third iteration, the robot was able to promptly move onto the next

state when the user followed the robot’s instructions. In the open-ended Q&A example

(below), the program parameters used in the second iteration made the robot unable to

detect whether the human is not looking at the robot to hold the conversation floor and

hence caused the robot to skip to the next question when the human stops speaking. The

user then tapped the “Go back” button to continue answering now the previous question.

The system used this input to annotate the part of state trace in which the robot accidentally

moved onto the next state. After the repair in the fourth iteration, the user again looks away

from the robot and stops speaking but the robot waits until the user looks back at the robot

to move on to the next question.
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Table 7.1: Percentage overlaps before and after the repair, and the number of human inputs
measured in the behavior adaptation experiment.

repair iteration 1 2 3 4 5 6
environment description quiet quiet quiet noisy noisy noisy

% overlap before 33.12 99.88 99.92 17.90 57.70 75.42
% overlap after 94.56 99.88 99.92 99.97 99.92 99.93

number of human inputs 5 0 0 5 3 2

Robot Behavior Adaptation Experiment

To demonstrate how our approach handled changes in environment that impact a program’s

interaction quality, we conducted an experiment involving one user who also participated in

the previous human experiment. This user interacted with the robot that ran the open-ended

Q&A FSM over six repair iterations; the first three occurred in a quiet room, and the last

three in a noisy open indoor area. Between all iterations, we applied IterativeBayesRepair.

We measured before and after percentage overlaps and the number of corrective human in-

puts. Table 7.1 shows these results. The interactive quality of the program quickly improved

when the experiment took place in the quiet room (e.g., the required number of human

inputs dropped from 5 to 0). The program performed poorly immediately after changing

its environment, i.e., the % overlap dropped from 99.82% to 17.90%, and the number of

human inputs increased from 0 to 5 but slowly improved in subsequent iterations. Based on

analyzing the system log, we found that the improvement over the last three iterations was

smaller and took a longer time than that over the first three iterations because (1) the noisy

environment produced signals with larger variance, which made the repair more challenging,

and (2) the system had to update the prior that was tuned for the first environment, i.e., it

had to partially re-learn how to interact with humans.
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7.4 Discussion and Future Work

We believe the results demonstrate the usefulness of the proposed approach, with some

limitations.

In the human experiment results, we observed that three users did not fix the incorrect

transition that occurred during the open-ended Q&A interaction. We anticipate that users

will be more likely to provide adversarial feedback as a robot behavior FSM becomes more

complex or an input mechanism for corrective feedback becomes more noisy. Hence, it

will be necessary to identify robot behavior FSM design patterns or guidelines for creating

interactions that avoid problematic feedback for repair tasks and to investigate intuitive

recovery methods for resetting inappropriately repaired parameters.

While the proposed algorithms improved interactions measured in our experiments, we

expect the following modifications will make them more useful. The proposed algorithm for

realizing programmer-free repair, ImplicitStateCorrection, requires the window size param-

eter to correct the missing transition error. Investigating an effective way to remove this

requirement, e.g., by using a credit assignment strategy instead, may help with handling

more complex interactions. The complexity of the core IterativeBayesRepair uses exhaustive

search, which grows exponentially with respect to the number of transitions, not the number

of hole variables. Finding a more scalable inference algorithm or one that does not require

any prior distributions for hole variables may increase usability and applicability.

Returning to the goal of our research (Fig. 7.1), we aim to make program repair ultimately

benefit end-users who are not proficient software developers. To that end, further research in

the workflow for enabling end-users to create and tune robot behaviors by themselves, e.g.,

by providing a graphical user interface for creating initial FSMs with a list of templates, is

imperative. It is also important to further test our approach in the wild and for long-term

scenarios where user preferences and environments may change over time to surface and

investigate issues that arise.
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7.5 Conclusion

This chapter presented an iterative program repair approach for creating robust and flu-

ent social robot programs without painstakingly tuning program parameters. Our approach

helps programmers to implement robot programs without complete low-level details and in-

crementally repair programs over time using corrective feedback provided by the programmer

or the robot’s user. We examined the feasibility and effectiveness of our approach via two

experiments involving human simulators and 10 real human users across three representative

social robot use cases; results demonstrate the utility and potential of the proposed approach.

[TODO] raj: Discuss here or in Conclusion chapter how techniques described here could gen-

eralize to mobile interactive robots such as the ones in earlier chapters and more generally, future

social robots with diverse sensors and actuators.
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Chapter 8

CONCLUSION

This thesis describes our research on human-centered design approaches and robot sys-

tems that let non-experts create interactive applications and behaviors. We demonstrated the

creation of two new robot applications for commercial spaces by applying human-centered

design approaches (Chapter 3, Chapter 4). Based on our experiences, we described user

requirements and design implications for each application. We also presented a series of

non-expert-friendly programming systems for creating and tuning interactive robot behav-

iors. The programming systems enabled exploring of new robot applications (Chapter 5),

expressing concurrency (Chapter 6), and improving the interaction quality with minimal

programmer effort Chapter 7, with some limitations. I believe that non-expert users will be

creating real-world applications for robots in the near future, and I hope my thesis research

helps make this significant development possible.

8.0.1 Future Work

Employing Functional Reactive Programming

This research focuses on non-expert robot programming systems that support imperative

programming. We began our research with an existing system already being used by novices

to create mobile and manipulator robot programs in a short timeframe ([93, 92]); only in

retrospect did we realize that the programming paradigm supported by the original program-

ming system adversely affected other important system decisions, such as possible language

extensions and choice of user interface. In the future, we plan to investigate other pro-

gramming paradigms to find one that better supports the requirements for programming

interactive robots. Based on our research, we want to explore functional reactive program-



133

ming (FRP). We anticipate that FRP’s ability to express richly interactive, multi-modal

interactions via its native data types that model time makes it a strong candidate for inter-

active robot programming. Researchers already have begun to examine the use of FRP to

program robots for educational purposes [154] and the use of visual languages to prototype

physical interactions [24].

Exploring Alternative User Interfaces

We did not explore deeply issues concerning the user interface. Based on our research

experiences using a block-based visual programming interface with non-roboticist service

workers (Chapter 5), we observed that the interface can be tedious and error-prone with long-

term use. As user-created programs become more complex, editing them required performing

more basic tasks, such as drag-and-drops, zoom-ins (outs); this began to annoy most users.

In the future, we plan to explore alternative interfaces for programming interactive robots,

such as ones based on virtual reality, augmented reality, or texts. [TODO] raj: what is it?

Name it or describe it Specifically, we want to investigate a textual interface, which has been

suggested by robotics researchers in the past and recently ([127, 203]) but has not been

extensively evaluated with novice users in long-term scenarios. Compared to other media-

rich programming interfaces, we believe textual interfaces have the potential to connect with

a wider group of users of social and service robots because they are accessible and familiar.

Interactive Robot Programming as Program Synthesis

Program synthesis is the task of automatically finding a program that satisfies given user

specifications. We believe an interesting research direction for the future is tackling interac-

tive robot behavior authoring problems as program synthesis problems. For example, novice

user-created interactive service robot programs need to meet the requirements of multiple

stakeholders (Chapter 5). By taking a programming synthesis view, one could represent

such requirements as one type of specification, represent the novice user’s program as an-

other type of specification, and ask a solver to find a program that meets both specifications.
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To the best of our knowledge, a similar idea has been explored for programming smart home

devices but not for robots [232]. Program synthesis also expands ways to explore alterna-

tive user interfaces (e.g., [167]). User interfaces for program synthesizers are domain-specific

languages for creating specifications. Investigating a domain-specific language that captures

the common needs of robot programmers is an imperative research topic for the near future.

We also anticipate the research potential of technical challenges such as modeling humans

as a part of the environment, representing time, and finding algorithms that can handle

potentially inconsistent user specifications.

Robot Product Design Techniques in the Wild

Recently, researchers presented design methodologies for developing interactive robot appli-

cations in the wild [229, 47, 212]. Compared to the methodologies we employed in Chapter 3

and Chapter 4, the presented methods focus on developing robot products (i.e., applications

that provide concrete values) faster (e.g., using entrepreneurial style techniques [177]). Shar-

ing researchers’ experiences with challenges and benefits of applying the proposed methods,

understanding the requirements and needs of a diverse user cohort (e.g., international users

and underrepresented populations), and examining the consequences of using robot systems

over the longer-term offer worthwhile future research directions. Finally, we strongly believe

that continued research in non-expert, user-friendly programming systems is fundamental in

order to make the suggested future research possible.
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[132] Marco Manca, Fabio Paternò, and Carmen Santoro. Analyzing trigger-action pro-
gramming for personalization of robot behaviour in iot environments. In International
Symposium on End User Development, pages 100–114, 2019.

[133] Spyros Maniatopoulos, Philipp Schillinger, Vitchyr Pong, David C Conner, and Hadas
Kress-Gazit. Reactive high-level behavior synthesis for an atlas humanoid robot. In
International Conference on Robotics and Automation, pages 4192–4199. IEEE, 2016.

[134] Christopher D Manning, Mihai Surdeanu, John Bauer, Jenny Finkel, Steven J Bethard,
and David McClosky. The stanford corenlp natural language processing toolkit. In
Annual Meeting of the Association for Computational Linguistics: System Demonstra-
tions, 2014.

[135] Eitan Marder-Eppstein, Eric Berger, Tully Foote, Brian Gerkey, and Kurt Konolige.
The office marathon. 2010.

http://www.cataliahealth.com/


147

[136] Alejandro Marzinotto, Michele Colledanchise, Christian Smith, and Petter Ögren. To-
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