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Abstract

Computational approximation theory on higher-genus domains

Cade Ballew

Chair of the Supervisory Committee:
Thomas Trogdon

Applied Mathematics

We develop computational approximation theory on higher-genus domains, finite unions of
disjoint subintervals of the real axis that arise naturally in orthogonal polynomial theory,
iterative numerical linear algebra, and the study of integrable nonlinear wave equations. In
each case, exploiting this underlying structure to choose appropriate basis functions (orthog-
onal polynomials) is essential to obtain a fast and efficient numerical method. A unifying
theme is the numerical solution of Riemann–Hilbert problems on these domains.

First, we develop a numerical framework and apply it to compute orthogonal polyno-
mials. For Chebyshev-like weight functions supported on a union of disjoint intervals, we
use the Fokas–Its–Kitaev Riemann–Hilbert problem [70] to produce an algorithm that com-
putes recurrence coefficients and allows for the pointwise evaluation of Cauchy transforms in
optimal (O(1)) complexity.

Using these orthogonal polynomials, we develop the Akhiezer iteration, a new iterative
method for solving indefinite linear systems and computing matrix functions. The iteration
uses orthogonal polynomial recurrence coefficients to efficiently compute the action of a
matrix polynomial on a vector. It is inner-product-free, features an a priori computable
convergence rate, and is often faster in practice than standard Krylov subspace methods. A
particular extension yields a fast inverse-free iteration for solving large-scale Sylvester matrix
equations.

Finally, we present a class of numerical methods for computing and evolving soliton
gasses, ensembles of a very large or infinite number of interacting solitons, in the context
of the Korteweg–de Vries and modified Korteweg–de Vries equations. While traditionally
difficult to simulate due to ill-conditioning, the methods are based on the Riemann–Hilbert
formulation of [61] and the analysis of [78, 79]. By using basis functions that encode the
correct endpoint asymptotics, this approach enables the first accurate simulation of such
solutions in standard (double) precision arithmetic. This allows for fast, pointwise evaluation
before asymptotic estimates are valid.
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GLOSSARY

⋄ An independent variable, e.g., 1/⋄ denotes the function f(x) = 1/x.

1S(⋄) The indicator function of a set S: equals 1 if ⋄ ∈ S and 0 otherwise.

δjk The Kronecker delta: equals 1 if j = k and 0 otherwise.

cl(⋄) The closure of a set.

∥ ⋄ ∥2 The vector 2-norm and the corresponding induced matrix norm.

∥ ⋄ ∥∞ The vector ∞-norm (largest absolute entry) and the corresponding in-
duced matrix norm (largest absolute row sum).

∥ ⋄ ∥F The Frobenius norm: ∥M∥F =
√∑

j,k |Mj,k|2.

Mj,k,M:,k,Mj,: The (j, k) entry, kth column, and jth row of a matrix M, respectively.

σ(M) The spectrum (set of eigenvalues) of a matrix or operator M.

σ1,σ3 The Pauli matrices σ1 =

(
0 1
1 0

)
, σ3 =

(
1 0
0 −1

)
.

CΓ The Cauchy integral over a curve Γ, CΓ[f ](z) = 1
2πi

∫
Γ

f(x)
x−z

dx.

C±Γ The boundary values of CΓ.

SΓ The Stieltjes transform over a curve Γ, SΓ[f ](z) =
∫
Γ

f(x)
x−z

dx.

g The genus of the higher-genus domain.

Σ A disjoint union of real intervals, Σ =
⋃g+1

j=1[aj, bj] ⊂ R.

Σ+,Σ− Collections of positive and negative real intervals: Σ+ =
⋃g

j=1[aj, bj], Σ− =⋃g
j=1[−bj,−aj].

w A weight function with support Σ.

L2
w(Σ) The weighted L2 space on Σ with weight w.

J(w) The Jacobi operator corresponding to a weight function w.

ǎk(w), b̌k(w) Three-term recurrence coefficients: ǎk ∈ R (diagonal) and b̌k > 0 (off-
diagonal) entries of the Jacobi operator J(w).

viii



pk(⋄;w), πk(⋄;w) The orthonormal and monic orthogonal polynomials corresponding to w
on Σ.

Tk, Uk, Vk,Wk Chebyshev polynomials of the first, second, third, and fourth kinds. We
use T k to denote orthonormal Chebyshev polynomials of the first kind.

P
(α,β)
n Orthonormal Jacobi polynomial of degree n (different from the classical

normalization); weight w(α,β)(x) ∝ (1− x)α(1 + x)β on [−1, 1].

gΣ(z) The g-function for Σ (2.10): its real part GΣ(z) = RegΣ(z) is the exterior
Green’s function of Σ with pole at infinity, and ΦΣ(z) = egΣ(z) is a complex
exterior Green’s function.

ΦΣ(z) A conformal map egΣ(z), mapping C \ Σ to the exterior of the unit disk.

c The logarithmic capacity of Σ: c = limz→∞ egΣ(z)/z.

Γϱ(Σ) The level curve {z ∈ C : |ΦΣ(z)| = ϱ} for ϱ > 1 (2.8); a finite union of
smooth closed loops enclosing Σ.

ν(z;A) The convergence parameter maxλ∈σ(A) RegΣ(λ)−RegΣ(z) for the Akhiezer
iteration.

J−1
+ (z) The right inverse of the Joukowsky map: J−1

+ (z) = z −
√
z − 1

√
z + 1,

mapping C \ [−1, 1] to the interior of the unit disk.

K(k) The complete elliptic integral of the first kind with modulus k; k′ =√
1− k2 is the complementary modulus.

q(k) The nome q = e−πK(k′)/K(k) ∈ (0, 1) (2.19).

sn, cn,dn Jacobi elliptic functions sn(u, k), cn(u, k), dn(u, k) with modulus k.

θ1, θ2, θ3, θ4 Jacobi theta functions.
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1

Chapter 1

INTRODUCTION

For our purposes, a higher-genus domain will consist of a finite union of disjoint closed
real intervals,

Σ =

g+1⋃

j=1

[aj, bj], a1 < b1 < a2 < · · · < bg+1. (1.1)

Such domains arise naturally in orthogonal polynomial theory, iterative numerical linear al-
gebra, and the study of integrable nonlinear wave equations. In each of these settings a
common set of tools, namely Riemann–Hilbert problems (RHPs) and their numerical solu-
tion, can be brought to bear.

The phrase “higher-genus” comes from the associated algebraic curve. Defining R(z)2 =∏g+1
j=1(z−aj)(z−bj), the curve {(z, w) ∈ C2 : w2 = R(z)2} is, after smooth compactification,

a Riemann surface of genus g, and the analytic quantities naturally attached to Σ live on
this surface. For g = 0, the surface has genus zero and these quantities reduce to classical
objects, e.g., the Chebyshev polynomials. For g = 1, the quantities are still classical but
involve elliptic function theory. For g ≥ 2, the surface is hyperelliptic and these quantities
involve Riemann theta functions and the Abel map, which are much more expensive to
evaluate. The central computational challenge of this thesis is to work in the regime g ≥ 2
without paying this cost.

The strategy throughout is to represent the quantities of interest as solutions of RHPs and
solve those RHPs numerically. After appropriate contour deformations, the RHP reduces to
a well-conditioned singular integral equation on a system of intervals and circles, which can
be discretized at high order by encoding the expected endpoint singularities of the solution
directly into the approximation basis. This approach, developed systematically in the first
part of this thesis, is then applied in all three settings considered here. We note that while
this numerical method is observed to converge spectrally in all cases considered here, the
only rigorous convergence proof available applies to the simplest case of a single circle [156];
convergence for the multi-component problems that arise throughout this thesis remains
open.

1.1 Orthogonal polynomials on higher-genus domains

Every sequence of real-line orthogonal polynomials satisfies a three-term recurrence relation,
and the recurrence coefficients encode the support of the orthogonality measure. For a
measure supported on a single interval, the recurrence coefficients (sequences indexed by the
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polynomial degree n) converge as n → ∞ to constants determined by the endpoints of the
support. For a measure supported on a higher-genus domain Σ, the coefficients are instead
asymptotically quasiperiodic, with behavior determined by, among other things, the genus-
g Riemann surface corresponding to Σ. This quasiperiodicity makes efficient computation
difficult: existing methods require at least O(N2) operations to produce N coefficients,
and the known asymptotic formulae involve Riemann theta functions that are expensive to
evaluate for large g.

Chapter 2 collects the background material used throughout the thesis. In addition to the
basics of orthogonal polynomials and their recurrence relations, it covers the potential theory
of Σ and the elliptic and theta function machinery that appears in the genus-one case. The
chapter also introduces the four varieties of Chebyshev polynomials and their exact Cauchy
transforms, which play a concrete role in the numerical methods of subsequent chapters.

Chapter 3 develops the numerical framework for solving RHPs used throughout this
thesis. The key observation is that any RHP whose solution has Chebyshev-type endpoint
singularities can be recast as a linear system for a smooth density, provided the Chebyshev
weight is factored into the basis. In later chapters, we apply this idea to two RHPs: one
that characterizes orthogonal polynomial data on Σ, and one that defines a KdV soliton gas.
In both cases, the contour consists of a disjoint union of intervals and circles, and the linear
system is assembled as a block system of smaller problems.

Chapter 4 uses this framework to compute orthogonal polynomial recurrence coefficients
in optimal complexity. The starting point is the Fokas–Its–Kitaev (FIK) RHP whose so-
lution encodes the orthogonal polynomials [70]. Direct numerical solution of this problem
is complicated by singularities at infinity and at the endpoints of Σ, so a partial nonlin-
ear steepest-descent transformation is applied first. The result is an O(N) algorithm for
the first N recurrence coefficients (and O(1) for any individual coefficient) that avoids the
computation of theta functions.

1.2 Iterative methods for cut spectra

One approach to polynomial iterative methods for linear systems is to approximate the
function f(x) = 1/x by a polynomial on the spectrum of the coefficient matrix. The quality
of the approximation, and hence the convergence rate of the method, depends on how well a
polynomial of given degree can approximate f on the spectrum while remaining small at zero.
When the spectrum is a single interval [a, b] not containing zero, this produces a modification
of the classical Chebyshev iteration and converges geometrically at a rate determined by the
ratio of the distance from zero to [a, b] versus the length of [a, b].

When the spectrum has multiple components, one can do better by using polynomials
that are small on the entire spectrum rather than on a single enclosing interval. The Akhiezer
polynomials [6] are orthogonal polynomials on Σ with respect to a specific weight function.
While their expressions are more complicated than the Chebyshev polynomials, they satisfy
the same three-term recurrence structure and can be computed using the methods of Chap-
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ter 2 for g = 1 and Chapter 4 for g ≥ 2. Their convergence rate is governed by the exterior
Green’s function with pole at infinity GΣ for the complement of Σ, which is also accessible
from the RHP framework.

Chapter 5 introduces the Akhiezer iteration, the analog of the Chebyshev iteration built
on Akhiezer polynomials. The method is inner-product-free, requires only matrix-vector
products with A, and achieves geometric convergence at a rate determined a priori by GΣ.
The chapter also extends the method to the evaluation of matrix functions f(A)b for analytic
f , using a contour integral representation and the same polynomial recurrences.

Chapter 6 extends the Akhiezer iteration to Sylvester matrix equations

XA−BX = C, X,C ∈ Cm×n, A ∈ Cn×n, B ∈ Cm×m, (1.2)

where X is the unknown and the spectra of A and B lie in separated unions of intervals.
Two methods are introduced. The first uses the Akhiezer iteration to approximate the
matrix sign function applied to a block embedding of A and B, then extracts the solution
X from the result. The second directly approximates the inverse of the Sylvester operator
as a polynomial series. Both achieve sub-cubic arithmetic complexity and sub-quadratic
storage when C is low rank, with convergence rates determined a priori and without growing
orthogonalization costs.

1.3 Soliton gasses and the KdV equation

The Korteweg–de Vries (KdV) equation,

ut + 6uux + uxxx = 0, (1.3)

describes the behavior of long waves in shallow water and is the prototypical example of
an “integrable” (exactly solvable) nonlinear PDE. The equation features solitons, a special
class of spatially localized solitary waves. In 1971, Vladimir Zakharov introduced the concept
of soliton gasses, ensembles of a very large or infinite number of interacting solitons [166].
They have emerged as critical models in mathematical physics, with applications spanning
oceanography [128], fiber optics [145], and plasma dynamics [142]. A certain class of soliton
gasses can be defined rigorously by an RHP whose jump contour consists of intervals on the
imaginary axis, with a jump matrix determined by an accumulation density r1 [78].

The connection to the methods developed in Chapters 3–4 is direct. The accumulation
density r1 appearing in the soliton gas RHP is assumed to have the same Chebyshev-like
endpoint behavior as the weight functions treated in Chapter 4. After a nonlinear steepest-
descent transformation analogous to the one in Chapter 4, the soliton gas RHP reduces to
the same type of well-conditioned singular integral equation on intervals and circles, and
can be solved using the collocation framework of Chapter 3. The (focusing) modified KdV
(mKdV) equation,

ut + 6u2ux + uxxx = 0, (1.4)
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admits an analogous soliton gas theory, and the same methods apply.
Chapter 7 develops this approach for small to moderate times [62,78]. In the region of the

(x, t)-plane where the steepest-descent deformation is well-conditioned, we produce the first
effective implementation of soliton gasses in standard (double) precision arithmetic [145].
The chapter also treats nonlinear superpositions of a soliton gas with a finite number of
discrete solitons.

Chapter 8 extends the method to the entire (x, t)-plane. At large times, the deformation
used in Chapter 7 breaks down in wedge-shaped sectors of the (x, t)-plane where the solution
undergoes a transition between behaviors of different genus. Inside such a wedge, the effective
contour of the RHP must be modified by computing a scalar modulation parameter before
the steepest-descent analysis can proceed. The result is a method with uniform accuracy
across the entire (x, t)-plane, without high-precision arithmetic.

1.4 Open problems

Each part of this thesis raises natural questions that are not fully resolved.
The most fundamental concerns the convergence of the numerical method for RHPs.

Trogdon [156] has proved convergence of the spectral collocation method for operator equa-
tions involving noncompact operators, with the primary application being RHPs on a single
circle. For the multi-component problems that appear throughout this thesis (block systems
on multiple intervals and circles), no convergence proof exists. The numerical evidence is
uniformly convincing, but rigorous analysis of the multi-component case remains open.

In the orthogonal polynomial setting, the method of Chapter 4 handles Chebyshev-like
weight functions. General Jacobi-type weight functions with arbitrary exponents introduce
self-intersecting jump contours in the RHP and change the character of the error decay
from exponential to polynomial. Extending the method to this setting will require similar
techniques to those developed in Chapter 8.

Future work will further generalize the methods of Chapters 5 and 6. Perhaps the largest
roadblock at present is that the Akhiezer iteration is most effective when applied to matrices
with nearly-real spectra. A key advantage over existing methods is the reduced storage and
computational overhead provided by the orthogonal polynomial three-term recurrence, but in
general, this property is lost once orthogonal polynomials are defined in the complex plane.
Future work will aim to develop analogous iterative methods that preserve advantageous
storage properties when applied to matrices with general complex spectra by constructing
appropriate families of complex plane orthogonal polynomials that retain sparse recurrence
relations. How to extend the adaptivity techniques of Chapter 5 to nonsymmetric matrices
is also an open problem that will require the analysis of the level curves of GΣ to produce
an analog of the “optimal ellipse” for the Chebyshev iteration [105].

In the soliton gas setting, the methods developed here are specific to KdV and mKdV.
Extending them to other integrable equations that admit soliton gas solutions (e.g., the
focusing nonlinear Schrödinger equation) will require new steepest-descent analyses adapted



5

to the different structure of those RHPs.
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Part I

ORTHOGONAL POLYNOMIALS



7

Chapter 2

APPROXIMATION THEORY ON HIGHER-GENUS DOMAINS
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2.1 Introduction

This chapter develops the approximation theory background needed for the rest of the thesis.
The motivating problem is to iteratively approximate the function f(x) = 1/(x− z), where
z ∈ C \Σ is fixed, for all x ∈ Σ by polynomials of increasing degree. Furthermore, it should
be possible to construct the degree k approximation from the degree k − 1 approximation
in O(1) arithmetic operations. One way to accomplish this is with orthogonal polynomials.
As we will see in Section 2.3, the classical approximation theory guarantees that doing so is
asymptotically optimal with a convergence rate governed by a Green’s function from potential
theory. Given a weight function w supported on Σ, let (pj(x))∞j=0 denote the orthonormal

polynomials corresponding to w. The L2
w(Σ)-expansion of 1/(⋄ − z) is

1

x− z =
∞∑

j=0

SΣ[pjw](z) pj(x), x ∈ Σ, (2.1)

where the coefficients are given by the weighted Stieltjes transforms of the orthogonal poly-
nomials

SΣ[pkw](z) =

∫

Σ

pk(x)w(x)

x− z dx.

This framework is also extendable to general analytic f :

f(x) =
∞∑

j=0

αj pj(x), αj = ⟨f, pj⟩L2
w(Σ) =

∫

Σ

f(x) pj(x)w(x) dx. (2.2)

Truncating (2.1) at degree k gives the degree-k polynomial approximation

1

x− z ≈
k∑

j=0

SΣ[pjw](z) pj(x). (2.3)

The orthogonal polynomials can be generated through a three-term recurrence relation,
so constructing the approximation (2.3) reduces to computing recurrence coefficients and
evaluating Stieltjes transforms.

The difficulty of this task depends heavily on g. For g = 0, the classical Chebyshev poly-
nomials on a single interval make everything explicit; the recurrence coefficients are constant
and the Stieltjes transforms have closed form. For g = 1, classical results of Akhiezer [6]
give formulae in terms of Jacobi theta and elliptic functions. For g ≥ 2, analogous formulae
involve Riemann theta functions and are both difficult and expensive to evaluate. Existing
numerical methods do not achieve optimal complexity, leading us to consider a Riemann–
Hilbert-based approach starting in Chapter 3.

In Section 2.2, we review the necessary orthogonal polynomial theory background. In
Section 2.3, we review classical results on the convergence rate of orthogonal polynomial
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series. Section 2.4 surveys general-purpose algorithms for computing recurrence coefficients,
all of which require at least O(n2) operations to compute n pairs of recurrence coefficients.
Section 2.5 reviews classical results for the g = 0 case. Sections 2.6 and 2.7 review Jacobi
elliptic and theta functions and Akhiezer’s explicit formulae for the g = 1 case. In Sec-
tion 2.8 we discuss computation difficulties in the g ≥ 2 case, motivating the computational
investigation of Riemann–Hilbert problems in Chapter 3.

2.2 Orthogonal polynomials and Cauchy integrals

2.2.1 Definitions and basic properties

Orthogonal polynomials on the real line can be generally defined for positive Borel measures
with finite moments that are supported on an infinite number of points [74]. For the purposes
of this thesis, we will restrict our definition to positive weight functions supported on a
collection of disjoint intervals. See [147] for a general reference.

Let Σ ⊂ R be a finite union of closed intervals as in (1.1) and let w : Σ → [0,∞) be a
weight function that is continuous and strictly positive on the interior of Σ. For convenience,
we also assume that w is normalized such that

∫
Σ
w(x) dx = 1 unless stated otherwise. The

weighted L2 inner product on Σ is defined by

⟨f, g⟩L2
w(Σ) =

∫

Σ

f(x)g(x)w(x) dx, ∥f∥L2
w(Σ) =

√
⟨f, f⟩L2

w(Σ). (2.4)

Consider a sequence of univariate monic polynomials π0(x;w), π1(x;w), π2(x;w), . . . such that
πj has degree j for all j ∈ N. These polynomials are said to be orthogonal with respect to
w if

⟨πj, πk⟩L2
w(Σ) =

∫

Σ

πj(x;w)πk(x;w)w(x) dx = hjδjk, hj > 0,

where δjk denotes the Kronecker delta. We refer to (πj(x;w))∞j=0 as the monic orthogonal
polynomials corresponding to w.

The orthonormal polynomials (pj(x;w))∞j=0 are then defined by setting pj(x) = γjπj(x)

for all j ∈ N where γj = 1/
√
hj. Clearly, the orthogonal polynomials satisfy

⟨pj, pk⟩L2
w(Σ) =

∫

Σ

pj(x;w)pk(x;w)w(x) dx = δjk.

Such sequences exist and are unique for any weight function satisfying our assumptions [147];
their existence is established constructively via the Gram–Schmidt procedure applied to the
monomials 1, ⋄, ⋄2, . . . under (2.4). We will often suppress the dependence on the weight
function and simply write pj(x), πj(x) when it is clear from context.
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2.2.2 The three-term recurrence relation

The importance of the three-term recurrence is perhaps best stated by Walter Gautschi in
his seminal treatise on computational orthogonal polynomials [74, Section 1.3].

The three-term recurrence relation satisfied by orthogonal polynomials is ar-
guably the single most important piece of information for the constructive and
computational use of orthogonal polynomials. Apart from its obvious use in gen-
erating values of orthogonal polynomials and their derivatives, both within and
without the spectrum of the measure, knowledge of the recursion coefficients (i)
allows the zeros of orthogonal polynomials to be readily computed as eigenvalues
of a symmetric tridiagonal matrix, and with them the all-important Gaussian
quadrature rule, (ii) yields immediately the normalization coefficients needed to
pass from monic orthogonal to orthonormal polynomials, (iii) opens access to
polynomials of the second kind and related continued fractions, and (iv) allows
an efficient evaluation of expansions in orthogonal polynomials.

The orthonormal polynomials satisfy a symmetric three-term recurrence

xp0(x;w) = ǎ0(w)p0(x;w) + b̌0(w)p1(x;w),

xpj(x;w) = b̌j−1(w)pj−1(x;w) + ǎj(w)pj(x;w) + b̌j(w)pj+1(x;w), j ≥ 1,
(2.5)

for constants satisfying ǎj(w) ∈ R and b̌j(w) > 0 for all j ∈ N. Note that p0(x) = 1 when
w is normalized. The constants {ǎj(w), b̌j(w)}∞j=0 are known as the recurrence coefficients.
As before, we will typically suppress the dependence on the weight function when clear from
context. The existence of the three-term recurrence follows from the shift property

⟨⋄p, q⟩L2
w(Σ) = ⟨p, ⋄q⟩L2

w(Σ) ,

for real polynomials p, q and the fact that (pj(x;w))∞j=0 are orthogonal to all lower-degree
polynomials.

The monic orthogonal polynomials also satisfy a three-term recurrence

x π0(x;w) = ǎ0(w) π0(x;w) + π1(x;w),

x πj(x;w) = b̌2j−1(w) πj−1(x;w) + ǎj(w) πj(x;w) + πj+1(x;w), j ≥ 1,

with the same initialization π0(x) = 1. Given {ǎj, b̌j}N−1
j=0 , one can evaluate p0(x), . . . , pN(x)

at any x in O(N) operations by simply running the recurrence. Thus, the orthonormal and/or
monic orthogonal polynomials can be generated in optimal complexity once the recurrence
coefficients are computed.
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2.2.3 Jacobi matrices and spectral theory

The Jacobi operator corresponding to a sequence of orthonormal polynomials is defined as
the infinite tridiagonal matrix

J(w) =




ǎ0(w) b̌0(w)

b̌0(w) ǎ1(w) b̌1(w)

b̌1(w) ǎ2(w)
. . .

. . .
. . .



.

If we let

p(x;w) =




p0(x;w)
p1(x;w)
p2(x;w)

...


 ,

the three-term recurrence can be expressed as

xp(x;w) = J(w)p(x;w).

The spectral theorem for Jacobi operators gives that [53, Theorem 2.31]

∫

Σ

w(x)dx

x− z = eT0 (J(w)− zI)−1 e0, z ∈ C \ R.

Letting JN(w) ∈ RN×N denote the leading N×N principal minor of J(w), the eigenvalues of
JN correspond to the zeroes of pN(⋄;w). Thus, the Gauss quadrature rule corresponding to
the weight function w has nodes σ(JN(w)) and weights corresponding to the first component
of each (normalized) eigenvector [74, Theorem 3.1].

The correspondence between recurrence coefficients and measures is bijective. Given
bounded sequences {ǎk} ⊂ R and {b̌k} ⊂ (0,∞), the polynomials defined by (2.5) are
orthonormal with respect to some positive compactly supported1 Borel measure µ on R [107].
This result is typically referred to as Favard’s theorem [66], although it dates back to the
work of Stieltjes [144]. In essence, this tells us that orthogonal polynomials are fully specified
by their recurrence coefficients, without explicit reference to the weight function.

In this framework, the spectral map sends a Jacobi operator to its corresponding weight
function [53, Chapter 2]. Thus, the problem of computing the recurrence coefficients for
a given weight function, which we will consider in Chapter 4, is known as computing the
inverse spectral map.

1The case of unbounded sequences, corresponding to measures with unbounded support, is more com-
plicated [53, Section 2.4].
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2.2.4 Cauchy integrals and the Stieltjes transform

Given an oriented curve Γ ⊂ C, the Cauchy transform CΓ is an operator that maps a function
f : Γ→ C to its Cauchy integral, i.e.,

CΓf(z) =
1

2πi

∫

Γ

f(ζ)

ζ − z dζ, z ∈ C \ Γ.

For convenience, we also define the related Stieltjes transform SΓ.

SΓf(z) =

∫

Γ

f(ζ)

ζ − z dζ = 2πiCΓf(z), z ∈ C \ Γ.

The weighted Cauchy transforms of orthogonal polynomials

CΣ[pkw](z) =
1

2πi

∫

Σ

pk(x)w(x)

x− z dx, z ∈ C \ Σ.

will be of particular computational importance throughout this thesis. Importantly, they
also satisfy the same three-term recurrence (2.5) as the orthogonal polynomials themselves,
albeit with different initial conditions2. Denoting Ck(z) = CΣ[pkw](z) [74,119],

z C0(z) = ǎ0C0(z) + b̌0C1(z)− 1

2πi
,

z Ck(z) = b̌k−1Ck−1(z) + ǎk Ck(z) + b̌k Ck+1(z), k ≥ 1.
(2.6)

However, the numerical use of the three-term recurrence for weighted Cauchy integrals is
more complicated than with the orthogonal polynomials themselves. See [119, Chapter 7]
for a full treatment. Initializing the recurrence requires a method to compute

C0(z) =
1

2πi

∫

Σ

w(x)

x− z dx.

Furthermore, simply running the forward recurrence (2.6) is inherently unstable because
the Cauchy integrals Ck(z) decay exponentially in the complex plane, z /∈ Σ. Any error,
including those on the order of machine precision, will be amplified exponentially as the
recurrence is run.

Alternatively, one may consider directly solving the equivalent (infinite-dimensional) lin-

2The orthogonal polynomials and Cauchy transforms are the maximal and minimal solutions of the
three-term recurrence, respectively [74, Section 2.3].
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ear system

(J− zI)




C0(z)
C1(z)
C2(z)
...


 =




1
2πi

0
0
...


 .

See [119, Chapter 5] for a survey of available methods for solving linear systems of this form.
Perhaps the simplest of these is the so-called finite section method: solve the truncated linear
system

(JN − zIN)c =




1
2πi

0
...
0


 , c ≈




C0(z)
C1(z)
...

CN(z)


 .

This can be done in O(N) operations via the Thomas algorithm [148]. However, this trun-
cates the last row of the linear system, introducing errors when CN+1(z) is not small. This is
particularly problematic when z approaches Σ, as the decay rate of the Cauchy integrals de-
creases. Fortunately, the forward recurrence (2.6) becomes increasingly stable as this occurs,
so one needs only to determine when to use each method. A heuristic based on Bernstein el-
lipses is found in [119, Section 7.2] and can be extended to the higher-genus level curves (2.8)
below. Alternatively, one can monitor the growth of the forward recurrence (2.5) run on the
orthogonal polynomials (and hence the decay of the Cauchy integrals) to determine when
to switch methods. When possible, we will prefer to avoid these complications and compute
Cauchy integrals directly.

2.2.5 Orthogonal polynomial series coefficients

The weighted Cauchy/Stieltjes transforms enable the computation of orthogonal polynomial
series coefficients. The series (2.1) is the L2

w(Σ)-orthogonal expansion of f(x) = 1/(x − z),
for z /∈ Σ. Writing out the coefficients explicitly,

1

x− z =
∞∑

j=0

〈
pj,

1

⋄ − z

〉

L2
w(Σ)

pj(x)

=
∞∑

j=0

(∫

Σ

pj(s)w(s)

s− z ds

)
pj(x)

=
∞∑

j=0

SΣ[pjw] (z) pj(x).
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A degree-k polynomial approximation to f is then given by truncating the series

1

x− z ≈
k∑

j=0

SΣ[pjw] (z) pj(x) =: Pk(x),

and the approximations may be generated iteratively

Pk+1(x) = Pk(x) + SΣ[pk+1w] (z)pk+1(x).

More generally, for any function f analytic in a neighborhood of Σ, the expansion (2.2)
has coefficients αk = ⟨f, pk⟩L2

w(Σ). These are rarely available in closed form, but can be
approximated by Cauchy integrals. Let Γ be a counterclockwise-oriented contour enclosing,
but not intersecting, Σ such that f is analytic in a region containing Γ and its interior.
Applying Cauchy’s integral formula,

αk = ⟨f, pk⟩L2
w(Σ) =

∫

Σ

f(x) pk(x)w(x) dx =

∫

Σ

(
1

2πi

∫

Γ

f(z)

z − x dz

)
pk(x)w(x) dx

=
1

2πi

∫

Γ

f(z)

(∫

Σ

pk(s)w(s)

z − s ds

)
dz = −

∫

Γ

f(z) CΣ[pkw] (z) dz.

After parameterizing Γ and applying a quadrature rule, such as a trapezoid rule [153], re-
sulting in nodes {zj}mj=1 and weights {wj}mj=1,

αj ≈
∫

Σ

1

2πi

m∑

k=1

f(zk)wk

zk − x
pj(x)w(x)dx = −

m∑

k=1

f(zk)wkCΣ[pjw](zk).

We see that in order to approximate the coefficients accurately, it suffices to be able to
evaluate the weighted Cauchy integrals pointwise. Therefore, to apply the approximation

f(x) =
∞∑

j=0

αjpj(x) ≈
k∑

j=0

αjpj(x),

the recurrence coefficients and the pointwise evaluation of the Cauchy integrals of the desired
orthonormal polynomials are all that is required. For reasons that will become clear in
Chapter 5, we refer to these input coefficients as the Akhiezer data.

2.3 Potential theory and orthogonal polynomial series

In this section, we survey results from the literature regarding the convergence rate of or-
thogonal polynomial series on cut domains Σ. Our primary source for these results is the
treatise of Walsh [162]. In Chapter 5, we will derive more explicit results for the specific



15

class of (Chebyshev-like) orthogonal polynomials that we consider.
The convergence rate of both orthogonal polynomial series and the optimal polynomial

approximation to an analytic function is governed by potential theory on C \ Σ through a
Green’s function [127,134,162].

Definition 2.3.1 (Green’s function [162, Section 4.1] cf. [134, Appendix A]). Let K ⊂ C be
compact and sufficiently regular3. The exterior Green’s function of K with pole at infinity is
the unique function GK : C \K → [0,∞) satisfying:

• GK is harmonic in C \K except at ∞.

• The function GK(z)− log |z| = O(1) as z →∞ and is harmonic in a neighborhood of
z =∞.

• GK is continuous in cl(C \K) except at infinity and vanishes on4 ∂K.

Such Green’s functions relate to conformal mappings.

Theorem 2.3.2 (Walsh [162, Chapter 4, Theorem 1]). Let K ⊂ C be compact and sufficiently
regular and let HK be a harmonic conjugate of GK in C \K. Then, the function

ΦK(z) = eGK(z)+iHK(z), (2.7)

maps C \ K conformally onto the exterior of the unit disk so that the points at infinity in
the two planes correspond to one another. ΦK is uniquely determined up to a multiplicative
constant of modulus one.

For each ϱ > 1, the level curve

Γϱ(K) :=
{
z ∈ C : GK(z) = log ϱ

}
=
{
z ∈ C : |ΦK(z)| = ϱ

}
(2.8)

consists of finitely many smooth, non-nested closed loops. These loops are either completely
disjoint, or they intersect at only a finite number of points.

Akhiezer used this conformal mapping relation to construct his namesake orthogonal
polynomials supported on two intervals (see Section 2.7 below). It has also found use in
computing Green’s functions numerically [12, 63]. The level curves Γϱ(K) govern the con-
vergence rate of orthogonal polynomial series supported on K. For instance, when K is the
unit interval [−1, 1], the level curves coincide with the classical Bernstein ellipses [32]

Γϱ ([−1, 1]) =

{
z + z−1

2
: |z| = ϱ

}
, (2.9)

3If K has no isolated points and C \ K is connected and of finite connectivity, then K is regular. In

particular, Σ =
⋃g+1

j=1 [aj , bj ] is regular.

4Here, the set boundary is taken in the complex plane, so ∂Σ = Σ.
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that govern the convergence rate of Chebyshev projections and interpolants [151, Chapter
8].

To compute orthogonal polynomials supported on Σ, we will construct a so-called g-
function [56] gΣ in Chapter 4. This construction first appeared in [164, Section 14], and it is
straightforward to verify that

Re gΣ(z) = GΣ(z), egΣ(z) = ΦΣ(z), (2.10)

provided the harmonic conjugate HΣ in (2.7) is chosen appropriately.
The following theorem relates the level curves (2.8) to the convergence rate of orthogonal

polynomial series:

Theorem 2.3.3 (Walsh [162, Chapter 6, Theorem 7]). Let (pk(x))k≥0 be orthonormal polyno-
mials corresponding to a weight function w on Σ, and let the function f be analytic interior to
Γϱ(Σ) (ϱ > 1) but have a singularity on Γϱ(Σ). Then, the series coefficients αk = ⟨f, pk⟩L2

w(Σ)

satisfy
lim sup
k→∞

|αk|1/k ≤ ϱ−1.

Under the same assumptions, the series expansion (2.2) converges uniformly on any com-
pact set interior to Γϱ(Σ) [162, Chapter 6 Theorem 9].

For a fixed z /∈ Σ, taking f(x) = 1/(x− z) yields the following corollary:

Corollary 2.3.4. For any z /∈ Σ, the Stieltjes transforms satisfy

lim sup
k→∞

∣∣SΣ[pkw](z)
∣∣1/k = e−GΣ(z).

This corollary establishes the asymptotic decay rate of the Stieltjes/Cauchy transforms.
Cf. Lemma 5.2.2 below where a limit is not necessary. The convergence rate e−GΣ(z) of the
Stieltjes transforms is the convergence rate of the iterative (A−zI)x = b solver developed in
Chapter 5. For Σ = [a, b] and z = 0 this coincides with the convergence rate of the classical
Chebyshev iteration [69].

The asymptotic growth rate of orthogonal polynomials is also characterized by the exte-
rior Green’s function.

Theorem 2.3.5 (Stahl and Totik [143, Theorem 3.1.1]). Let (pk(x))k≥0 be orthonormal
polynomials corresponding to a weight function w on Σ. Then, for any fixed z ∈ C,

lim sup
n→∞

|pn(z)|1/n ≤ eGΣ(z).

Combining Theorems 2.3.3 and 2.3.5, we can bound the asymptotic convergence rate of
orthogonal polynomial series.

Corollary 2.3.6. Under the assumptions of Theorem 2.3.3:
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1. For x ∈ Σ,

lim sup
N→∞

∣∣∣∣∣f(x)−
N∑

k=0

αkpk(x)

∣∣∣∣∣

1/N

≤ ϱ−1.

2. For z strictly inside Γϱ(Σ),

lim sup
N→∞

∣∣∣∣∣f(z)−
N∑

k=0

αkpk(z)

∣∣∣∣∣

1/N

≤ eGΣ(z)ϱ−1.

Proof. The combined theorems give that for z strictly inside Γϱ(Σ),

lim sup
k→∞

|αkpk(z)|1/k ≤ eGΣ(z)ϱ−1 < 1. (2.11)

Fix r such that eGΣ(z)/ϱ < r < 1. By (2.11), there exists K ∈ N such that |αkpk(z)| ≤ rk for
all k ≥ K. For N ≥ K,

∣∣∣∣∣f(z)−
N∑

k=0

αkpk(z)

∣∣∣∣∣ ≤
∞∑

k=N+1

|αkpk(z)| ≤
∞∑

k=N+1

rk =
rN+1

1− r ,

so lim supN→∞ |f(z)−∑N
k=0 αkpk(z)|1/N ≤ r. Since r > eGΣ(z)/ϱ was arbitrary, part 2 follows.

Part 1 follows since GΣ(x) = 0 for x ∈ Σ.

It turns out that these bounds are tight, even if one considers the best possible polynomial
approximation to f .

Theorem 2.3.7 (Walsh [162, Chapter 4, Theorems 7,8]). Let f be a function that is analytic
interior to Γϱ(Σ) (ϱ > 1) but has a singularity on Γϱ(Σ). Then, there exists a sequence of
polynomials (qj(x))∞j=0 of respective degrees 0, 1, 2, . . . such that for z strictly inside Γϱ(Σ) the
inequality

|f(z)− qk(z)| ≤MRk, (2.12)

holds for R = eGΣ(z)ϱ−1, where M > 0 is some constant independent of k and z. However,
there exist no polynomials such that (2.12) holds for R < eGΣ(z)ϱ−1.

In summary, the classical approximation theory demonstrates that orthogonal polynomial
series achieve the optimal asymptotic convergence rate when approximating analytically
extendable functions. This convergence rate is governed by the exterior Green’s function with
pole at infinity from potential theory which also governs the validity of the approximation
away from the support of the orthogonal polynomials.

In subsequent chapters, we will make use of these ideas, developing more explicit results
as needed. In Chapter 4, we develop a method to compute GΣ numerically throughout the
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complex plane. Approximations in Chebyshev-like orthogonal polynomials that we construct
numerically in Chapter 4 attain the optimal convergence rate for all iteration counts, not just
asymptotically. In Chapters 5 and 6, we will use these orthogonal polynomial approximations
to approximate functions of matrices, and their convergence rate will govern that of the
resulting iterative methods.

2.4 Classical algorithms for recurrence coefficients

Knowing that orthogonal polynomial expansions yield asymptotically optimal approxima-
tions, we seek a method to compute the Akhiezer data. Since Cauchy integrals can be
computed in optimal complexity as described in Section 2.2.4, we restrict our attention to
the recurrence coefficients {ǎk, b̌k}∞k=0. In this section, we survey existing approaches, noting
that none achieve optimal complexity. The primary reference for this section is [74, Section
2.2].

2.4.1 Discretizing the weight

Barring the use of expensive symbolic arithmetic, a numerical method for generating or-
thogonal polynomials and recurrence coefficients requires a way to approximate L2

w(Σ) inner
products. A natural approach is to discretize the continuous measure w(x) dx, effectively
computing the inner products via quadrature. Consider a discrete N -point approximation
to the weight w with nodes x1, . . . , xN and weights w1, . . . , wN , i.e.,

∫

Σ

f(x)w(x) dx ≈
N∑

j=1

f(xj)wj.

That is, we approximate w(x) dx by a discrete N -point measure

µN =
N∑

j=1

wj δ(xj), (2.13)

where δ(⋄) denotes a Dirac delta mass. Under mild assumptions, the recursion coefficients
of the discrete measure converge to the continuous recurrence coefficients ǎk(w), b̌k(w) as
N → ∞ [74, Theorem 2.32]. A full treatment of how to choose a discretization is provided
in [74, Section 2.2.4]. For Σ =

⋃g+1
k=1[ak, bk], it essentially suffices to use Gauss quadrature on

each interval to capture the singularities of w.

2.4.2 The Stieltjes procedure

Given the discrete measure (2.13), the Stieltjes procedure is essentially the Gram–Schmidt al-
gorithm applied to compute the corresponding orthogonal polynomials and recurrence coeffi-
cients simultaneously. As presented in [74, Section 2.2.3.1], the Stieltjes procedure constructs
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the monic orthogonal polynomials π0, π1, . . . corresponding to (2.13). Initializing π−1 ≡ 0
and π0 ≡ 1, the recursion coefficients and next polynomial at each step are computed as

ǎj =
⟨t πj, πj⟩dµN

⟨πj, πj⟩dµN

, b̌2j =
⟨πj, πj⟩dµN

⟨πj−1, πj−1⟩dµN

, πj+1(x) = (x− ǎj)πj(x)− b̌2j πj−1(x).

Since the discrete inner products are finite sums, each step evaluates πj at all N nodes via the
three-term recurrence at cost O(N), so n pairs (ǎj, b̌j) cost O(nN) in total. Unfortunately,
the Stieltjes procedure often succumbs to numerical errors. In particular, it is susceptible to
so-called pseudostability [73]: as j approachesN , rounding errors in the three-term recurrence
can cause the computed coefficients to diverge from the true values. To avoid this, one must
set N ≫ n, so the cost of the Stieltjes procedure to compute (ǎj, b̌j)

n
j=0 is effectively at least

O(n2).

2.4.3 Householder, Lanczos, and RKPW

The same computation can be organized as a matrix factorization. Let d = (
√
w1, . . . ,

√
wN)T ,

Λ = diag(x1, . . . , xN), and b−1 = ∥d∥2 =
√∑N

j=1wj. By [74, Equation 2.2.24], there exists

an orthogonal Q ∈ RN×N such that

(
1 0T

0 Q

)

︸ ︷︷ ︸
Q̂

(
1 dT

d Λ

)

︸ ︷︷ ︸
A

(
1 0T

0 QT

)

︸ ︷︷ ︸
Q̂T

=

(
1 b−1e

T
1

b−1e1 JN(µN)

)

︸ ︷︷ ︸
T

, (2.14)

where JN(µN) is the Jacobi matrix corresponding to the discrete measure. If one can
compute Q, then JN(µN) = QDQT can be immediately recovered. Building the factoriza-
tion (2.14) reduces to a tridiagonalization problem: Given a real symmetric matrix A, find
an orthogonal matrix Q̂ and a Jacobi matrix5 such that

Q̂AQ̂T = T.

The unknowns Q̂ and T are uniquely determined by the first column of Q̂ [123, Theorem
7.2.1]. (Cf. [80, Theorem 8.3.2].) Since d and Λ are known, the factorization (2.14) matches
this setting.

One way to solve the tridiagonalization problem is the Householder algorithm [80, Algo-
rithm 8.3.1], which constructs Q as a product of Householder reflectors [89]. This approach
is numerically stable, but requires O(n3) arithmetic operations to tridiagonalize an n×n ma-
trix [152, Theorem 26.1]. An alternative is the Lanczos algorithm [102] which requires only
O(n2) arithmetic operations to tridiagonalize an n×n matrix; however, in finite precision, the

5A Jacobi matrix is a real symmetric tridiagonal matrix with positive entries on the sub/superdiagonal.
That is, it is a finite upper left subblock of a Jacobi operator.



20

Lanczos algorithm is known to be unstable. This can be circumvented by reorthogonalizing
the computed vectors, but this increases the complexity to O(n3). The Rutishauser–Kahan–
Pal–Walker (RKPW) algorithm of Gragg and Harrod [81] offers a solution. It provides
an O(n2) stable implementation of Lanczos for matrices A with the arrowhead structure
of (2.14). It interfaces with built-in eigenvalue computations, benefiting from optimizations
of the QR algorithm. See lanczos.m in [74, Section 2.2.3.2] for an efficient implementation.
It outperforms the other approaches and is very effective in general. In search of an algo-
rithm with better complexity, in Chapter 4, we will develop an efficient optimal complexity
(O(n)) numerical method applicable in a specialized (Chebyshev-like) case.

2.5 The Single-Interval Case: Chebyshev Polynomials

When Σ = [a, b] consists of a single interval (genus g = 0), shifted and scaled Chebyshev poly-
nomials, which satisfy a particular simple three-term recurrence, make a numerical method
for computing recurrence coefficients unnecessary. This case is particularly instructive, as
most quantities are made explicit.

2.5.1 Chebyshev polynomials

The classical Chebyshev polynomials defined on Σ = I = [−1, 1] are ubiquitous in numerical
analysis and will be particularly useful throughout this thesis. A general reference is [109].

First kind (Chebyshev-T )

The Chebyshev polynomials of the first kind (Tj(x))∞j=0 are typically defined by

Tj(cos θ) = cos (jθ) .

They satisfy the recurrence relation

T0(x) = 1,

T1(x) = x,

Tj+1(x) = 2xTj(x)− Tj−1(x), j ≥ 1,

and are orthogonal with respect to the weight function

wT (x) =
1

π
1[−1,1](x)

1√
1− x

√
x+ 1

. (2.15)

As defined, (Tj(x))∞j=0 are not orthonormal, so for convenience, we define the normalized

Chebyshev polynomials of the first kind by T 0(x) = 1 and T j(x) =
√

2Tj(x) for j ≥ 1. Their
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Jacobi operator is

J (wT ) =




0 1/
√

2

1/
√

2 0 1/2

1/2 0
. . .

. . .
. . .



.

We will always use the square root symbol to denote the principal branch defined on C \
(−∞, 0).

Second kind (Chebyshev-U)

The Chebyshev polynomials of the second kind (Uj(x))∞j=0 are defined by

Uj(cos θ) =
sin((j + 1)θ)

sin θ
.

They are orthonormal with respect to the weight function

wU(x) =
2

π
1[−1,1](x)

√
1− x

√
x+ 1,

and correspond to the Jacobi operator

J (wU) =




0 1/2
1/2 0 1/2

1/2 0
. . .

. . .
. . .



.

Third kind (Chebyshev-V )

The Chebyshev polynomials of the third kind (Vj(x))∞j=0 are defined by

Vj(cos θ) =
cos((j + 1/2)θ)

cos(θ/2)
.

They are orthonormal with respect to the weight function

wV (x) =
1

π
1[−1,1](x)

√
1 + x√
1− x,
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and correspond to the Jacobi operator

J (wV ) =




1/2 1/2
1/2 0 1/2

1/2 0
. . .

. . .
. . .



.

Fourth kind (Chebyshev-W )

The Chebyshev polynomials of the fourth kind (Wj(x))∞j=0 are defined by

Wj(cos θ) =
sin((j + 1/2)θ)

sin(θ/2)
.

They are orthonormal with respect to the weight function

wW (x) =
1

π
1[−1,1](x)

√
1− x
1 + x

,

and correspond to the Jacobi operator

J (wW ) =




−1/2 1/2
1/2 0 1/2

1/2 0
. . .

. . .
. . .



.

2.5.2 The Joukowsky map and explicit Cauchy integrals

The Joukowsky map

J(z) =
z + z−1

2
,

maps the unit circle to [−1, 1] and its interior and the exterior to the rest of the complex
plane. It appears in the definition (2.9) of a Bernstein ellipse. We define a right inverse

J−1
+ (z) = z −

√
z − 1

√
z + 1,

that maps C\[−1, 1] to the interior of the unit circle. This function represents the Chebyshev-
T polynomials throughout the complex plane:

Tj(z) =
J−1
+ (z)j + J−1

+ (z)−j

2
.
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The Cauchy integrals of the four kinds of Chebyshev polynomials on I = [−1, 1] have explicit
closed forms in terms of J−1

+ . Recalling that the weight function of Chebyshev-T on I =
[−1, 1] is given by wT (x) = 1

π
√
x+1

√
1−x

and that T 0 = 1,

CI[T 0wT ](z) =
i

2π
√
z − 1

√
z + 1

.

Similarly,

CI[U0wU ](z) =
i

π

(
z −
√
z − 1

√
z + 1

)
,

CI[V0wV ](z) =
i

2π

(
−1 +

√
z + 1√
z − 1

)
, CI[W0wW ](z) =

i

2π

(
1−
√
z − 1√
z + 1

)
.

Theorem 2.5.1. Let C□
k (z) = CI[□kw□](z) where □ denotes the kind of Chebyshev polyno-

mial T , U, V,W . Then, for j ≥ 1,

CT
j (z) =

√
2CT

0 (z)J−1
+ (z)j, CU

j (z) = CU
0 (z)J−1

+ (z)j,

CV
j (z) = CV

0 (z)J−1
+ (z)j, CW

j (z) = CW
0 (z)J−1

+ (z)j.

Proof. See Appendix A.2.

Importantly, because J−1
+ maps C\ [−1, 1] to the interior of the unit circle, these formulae

yield numerically stable recurrences for evaluating the Cauchy integrals. They can also be
scaled and shifted appropriately to compute C[a,b][fw] for an arbitrary interval [a, b]. Define
the shifted polynomials and weights by

T̃ k(x; [a, b]) = T k(M−1(x; [a, b])), w̃T (x; [a, b]) = 1
π
√
x−a

√
b−x

,

Ũk(x; [a, b]) = Uk(M−1(x; [a, b])), w̃U(x; [a, b]) = 2
π

(
2

b−a

)2√
x− a

√
b− x,

Ṽk(x; [a, b]) = Vk(M−1(x; [a, b])), w̃V (x; [a, b]) = 2
π(b−a)

√
x−a√
b−x

,

W̃k(x; [a, b]) = Wk(M−1(x; [a, b])), w̃W (x; [a, b]) = 2
π(b−a)

√
b−x√
x−a

,

where

M−1(x; [a, b]) =
2

b− a

(
x− b+ a

2

)
,
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then

C[a,b][T̃ 0w̃T ](z) =
i

2π
√
z − a

√
z − b

,

C[a,b][T̃ kw̃T ](z) =
i√

2π
√
z − a

√
z − b

J−1
+

(
M−1(z; [a, b])

)k
, k ≥ 1,

C[a,b][Ũkw̃U ](z) =
i

π

2

b− aJ
−1
+

(
M−1(z; [a, b])

)k+1
, k ≥ 0,

C[a,b][Ṽkw̃V ](z) =
i

2π

2

b− a

(
−1 +

√
z − a√
z − b

)
J−1
+

(
M−1(z; [a, b])

)k
, k ≥ 0,

C[a,b][W̃kw̃W ](z) =
i

2π

2

b− a

(
1−
√
z − b√
z − a

)
J−1
+

(
M−1(z; [a, b])

)k
, k ≥ 0.

It is important to determine the leading-order asymptotic behavior of these integrals for our
later calculations. We have

C[a,b][□̃0w̃□](z) =
i

2π
z−1 + O(z−2),

C[a,b][□̃jw̃□](z) = O(z−j−1), j > 0,
(2.16)

where □ denotes any of the four kinds of Chebyshev polynomial as z → ∞. This follows
from the above normalizations.

Returning to the Σ = [−1, 1] case for simplicity and denoting ϵ0 = 1 and ϵj = 2 for
j ≥ 1, these formulae enable the explicit expression of the function f(x) = 1/(x − z) in a
Chebyshev-T series for a fixed z /∈ [−1, 1] [109, Equation 5.14]:

1

x− z =
−1√

z − 1
√
z + 1

∞∑

j=0

ϵj J
−1
+ (z)j Tj(x), x ∈ [−1, 1]. (2.17)

The error in the degree-k partial sum

Pk(x) =
−1√

z − 1
√
z + 1

k∑

j=0

ϵj J
−1
+ (z)j Tj(x),

satisfies

∣∣∣∣
1

x− z − Pk(x)

∣∣∣∣ =

∣∣∣∣∣
−2√

z − 1
√
z + 1

∞∑

j=k+1

J−1
+ (z)j Tj(x)

∣∣∣∣∣

≤ 2∣∣√z − 1
√
z + 1

∣∣ ·
1

1−
∣∣∣ J

−1
+ (z)

J−1
+ (x)

∣∣∣
·
∣∣∣∣
J−1
+ (z)

J−1
+ (x)

∣∣∣∣
k

,
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where the bound is valid for any x satisfying
∣∣J−1

+ (z)
∣∣ <

∣∣J−1
+ (x)

∣∣, and the error decays
geometrically at rate

∣∣J−1
+ (z)/J−1

+ (x)
∣∣. The exterior Green’s function with pole at infinity

for Σ = [−1, 1] is
G[−1,1](z) = − log

∣∣J−1
+ (z)

∣∣ ,
so we see that this error bound coincides with the general asymptotic convergence rate of
Corollary 2.3.6.

2.5.3 Jacobi Polynomials

For the numerical solution of Riemann–Hilbert problems, more general orthogonal polyno-

mials on an interval will sometimes be necessary. The Jacobi polynomials
(
P

(α,β)
j (x)

)∞
j=0

,

are the classical orthogonal polynomials on Σ = [−1, 1] corresponding to the weight func-
tion [119]

w(α,β)(x) =
1

2α+β+1B(α + 1, β + 1)
1[−1,1](x)(1− x)α(1 + x)β, α, β > −1,

where B denotes the Beta function [59, Section 5.12] and appears only as a normalization.

Breaking with the classical convention, we will use P
(α,β)
j to denote the orthonormal poly-

nomials6: ∫ 1

−1

P (α,β)
m (x)P (α,β)

n (x)w(α,β)(x) dx = δmn.

These polynomials satisfy the three-term recurrence (2.5) with coefficients derived from [59,
Section 18.9]:

ǎj(w
(α,β)) =

β2 − α2

(2j + α + β)(2j + α + β + 2)
,

b̌j(w
(α,β)) =

2

2j + α + β + 2

√
(j + 1)(j + α + 1)(j + β + 1)(j + α + β + 1)

(2j + α + β + 1)(2j + α + β + 3)
,

where the degenerate cases are understood through continuity in α and β. The Cauchy inte-
grals are represented explicitly in terms of hypergeometric functions [147, Theorem 4.61.2],
but it is often easier to compute them as described in Section 2.2.4. When the forward
recurrence is used, it is initialized with

C[−1,1]

[
w(α,β)

]
(z) =

−1

2πi(z + 1)
2F1

(
1, β + 1; α + β + 2;

2

z + 1

)
, z /∈ [−1, 1],

6Classically, the normalization requires P
(α,β)
j (1) =

(
j+α
j

)
[147, Equation 4.1.1].
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where 2F1 denotes a hypergeometric function [59, Section 15.6]. We will also use the notation

P̃ (α,β)
n ( ⋄ ; [a, b]) = P (α,β)

n

(
M−1( ⋄ ; [a, b])

)
, w̃(α,β)(x; [a, b]) ∝ (b− x)α(x− a)β, (2.18)

for shifted and scaled Jacobi polynomials.

Special cases

The Chebyshev polynomials are all special cases of the Jacobi family:

Tn(x) ∝ P (−1/2,−1/2)
n (x), Un(x) = P (1/2, 1/2)

n (x),

Vn(x) = P (−1/2, 1/2)
n (x), Wn(x) = P (1/2,−1/2)

n (x).

Additionally, the case α = β = 0 corresponds to the classical Legendre polynomials.

2.6 Jacobi Elliptic and Theta Functions

When Σ consists of two intervals (genus g = 1), explicit formulae for the orthogonal poly-
nomials are given in terms of elliptic functions. This section collects the necessary special
functions and their properties, all of which can be found in [59, Chapters 19–22]. General
references are [6, 163].

2.6.1 Elliptic integrals and modulus

The complete elliptic integral of the first kind is defined by [59, Section 19.2]

K(k) =

∫ 1

0

dt√
(1− t2)(1− k2t2)

=

∫ π/2

0

dθ√
1− k2 sin2 θ

,

where k ∈ (0, 1) denotes the elliptic modulus. The incomplete elliptic integral of the first
kind is defined by

F (ϕ, k) =

∫ sinϕ

0

dt√
(1− t2)(1− k2t2)

=

∫ ϕ

0

dθ√
1− k2 sin2 θ

.

We also denote by k′ =
√

1− k2 the complementary modulus and define the nome q = q(k)
by

q(k) = exp

(
−πK(k′)

K(k)

)
∈ (0, 1). (2.19)
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Elliptic integrals can be efficiently computed via standard algorithms [59, Section 19.36]
implemented in most scientific programming languages7.

2.6.2 Jacobi theta functions

The four Jacobi theta functions are defined by [59, Section 20.2]

θ1(z, q) = 2
∞∑

n=0

(−1)nq(n+
1
2
)2 sin

(
(2n+ 1)z

)
,

θ2(z, q) = 2
∞∑

n=0

q(n+
1
2
)2 cos

(
(2n+ 1)z

)
,

θ3(z, q) = 1 + 2
∞∑

n=1

qn
2

cos(2nz), (2.20)

θ4(z, q) = 1 + 2
∞∑

n=1

(−1)nqn
2

cos(2nz),

where q = q(k) ∈ (0, 1) is the nome (2.19). Each series converges absolutely for |q| < 1.
For small values of q, the above series converges rapidly, and the Jacobi theta functions and
their derivatives (computed by differentiating termwise) can be rapidly evaluated to machine
precision by summing the first few series terms [59, Section 20.14]. See [101] for error bounds.
In the Akhiezer formulae below, q is typically very small.

2.6.3 Jacobi elliptic functions

Setting ζ = πz/(2K(k)), the three basic Jacobi elliptic functions are defined by [59, Section
22.2]

sn(z, k) =
θ3(0, q)

θ2(0, q)
· θ1(ζ, q)
θ4(ζ, q)

,

cn(z, k) =
θ4(0, q)

θ2(0, q)
· θ2(ζ, q)
θ4(ζ, q)

,

dn(z, k) =
θ4(0, q)

θ3(0, q)
· θ3(ζ, q)
θ4(ζ, q)

.

For real z ∈ [−K(k), K(k)], these functions are inverses of the elliptic integral F (ϕ, k). That

is, if z = F (ϕ, k), then sn(z, k) = sinϕ, cn(z, k) = cosϕ, and dn(z, k) =
√

1− k2 sin2 ϕ [59,

7Bizarrely, the widely-used Julia package Elliptic.jl only permits real-valued inputs to F (⋄, k) despite
implementing a method [40] that permits general complex values. We include an alternative implementa-
tion in [13] but advocate for the package EllipticFunctions.jl in general usage.
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Section 22.16]. They satisfy the Pythagorean identities sn2 + cn2 = 1 and k2 sn2 + dn2 = 1,
and are doubly periodic meromorphic functions. Their derivatives are [59, Section 22.13]:

d

dz
sn(z, k) = cn(z, k) dn(z, k),

d

dz
cn(z, k) = − sn(z, k) dn(z, k),

d

dz
dn(z, k) = −k2 sn(z, k) cn(z, k).

In the limit k → 0, the functions reduce to classical trigonometric functions: sn(z, 0) = sin z,
cn(z, 0) = cos z, dn(z, 0) = 1 [59, Section 22.5].

2.7 The Two-Interval Case: Akhiezer Polynomials

In 1936, Akhiezer used elliptic functions and conformal mappings to construct orthogonal
polynomials supported on two disjoint intervals [2]. This was later translated into English as
part of Akhiezer’s treatise on elliptic functions [6, Section 53]. In this section, we summarize
Akhiezer’s construction and derive formulae for the g = 1 Akhiezer polynomial recurrence
coefficients.

2.7.1 Akhiezer’s formulae and notation

Following Akhiezer’s convention, we consider8 Σ = [−1, α]∪ [β, 1] with −1 < α < β < 1 and
define the weight function

w(x) =
1

π
1Σ(x)

√
x− α√

1− x
√
x+ 1

√
x− β . (2.21)

In some sense, (2.21) provides a natural extension of the Chebyshev polynomials to two
intervals9, as it limits to the Chebyshev-T weight function (2.15) as α→ β.

Consider the elliptic modulus [6, Equation 6]

k =

√
2(β − α)

(1− α)(1 + β)
,

and set K = K(k). This will be the modulus of all elliptic functions that follow. The

8This can be generalized to any two disjoint intervals by shifting and scaling.

9A more common way to define Chebyshev polynomials on domains other than [−1, 1] is through the
minimax property of the Chebyshev-T polynomials [67]. The Akhiezer polynomials only retain this under
certain conditions on the domain endpoints and the degree of the polynomial [68, Chapter 3].
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parameter ρ is defined so that
1− 2 sn2 ρ = α,

and 0 < ρ < K with sn(⋄) = sn(⋄, k) [6, Equation 10]. Solving for ρ,

ρ = F

(
arcsin

√
1− α

2
, k

)
.

Now, given x ∈ C, define u = u(x) such that [6, Equation 9]

x− α =
1− α2

2 sn2(u) + α− 1
.

An explicit formula for u is

u = F

(
arcsin

√
(α− 1)(1 + x)

2(α− x)
, k

)
. (2.22)

We also define the auxiliary functions

H(z) = θ1

( πz
2K

, q
)
, Θ(z) = θ4

( πz
2K

, q
)
,

with the nome q = q(k) from (2.19). The nth degree orthonormal polynomial pn is [6]

pn(x) =
Cn

2

((
H(u− ρ)

H(u+ ρ)

)n
Θ(u+ 2nρ)

Θ(u)
+

(
H(u+ ρ)

H(u− ρ)

)n
Θ(u− 2nρ)

Θ(u)

)
, (2.23)

where

Cn =

√
2Θ(ρ)√

Θ ((2n− 1)ρ) Θ ((2n+ 1)ρ)
,

for n ≥ 1, C0 = 1, and u is given by (2.22).
Akhiezer’s derivation also includes a formula for the Cauchy integrals of these polynomi-

als:

CΣ [pnw] (x) = −Cn

2πi

(
H(u− ρ)

H(u+ ρ)

)n
Θ(u+ 2nρ)

Θ(u)

√
x− α√

x− 1
√
x+ 1

√
x− β . (2.24)

A complex exterior Green’s function with pole at infinity is also derived:

ΦΣ(z) = −H(u+ ρ)

H(u− ρ)
.

In Appendix A.1 we derive formulae for the recurrence coefficients of the Akhiezer polyno-
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mials (cf. [68, Theorem 3.3.7]).

ǎ0 =(1− α2)

(
1

8 sn2 ρ
+

sn′′ ρ

8 sn ρ(sn′ ρ)2
+
H ′(2ρ)

H(2ρ)

1

4 sn ρ sn′ ρ

)
+

1− α2

2 sn ρ sn′ ρ

Θ′(ρ)

Θ(ρ)
+ α,

ǎn =(1− α2)

(
1

8 sn2 ρ
+

sn′′ ρ

8 sn ρ(sn′ ρ)2

)

+
1− α2

4 sn ρ sn′ ρ

(
H ′(2ρ)

H(2ρ)
+

Θ′((2n+ 1)ρ)

Θ((2n+ 1)ρ)
− Θ′((2n− 1)ρ)

Θ((2n− 1)ρ)

)
+ α, n ≥ 1,

b̌0 =
1− α2

4 sn ρ sn′ ρ

H ′(0)

H(2ρ)

√
2Θ(3ρ)

Θ(ρ)
,

b̌n =
1− α2

4 sn ρ sn′ ρ

H ′(0)

H(2ρ)

√
Θ((2n+ 3)ρ)Θ((2n− 1)ρ)

Θ((2n+ 1)ρ)
, n ≥ 1.

(2.25)

The polynomials themselves, their Cauchy integrals, and their recurrence coefficients can be
efficiently computed using the standard algorithms described in Section 2.6 above. We find
that these formulae are extremely efficient for evaluating the Akhiezer polynomials, their
Cauchy integrals, and their recurrence coefficients in this special g = 1 case, outperforming
by multiple orders of magnitude both the O(n) Riemann–Hilbert approach of Chapter 4 and
the optimized O(n2) algorithm given as RKPW in [81] and lanczos.m in [74]. Thus, these
formulae should be used for all two interval problems for which one can choose the weight
function to be of the form (2.21).

Remark 2.7.1. The mapped variable u(x) is undefined at x = α. While u(α) = iK(k′) by
continuity, non-Lipschitz behavior of the involved functions near this point leads to numerical
instabilities when this value is used in the formulae. If one needs to compute the polynomials
at this endpoint, it is better to generate them via the recurrence coefficients rather than
using (2.23) directly.

Remark 2.7.2. In the symmetric case Σ = [−1,−a] ∪ [a, 1] (a ∈ (0, 1)), the Akhiezer
polynomial recurrence coefficients can be shown to take a particularly simple form:

ǎn = (−1)na, n ≥ 0,

b̌0 =

√
1− a2

2
, b̌n =

√
1− a2

2
, n ≥ 1.

This follows from a result of Peherstorfer [124], but can be found directly, for example, by
using continued fractions to show that (2.21) is the density of the spectral measure for the
Jacobi matrix of recurrence coefficients.

If b1+a2 = a1+b2, the Akhiezer polynomial recurrence coefficients for Σ = [a1, b1]∪[a2, b2],
b1 < a2, can be obtained by shifting and scaling these formulae.
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2.8 The Multi-Interval Case: Genus g ≥ 2

For more than two intervals, exact formulae are still available, but these formulae are com-
plicated to the point that it is faster and easier to employ a numerical method rather than
evaluating them directly. Essentially, the Jacobi theta functions from the g = 1 case are
replaced with higher-genus Riemann theta functions, which are considerably more difficult
and expensive to evaluate [50].

On a general collection of disjoint intervals Σ, the Akhiezer polynomials are defined as
the orthonormal polynomials with respect to the weight function10

w(x) =
1

π
1Σ(x)

∏g
j=1

√
x− bj√

bg+1 − x
∏g+1

j=1

√
x− aj

. (2.26)

This is clearly a generalization of both the classical Chebyshev polynomials and g = 1
Akhiezer polynomials; however, Akhiezer’s conformal mapping construction breaks down for
g ≥ 2, making the analysis considerably more difficult. The general weight function (2.26)
was first considered by Akhiezer himself in 1960 [5]. A year later, in joint work with Tomcuk,
Akhiezer derived Bernstein–Szegő asymptotics and produced an incomplete description of the
polynomials in terms of hyperelliptic functions [7]. It was not until 2002 that the description
of the Akhiezer polynomials was completed. In [47], Chen and Lawrence express both the
Akhiezer polynomials and their recurrence coefficients in terms of ratios of Riemann theta
functions composed with the Abel map.

To understand why the higher-genus Akhiezer polynomial formulae are difficult to com-
pute with, we investigate the Riemann theta function [59, Section 21.2]

θ(z;Ω) =
∑

n∈Zg

exp
(
πinTΩn + 2πinTz

)
, z ∈ Cg, (2.27)

where Ω is a Riemann matrix. We immediately see a scaling issue from summing over a
g-dimensional lattice. Like with the Jacobi theta functions, (2.27) can be computed to a
desired accuracy by summing over finitely-many terms, but the number of terms required
grows exponentially in g [50]. Another indication comes from the composition with the
Abel map, which embeds a point on a 1-dimensional Riemann surface into a g-dimensional
space. The Riemann theta function (2.27) then maps this back to 1 dimension. For g >
1, successively applying these functions is clearly inefficient. Furthermore, hyperelliptic
integrals [159, Section 5.5], Riemann theta functions [50], the Abel map [51], and the Riemann
constant vector [52, Section 2.12] each appear in these formulae and require a specialized
numerical method to compute.

Later work points towards an alternative numerical approach. In [46], Chen and Its sim-

10Under this convention, the Chebyshev-T polynomials are the genus zero Akhiezer polynomials, and
Akhiezer’s original work [2] considered the genus one Akhiezer polynomials.
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plify the construction of the Akhiezer polynomials and their recurrence coefficients by study-
ing the corresponding Fokas–Its–Kitaev (FIK) Riemann–Hilbert problem (RHP). While the
final formulae are unchanged, the FIK RHP has the orthogonal polynomials as its solution,
so the complicated quasi-periodic behavior resulting from ratios of Riemann theta functions
is encoded into the problem itself. By directly approaching this problem numerically, we
circumvent the need to compute Riemann theta functions, Abel maps, and Riemann con-
stant vectors. It is with this perspective that we turn our attention to numerical methods
for Riemann–Hilbert problems on higher-genus domains.
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Chapter 3

RIEMANN–HILBERT PROBLEMS ON HIGHER-GENUS
DOMAINS
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z

B+

B− Γ

Figure 3.1: An oriented contour Γ passing through an interior point z. The ball B(z) is
divided by Γ into B+ (to the left of the orientation) and B− (to the right). Boundary values
are defined by non-tangential limits taken from within B±.

This chapter develops the necessary framework to numerically solve RHPs on higher-
genus domains. Section 3.1 collects the general definitions and the Plemelj lemma. Sec-
tion 3.2 states the FIK problem and its exact solution; the FIK-specific steepest-descent
deformations are carried out in Chapter 4. Section 3.2.2 states the soliton gas RHP. Sec-
tion 3.3 develops the unified numerical collocation framework that Chapters 4–8 use after
their respective deformations.

3.1 Riemann–Hilbert problems

To define a Riemann–Hilbert problem, let Γ ⊂ C be a smooth, non-self-intersecting, oriented
contour. To each interior point z ∈ Γ, we associate a ball B = B(z) such that B \Γ has two
connected components B±, where B+ (B−) is to the left (resp. right) with respect to the
orientation of Γ. For F : C \ Γ→ C, define the boundary values by

F±(z) = lim
z′→z,
z′∈B±

F (z′), (3.1)

where the limit is assumed to be taken non-tangentially. See Figure 3.1 for an illustration.
Under the same assumptions, we define notation for the Cauchy operators

C±Γ f(z) = lim
z′→z,
z′∈B±

CΓf(z′).

The Plemelj lemma is integral to the theory of RHPs.

Lemma 3.1.1 (Plemelj [113, Section 17]). Let Γ ⊂ C and let f be Hölder continuous on Γ.
Then, for z ∈ Γ not an endpoint,

C+Γ f(z)− C−Γ f(z) = f(z).

3.1.1 Scalar Riemann–Hilbert problems

A homogeneous scalar Riemann–Hilbert problem can be defined as follows:
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Riemann–Hilbert Problem 3.1.2. Given Γ ⊂ C and a function1 v : Γ → C, find Φ :
C \ Γ→ C with the following properties:

Analyticity: Φ is analytic in C \ Γ.

Jump condition: Φ+(z) = Φ−(z)v(z), z ∈ Γ.

Normalization: limz→∞ Φ(z) = 1.

In short, a Riemann–Hilbert problem asks if one can recover a function given the behavior
of its singularities. Indeed, since Φ is analytic everywhere except on Γ, its singularities are
completely described by v. The normalization at infinity is typically included to ensure
that the Riemann–Hilbert problem has a unique solution. Additional asymptotic conditions
at the open endpoints of Γ (if they exist) may also be required to ensure uniqueness. For
instance, if Γ = [a, b], then one may wish to prescribe

Φ(z) = O(|z − a|α), z → a,

Φ(z) = O(|z − b|β), z → b,
(3.2)

for some α, β ∈ R.

3.1.2 Matrix Riemann–Hilbert problems

Riemann–Hilbert problems can be generalized to matrix-valued functions defined in the
complex plane.

Riemann–Hilbert Problem 3.1.3. Given Γ ⊂ C as in Riemann–Hilbert Problem 3.1.2
and a jump matrix V : Γ→ C2×2, find Y : C \ Γ→ C2×2 with the following properties:

Analyticity: Y is analytic in C \ Γ.

Jump condition: Y+(z) = Y−(z)V(z), z ∈ Γ.

Normalization: limz→∞ Y(z) = I.

Asymptotic conditions in the vein of (3.2) should also be defined element-wise to ensure
a unique solution when Γ has open endpoints.

1Generally, we want v to be Hölder continuous.
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3.2 The FIK and soliton gas RHPs

3.2.1 Orthogonal polynomials as an RHP

The original formulation of orthogonal polynomials as a matrix Riemann–Hilbert problem is
due to Fokas, Its, and Kitaev and is for orthogonal polynomials with Σ = R [70]. Consider
the following RHP.

Riemann–Hilbert Problem 3.2.1 (Fokas–Its–Kitaev). Find a 2×2 matrix-valued function
Yn(z) with the following properties:

Analyticity: Yn(z) is analytic for z ∈ C \ R, admitting continuous boundary values
on R.

Jump condition: Y+
n (z) = Y−

n (z)

(
1 w(z)
0 1

)
, z ∈ R.

Normalization: Yn(z) =
(
I + O(z−1)

)(zn 0
0 z−n

)
as z →∞.

This problem has a unique solution that is given by [53]

Yn(z) =

(
πn(z;w) CΣ[πnw](z)

−2πiγ2n−1 πn−1(z;w) −2πiγ2n−1 CΣ[πn−1w](z)

)
, (3.3)

where γn is a normalization constant defined in Section 2.2.1. The recurrence coefficients
are recovered from the first-order expansion Yn(z) = (I + z−1Y

(1)
n + O(z−2)) diag(zn, z−n)

by [53]

ǎn(w) =
(
Y(1)

n

)
11
−
(
Y

(1)
n+1

)
11
, b̌n(w) =

√(
Y

(1)
n+1

)
12

(
Y

(1)
n+1

)
21
. (3.4)

Then, Riemann–Hilbert Problem 3.2.1 can be modified for orthogonal polynomials de-
fined on a bounded set Σ ⊂ R by including asymptotic conditions at the boundary of Σ [100].
We specifically consider orthogonal polynomials corresponding to a Chebyshev-like weight
function

w(x) =

g+1∑

j=1

1[aj ,bj ](x)hj(x)
(√

x− aj
)αj
(√

bj − x
)βj , αj, βj ∈ {−1, 1}, (3.5)

where each hj is positive on [aj, bj] and analytic in a neighborhood Ωj of [aj, bj]. Here, αj, βj
determine which Chebyshev weight function variant w behaves like on [aj, bj]. Note that the
Akhiezer weight function (2.26) is a special case of (3.5). The Riemann–Hilbert problem for
weight functions of the form (3.5) is given by

Riemann–Hilbert Problem 3.2.2 (Fokas–Its–Kitaev). Find a 2×2 matrix-valued function
Yn(z) with the following properties:
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Analyticity: Yn(z) is analytic for z ∈ C \ Σ, admitting continuous boundary values
on the interior of Σ.

Jump condition: Y+
n (z) = Y−

n (z)

(
1 w(z)
0 1

)
, z ∈ Σ.

Normalization: Yn(z) =
(
I + O(z−1)

)(zn 0
0 z−n

)
as z →∞.

Endpoint behavior: For each j = 1, . . . , g + 1, entry-wise,

Yn(z) = O

(
1 1 + |z − aj|αj/2

1 1 + |z − aj|αj/2

)
, z → aj,

Yn(z) = O

(
1 1 + |z − bj|βj/2

1 1 + |z − bj|βj/2

)
, z → bj.

The unique solution is still given by (3.3), and the recurrence coefficients can still be
recovered via (3.4). An important feature of this formulation is that the degree of the poly-
nomial enters the RHP only as a parameter. In Chapter 4, we will develop a numerical
method to solve Riemann–Hilbert Problem 3.2.2. Since the computational cost of this nu-
merical method does not grow as n increases, this will enable us to compute n pairs of
recurrence coefficients in O(n) arithmetic operations.

3.2.2 A KdV soliton gas RHP

In [78], the authors derive a Riemann–Hilbert problem describing certain soliton gasses in
the context of the KdV equation (1.3). Here, we present only the RHP to demonstrate its
strikingly similar structure to Riemann–Hilbert Problem 3.2.2; we will present the full details
in Chapter 7.

Let Σ+ =
⋃g

j=1[aj, bj] and Σ− =
⋃g

j=1[−bj,−aj] be symmetric unions of real disjoint
intervals, both oriented in the increasing direction. These intervals correspond to the spectral
parameter of the solitons that accumulate into the gas. We consider a reflection coefficient
of the form

r(z) =

g∑

j=1

1[aj ,bj ](z)fj(z)
(√

z − aj
)αj
(√

bj − z
)βj , z ∈ Σ+, αj, βj ∈ {−1, 1},

where each fj is positive on [aj, bj] and analytic in a neighborhood of [aj, bj], extended to
Σ− by r(−z) = r(z). This function describes how the solitons accumulate. Essentially, r
has the same structure and role as the Chebyshev-like class of weight functions (3.5). The
behavior of the soliton gas is captured by the following (rotated) RHP:
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Riemann–Hilbert Problem 3.2.3 (Pure KdV soliton gas). Find a 1×2 row-vector-valued
function Y : C \ (Σ+ ∪ Σ−)→ C1×2 with the following properties:

Analyticity: Y(z) is analytic for z ∈ C \ (Σ+ ∪Σ−), admitting continuous boundary
values on the interior of Σ+ ∪ Σ−.

Jump conditions:

Y+(z) = Y−(z)

(
1 0

−ir(z)e−2xz+8tz3 1

)
, z ∈ Σ+, (3.6)

Y+(z) = Y−(z)

(
1 ir(z)e2xz−8tz3

0 1

)
, z ∈ Σ−. (3.7)

Normalization: Y(z) =
(
1 1

)
+ O(z−1) as z →∞.

Endpoint behavior: For each j = 1, . . . , g, entry-wise,

Y(z) = O
(
|z − aj|αj/2 1

)
, z → aj,

Y(z) = O
(
|z − bj|βj/2 1

)
, z → bj,

with the columns reversed at the endpoints of Σ−.

Symmetry: Y(−z) = Y(z)σ1.

This problem has a unique solution [78]. The KdV solution can be recovered by

u(x, t) = lim
z→∞

2z2
(
y1(z)y2(z)− 1

)
,

where y1, y2 are the components of Y.

3.3 Numerical methods

Now, we turn our attention to solving Riemann–Hilbert Problem 3.2.2 and Riemann–Hilbert
Problem 3.2.3 numerically. Currently, these problems are not directly amenable to numerical
methods in some or all regimes. The FIK RHP features singularities at infinity, and the jump
conditions of the soliton gas RHP grow exponentially outside of a quiescent region in the
(x, t)-plane.

Following the Deift–Zhou method of nonlinear steepest descent [55], we transform these
problems into one that can be solved numerically through the following procedure:

• Step 1: Lens the Riemann–Hilbert problem, factoring and moving jump conditions to
regions where we will induce exponential decay.
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• Step 2: Determine and apply a g-function to either remove singularities at infinity or
exponential growth from the bands.

• Step 3: Determine and apply an auxiliary function to remove the jump conditions on
the gaps induced by the g-function, and “solve” the resulting problem.

This procedure is performed in full for orthogonal polynomials with support on a single
interval in [99,100] and for multiple intervals in [58,165]. It is applied for soliton gasses with
reflection coefficients supported on one pair of intervals in [78, 79], but has not previously
been extended to the higher-genus case. The novelty of our approach lies in how Step 3 is
applied and the fact that “solve” means constructing a reliable numerical approximation,
not an asymptotic approximation.

Once this procedure has been applied, the deformed RHPs have jump conditions on the
unions of circles and intervals. To solve these numerically, we develop methods to solve
smaller and simpler problems that we then combine into a block linear system. In general,
we follow the numerical prescription of [118], using Cauchy transforms to cast RHPs as
singular integral equations.

3.3.1 Numerically solving scalar Riemann–Hilbert problems on a circle

As a first step, we numerically solve a Riemann–Hilbert problem with a jump condition
occurring only on the unit circle. Letting U denote the unit circle in the complex plane
oriented counterclockwise, consider the problem of finding a function Φ : C \ U → C that
satisfies

Φ is analytic in C \ U,
Φ+(z) = Φ−(z)f(z), z ∈ U,

lim
z→∞

Φ(z) = 1.

(3.8)

To find a numerical solution, we make the ansatz

Φ(z) = 1 + CUu(z),

for some unknown function u; see [159, Section 2.5] for a rigorous discussion of this choice.
Plugging this into the jump condition in (3.8),

C+U u(z)− f(z)C−U u(z) = f(z)− 1. (3.9)

Now, we let u be given by a Laurent series

u(z) =
∞∑

j=−∞

cjz
j.
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A simple residue calculation yields that

CUu(z) =

{∑∞
j=0 cjz

j, |z| < 1,

−∑−1
j=−∞ cjz

j, |z| > 1.
(3.10)

To form a numerical solution, we truncate our Laurent series so that its terms range from
−N to N and consider 2N + 1 collocation points z0, . . . , z2N evenly distributed on U 2. We
then determine coefficients c−N , . . . , cN such that (3.9) is satisfied at all collocation points:

N∑

j=0

cjz
j
k + f(zk)

−1∑

j=−N

cjz
j
k = f(zk)− 1, (3.11)

for k = 0, . . . , 2N . To solve for the coefficients, we write (3.11) as a linear system and solve
for c−N , . . . , cN . We then use (3.10) to evaluate our numerical solution Φ(z) at any z ∈ C\U.
One can of course generalize this to numerically solve a scalar Riemann–Hilbert problem on
any circle by scaling and shifting appropriately [118].

3.3.2 Numerically solving scalar Riemann–Hilbert problems on an interval

Now, we numerically solve the Riemann–Hilbert problem of finding a function Φ : C \ I→ C
that satisfies

Φ is analytic in C \ I,
Φ+(z) = Φ−(z)f(z), z ∈ I,
lim
z→∞

Φ(z) = 1,

where I = [−1, 1]. We again make the ansatz

Φ(z) = 1 + CIu(z),

but need a different approach to determine u. As with most numerical analysis problems on
the unit interval, we cannot safely use a monomial basis and equally-spaced points as in the
problem on the unit circle. Instead, we need to use an orthogonal polynomial basis, meaning
that we will need to use the Cauchy integrals of orthogonal polynomials when enforcing our
jump condition of the form (3.9) but on I. We choose N + 1 collocation points to be more
concentrated near the endpoints as the roots of Chebyshev-T , i.e., we set

zk = cos

(
(2k + 1)π

2(N + 1)

)
, k = 0, . . . , N.

2For instance, given by zk = e2πik/(2N+1).
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If we use an orthogonal polynomial basis p0, . . . , pN with associated weight function w, then
we find coefficients d0, . . . , dN such that the jump condition holds at all collocation points:

N∑

j=0

djC+I [pjw](zk)− f(zk)
N∑

j=0

djC−I [pjw](zk) = f(zk)− 1,

for k = 0, . . . , N . This is a linear system and can (potentially) be solved for d0, . . . , dN
by computing C+I [pjw](zk), C−I [pjw](zk) as described in accordance with Theorem 2.5.1 if we
choose to use a Chebyshev basis for pj, j = 0, . . . , N . Of course, this problem can be shifted
and scaled to an arbitrary interval [a, b] [118].

While solving this linear system appears straightforward, a potential difficulty arises
in choosing the orthogonal polynomial basis used to build the numerical solution. If the
correct basis is not chosen, the method will not converge. The Cauchy integrals of different
orthogonal polynomial bases have different asymptotic behavior near the endpoints z → ±1,
and therefore different choices of bases will produce functions that behave very differently. If
one wishes to pose a Riemann–Hilbert problem with a unique solution, additional asymptotic
conditions must be prescribed at the endpoints. Then, the correct orthogonal polynomial
basis associated with that asymptotic condition must be selected.

3.3.3 Combining methods for multiple contours and matrix problems

Consider solving a Riemann–Hilbert problem on the contour Γ = Γ1 ∪ Γ2 where Γ1,Γ2 are
disjoint contours: Find a function Φ : C \ Γ→ C that satisfies

Φ is analytic in C \ Γ,

Φ+(z) = Φ−(z)f1(z), z ∈ Γ1,

Φ+(z) = Φ−(z)f2(z), z ∈ Γ2,

lim
z→∞

Φ(z) = 1.

Define the projection operator Pj by

Pju(z) =

{
u(z) z ∈ Γj,

0 otherwise.

The ansatz becomes
Φ(z) = 1 + CΓu1(z) + CΓu2(z),

where uj = Pju for some unknown u. Noting that CΓ = CΓ1 + CΓ2 , the jump condition
becomes

PjC+Γj
uj + PjC+Γk

uk − fj(PjC−Γj
uj + PjC−Γk

uk) = fj − 1,
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for j, k ∈ {1, 2}, j ̸= k. This gives the block system

(
P1C+Γ1

− f1P1C−Γ1
P1CΓ2 − f1P1CΓ2

P2CΓ1 − f2P2CΓ1 P2C+Γ2
− f2P2C−Γ2

)(
u1
u2

)
=

(
f1 − 1
f2 − 1

)
, (3.12)

where PjC+Γk
= PjC−Γk

= PjCΓk
when j ̸= k. We expand u1, u2 in the usual way3 and choose

collocation points for each on Γ1 and Γ2, respectively. Then, we enforce the jump conditions
at the collocation points as a block linear system via the matrix structure (3.12) and solve
for the basis coefficients for both u1 and u2. A block system can be formulated analogously
when Γ is composed of an arbitrary number of disjoint contours. In this case, the (j, k)th
entry in the block matrix is given by PjC+Γk

− fjPjC−Γk
.

We can extend these methods to a matrix Riemann–Hilbert problem for Φ : C\Γ→ C2×2

Φ is analytic in C \ Γ,

Φ+(z) = Φ−(z)F(z), z ∈ Γ,

lim
z→∞

Φ(z) = I.

If one considers the ansatz
Φ(z) = I + CΓU(z), (3.13)

where U is now matrix-valued and the Cauchy operator is taken element-wise, we find a
system of the form

(
C+Γ − F11C−Γ −F21C−Γ
−F12C−Γ C+Γ − F22C−Γ

)(
U11 U21

U12 U22

)
= FT − I.

We solve this using our methods for scalar problems by forming a block system. Solving a
matrix problem on multiple domains will require forming a block system of block systems
[118]. The equations for U11,U12 and U21,U22 decouple, so U can be solved for row-wise.

3.3.4 Determining bases

As mentioned in Section 3.3.2, it is very important to choose a basis with the appropriate
endpoint behavior. To illustrate this, consider a singular integral equation of the form

C+Γ U(z)− C−Γ U(z)J(z) = J(z)− I, z ∈ Γ,

3They are expanded using either a Laurent series or an appropriate orthogonal polynomial basis depend-
ing on if Γ1,Γ2 are intervals or circles.
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where Γ = Γ1 ∪ Γ2 are disjoint, Γ1 = [−1, 1], oriented from z = −1 to z = 1, and

J|Γ1(z) =

(
0 ih(z)

i/h(z) 0

)
, h(z) =

√
1− z2.

This has the same off-diagonal

(
0 ∗
∗ 0

)
structure as the jump matrix F 2

j (z) in the deformed

Riemann–Hilbert Problem 4.2.5 below on each interval [aj, bj]; the weight function wj(z)
plays the role of h(z) and carries the same square-root endpoint singularities. We build a
local solution near z = 1 to determine the singularity structure that U must inherit. The
same local analysis applies to the soliton gas RHP in Chapter 7 in the unmodulated region.
In the quiescent region, the RHP has simpler triangular jump matrices and local solutions
can be found directly by Cauchy integrals.

Consider ℓ(z) = (z−1)1/4(z+ 1)1/4, where we use the principal branch cut along (−∞, 0]
for the quarter root function. It follows that ℓ+(z)ℓ−(z) = h(z) for z ∈ [−1, 1]. Define

L(z) = ℓ(z)−σ3 .

We compute, in a neighborhood of z = 1,

L−(z)J|Γ1(z)L+(z)−1 =

(
0 i h(z)

ℓ+(z)ℓ−(z)

i ℓ
+(z)ℓ−(z)

h(z)
0

)
=

(
0 i
i 0

)
.

Then, we factorize

(
0 i
i 0

)
= Q a−(z)−σ3a+(z)σ3Q−1, Q =

1√
2

(
1 −1
1 1

)
, a(z) =

(
z − 1

z + 1

)1/4

,

giving

a−(z)σ3Q−1L−(z)J|Γ1(z)L+(z)−1Q a+(z)−σ3 = I.

All of this is to say that

Ψ(z) = a(z)σ3Q−1L(z) =
1√
2

(
1√
z+1

√
z − 1

− 1√
z−1

√
z + 1

)

is a local solution to the RHP near z = 1, where the square roots denote the principal branch
cut along (−∞, 0]. Then define, for ϵ small,

Ŷ(z) =

{
Y(z) |z − 1| > ϵ,

Y(z)Ψ(z)−1 |z − 1| < ϵ,
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which is an analytic matrix-valued function near z = 1 (using the requisite endpoint con-

ditions). We find the representation Y(z) = Ŷ(z)Ψ(z) for z near z = 1. To back out the
behavior of U, we use Lemma 3.1.1,

U(z) = Y+(z)−Y−(z) = Ŷ(z)
(
Ψ+(z)−Ψ−(z)

)

= Ŷ(z)

(
0

√
2(z − 1)

−
√

2/(z − 1) 0

)
, |z − 1| < ϵ.

A similar analysis near z = −1, and patching the two together, gives

U|Γ1(z) = A(z)

(
0

√
1− z2

1√
1−z2

0

)
,

where A(z) is an analytic matrix-valued function that can therefore be approximated well
with polynomials of low degree. This local analysis motivates the basis choices in the sub-
section below: the first column of U behaves like 1/

√
1− z2 and should be expanded using

the Chebyshev-T weight, while the second column behaves like
√

1− z2 and should use
the Chebyshev-U weight. The same logic applies column-by-column when h(z) has mixed
endpoint types, leading to the V - and W -type bases.
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Chapter 4

COMPUTING ORTHOGONAL POLYNOMIALS ON
HIGHER-GENUS DOMAINS
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Figure 4.1: A weight function of the form (3.5) with support on [−3.2,−2.2]∪[0.1, 1.1]∪[2, 3]∪
[3.5, 4] with α1 = β1 = −1 (Chebyshev-T ), α2 = β2 = 1 (Chebyshev-U), α3 = 1, β3 = −1
(Chebyshev-V ), α4 = −1, β4 = 1 (Chebyshev-W ).

4.1 Introduction

This chapter is based on [18]. An associated software package and code used to generate the
plots in this chapter can be found at [13].

In this chapter, we develop and apply a numerical Riemann–Hilbert approach to solve
Riemann–Hilbert Problem 3.2.2 and compute the recurrence coefficients for orthogonal poly-
nomials corresponding to weight functions of the form (3.5). Such orthogonal polynomials
have both analytical and computational applications [11, 49, 77, 132]. For example, such
orthogonal polynomials produce a new class of iterative solvers [68, 132], improve matrix
spectrum approximation when bounds on the eigenvalues are known a priori [45], and de-
scribe the numerical evolution of a Toda lattice [54]. Analytical formulae are not known for
most of the cases we consider. The method remains accurate as the degree of the polynomial
under consideration grows, and it bypasses the need to compute theta functions. We include
a plot of a weight function of this form in Figure 4.1. In most cases, it will suffice to consider
hj(x) = 1 for all j, and recent work [84] has demonstrated that recurrence coefficients corre-
sponding to a different choice of hj can be obtained from those corresponding to hj(x) = 1.
In principle, our weight function (3.5) could be generalized to a Jacobi-like weight by allowing
for any αj, βj > −2; however this would complicate our numerics significantly, as it would
result in a Riemann–Hilbert problem defined on self-intersecting contours. Furthermore, the
asymptotics are different if αj, βj are not integers, with error terms behaving polynomially
rather than exponentially [100]. Thus, while our method could, in principle, be extended
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to an O(N) method for Jacobi-like weights, this method would likely have a much larger
leading constant than the method that we consider.

We follow the notation of Chapter 2 for orthogonal polynomials and Cauchy integrals
throughout this chapter. Section 4.2 carries out the Deift–Zhou steepest-descent deforma-
tions of the FIK problem, Section 4.3 recovers recurrence coefficients from the deformed
problem, and Section 4.4 discusses simplifications for special weight functions. Section 4.5
develops the numerical implementation, with the shared Cauchy-integral collocation frame-
work described in Chapter 3, Section 3.3. Our method computes the first 51 recurrence
coefficients for a Chebyshev-T -like weight (αj = βj = −1) on the domain [−1.8,−1] ∪ [2, 3]
to machine precision in 0.47 seconds1. A further timing comparison with an optimized O(N2)
method [81] can be found in Section 4.7.2. In Section 4.7, we demonstrate the numerical
accuracy of our method and apply our method to evolving a Toda lattice and approximating
1/x on a disconnected domain. Our method could also potentially be extended to compute
the associated N -point Gauss quadrature nodes and weights for (3.5) in O(N) arithmetic
operations using techniques similar to [36, 85, 90, 150]. Many extra complexities are intro-
duced for (3.5), including the possibility of orthogonal polynomials having roots outside the
support of the weight. For this approach to have any advantage over using the individual
rules for each subinterval [aj, bj], it is likely that g will need to be large.

4.2 Transforming the Riemann–Hilbert problem

Step 1: Lensing

Consider

wj(x) = hj(x)
(√

x− aj
)αj
(√

bj − x
)βj

.

This function is analytic on Ωj \ (R \ (aj, bj)). Let Cj be a counterclockwise-oriented curve
lying in Ωj that encircles, but does not intersect [aj, bj], and denote its interior by Dj. In
the end, our numerical method will take Cj to be a circle, imposing additional restrictions
on Ωj. We include examples of these regions in Figure 4.2. Define the transformation

Zn(z) =





Yn(z)

(
1 0

−1/wj(z) 1

)
z ∈ Dj ∩ C+,

Yn(z)

(
1 0

1/wj(z) 1

)
z ∈ Dj ∩ C−,

Yn(z) otherwise,

1All computations in this chapter are performed on a Lenovo laptop running Ubuntu version 20.04 with
8 cores and 16 GB of RAM with an Intel® Core™ i7-11800H processor running at 2.30 GHz.
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D1

C1

Ω1

D2

C2

Ω2

D3

C3

Ω3

a1 b1 a2 b2 a3 b3

Figure 4.2: Sample regions Ωj and Dj and curves Cj for a three interval case.

for j = 1, . . . , g + 1. It follows that for z ∈ Cj ∩ C+,

Z+
n (z) = Z−

n (z)

(
1 0

−1/wj(z) 1

)
,

and for z ∈ Cj ∩ C−,

Z+
n (z) = Z−

n (z)

(
1 0

1/wj(z) 1

)
.

For z ∈ (aj, bj),

Z+
n (z) = Y+

n (z)

(
1 0

−1/wj(z) 1

)
= Y−

n (z)

(
1 wj(z)
0 1

)(
1 0

−1/wj(z) 1

)

= Z−
n (z)

(
1 0

−1/wj(z) 1

)(
1 wj(z)
0 1

)(
1 0

−1/wj(z) 1

)
= Z−

n (z)

(
0 wj(z)

−1/wj(z) 0

)
.

Now, we compute the jump condition on Dj ∩ (R \ (aj, bj)). For x > bj or x < aj, w
+
j (x) =

−w−
j (x) where now the + denotes a limit from the upper half plane, and − denotes a limit

from the lower. Then,

Z+
n (z) = Y+

n (z)

(
1 0

−1/w+
j (z) 1

)
= Y−

n (z)

(
1 0

−1/w+
j (z) 1

)

= Z−
n (z)

(
1 0

−1/w+
j (z) 1

)(
1 0

−1/w−
j (z) 1

)

= Z−
n (z)

(
1 0

−
(

1
w+

j (z)
+ 1

w−
j (z)

)
1

)
= Z−

n (z).
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We find that there is no additional jump condition induced between [aj, bj] and Cj. This is
a special situation in which no local parametrices are required to compute the asymptotics
of the polynomials. The asymptotic behavior at the endpoints is multiplied by ±1/wj(z) in
this transformation, and the lensed Riemann–Hilbert problem is as follows.

Riemann–Hilbert Problem 4.2.1 (Lensed FIK). Find a 2 × 2 matrix-valued function
Zn(z) with the following properties:

Analyticity: Zn(z) is analytic for z ∈ C \
(⋃g+1

j=1 Cj ∪ [aj, bj]
)
, admitting continuous

boundary values on each contour.

Jump conditions: The boundary values Z+
n (z) (resp. Z−

n (z)) from the interior (resp.
exterior) of Cj on the circular arcs and from above (resp. below) on the real intervals
are related via

Z+
n (z) = Z−

n (z)

(
1 0

−1/wj(z) 1

)
, z ∈ Cj ∩ C+,

Z+
n (z) = Z−

n (z)

(
1 0

1/wj(z) 1

)
, z ∈ Cj ∩ C−,

Z+
n (z) = Z−

n (z)

(
0 wj(z)

−1/wj(z) 0

)
, z ∈ (aj, bj), j = 1, . . . , g + 1.

Normalization: Zn(z) = (I + O(z−1))

(
zn 0
0 z−n

)
as z →∞.

Asymptotic condition (endpoints): For each j = 1, . . . , g + 1, taken entry-wise,

Zn(z) = O

(
1 + |z − aj|−αj/2 1 + |z − aj|αj/2

1 + |z − aj|−αj/2 1 + |z − aj|αj/2

)
, z → aj,

Zn(z) = O

(
1 + |z − bj|−βj/2 1 + |z − bj|βj/2

1 + |z − bj|−βj/2 1 + |z − bj|βj/2

)
, z → bj.

Step 2: The differential g′Σ

To remove the growth/decay at infinity, we seek a function gΣ that satisfies the following:

• g′Σ(z) = z−1 + O(z−2) as z →∞.

• g′+Σ (z), g′−Σ (z) are purely imaginary on [aj, bj] for j = 1, . . . , g + 1.

•
∫ aj+1

bj
g′Σ(z)dz = 0 for j = 1, . . . , g.
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It is worth noting that this construction first appeared in [164], predating the modern notion
of g-functions [56]. We define

g′Σ(z) =
Qg(z)

R(z)
, where R(z)2 =

g+1∏

j=1

(z − aj)(z − bj),

such that R(z) ∼ zg+1 as z → ∞. A genus-g hyperelliptic Riemann surface is given by
{(z, w) ∈ C2 : w2 = R(z)2} . Here, Qg is a monic polynomial of degree g

Qg(z) = zg +

g−1∑

k=0

hkz
k,

whose coefficients hk are determined by the linear system

∫ aj+1

bj

g−1∑

k=0

hk
zk

R(z)
dz = −

∫ aj+1

bj

zg

R(z)
dz, (4.1)

for j = 1, . . . , g.

Lemma 4.2.2. The g × g matrix G defined by

G =
(∫ aj+1

bj

sk−1

R(s)
ds
)
1≤j,k≤g

,

is invertible.

The proof is adapted from that of [135, Lemma 2].

Proof. Any vector in the nullspace of G corresponds to a polynomial qg−1 of degree at most
g − 1 such that ∫ aj+1

bj

qg−1(s)

R(s)
ds = 0,

for j = 1, . . . , g. For s ∈ (bj, aj+1), the function R(s) is real valued and sign definite. Thus,
qg−1 has at least one zero in each gap (bj, aj+1) for j = 1, . . . , g. Because qg−1 has g zeroes,
it is identically zero, so the nullspace of G consists of only the zero vector.

Then, we define gΣ by normalizing at the leftmost endpoint. If some function satisfies
ψ′ = g′Σ, then we let

gΣ(z) = ψ(z)− ψ(a1).

We also define

∆j = g+Σ(z)− g−Σ(z) = 2

j∑

k=1

∫ bk

ak

(g′Σ)+(z)dz ∈ iR, (4.2)
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for z ∈ (bj, aj+1), j = 1, . . . , g, where this value is independent of z. We have that

g+Σ(z) + g−Σ(z) = 0,

for z ∈ (aj, bj). Now, we consider the transformation

Sn(z) = cnσ3Zn(z)e−ngΣ(z)σ3 , c = lim
z→∞

egΣ(z)

z
,

i.e., gΣ has asymptotic expansion

gΣ(z) = log cz +
(gΣ)1
z

+ . . . , (4.3)

as z → ∞. This asymptotic form follows from the asymptotic expansion of g′Σ at infinity.
By construction, Sn(z) = I + O(z−1) as z → ∞. Now, the jump condition for z ∈ Cj ∩ C+

is given by

S+
n (z) = S−

n (z)engΣ(z)σ3

(
1 0

−1/wj(z) 1

)
e−ngΣ(z)σ3 = S−

n (z)

(
1 0

−e−2ngΣ(z)/wj(z) 1

)
,

and similarly, the jump condition for z ∈ Cj ∩ C− is given by

S+
n (z) = S−

n (z)

(
1 0

e−2ngΣ(z)/wj(z) 1

)
.

For z ∈ (aj, bj), the jump condition is unchanged:

S+
n (z) = S−

n (z)eng
−
Σ (z)σ3

(
0 wj(z)

−1/wj(z) 0

)
e−ng+Σ(z)σ3

= S−
n (z)

(
0 en(g

+
Σ(z)+g−Σ (z))wj(z)

−e−n(g+Σ(z)+g−Σ (z))/wj(z) 0

)
= S−

n (z)

(
0 wj(z)

−1/wj(z) 0

)
.

For z ∈ (bj, aj+1), the jump condition is given by

S+
n (z) = S−

n (z)eng
−
Σ (z)σ3e−ng+Σ(z)σ3

= S−
n (z)

(
e−n(g+Σ(z)−g−Σ (z)) 0

0 en(g
+
Σ(z)−g−Σ (z))

)
= S−

n (z)

(
e−n∆j 0

0 en∆j

)
.

The asymptotic conditions at the endpoints remain unchanged since |gΣ| is bounded in the
neighborhood of the contours. We have arrived at the following normalized Riemann–Hilbert
problem.
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Riemann–Hilbert Problem 4.2.3 (Normalized FIK). Find a 2×2 matrix-valued function
Sn(z) with the following properties:

Analyticity: Sn(z) is analytic for z ∈ C\
(

[a1, bg+1] ∪
⋃g+1

j=1 Cj

)
, admitting continuous

boundary values on each contour.

Jump conditions: The boundary values S+
n (z) (resp. S−

n (z)) from the interior (resp.
exterior) of Cj on the circular arcs and from above (resp. below) on the real intervals
are related via

S+
n (z) = S−

n (z)

(
1 0

− e−2ngΣ(z)

wj(z)
1

)
, z ∈ Cj ∩ C+,

S+
n (z) = S−

n (z)

(
1 0

e−2ngΣ(z)

wj(z)
1

)
, z ∈ Cj ∩ C−,

S+
n (z) = S−

n (z)

(
0 wj(z)

− 1
wj(z)

0

)
, z ∈ (aj, bj),

S+
n (z) = S−

n (z)

(
e−n∆j 0

0 en∆j

)
, z ∈ (bj, aj+1), j = 1, . . . , g.

Normalization: Sn(z) = I + O(z−1) as z →∞.

Asymptotic condition (endpoints): For each j = 1, . . . , g + 1, taken entry-wise,

Sn(z) = O

(
1 + |z − aj|−αj/2 1 + |z − aj|αj/2

1 + |z − aj|−αj/2 1 + |z − aj|αj/2

)
, z → aj,

Sn(z) = O

(
1 + |z − bj|−βj/2 1 + |z − bj|βj/2

1 + |z − bj|−βj/2 1 + |z − bj|βj/2

)
, z → bj.

Note that Re gΣ(z) > 0 for z ∈ Cj (see [58, Appendix B], for example) so the jump
condition on Cj tends exponentially to the identity as n→∞.

Step 3: Removing the jump conditions on the gaps

Since the normalized Riemann–Hilbert problem 4.2.3 contains jump conditions on the gaps
between intervals, the jump matrix is discontinuous. In order to appropriately solve this
problem numerically, we must further transform it. We do this by devising an auxiliary
function to remove the jump conditions on the gaps between intervals. Consider a function
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hn defined as

hn(z) = R(z)

(
g+1∑

j=1

1

2πi

∫ bj

aj

Aj(n)

R+(s)(s− z)
ds+

g∑

ℓ=1

1

2πi

∫ aℓ+1

bℓ

log(en∆ℓ)

R(s)(s− z)
ds

)

= R(z)

(
g+1∑

j=1

Aj(n)C[aj ,bj ]
[

1

R+

]
(z) +

g∑

ℓ=1

log(en∆ℓ)C[bℓ,aℓ+1]

[
1

R

]
(z)

)
, (4.4)

where A1(n), . . . , Ag+1(n) are undetermined constants. Recall that on the gaps (bj, aj+1), R
is analytic. Since R(z) ∼ zg+1 as z →∞, we can use the asymptotics of Cauchy integrals to
obtain conditions on A1(n), . . . , Ag+1(n) such that hn(z) ∼ z−1 as z →∞. We need to solve

g+1∑

j=1

Aj(n)

∫ bj

aj

sk−1

R+(s)
ds = −

g∑

ℓ=1

log(en∆ℓ)

∫ aℓ+1

bℓ

sk−1

R(s)
ds, (4.5)

for k = 1, . . . , g + 1 for constants A1(n), . . . , Ag+1(n). This forms a (g + 1) × (g + 1) linear
system. Note that A1(n), . . . , Ag+1(n) ∈ R are bounded above and below due to the fact
that ∆j is purely imaginary, and the coefficient matrix does not depend on n. Furthermore,
this coefficient matrix is always invertible.

Lemma 4.2.4. The (g + 1)× (g + 1) matrix H defined by

H =
(∫ bj

aj

sk−1

R+(s)
ds
)
1≤k,j≤g+1

,

is invertible.

Proof. Noting that for s ∈ (aj, bj), the function R+(s) is purely imaginary with sign-definite
imaginary part, the result follows from the argument of Lemma 4.2.2 applied to H∗.

By construction, we have that

{
h+n (z) + h−n (z) = Aj(n) z ∈ (aj, bj),

h+n (z)− h−n (z) = log(en∆j) z ∈ (bj, aj+1).

Now, consider the transformation

S̃n(z) = Sn(z)eσ3hn(z).

Noting that if S+
n (z) = S−

n (z)K(z) on a contour, then

S̃+
n (z) = S̃−

n (z)e−σ3h
−
n (z)K(z)eσ3h

+
n (z),
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we find that for z ∈ (bj, aj+1),

S̃+
n (z) = S̃−

n (z)

(
e−h−n (z) 0

0 eh
−
n (z)

)(
e−n∆j 0

0 en∆j

)(
eh

+
n (z) 0

0 e−h+n (z)

)
= S̃−

n (z),

meaning that the jump condition on the gaps has been eliminated. Applying our transfor-
mation to the remaining jump conditions, we use the fact that the asymptotic conditions at
the endpoints are unaffected since |hn| is bounded by [1, Lemma 7.2.2]. We arrive at the
following new Riemann–Hilbert problem, which we will solve numerically.

Riemann–Hilbert Problem 4.2.5 (Deformed FIK). Find a 2× 2 matrix-valued function
S̃n(z) with the following properties:

Analyticity: S̃n(z) is analytic for z ∈ C \
(⋃g+1

j=1[aj, bj] ∪
⋃g+1

j=1 Cj

)
, admitting con-

tinuous boundary values on each contour.

Jump conditions: The boundary values S̃+
n (z) (resp. S̃−

n (z)) from the interior (resp.
exterior) of Cj on the circular arcs and from above (resp. below) on the real intervals
are related via

S̃+
n (z) = S̃−

n (z)

(
1 0

− 1
wj(z)

e2hn(z)−2ngΣ(z) 1

)
, z ∈ Cj ∩ C+,

S̃+
n (z) = S̃−

n (z)

(
1 0

1
wj(z)

e2hn(z)−2ngΣ(z) 1

)
, z ∈ Cj ∩ C−,

S̃+
n (z) = S̃−

n (z)

(
0 wj(z)e−Aj(n)

− 1
wj(z)

eAj(n) 0

)
, z ∈ (aj, bj), j = 1, . . . , g + 1.

Normalization: S̃n(z) = I + O(z−1) as z →∞.

Asymptotic condition (endpoints): For each j = 1, . . . , g + 1, taken entry-wise,

S̃n(z) = O

(
1 + |z − aj|−αj/2 1 + |z − aj|αj/2

1 + |z − aj|−αj/2 1 + |z − aj|αj/2

)
, z → aj,

S̃n(z) = O

(
1 + |z − bj|−βj/2 1 + |z − bj|βj/2

1 + |z − bj|−βj/2 1 + |z − bj|βj/2

)
, z → bj.
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a1 b1 a2 b2 a3 b3F 2
1 (z)

F 1
1 (z)

F 3
1 (z)

F 2
2 (z)

F 1
2 (z)

F 3
2 (z)

F 2
3 (z)

F 1
3 (z)

F 3
3 (z)

Figure 4.3: Jump conditions in a three interval case. F k
j (z) are as defined in (4.6).

As shorthand, we define

F 1
j (z) =

(
1 0

− 1
wj(z)

e2hn(z)−2ngΣ(z) 1

)
, F 2

j (z) =

(
0 wj(z)e−Aj(n)

− 1
wj(z)

eAj(n) 0

)
,

F 3
j (z) =

(
1 0

1
wj(z)

e2hn(z)−2ngΣ(z) 1

)
.

(4.6)

We include example plots of the curves and jump conditions in this problem in Figure 4.3.

4.3 Recurrence coefficients

Recurrence coefficients for the orthogonal polynomials corresponding to the weight function
(3.5) are directly related to the first-order asymptotic behavior (i.e., the residue at infinity)
of the unique solution (3.3) to the original problem 3.2.2. If

Yn(z) =
(
I + z−1Y(1)

n + O(z−2)
)(zn 0

0 z−n

)
,

as z →∞, then the recurrence coefficients are given by

ǎn =
(
Y(1)

n

)
11
−
(
Y

(1)
n+1

)
11
,

b̌n =

√(
Y

(1)
n+1

)
12

(
Y

(1)
n+1

)
21
,
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for n = 0, 1, 2, . . . [53]. We now use this to derive equivalent formulae based on the first-order

asymptotic behavior of 4.2.5 by working backwards through the transformations. Define h
(1)
n

by

hn(z) =
h
(1)
n

z
+ O(z−2), z →∞. (4.7)

Then,

ehn(z) = 1 +
h
(1)
n

z
+ O(z−2), z →∞.

From this, if
Sn(z) = I + z−1S(1)

n + O(z−2),

S̃n(z) = I + z−1S̃(1)
n + O(z−2),

as z →∞, then

Sn(z) = S̃n(z)e−hn(z)σ3 =
(
I + z−1S̃(1)

n + O(z−2)
) (

I− z−1h(1)n σ3 + O(z−2)
)

=
(
I + z−1

(
S̃(1)
n − h(1)n σ3

)
+ O(z−2)

)
,

implying S
(1)
n = S̃

(1)
n − h

(1)
n σ3. Now, we obtain the first-order asymptotics of Zn (4.2.1) from

Sn (4.2.3). Recall that
Zn(z) = c−nσ3Sn(z)engΣ(z)σ3 .

Then, the asymptotic expansion of gΣ (4.3) gives

Zn(z) = c−nσ3
(
I + S(1)

n z−1 + O(z−2)
)
cnσ3znσ3e

nσ3((gΣ)1z−1+O(z−2)).

Expanding

enσ3((gΣ)1z−1+O(z−2)) = I + n(gΣ)1σ3z
−1 + O(z−2),

gives

Zn(z) =
(
I +

(
c−nσ3S(1)

n cnσ3 + n(gΣ)1σ3

)
z−1 + O(z−2)

)(zn 0
0 z−n

)
,

and therefore

Z(1)
n = c−nσ3S(1)

n cnσ3 + n(gΣ)1σ3 =



(
S
(1)
n

)
11

+ n(gΣ)1 c2n
(
S
(1)
n

)
12

c−2n
(
S
(1)
n

)
21

(
S
(1)
n

)
22
− n(gΣ)1


 .
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Finally, the lensing of the problem in Step 1 does not affect the asymptotic behavior at
infinity, so

Y(1)
n =



(
S̃
(1)
n

)
11
− h

(1)
n + n(gΣ)1 c2n

(
S̃
(1)
n

)
12

c−2n
(
S̃
(1)
n

)
21

(
S̃
(1)
n

)
22

+ h
(1)
n − n(gΣ)1


 ,

yielding new recurrence formulae

ǎn =
(
S̃(1)
n

)
11
−
(
S̃
(1)
n+1

)
11
− h(1)n + h

(1)
n+1 − (gΣ)1,

b̌n =

√(
S̃
(1)
n+1

)
12

(
S̃
(1)
n+1

)
21
,

(4.8)

that we will use to recover the recurrence coefficients when numerically solving the problem
4.2.5. As n → ∞, the jump conditions on Cj tend exponentially to the identity matrix, so
the FIK Riemann–Hilbert problem can be considered with just the jump conditions on the
intervals, asymptotically. While formulae for the recurrence coefficients in this asymptotic
case are known [58, Appendix B], their evaluation is made difficult due to the presence of
theta functions composed with an Abel map. Thus, a numerical method for solving this form
of the FIK Riemann–Hilbert problem not only allows for efficient evaluation of these rather
complicated formulae, but can potentially be utilized to compute theta functions. Related
to this, one could choose the functions hj so that wj(z) = wk(z) for all j, k. In this case,
individual circles around each interval [aj, bj] could be replaced with a large circle around
[a1, bg+1]. We will now demonstrate that in a specialized case, the jump condition on that
circle can be removed entirely.

4.4 Special simplifying weight functions

If the weight function (3.5) satisfies wj = w0|(aj ,bj) for some function w0 analytic on C \
(R \ Σ)—for instance the weight

w(x) ∝ 1Σ(x)

√
bg+1 − x

∏g+1
j=1

√
x− aj∏g

j=1

√
x− bj

, (4.9)

which arises naturally as the Akhiezer polynomial weight (Chapter 5)—the individual con-
tours C1, . . . , Cg+1 in 4.2.5 can be replaced by a single counterclockwise-oriented circle C
enclosing Σ. Moreover, the jump on C can be removed entirely, leaving the following sim-
plified Riemann–Hilbert problem for Tn : C \ Σ→ C2×2.

Riemann–Hilbert Problem 4.4.1 (Simplified deformed FIK). Find a 2×2 matrix-valued
function Tn(z) with the following properties:
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Analyticity: Tn(z) is analytic for z ∈ C \ Σ, admitting continuous boundary values
on Σ.

Jump conditions: The boundary values T+
n (z) (resp. T−

n (z)) from above (resp. below)
Σ are related via

T+
n (z) = T−

n (z)

(
0 w0(z)e−Aj(n)

− 1
w0(z)

eAj(n) 0

)
, z ∈ (aj, bj), j = 1, . . . , g + 1.

Normalization: Tn(z) = I + O(z−1) as z →∞.

Asymptotic condition (endpoints): For each j = 1, . . . , g + 1, taken entry-wise,

Tn(z) = O

(
1 + |z − aj|−αj/2 1 + |z − aj|αj/2

1 + |z − aj|−αj/2 1 + |z − aj|αj/2

)
, z → aj,

Tn(z) = O

(
1 + |z − bj|−βj/2 1 + |z − bj|βj/2

1 + |z − bj|−βj/2 1 + |z − bj|βj/2

)
, z → bj.

This problem is solved numerically by the same collocation method described in Sec-
tion 4.5. Given its solution, the recurrence coefficients are recovered by

ǎn =
(
T(1)

n

)
11
−
(
T

(1)
n+1

)
11
− h(1)n + h

(1)
n+1 − (gΣ)1,

b̌n =

√(
T

(1)
n+1

)
12

(
T

(1)
n+1

)
21
,

and the Cauchy integrals by

CΣ [pnw] (z) =

(
n−1∏

j=0

1

b̌jc

)
(Tn(z))12 ehn(z)−ngΣ(z).

To see why the jump on C can be discarded, consider a function Φ solving the Riemann–
Hilbert problem

Φ+(z) = Φ−(z)J(z), z ∈ C,
Φ(z) = I + Φ1z

−1 + O(z−2), z →∞,
where J(z) is analytic exterior to C with

J(z) = I +

(
0 0
j1 0

)
z−1 +

(
0 0

O(z−2) 0

)
, z →∞,
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and which may satisfy additional jump conditions inside C (with interior D). Define

Ψ(z) =

{
Φ(z), z ∈ D,
Φ(z)J(z), z ∈ C \D.

Then Ψ satisfies the same interior jumps as Φ, the jump on C becomes trivial, and

Ψ(z) = I +

(
Φ1 +

(
0 0
j1 0

))
z−1 + O(z−2), z →∞.

Applying this to S̃n with J the consolidated jump on C, the jump is removable whenever
j1 = 0. For weights of the form (4.9), w0(z) = O(z) as z →∞, so

1

w0(z)
e2hn(z)−2ngΣ(z) = O(z−1−2n), z →∞,

giving j1 = 0 for all n > 0. For the Akhiezer weight (Chapter 5), w0(z) = O(z−1), so the full
problem 4.2.5 is needed only for n = 0; the simplified problem 4.4.1 applies for all n ≥ 1.

4.5 Numerical implementation

4.5.1 Numerically computing gΣ

To determine gΣ, we first obtain the coefficients of Qg(z) via solving the linear system (4.1)
by numerically computing the relevant integrals via a Chebyshev-T -based quadrature rule2.
Motivated by [159, Section 5.5], we use Lemma 3.1.1 to rewrite g′Σ as a Cauchy integral. We
have that R+(z) = −R−(z) for z ∈ (aj, bj), and Qg is of lower degree than R, so g′Σ solves
the scalar Riemann–Hilbert problem

(g′Σ)+(z) = (g′Σ)−(z) + 2
Qg(z)

R+(z)
, z ∈

g+1⋃

j=1

(aj, bj),

g′Σ(z) = 0, z →∞.

Thus, by Lemma 3.1.1,

g′Σ(z) =

g+1∑

j=1

2C[aj ,bj ]
[
Qg

R+

]
(z).

2We can easily do this by getting the first Chebyshev coefficient of zj
√
z − ak

√
bk − z/R(z) in a mapped

Chebyshev-T series via the discrete cosine transform.
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Of course, this implies that

gΣ(z) =

∫ z

a1

g′Σ(z′)dz′ =

g+1∑

j=1

2

∫ z

a1

C[aj ,bj ]
[
Qg

R+

]
(z′)dz′,

where the integration path is taken to be a straight line between a1 and z. We approximate
Qg(z)

R+(z)

√
z − aj

√
z − bj to high-precision as a Chebyshev-T series on [aj, bj] using the discrete

cosine transform. Letting wT ,j(x) = w̃T (x; [aj, bj]), T j,k(x) = T̃ k(x; [aj, bj]) and dropping
the lower bound of integration that will be accounted for later, it thus suffices to consider
computing the anti-derivatives

pj,k(z) = −2πiαj,k

∫ z 1

2πi

∫ bj

aj

T j,k(s)wT ,j(s)

s− z′ dsdz′,

where αj,k is the kth Chebyshev-T̃ coefficient of Qg(z)

R+(z)

√
z − aj

√
z − bj on [aj, bj]. For k > 0,

we swap the order of integration

pj,k(z) = αj,k

∫ bj

aj

T j,k(s)wT ,j(s) log(s− z)ds.

Let f(s) = T j,k(s)wT ,j(s). Using integration by parts,

1

2πi

∫ bj

aj

f(s) log(s− z)ds =
log(bj − z)

2πi

∫ bj

aj

f(s)ds− C[aj ,bj ] [F ] (z),

where

F (s) =

∫ s

aj

f(s′)ds′.

By orthogonality, ∫ bj

aj

f(s)ds =

∫ bj

aj

T j,k(s)wT ,j(s)ds = 0,

for k > 0, and

pj,k(z) = −2πiαj,kC[aj ,bj ]
[∫ ⋄

aj

T j,k(s)wT ,j(s)ds

]
(z).

Now, [59, Eq. 18.9.22] gives that

d

dx

(√
1− x

√
x+ 1Un(x)

)
= −(n+ 1)

1√
1− x

√
x+ 1

Tn+1(x),
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where T j(x) =
√

2Tj(x) in our convention. Substituting this in and integrating both sides
gives ∫ x

−1

T k(s)√
1− s

√
s+ 1

ds = −
√

2

k
Uk−1(x)

√
1− x

√
x+ 1,

and ∫ x

−1

T k(s)wT (s)ds = − 1√
2k
Uk−1(x)wU(x).

Using the change of variables t = M−1
j (s) where M−1

j (s) = M−1(s; [aj, bj]),

∫ x

aj

T j,k(s)wT ,j(s)ds =

∫ M−1
j (x)

−1

T j,k(Mj(t))wT ,j(Mj(t))
bj − aj

2
dt.

Recall that by definition
T j,k(Mj(t)) = T k(t),

and

wT ,j(Mj(t)) =
2

bj − aj
wT (t),

so that

∫ x

aj

T j,k(s)wT ,j(s)ds =

∫ M−1
j (x)

−1

T k(t)wT (t)dt = − 1√
2k

bj − aj
2

Uj,k−1(x)wU,j(x),

where we use the same notation wU,j(x) = wU(x; [aj, bj]), Uj,k(x) = Ũk(x; [aj, bj]). Thus,

pj,k(z) = αj,k
πi

k

bj − aj√
2
C[aj ,bj ] [Uj,k−1wU,j] (z),

for k > 0. For k = 0,

pj,0(z) = −2πiαj,0

∫ z 1

2πi

∫ bj

aj

wT ,j(s)

s− z′ dsdz′ = −2πiαj,0

∫ z

C[aj ,bj ]
[
T j,0wT ,j

]
dz′

= αj,0

∫ z 1√
z′ − aj

√
z′ − bj

dz′,

which we have computed using the exact formulae for the Cauchy integrals of Chebyshev-T
polynomials with their respective weight functions. With a change of variables t = M(z′) as
before, we find [119]

pj,0(z) = −αj,0 log J−1
+

(
M−1

j (z)
)
. (4.10)
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Set

Φ(z) =

g+1∑

j=1

mj∑

k=0

pj,k(z), (4.11)

where mj is the number of terms we use in each Chebyshev series. Then, gΣ is approximated
by

gΣ(z) ≈ Φ(z)− Φ(a1).

A numerical instability can arise when computing Φ(a1) with this approach due to the non-
Lipschitz nature of J−1

+ (z) at z = −1. This can be circumvented by replacing J−1
+ (−1) = −1

at each instance in the evaluation of Φ(a1) that it occurs.

4.5.2 Asymptotic behavior

We compute the logarithmic3 and first order terms c and (gΣ)1 in the asymptotic expansion of
gΣ (4.3). Recall that gΣ can be numerically computed as the Cauchy integrals of Chebyshev-
U polynomials and the logarithm of the inverse Joukowsky map, so it suffices to compute
the asymptotics of these functions.

The only term in our expansion (4.11) that contains a logarithmic term is (4.10). We
have

log J−1
+

(
M−1

j (z)
)

= log

(
bj − aj

4z

)
+
aj + bj

2z
+ O(z−2),

as z →∞, so that

pj,0(z) = αj,0 log

(
4

bj − aj

)
+ αj,0 log z − αj,0

aj + bj
2z

+ O(z−2).

The only other contribution to the O(z−1) term comes from

pj,1(z) = αj,1πi
bj − aj√

2
C[aj ,bj ] [Uj,0wU,j] (z)

= αj,1πi
bj − aj√

2

i

2π
z−1 + O(z−2) = −αj,1

bj − aj
2
√

2
z−1 + O(z−2),

by (2.16). This gives

c ≈ exp

(
g+1∑

j=1

αj,0 log

(
4

bj − aj

)
− Φ(a1)

)
.

3This does not appear in our recurrence formulae but is necessary in (4.12) below. Additionally, |c| is
commonly referred to as the capacity of Σ [125].
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The first order term can be approximated as

(gΣ)1 ≈ −
g+1∑

j=1

(
αj,0

aj + bj
2

+ αj,1
bj − aj
2
√

2

)
.

4.5.3 Numerically computing hn

To numerically compute hn we first compute ∆1, . . . ,∆g according to (4.2) by numerically
evaluating g+Σ(z) + g−Σ(z) on the gaps (bj, aj+1). We then obtain A1(n), . . . , Ag+1(n) in the
same manner as we obtained the coefficients for gΣ. We do this by numerically computing
the integrals via a Chebyshev-T -based quadrature rule and solving the system (4.5).

Once the coefficients are known, we can evaluate hn in the complex plane in accordance
with (4.4) by developing a method to compute the relevant Cauchy integrals. We do so by
utilizing the formulae of Theorem 2.5.1. Since we know R(z) and our coefficients, we need
only numerically evaluate

C[aj ,bj ]
[

1

R+

]
(z), C[bℓ,aℓ+1]

[
1

R

]
(z),

for j = 1, . . . , g + 1, ℓ = 1, . . . , g. To do this, let a = bj, b = aj+1 or a = aj, b = bj for some
j. If we consider a truncated Chebyshev series

√
s− a

√
b− s

R+(s)
≈

p∑

j=0

βjT̃ j(s; [a, b]),

then

C[a,b]
[

1

R+

]
≈ C[a,b]

[
p∑

j=0

βj(−πi)T̃ j(⋄; [a, b])w̃T (⋄; [a, b])

]

= −πi

p∑

j=0

βjC[a,b]
[
T̃ j(⋄; [a, b])w̃T (⋄; [a, b])

]
.

Of course, these Cauchy integrals can be computed via our exact formulae in Theorem 2.5.1,
so we can approximate hn by computing a truncated series and taking linear combinations
of Cauchy integrals as appropriate.

4.5.4 First-order asymptotic behavior

Now, we compute the first order term h
(1)
n in (4.7). This is the O(z−g−2) term of the Cauchy

integrals in (4.4) since R(z) ∼ zg+1 as z →∞. To compute this, we use the asymptotics of
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Cauchy integrals to find

h(1)n = −
g+1∑

j=1

Aj(n)

∫ bj

aj

sg+1

R+(s)
ds−

g∑

ℓ=1

log(en∆ℓ)

∫ aℓ+1

bℓ

sg+1

R(s)
ds.

To compute this term numerically, we use a Chebyshev-T -based quadrature rule on each
interval to evaluate the integrals.

4.6 Solving the deformed FIK problem

The pieces are now in place to numerically solve the Riemann–Hilbert problem 4.2.5. As a
simplifying assumption, we take each Cj in Figure 4.2 to be a circle centered at (aj + bj)/2
with a diameter greater than bj − aj4 but small enough so that Cj and Ck do not intersect
when5 j ̸= k. Then, 4.2.5 can be solved via a block linear system according to our methods
for circles, intervals, multiple domains, and matrix problems by accounting for shifting and
scaling things to the unit interval and circle as appropriate. The only remaining difficulty lies
in choosing orthogonal polynomial bases so that the asymptotic conditions at the endpoints
are satisfied.

On each interval [aj, bj], we choose orthogonal polynomial bases based on the endpoint
asymptotic conditions from 4.2.5:

S̃n(z) = O

(
1 + |z − aj|−αj/2 1 + |z − aj|αj/2

1 + |z − aj|−αj/2 1 + |z − aj|αj/2

)
, z → aj,

S̃n(z) = O

(
1 + |z − bj|−βj/2 1 + |z − bj|βj/2

1 + |z − bj|−βj/2 1 + |z − bj|βj/2

)
, z → bj.

Because the weight functions have asymptotic behavior

wT ,j(z) = O(|z − aj|−1/2), z → aj, wT ,j(z) = O(|z − bj|−1/2), z → bj,

wU,j(z) = O(|z − aj|1/2), z → aj, wU,j(z) = O(|z − bj|1/2), z → bj,

wV,j(z) = O(|z − aj|1/2), z → aj, wV,j(z) = O(|z − bj|−1/2), z → bj,

wW,j(z) = O(|z − aj|−1/2), z → aj, wW,j(z) = O(|z − bj|1/2), z → bj,

we choose bases as follows:

• If αj, βj = −1, then we use C[aj ,bj ][Uj,kwU,j] in the first column of the matrix ansatz U
(3.13) and C[aj ,bj ][T j,kwT ,j] in the second column of the ansatz.

4Heuristically, we find that the diameter should be at least 5(bj − aj)/4 to avoid stability issues.

5To be fully robust, one should take Cj to be a Bernstein ellipse to which 1/hj(z) is analytically con-
tinuable, but this requires a method to numerically solve Riemann–Hilbert problems on such an ellipse.
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• If αj, βj = 1, then we use C[aj ,bj ][T j,kwT ,j] in the first column and C[aj ,bj ][Uj,kwU,j] in the
second column.

• If αj = 1, βj = −1, then we use C[aj ,bj ][Wj,kwW,j] in the first column and C[aj ,bj ][Vj,kwV,j]
in the second column.

• If αj = −1, βj = 1, then we use C[aj ,bj ][Vj,kwV,j] in the first column and C[aj ,bj ][Wj,kwW,j]
in the second column.

4.6.1 Recovering coefficients

Once a numerical solution to 4.2.5 is obtained, we compute S̃
(1)
n by summing the first order

terms of each approximate function in the block system. More explicitly, if the (ℓ,m) entry
of S̃n has a Laurent series representation

Nj∑

k=−Nj

cj,k

(
z − qj
rj

)k

,

on each Cj where qj = (aj + bj)/2 and rj denotes the radius of Cj and an orthogonal
polynomial series representation

2Lj∑

k=0

dj,kC[aj ,bj ] [pkw] ,

on each [aj, bj], then
(
S̃(1)
n

)
ℓm

=

g+1∑

j=1

(
rjcj,−1 +

i

2π
dj,0

)
,

where the scaling follows from (2.16) if pk and w are a shifted and scaled Chebyshev polyno-
mial and its weight, respectively. This combined with our computed first order contributions
of gΣ and hn from earlier allows us to recover our recurrence coefficients from (4.8) as

ǎn =
(
S̃(1)
n

)
11
−
(
S̃
(1)
n+1

)
11
− h(1)n + h

(1)
n+1 − (gΣ)1,

b̌n =

√(
S̃
(1)
n+1

)
12

(
S̃
(1)
n+1

)
21
.

4.6.2 Cauchy integrals

To recover Cauchy integrals from our numerical method, we recall that the (1,2) entry of the
true solution (3.3) to the original Riemann–Hilbert problem 3.2.2 is the Cauchy integral of
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the monic orthogonal polynomial, meaning that

CΣ [pnw] (z) = γn (Yn(z))12 ,

where γn is the coefficient on the xn term in pn(x). From [53],

γn =
n−1∏

j=0

b̌−1
j ,

with γ0 = 1, so this term can be easily computed if we are already computing the recurrence
coefficients. To obtain this from a computed solution S̃n(z), we undo our series of transfor-
mations. If we assume that z /∈ Σ and furthermore that z /∈ D̄j where Dj is the interior of Cj

for any j, then we need not worry about undoing the lensing step. In fact, the second column
of Yn is unaffected by the lensing step, so this need not be accounted for when computing
CΣ [pnw] (z), regardless of whether z ∈ D̄j. Since the remaining steps are diagonal, we can
compute

CΣ [pnw] (z) =

(
n−1∏

j=0

1

b̌jc

)(
S̃n(z)

)
12

ehn(z)−ngΣ(z). (4.12)

For a given z, this is easily done in parallel with computing the recurrence coefficients by
computing gΣ(z) once at the beginning and computing hn(z) each time we solve Riemann–
Hilbert Problem 4.2.5.

4.7 Examples and applications

4.7.1 The single interval case

As a first example, we consider our methods applied to a single interval for which recurrence
coefficients are known asymptotically. For simplicity, we consider this interval to be [−1, 1].
It turns out that the functions gΣ and hn can be computed exactly in this case, so solving the
Riemann–Hilbert problem 4.2.5 numerically becomes simpler. First, we observe that there
are no gaps between intervals on which jump conditions can be induced, so the function hn is
identically zero for all n. Furthermore, determining g′Σ becomes trivial, and the exponential
of gΣ can be computed explicitly as [99]

egΣ(z) = φ(z) = z +
√
z + 1

√
z − 1,

and the weight function is given by

w(x) = h1(x)
(√

x+ 1
)α1 (√

1− x
)β1

,
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Figure 4.4: Plots of the difference between the first 51 orthogonal polynomial coefficients of
a Chebyshev-U weight modified with (4.13) and an unmodified Chebyshev-U weight.

and h1 satisfies the usual assumptions of being positive on [−1, 1] and analytic in a neigh-
borhood of it [100]. We additionally find that the first-order correction (gΣ)1 = 0 in this
case, meaning that all correction terms in the recurrence coefficient formulae (4.8) drop out.

As with the multiple interval problem, we choose C1 = {z : |z| = 5/4}, restricting our
choice of h to functions that are positive on [−1, 1] and whose reciprocals are analytic in an
open set containing D̄1. For our example, we choose

h1(x) =
ex + 1

4 + x2
, (4.13)

and α1 = β1 = 1 to obtain a Chebyshev-U -like weight. We first compute the first 51 coeffi-
cients of these orthogonal polynomials using 160 collocation points on C1 and 16 collocation
points on [−1, 1]. We should expect these coefficients ǎj, b̌j to tend to the Chebyshev-U
coefficients (ǎj = 0, b̌j = 1/2) exponentially as j → ∞ [76]. In Figure 4.4, we plot these
differences |ǎj| and |b̌j − 1/2| for the first 51 computed coefficients that exhibit the expected
behavior.

In Figure 4.5, we plot the error at each of the first 51 coefficients for various numbers of
collocation points on [−1, 1], always choosing the number of collocation points on C1 to be 10
times the number on [−1, 1]. The method is able to compute the recurrence coefficients ǎj, b̌j
starting at any choice of j without first computing ǎk, b̌k for k < j. To demonstrate this, we
include a similar plot showing the errors in computing ǎj and b̌j for j = 1000, . . . , 1020 for
various numbers of collocation points in Figure 4.6.
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ǎj

b̌j

Figure 4.5: Absolute error in the computed first 51 orthogonal polynomial coefficients for a
Chebyshev-U weight modified with (4.13) for 2, 4, 8, and 16 collocation points per interval
(PPI) on [−1, 1].
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ǎj

b̌j

Figure 4.6: Error in the computed ǎj, b̌j for j = 1000, . . . , 1020 for a Chebyshev-U weight
modified with (4.13) for 2, 4, 8, and 16 collocation points per interval (PPI) on [−1, 1]. In
this case, ǎj = 0, and the method approximates it well.
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ǎj

b̌j

Figure 4.7: Error in the computed first 51 orthogonal polynomial coefficients for a Chebyshev-
T -like weight on [−1.8,−1] ∪ [2, 3] for 2, 4, 8, and 16 collocation points per interval (PPI).
The convergence for large j in the 8 collocation point case suggests that ratio of collocation
points on circles to points on intervals is not optimized. Computing these coefficients requires
0.13, 0.12, 0.30, and 0.97 seconds, respectively, via our method.

4.7.2 Multiple intervals

Next, the accuracy of our method is demonstrated in computing with orthogonal polynomials
on multiple intervals. In all examples, we will take hj(x) = 1 for all j, for simplicity,
and compare our computed coefficients against those computed by the Householder method
described in Section 4.7.1.

In Figure 4.7, we consider orthogonal polynomials defined on [−1.8,−1] ∪ [2, 3] with a
Chebyshev-T -like weight on each (αj = βj = −1 for j = 1, 2). Furthermore, in Figure 4.8,
we include a timing comparison of our method to an optimized O(N2) algorithm given as
RKPW in [81] and lanczos.m in [74]. Since we are concerned with asymptotic timings for
this comparison, our method is applied with only the jump conditions on the intervals as
mentioned in Section 4.3. As is also mentioned in this section, there exist classes of weight
functions for which the circles Cj are not needed for any polynomial degree, and we will
explore this further in future work. We observe that our method begins to outperform the
RKPW method if around 3200 pairs of recurrence coefficients need to be computed; however,
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Figure 4.8: Timing comparison of the RKPW method [81] and our approach with only the
jump conditions on the intervals considered. We observe that our method begins to outper-
form the RKPW method once around 3200 pairs of recurrence coefficients are computed.

since the RKPW method is heavily optimized while our method is coded suboptimally, we
expect the threshold to be much lower with a better implementation. The RKPW method
also has the aforementioned weakness in that it requires a priori knowledge of the desired
recurrence length N , and altering this a posteriori requires potentially restarting the entire
algorithm. Thus, in practice, one should consider using the RKPW method to compute the
first few coefficients and our method asymptotically.

In Figure 4.9, we consider orthogonal polynomials defined on [0.1, 1.1] ∪ [2, 3] ∪ [3.5, 4]
with a Chebyshev-V -like weight on each (αj = 1, βj = −1 for j = 1, 2, 3). Finally, in Figure
4.10, we consider orthogonal polynomials defined on [−3.2,−2.2] ∪ [0.1, 1.1] ∪ [2, 3] ∪ [3.5, 4]
with a Chebyshev-T -like weight on [−3.2,−2.2], a Chebyshev-U -like weight on [0.1, 1.1], a
Chebyshev-V -like weight on [2, 3], and a Chebyshev-W -like weight on [3.5, 4] (α1 = β1 = −1,
α2 = β2 = 1, α3 = 1, β3 = −1, α4 = −1, β4 = 1). In each example, we use the same
number (2, 4, 8, and 16) of collocation points on each interval and 10 times that number
on each circle Cj and compute the first 51 recurrence coefficients. In practice, one should
consider using a different number of collocation points on each interval and varying the ratio
of collocation points on circles to points on intervals to optimize runtime.

Heuristically, our method as described encounters stability issues once g reaches 4 or
5; however, 6 digits of accuracy is maintained until about g = 11. This is because the
linear systems (4.1) and (4.5) become ill-conditioned as g increases. In Chapter 7, we will
circumvent these instabilities by using a different basis.

In all figures, we observe rapid convergence to the “ground truth” coefficients ǎj, b̌j for
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ǎj

b̌j

Figure 4.9: Error in the computed first 51 orthogonal polynomial coefficients for a Chebyshev-
V -like weight on [0.1, 1.1] ∪ [2, 3] ∪ [3.5, 4] for 2, 4, 8, and 16 collocation points per interval
(PPI). Computing these coefficients requires 0.13, 0.25, 0.57, and 2.78 seconds, respectively,
via our method.

any value of j. Errors on the order of machine precision are always achieved when we
use 16 collocation points on each interval and 160 points on each circle. Oftentimes, fewer
collocation points are needed to achieve this accuracy.

4.7.3 The Toda lattice

The semi-infinite Toda lattice as considered by Deift, Li, and Tomei [54] (see also [112]) with
boundary condition b̌−1(t) = 0 is defined by semi-infinite operators

X(t) =




ǎ0(t) b̌0(t)

b̌0(t) ǎ1(t) b̌1(t)

b̌1(t) ǎ2(t) b̌2(t)
. . .

. . .
. . .


 , B(t) =




0 b̌0(t)

−b̌0(t) 0 b̌1(t)

−b̌1(t) 0 b̌2(t)
. . .

. . .
. . .


 ,
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ǎj

b̌j

Figure 4.10: Error in the computed first 51 orthogonal polynomial coefficients for
a Chebyshev-T -like weight on [−3.2,−2.2], a Chebyshev-U -like weight on [0.1, 1.1], a
Chebyshev-V -like weight on [2, 3], and a Chebyshev-W -like weight on [3.5, 4] for 2, 4, 8,
and 16 collocation points per interval (PPI). This weight function is plotted in Figure 4.1.
Computing these coefficients requires 0.15, 0.19, 0.99, and 5.96 seconds, respectively, via our
method.
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using the relation
Ẋ(t) = [B(t),X(t)],

where [·, ·] denotes the standard matrix commutator. Given an initial condition X(0) =
J(w) corresponding to the Jacobi operator to some orthogonal polynomial weight w, the
time-dependent ǎj(t), b̌j(t) are given by the respective recurrence coefficients ǎj, b̌j of the
orthogonal polynomials with weight etxw(x) [54] (see also [141]), i.e., if X(0) = J(w), then
X(t) = J(wet⋄).

Since our method allows for weights to be scaled by positive analytic functions, we are
able to numerically evolve the Toda lattice for initial conditions corresponding to the various
orthogonal polynomial weights in our arsenal; however, the scaling of etx grows exponentially
in the complex plane, so we are only able to evolve the Toda lattice to a finite time horizon
before encountering precision issues.

As a first example, we consider an initial condition of

X(0) =




0 1/2
1/2 0 1/2

1/2 0 1/2
. . .

. . .
. . .


 ,

corresponding to a Chebyshev-U weight on [−1, 1]. Choosing to use 120 collocation points
on C1 and 20 on [−1, 1], we compute the first 11 recurrence coefficients with h1(x) = etx for
times ranging from t = 0 to t = 11.5 and plot the results in Figure 4.11. Numerical blowup
is observed shortly after time t = 11.5.

Now, we compute the time-evolution of the Toda lattice with initial condition X(0)
corresponding to the recurrence coefficients of orthogonal polynomials with a Chebyshev-
T -like weight on [−3,−2] ∪ [2, 3]. Numerically, we observe that ǎj(0) = 0 for all j and as
j →∞, b̌j(0) alternates between 0.5 and 2.5 as displayed in Figure 4.12.

We evolve the Toda lattice numerically for times ranging from t = 0 to t = 4.5 in the
same manner as before6 and plot the results in Figure 4.13.

Additionally, we emphasize that our method allows us to compute any recurrence coef-
ficient without first computing the others, meaning that the evolution of ǎj(t), b̌j(t) can be
computed for any j. We demonstrate this by plotting ǎ116(t), b̌116(t) in Figure 4.14.

Finally, we consider the time-evolution of the Toda lattice with initial condition X(0)
corresponding to the recurrence coefficients of orthogonal polynomials with a Chebyshev-W -
like weight on [0.1, 1.1]∪ [2, 3]∪ [3.5, 4]. Now, the initial condition as displayed in Figure 4.15
appears almost noisy. We evolve the Toda lattice numerically for times ranging from t = 0
to t = 5.7 in the same manner as before and plot the results in Figure 4.16.

Now, we will turn our attention to the primary applications of this numerical method:

6By taking hj(x) = etx for each j and computing the first 11 recurrence coefficients at each time with 120
collocation points on each Cj and 20 on each interval, we approximate the evolution of the Toda lattice.
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b̌ j

(t
)

Figure 4.11: The evolution of the first 11 tridiagonal elements of the solution of the Toda
lattice X(t) with initial condition corresponding to a Chebyshev-U weight on [−1, 1] from
time t = 0 to time t = 11.5.

ǎ
j b̌ j

Figure 4.12: The first 51 recurrence coefficients for a Chebyshev-T -like weight on [−3,−2]∪
[2, 3] computed using 120 collocation points on each Cj and 20 on each interval.
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ǎ
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b̌ j
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)

Figure 4.13: The evolution of the first 11 tridiagonal elements of the solution of the Toda
lattice X(t) with initial condition corresponding to a Chebyshev-T -like weight on [−3,−2]∪
[2, 3] from time t = 0 to time t = 4.5.

ǎ
1
1
6
(t

)

b̌ 1
1
6
(t

)

Figure 4.14: The evolution of ǎ116(t), b̌116(t) in the solution of the Toda lattice X(t) with
initial condition corresponding to a Chebyshev-T -like weight on [−3,−2] ∪ [2, 3] from time
t = 0 to time t = 4.5.
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Figure 4.15: The first 51 recurrence coefficients for a Chebyshev-W -like weight on [0.1, 1.1]∪
[2, 3] ∪ [3.5, 4] computed using 120 collocation points on each Cj and 20 on each interval.

ǎ
j
(t

)
b̌ j

(t
)

Figure 4.16: The evolution of the first 11 tridiagonal elements of the solution of the Toda
lattice X(t) with initial condition corresponding to a Chebyshev-W -like weight on [0.1, 1.1]∪
[2, 3] ∪ [3.5, 4] from time t = 0 to time t = 5.7.
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solving large-scale linear systems and computing functions of matrices.
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Part II

NUMERICAL LINEAR ALGEBRA
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Chapter 5

THE AKHIEZER ITERATION
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5.1 Introduction

This chapter is based on [19]. Code used to generate the plots in this chapter can be found
at [14].

The Chebyshev iteration [69,83,105] is an inner product-free iterative method often used
to solve symmetric, definite linear systems Ax = b where an estimate on the eigenvalues of
A is known. This iteration is based on the minimax property of the Chebyshev polynomials.
More specifically, let T̃ k(x) = T̃ k(x; [a, b]) where [a, b] contains σ(A) but not zero. Then, the

polynomial rk(x) =
T̃k(x)

T̃k(0)
will be small on the spectrum of A, and qk(x) = 1−rk(x)

x
will satisfy

b−Aqk(A)b ≈ 0 as well as a convenient recurrence relation.
A somewhat unconventional variant of this method arises from building a Chebyshev

approximation to the function f(x) = 1
x

on an interval containing the spectrum of A. Specif-

ically, f can be written in a Chebyshev-T̃ series as

1

x
=

∞∑

j=0

〈
T̃ j,

1

⋄

〉

L2
w̃T

T̃ j(x) =
∞∑

j=0

(∫ b

a

1

z

T̃ j(z)dz

π
√
z − a

√
b− z

)
T̃ j(x),

∫ b

a

T̃ j(z)T̃ k(z)

π
√
z − a

√
b− z

dz = δjk,

where δjk is the Kronecker delta. This yields a series for the matrix inverse by replacing
T̃ j(x) with the matrix polynomials T̃ j(A). Thus, the solution to the linear system can be
approximated as

x = A−1b ≈
k∑

j=0

(∫ b

a

T̃ j(z)

z

dz

π
√
z − a

√
b− z

)
T̃ j(A)b =: xk+1. (5.1)

This formula can be implemented as an explicit iteration, see Algorithm 1. We advocate for
this modification because, as we describe in this chapter, it allows one to directly generalize to
general classes of orthogonal polynomials. Furthermore, the asymptotics of such polynomials
give error bounds for the iteration.

The assumption that A is symmetric and definite can be relaxed provided that the
eigenvalues of A lie sufficiently close to [a, b] [105, 106]. In fact, given an ellipse containing
the spectrum of A, but not the origin, one can find an optimal interval [a, b] for which the
Chebyshev iteration converges (after possible rotation A → eiϕA); however, the iteration
fails if there is no such ellipse [105].

For instance, assume that the eigenvalues of A lie in [a1, b1]∪ [a2, b2] where a1 < b1 < 0 <
a2 < b2. In this case, to use the iteration (5.1), the shifted and scaled Chebyshev polynomials
need to be replaced with polynomials with similar properties on multiple intervals to those
of the Chebyshev polynomials on a single interval. In the classical view, one needs to
replace rk with polynomials that are small on [a1, b1] ∪ [a2, b2] and large at the origin. de
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Algorithm 1: Modified Chebyshev iteration

Input: A, b, initial guess x0, parameters α, c such that α− c = a and α + c = b.
Set b← b−Ax0.
Set p0 = b.
Set S0 = 1√

α−c
√
α+c

.
Set x1 = S0p0.
for k=1,2,. . . do

if k=1 then
Set p1 = 1

c
(Ap0 − αp0).

else
Set pk = 2

c
Apk−1 − 2α

c
pk−1 − pk−2.

end

Set Sk = Sk−1

(
−α

c
+
√

α
c
− 1
√

α
c

+ 1
)
.

Set xk+1 = xk + 2Skpk.
if converged then

Set xk+1 ← xk+1 + x0.
return xk+1

end

end

Boor and Rice [49] explore using the minimax polynomials on [a1, b1] ∪ [a2, b2] for this, and
they present a method to compute such polynomials. Unfortunately, such polynomials do
not, in general, satisfy a three-term recurrence relation which makes generating the matrix
polynomials difficult. Saad [132] circumvents this issue by instead using polynomials that
are orthogonal with respect to a weight function w supported on [a1, b1] ∪ [a2, b2]. Since
such polynomials satisfy a three-term recurrence relation, the difficulty lies in computing
the recurrence coefficients and the generalization of the integral terms in (5.1). Using a
clever construction, for this two-interval case, Saad iteratively builds the first k of these
quantities in O(k2) arithmetic operations using Chebyshev polynomials defined separately
on each interval. Specifically, he computes the degree k polynomial qk that minimizes a
weighted L2 norm ∥1− ⋄qk(⋄)∥L2

w
for a chosen weight function w and uses their three-term

recurrence to compute qk(A)b iteratively. In this work we, in effect, improve upon that
in [132] by taking w(x) = x2v(x) where v(x) is the weight function that Saad employs1.

In Chapter 4, we developed a numerical Riemann–Hilbert-based method for computing
recurrence coefficients and Cauchy integrals for orthogonal polynomials with weight functions
supported on multiple, disjoint intervals (see [120,158] for a method for measures supported
on R). This method computes the first k recurrence coefficients and Cauchy integrals in
O(k) arithmetic operations. These quantities can be employed analogously to (5.1), yielding

1In [132], v(x) is found by using hj constant, αj = βj = −1 in (3.5).
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Figure 5.1: Histogram of the eigenvalues of A ∈ R200×200 (left) and the convergence of the
Akhiezer iteration applied to Ax = b where b ∈ R200 is a random Gaussian vector. The
reference line that approximates the convergence rate is derived in Section 5.2.1.

a generalization of the Chebyshev iteration that improves the complexity of [132].
In this chapter, we demonstrate how the Akhiezer polynomials, along with the numerical

method of Chapter 4, can be used to extend (5.1) to an iterative method for solving Ax = b
where A has eigenvalues on, or near, multiple, disjoint intervals. We will refer to this
method as the Akhiezer iteration. Furthermore, we discuss how the Akhiezer iteration can
be extended to compute matrix functions f(A)b for suitably analytic functions f , similar to
the approach in [43], and implemented in optimal complexity with a provably exponential
convergence rate. In Figure 5.1, we demonstrate the convergence of the Akhiezer iteration
applied to a symmetric matrix with spectrum contained in [−3,−1] ∪ [2, 4].

The rest of this chapter is organized as follows. In Section 5.2, we present the Akhiezer
iteration and its extension to matrix functions and discuss convergence rates. In Section 5.4,
we discuss how the Akhiezer iteration can be implemented adaptively when A is symmetric.
In Section 5.5, we present examples and applications, and in Section 5.6, we present our
conclusions and discuss potential extensions. Akhiezer’s orthogonal polynomial construction,
including explicit formulae for recurrence coefficients and Cauchy integrals, is presented in
Section 2.7 of Chapter 2.

5.2 The Akhiezer iteration and matrix function evaluation

5.2.1 The Akhiezer iteration for solving linear systems

Following [132], orthogonal polynomials with respect to a weight function w of the form
(3.5) (in particular (2.21)) can be used to extend the classical Chebyshev iteration to solve
indefinite linear systems. Assume that a square matrix A has eigenvalues on, or near,
Σ =

⋃g+1
j=1[aj, bj] and that 0 /∈ Σ. If p0, p1, . . . denote the orthonormal polynomials with
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respect to w, then a pj-series expansion for 1/(x− z), for x ∈ Σ, z /∈ Σ, is given by

1

x− z =
∞∑

j=0

〈
pj,

1

⋄ − z

〉

L2
w(Σ)

pj(x)

=
∞∑

j=0

(∫

Σ

pj(s)

s− zw(s)ds

)
pj(x)

=
∞∑

j=0

SΣ [pjw] (z)pj(x).

(5.2)

This can be extended to an iterative method for solving the linear system Ax = b by
truncating the series with z = 0:

x = A−1b =
∞∑

j=0

SΣ [pjw] (0)pj(A)b ≈
k∑

j=0

SΣ [pjw] (0)pj(A)b =: xk+1. (5.3)

We call the iterative implementation of this approximation the Akhiezer iteration. The
recurrence coefficients and Cauchy integrals can be computed either by the Riemann–Hilbert
approach of Chapter 4 or by (2.24) and (2.25) in the case of the g = 1 Akhiezer weight. Then,
the Akhiezer iteration for shifted linear solves can be implemented as in Algorithm 2.

Algorithm 2: Akhiezer iteration to approximate (A− zI)−1b, z ̸∈ Σ

Input: A, b, initial guess x0, and a function to compute recurrence coefficients
ǎk, b̌k and Stieltjes transforms Sk = SΣ [pkw] (z).

Set b← b−Ax0.
Set p0 = b.
Set x1 = S0p0.
for k=1,2,. . . do

if k=1 then
Set p1 = 1

b̌0
(Ap0 − ǎ0p0).

else

Set pk = 1
b̌k−1

(Apk−1 − ǎk−1pk−1 − b̌k−2pk−2).

end
Set xk+1 = xk + Skpk.
if converged then

Set xk+1 ← xk+1 + x0.
return xk+1

end

end
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Algorithm 2 can instead be utilized to build an approximation to the matrix inverse A−1

by using b = I and removing the initial guess x0. Then, at each step, the algorithm requires
matrix-matrix multiplication rather than matrix-vector products but is otherwise identical.

Remark 5.2.1. In (5.2), one can differentiate with respect to z a number of times to find
expansions for x−p for p ∈ N, provided one can compute derivatives of the Stieltjes transforms
SΣ. The Riemann–Hilbert approach of Chapter 4 allows for this computation in a fairly
straightforward manner, but we do not implement this here.

Convergence

From [58], we have the following behavior of the orthogonal polynomials:

Lemma 5.2.2. Let Σ =
⋃g+1

j=1[aj, bj] ⊂ R be a union of disjoint intervals and let w be a
weight function of the form (3.5). Denote the corresponding orthonormal polynomials by
(pj(z))∞j=0, fix ϵ > 0, and set V = {z ∈ C : |z − aj| ≥ ϵ, |z − bj| ≥ ϵ, j = 1, . . . , g + 1}.
Then,

pn(z) = δ̂n(z)engΣ(z), 2πiCΣ [pnw] (z) = δn(z)e−ngΣ(z), z ∈ V,

where δn(z) and δ̂n(z) are uniformly bounded in both n and z ∈ V .

Proof. By [58, Equations B.2, B.3] and undoing the lensing step of the Riemann–Hilbert
problem deformations, the above formulae hold for δn(z) and δ̂n(z) depending on bounded
quantities and

∏n−1
j=0

1
bjc

where log c is the O(1) term in the expansion of gΣ at infinity.

By [58, Equations B.3, B.12],

cn
n−1∏

j=0

b̌j = O(1),

as n → ∞, so δn(z) and δ̂n(z) are bounded from above. The rest of the claims follow
immediately from [58].

To ease presentation, we introduce the following definitions.

Definition 5.2.3. We say that a matrix is generic if it is diagonalizable and has no eigen-
values at the endpoints of Σ.

This definition is here to simplify the analysis, and our theorems require the matrix in
question to be generic. With a more technical approach, one can obtain similar bounds for
non-generic matrices and the algorithms in question still converge at roughly the same rate.
We remark on this below.

Definition 5.2.4. Given Σ and A ∈ Cn×n define

ν(z;A) = max
j

RegΣ(λj)− RegΣ(z), ν(A) = max
j

RegΣ(λj).

where λj are the eigenvalues of A.
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Theorem 5.2.5. Consider a density w of the form (3.5). If A ∈ Cn×n is generic and its
eigenvalues λj all satisfy RegΣ(λj) < RegΣ(z), then there exists c > 0, depending only on
the eigenvalues of A, such that

Ek(z) =

∥∥∥∥∥
k−1∑

j=0

SΣ [pjw] (z)pj(A)b− (A− zI)−1b

∥∥∥∥∥
2

,

satisfies

Ek(z) ≤ c∥V∥2
∥∥V−1

∥∥
2
∥b∥2

ekν(z;A)

1− eν(z;A)
,

where A is diagonalized as A = VΛV−1, Λ = diag(λ1, . . . , λn). In particular, the Akhiezer
iteration converges, at worst, at a geometric rate given by eν(z;A) if z /∈ Σ since

∥xk − (A− zI)−1b∥2 = Ek(z).

Proof. We have

Ek(z) =

∥∥∥∥∥
k−1∑

j=0

SΣ [pjw] (z)pj(A)b− (A− zI)−1b

∥∥∥∥∥
2

=

∥∥∥∥∥
∞∑

j=k

SΣ [pjw] (z)pj(A)b

∥∥∥∥∥
2

=

∥∥∥∥∥
∞∑

j=k

2πiCΣ [pjw] (z)Vpj(Λ)V−1b

∥∥∥∥∥
2

≤ ∥V∥2
∥∥V−1

∥∥
2
∥b∥2

∞∑

j=k

max
ℓ∈{1,...,n}

|2πiCΣ [pjw] (z)pj(λℓ)| .

Since λℓ is not at an endpoint of Σ, by Lemma 5.2.2,

|2πiCΣ [pjw] (z)pj(λℓ)| = |δj(z)||δ̂j(λℓ)|ejRe(gΣ(λℓ)−gΣ(z)) ≤ cejν(z;A),

for some constant c. The theorem follows from

∞∑

j=k

ejν(z;A) =
ekν(z;A)

1− eν(z;A)
.

Remark 5.2.6. Theorem 5.2.5 could, in principle, be extended to a broader class of matrices.
For instance, if A does have eigenvalues at the endpoints of Σ, the orthogonal polynomials at
these endpoints are either bounded or grow at a polynomial rate. Since the convergence rate
is geometric, this growth could be accounted for in the error bound without inhibiting con-
vergence. However, one could instead perturb Σ so that these eigenvalues lie in the interior,
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and the iteration will suffer a small perturbation to its geometric rate of convergence.

Remark 5.2.7. Jordan blocks, i.e., degenerate eigenspaces for A, could be accounted for
by investigating the derivatives of the orthogonal polynomials. Due to the Markov brothers’
inequality, [129, Theorem 1.10], it is clear that this will not change the exponential rate of
convergence. Yet, more refined estimates are possible.

5.3 The Akhiezer iteration for matrix function approximation

The Akhiezer iteration can be extended to compute matrix functions for square matrices A
with eigenvalues on or near Σ =

⋃g+1
j=1[aj, bj]. The function of a matrix f(M) can be defined

in several equivalent ways. For our purposes, the following two definitions will suffice:

Definition 5.3.1. Suppose that f is a scalar-valued function defined on the spectrum of
a diagonalizable matrix M ∈ Cn×n, where M is diagonalized as M = VΛV−1, Λ =
diag(λ1, . . . , λn). Then,

f(M) := Vdiag (f(λ1), . . . , f(λn))V−1.

With suitable assumptions on f , this definition can be extended to nondiagonalizable
matrices via the Jordan normal form, but we will restrict most of our analysis to diag-
onalizable matrices. When f is appropriately analytic, we have the following equivalent
definition [86, Theorem 1.12]:

Definition 5.3.2. Suppose that Γ is a counterclockwise-oriented simple curve that encloses
the spectrum of M ∈ Cn×n and that f is analytic in a region containing Γ and its interior.
Then,

f(M) :=
1

2πi

∫

Γ

f(z)(zI−M)−1dz.

Applying a quadrature rule to Definition 5.3.2, such as a trapezoid rule [153], with nodes
zj and weights wj, this can be approximated as

f(A)b ≈ 1

2πi

m∑

j=1

f(zj)wj(zjI−A)−1b.

In practice, we find that it typically suffices to take Γ =
⋃g+1

j=1 Γj to be a collection of circles
around each [aj, bj]. In this case the trapezoid rule on each Γk has weights and nodes

wj =
2πirk
mk

eiθ
(k)
j , zj = rkeiθ

(k)
j + ck, j = 1, . . . ,mk,

where {θ(k)j }mk
j=1 are evenly spaced points in [0, 2π), rk and ck are the radius and center of

Γk, respectively, and mk is the number of quadrature nodes on Γk,
∑g+1

j=1 mj = m. For
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convenience, we reorder the weights and nodes for all contours Γk as

zj, wj, j = 1, 2, . . . ,m,

with the first m1 corresponding to Γ1, the next m2 corresponding to Γ2, and so on.
To approximate f(A)b, the resolvent is approximated by

(zjI−A)−1 = −
∞∑

ℓ=0

SΣ [pℓw] (zj)pℓ(A) ≈ −
k−1∑

ℓ=0

SΣ [pℓw] (zj)pℓ(A),

and the matrix function is approximated by

f(A)b ≈ fk := fk,m(A)b := −
k−1∑

ℓ=0

(
m∑

j=1

f(zj)wjCΣ [pℓw] (zj)

)
pℓ(A)b. (5.4)

As before, the recurrence coefficients and Cauchy integrals can be precomputed either by
the Riemann–Hilbert approach of Chapter 4 or by (2.24) and (2.25) in the case of the g = 1
Akhiezer weight. Then, the Akhiezer iteration for matrix function approximation can be
implemented as in Algorithm 3.

Algorithm 3: Akhiezer iteration for matrix function approximation

Input: f , A, b, quadrature nodes z1, . . . , zm, quadrature weights w1, . . . , wm, and a
function to compute recurrence coefficients ǎk, b̌k and Cauchy integrals
Ck,j = CΣ [pkw] (zj).

Set f0 = 0.
for k=0,1,. . . do

if k=0 then
Set p0 = b.

else if k=1 then
Set p1 = 1

b̌0
(Ap0 − ǎ0p0).

else

Set pk = 1
b̌k−1

(Apk−1 − ǎk−1pk−1 − b̌k−2pk−2).

end
Set αk = −∑m

j=1Ck,jf(zj)wj.
Set fk+1 = fk + αkpk.
if converged then

return fk+1.
end

end
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Remark 5.3.3. To compute the full matrix function f(A) rather than its action on a vector,
one may take b = I. The algorithm then performs matrix–matrix multiplications rather than
matrix–vector products at each step, but is otherwise identical.

Remark 5.3.4. The approximation to f need not be from the discretization of a Cauchy
integral. It could be from a Padé approximation, a AAA approximation [116], or some other
form of rational approximation. As long as the approximation can be written in pole-residue
form, the Akhiezer iteration can be applied. We refer the reader back to Remark 5.2.1 for
the case when the approximation contains more than just simple poles.

5.3.1 Convergence

Theorem 5.3.5. Suppose A ∈ Cn×n is generic with eigenvalues satisfying RegΣ(λℓ) <
minj RegΣ(zj), and suppose |f(z)| ≤M for z ∈ Γ and

∑m
j=1 |wj| ≤ 2πL. Then,

∥f(A)b− fk,m(A)b∥2 ≤
1

2π
∥V∥2

∥∥V−1
∥∥
2
∥b∥2 max

ℓ∈{1,...,n}
|ρm(λℓ)|+ LM max

j∈{1,...,m}
Ek(zj),

where A is diagonalized as A = VΛV−1, Λ = diag(λ1, . . . , λn), and

ρm(x) =

∫

Γ

f(z)

z − xdz −
m∑

j=1

f(zj)

zj − x
wj.

Proof. By the triangle inequality,

∥f(A)b− fk,m(A)b∥2 ≤
∥∥∥∥∥f(A)b− 1

2πi

m∑

j=1

f(zj)wj(zjI−A)−1b

∥∥∥∥∥
2

+

∥∥∥∥∥
1

2πi

m∑

j=1

f(zj)wj(zjI−A)−1b− fk,m(A)b

∥∥∥∥∥
2

.

Then,

∥∥∥∥∥f(A)b− 1

2πi

m∑

j=1

f(zj)wj(zjI−A)−1b

∥∥∥∥∥
2

=

∥∥∥∥∥
1

2πi
V−1

∫

Γ

f(z)(zI−Λ)−1Vbdz − 1

2πi
V−1

m∑

j=1

f(zj)wj(zjI−Λ)−1Vb

∥∥∥∥∥
2

≤ 1

2π
∥V∥2

∥∥V−1
∥∥
2
∥b∥2 max

ℓ∈{1,...,n}
|ρm(λℓ)|.
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Then, in the notation of Theorem 5.2.5,

∥∥∥∥∥
1

2πi

m∑

j=1

f(zj)wj(zjI−A)−1b− fk,m(A)b

∥∥∥∥∥
2

≤ 1

2π

m∑

j=1

∥∥∥∥∥f(zj)wj(zjI−A)−1b + f(zj)wj

k−1∑

ℓ=0

SΣ [pℓw] (zj)pℓ(A)b

∥∥∥∥∥
2

=
1

2π

m∑

j=1

|f(zj)||wj|Ek(zj) ≤ LM max
j∈{1,...,m}

Ek(zj),

and the result follows.

For a reasonable quadrature rule, limm→∞ ρm(x) = 0 for all x, likely exponentially, so
provided that m is taken to be sufficiently large, the Akhiezer iteration converges, at worst,
at an asymptotic geometric rate given by emaxj ν(zj ;A) provided that A is generic and its
eigenvalues λℓ all satisfy RegΣ(λℓ) < minj=1,...,m RegΣ(zj). In practice, we find that this
bound is quite pessimistic, so we offer an alternative view. We first state an analog of
Theorem 2.3.3.

Lemma 5.3.6. Let Γϱ(Σ) denote the level curve eRegΣ(z) = ϱ for ϱ > 1, and assume that f
is analytic in the interior of Γϱ(Σ) and satisfies |f(z)| ≤ M for z interior to Γϱ(Σ). Then,
there exists a constant C > 0, independent of f , such that for all ℓ ∈ N,

∣∣⟨f, pℓ⟩L2
w(Σ)

∣∣ ≤ CMϱ−ℓ.

Proof. Define Ωη = {z ∈ C : ϱη ≤ eRegΣ(z) ≤ ϱ} for some 0 < η < 1. Choose ϵ in Lemma
5.2.2 to be sufficiently small such that Ωη ⊂ V , and denote the uniform bound on |δℓ(z)| by
D. Let ϱ′ satisfy 1 < ϱη < ϱ′ < ϱ, and consider the level curve Γϱ′(Σ). Then, by Cauchy’s
integral formula and Lemma 5.2.2,

∣∣⟨f, pℓ⟩L2
w(Σ)

∣∣ =

∣∣∣∣∣

∫

Σ

1

2πi

∫

Γϱ′ (Σ)

f(z)

z − xdzpℓ(x)w(x)dx

∣∣∣∣∣

=

∣∣∣∣∣−
∫

Γϱ′ (Σ)

f(z)CΣ [pℓw] (z)dz

∣∣∣∣∣ ≤ |Γϱ(Σ)|M D

2π
ϱ′−ℓ,

using C = 1
2π
|Γϱ(Σ)|D. Since this inequality holds for all ϱ′ < ϱ, it must hold for ϱ.

Theorem 5.3.7. Under the assumptions of Lemma 5.3.6, suppose that

∞∑

ℓ=0

ϱ−ℓ∥pℓ(A)b∥2 <∞.
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Then, there exist (εm,ℓ) satisfying |εm,ℓ| ≤ ∥ρm∥∞ := maxx∈Σ |ρm(x)| and a constant C > 0
such that in any norm

∥∥∥∥∥f(A)b− fk,m(A)b +
k−1∑

ℓ=0

εm,ℓpℓ(A)b

∥∥∥∥∥ ≤ CM

∞∑

ℓ=k

ϱ−ℓ∥pℓ(A)b∥.

Proof. For a given ℓ,

−
m∑

j=1

f(zj)wjCΣ [pℓw] (zj) =

∫

Σ

pℓ(x)
1

2πi

m∑

j=1

f(zj)wj

zj − x
w(x)dx = ⟨fm, pℓ⟩L2

w(Σ),

where

fm(x) =
1

2πi

m∑

j=1

f(zj)wj

zj − x
≈ f(x).

Thus,

fk,m =
k−1∑

ℓ=0

⟨fm, pℓ⟩L2
w(Σ)pℓ.

Let εm,ℓ = ⟨fm − f, pℓ⟩L2
w(Σ). By the Cauchy–Schwarz inequality,

|εm,ℓ| ≤ ∥fm − f∥L2
w(Σ) ≤ ∥ρm∥∞.

Then,

f(A)b− fk,m(A)b +
k−1∑

ℓ=0

εm,ℓpℓ(A)b =
∞∑

ℓ=k

⟨f, pℓ⟩L2
w(Σ)pℓ(A)b.

By the triangle inequality and Lemma 5.3.6, there exists some C > 0 such that

∥∥∥∥∥f(A)b− fk,m(A)b +
k−1∑

ℓ=0

εm,ℓpℓ(A)b

∥∥∥∥∥ ≤ CM
∞∑

ℓ=k

ϱ−ℓ∥pℓ(A)b∥.

The bound from Theorem 5.3.7 implies that when A is diagonalized as A = VΛV−1,

∥f(A)b− fk,m(A)b∥2 ≤ ∥V∥2∥V−1∥2∥b∥2
[
∥ρm∥∞

k−1∑

ℓ=0

∥pℓ(Λ)∥2 + CM
∞∑

ℓ=k

ϱ−ℓ∥pℓ(Λ)∥2
]
.

This demonstrates that if the quadrature rule is taken such that ∥ρm∥∞ is sufficiently small,
then the convergence rate will be largely determined by the distance from Σ to the nearest
singularity of f . More precisely, ∥f(A)b−fk,m(A)b∥ = O(ϱ−k +∥ρm∥∞) when the spectrum
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of A is contained in Σ, and the rate of convergence will be governed by the furthest level
curve Γϱ(Σ) to which f can be analytically extended. If f is entire, the initial convergence
is superexponential. The level curves of Lemma 5.3.6 can be thought of as higher genus
analogs to Bernstein ellipses as they dictate the convergence rate in the same manner. A
contour plot of eRegΣ(z) is included as part of Figure 5.3.

Because Theorem 5.3.5 gives a different bound, we have, supposing that Γ lies inside
Γϱ(Σ),

∥f(A)b− fk,m(A)b∥2
∥V∥2∥V−1∥2∥b∥2

≤ min

{
∥ρm∥∞

k−1∑

ℓ=0

∥pℓ(Λ)∥2 + CM

∞∑

ℓ=k

ϱ−ℓ∥pℓ(Λ)∥2,

1

2π
∥ρm(Λ)∥2 + cLM max

j∈{1,...,m}

ekν(zj ;A)

1− eν(zj ;A)

}

≤ min

{
c′∥ρm∥∞

k−1∑

ℓ=0

eℓν(A) + c′CM
ekν(z∗;A)

1− eν(z∗;A)
,

1

2π
∥ρm(Λ)∥2 + cLM max

j∈{1,...,m}

ekν(zj ;A)

1− eν(zj ;A)

}
,

for another constant c′ > 0 by Lemma 5.2.2. Here, z∗ is any point on Γϱ(Σ).
If A is generic and the spectrum of A is contained in Σ, then ν(A) = 0 (∥pℓ(A)∥2 = O(1))

and the first term inside the minimum is likely to be smaller than the second since the nodes zj
are inside Γϱ(Σ), but, eventually, the first term will dominate the second when

∑k−1
ℓ=0 ∥pℓ(Λ)∥2

becomes large. The second term then implies that the errors remain small, even if this sum
is large. Also, if A is generic but the eigenvalues of A are not contained in Σ, the second
term here will still be small, giving useful bounds. The first term will also likely be small,
but as ν(A) > 0, the sum grows exponentially with respect to k. In this case, the balance,
i.e., which term gives a better bound in a given situation, will change.

5.3.2 Complexity

To run Algorithm 3 for k steps, using that computing ǎj, b̌j, Sj requires O(1) arithmetic
operations and supposing that TA is the complexity of matrix multiplication by A, we need
less than kTA+7kn+km+O((1+m)k) arithmetic operations if A ∈ Cn×n. The O((1+m)k)
term represents the computation of ǎj, b̌j, Sj for j = 0, 1, . . . k. The complexity of the first
Akhiezer iteration, Algorithm 2, is found by setting m = 0. Furthermore, if a tolerance of ϵ
is desired for function approximation, we expect to set m = O(log ϵ−1). This is in comparison
with the method in [43] where the complexity is kTA + O(k2m + n), and m = O(ϵ2/7) is
required, in general, to achieve a tolerance of ϵ.
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5.4 Adaptivity

In the case where the matrix A is symmetric, i.e., it has all real eigenvalues, the asymptotic
behavior of the polynomials yields an adaptive algorithm that estimates a good choice for
the bands Σ =

⋃g+1
j=1[aj, bj] then applies the iteration (5.3) to solve the system Ax = b. For

simplicity, we will consider only the g = 1 case Σ = [a1, b1] ∪ [a2, b2], but such an approach
can be applied to the g > 1 cases as well. Furthermore, such an approach could be used as
a first step in computing a matrix function by producing an estimate of the spectrum of A.

By Lemma 5.2.2, if not all eigenvalues of A are contained in Σ, the matrix polynomials
pj(A), and therefore ∥pj(A)b∥ as well, grow at an asymptotic rate given by emaxk RegΣ(λk),
where λ1, . . . , λn denote the eigenvalues of A. Thus, if the approximate growth rate is given
by r, then performing root finding on eReg(z) − r around each endpoint of Σ will yield a
new set of bands that contain the eigenvalues of A. A naive implementation of this is
given as Algorithm 4. This algorithm ensures that the Akhiezer iteration on the outputted

Algorithm 4: Adaptive band selection

Input: Initial guess for bands Σ = [a1, b1] ∪ [a2, b2] where b1 < 0 < a2, A ∈ Cn×n,
A = A∗, b ∈ Cn, parameters γo > 1, 0 < γi < 1.
while Norms of matrix polynomials ∥pj(A)b∥ grow as j →∞ do

Compute the growth rate r of ∥pj(A)b∥ as j →∞.
Set f(x) = eRegΣ(x) − r for gΣ corresponding to [a1, b1] ∪ [a2, b2].
Perform bisection on f on [γoa1, a1]. If bisection fails, set a1 ← γoa1; otherwise
set a1 ← c where c is the computed root.

Perform bisection on f on [b1, γib1]. If bisection fails, set b1 ← γib1; otherwise set
b1 ← c where c is the computed root.

Perform bisection on f on [γia2, a2]. If bisection fails, set a2 ← γia2; otherwise
set a2 ← c where c is the computed root.

Perform bisection on f on [b2, γob2]. If bisection fails, set b2 ← γob2; otherwise set
b2 ← c where c is the computed root.

Compute norms of matrix polynomials ∥pj(A)b∥ for p0, p1, . . . corresponding to
the updated bands Σ = [a1, b1] ∪ [a2, b2].

end
return Σ = [a1, b1] ∪ [a2, b2]

bands Σ = [a1, b1]∪ [a2, b2] applied to Ax = b will converge at the rate e−RegΣ(0). In practice,
computing the growth rate of the matrix polynomials can be challenging due to theta function
oscillations implicit in the orthogonal polynomials. One way to do this is to consider the
ratio

|pn+k(z)|
|pn(z)| =

|δ̂n+k(z)|
|δ̂n(z)|

ekRegΣ(z),
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which follows from Lemma 5.2.2. Since δ̂n(z) = O(1), for sufficiently large n and k,

r ≈ eRegΣ(z) ≈ k

√
|pn+k(z)|
|pn(z)| .

Of course, what “sufficiently large” means in practice is not always clear, and one may need
to experiment with different values of n and k for different matrices.

The factor e−RegΣ(0) typically increases as the sizes of the intervals increase, so the con-
vergence rate will be suboptimal if the eigenvalues of A are contained in some Σ′ ⊊ Σ. The
convergence rate can be improved by modifying Algorithm 4 so that only one endpoint is
moved at a time and the new growth rate is computed after each movement. If the growth
rate decreases, the algorithm proceeds to the next endpoint. Otherwise, the endpoint is
reverted to its previous value and the algorithm proceeds.

An improved band estimation technique can be employed if one is willing to compute up to
4 (or more generally, 2g + 2) inner products. This is done by approximating the eigenvector
corresponding to the eigenvalue with the most growth. In particular, one computes ỹ =
pn(A)b for a sufficiently large n and normalizes y = ỹ

∥ỹ∥ to avoid round-off errors. This is

iterated as ỹ = pn(A)y, y = ỹ
∥ỹ∥ until convergence. Then, the eigenvalue corresponding to

the largest growth rate is approximated by the Rayleigh quotient

yTAy

yTy
.

The relevant endpoint is then moved to strictly contain this eigenvalue, and the algorithm
iterates until all approximated eigenvalues fall within the bands. We find this approach to be
the most accurate, and the eigenvalues are computed to machine precision, so the algorithm
needs only 4 Rayleigh quotient computations to accurately approximate the true bands.

On the other hand, if one only cares that the iteration converges and is not concerned
with the rate, a simpler approach can be applied. If one takes the initial guess for the
bands to be the symmetric intervals [−b,−a] ∪ [a, b], convergence can be obtained without
moving the interior endpoints. This follows from the fact that the iteration converges if
RegΣ(λk) < RegΣ(0) for all eigenvalues λk of A and that RegΣ(z) is maximized on [−a, a]
at z = 0. Thus, one only needs to adjust the parameter b so that RegΣ(λk) < RegΣ(0) for
all eigenvalues such that |λk| > b.

5.5 Examples and Applications

Since this work is inspired by that of Saad, we first consider an example presented in [132,
Section 8.1]. Let A ∈ R200×200 be a diagonal matrix with eigenvalues spaced uniformly in
[−2,−0.5] ∪ [0.5, 6], and let b = Ae where e ∈ R200 is the vector of all ones. We run the
Akhiezer iteration using g = 1 Akhiezer polynomials and plot the relative residuals in Figure
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Figure 5.2: Relative residuals at each iteration of the Akhiezer iteration applied to a diagonal
matrix A ∈ R200×200 with eigenvalues spaced uniformly in [−2,−0.5] ∪ [0.5, 6] and b = Ae.
The rate of convergence is well-approximated by the reference line Ce−kRegΣ(0).

5.2. We observe that this looks similar to the result in [132].
To construct a more complicated example, we consider a 200 × 200 real matrix with

randomly generated eigenvalues in [−2,−0.5] ∪ [0.5, 6]. We construct A by moving the
eigenvalues off the intervals by adding a Gaussian perturbation and removing the near-
diagonal structure by conjugating by an orthogonal matrix. Again, we take b = Ae. In
Figure 5.3, we plot the eigenvalues of A on a contour map of RegΣ and the relative residuals
for the first 370 iterations of the Akhiezer iteration using g = 1 Akhiezer polynomials.

To demonstrate the convergence of the Akhiezer iteration for matrix function approx-
imation, we consider the same matrix A as the previous example but let b ∈ R200 be a
random Gaussian vector. We let the contour be two circles: one centered around each in-
terval with diameter 1.15 times the length of the interval. We take 200 quadrature nodes
divided between the two circles proportionally to their width. First considering the entire
function f(x) = exp(x), we use (5.4) with g = 1 Akhiezer polynomials to approximate f(A)b
and plot the 2-norm of the difference between this approximation and f(A)b in Figure 5.4.
We observe superexponential convergence until the iteration saturates due to rounding er-
rors. Instead, letting f(x) = tanh(x) and then f(x) = exp(x)/x, we plot the same errors
at each iteration in Figures 5.5 and 5.6 for two different matrices A. We observe that this
approach allows one to compute f(A)b for functions f that have singularities at zero, albeit
at a slower rate than for functions with singularities farther away from Σ. Furthermore, the
bound of Theorem 5.3.7 estimates the convergence rate accurately when the spectrum of A
is contained in Σ and is pessimistic but close when this is not true.
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Figure 5.3: Eigenvalues of a matrix A superimposed on a contour plot of RegΣ(z) (left) and
relative residuals at each iteration for the Akhiezer iteration applied to Ax = b := Ae. The
asymptotic rate of convergence is well-approximated by the reference line Cekν(0;A).

Figure 5.4: 2-norm error at each iteration for the Akhiezer iteration approximation to f(A)b
where f(x) = exp(x), A ∈ R200×200 is as in Figure 5.3, and b ∈ R200 is a random Gaussian
vector. The iteration converges superexponentially, saturating within 20 iterations.
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Figure 5.5: 2-norm error at each iteration for the Akhiezer iteration approximation to f(A)b
where f(x) = tanh(x) (left) and f(x) = exp(x)/x (right), A ∈ R200×200 has randomly
generated eigenvalues in [−2,−0.5] ∪ [0.5, 6], and b ∈ R200 is a random Gaussian vector.
The convergence rate bounds C1e

kν(iπ/2;A) (left) and C2e
kν(0;A) (right) approximate the true

convergence rates.

Figure 5.6: 2-norm error at each iteration for the Akhiezer iteration approximation to f(A)b
where f(x) = tanh(x) (left) and f(x) = exp(x)/x (right), A ∈ R200×200 is as in Figure 5.3,
and b ∈ R200 is a random Gaussian vector. The convergence rate bounds C1e

kν(iπ/2;A) (left)
and C2e

kν(0;A) (right) approximate the true convergence rates.
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Figure 5.7: Relative residuals at each iteration for the Akhiezer iteration applied to Ax =
b where A ∈ R200×200 has eigenvalues near [−2,−0.5] ∪ [0.5, 0.7] ∪ [5.8, 6] and b ∈ R200

is a random Gaussian vector with Akhiezer polynomials on [−2,−0.5] ∪ [0.5, 6] (left) and
orthogonal polynomials with the weight (3.5) on [−2,−0.5] ∪ [0.5, 0.7] ∪ [5.8, 6] (right). The
convergence rate eν(0;A) plotted in the reference line is approximately 0.888 (left) and 0.787
(right). The iteration converges to a relative residual of 10−10 in 177 iterations (left) and
102 iterations (right).

To illustrate the advantage of having more knowledge of the spectrum, we consider A and
b constructed in the same manner as the previous example but with the original eigenvalues
taken to be in Σ = [−2,−0.5] ∪ [0.5, 0.7] ∪ [5.8, 6]. In Figure 5.7, we plot the convergence
of the Akhiezer iteration using Akhiezer polynomials on [−2,−0.5] ∪ [0.5, 6] and orthogonal
polynomials with the weight (3.5) on Σ. We find that the iteration converges to a relative
residual of 10−10 in 177 iterations in the former case and 102 in the latter in spite of the
unbounded behavior at the endpoints of orthogonal polynomials with the weight (3.5).

As a final example, we consider the boundary-value problem (BVP) on [0, 1]:

− d2

dx2
u(x)− 30exu(x) = x,

u(0) = u(1) = 0.

Applying a centered finite difference approximation on an equally spaced grid of 100 points
yields a symmetric indefinite linear system Ax = b with eigenvalues on the positive real axis
that are unbounded as the grid spacing is refined. To control the eigenvalues, we apply a
preconditioner L−1 where L corresponds to a centered finite difference approximation on the
same grid applied to the BVP

− d2

dx2
u(x) = 0,

u(0) = u(1) = 0.
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Figure 5.8: Relative residuals at each iteration for 250 iterations of the Akhiezer iteration
applied to a preconditioned BVP for two different approaches for adaptive band selection
(left: Algorithm 4, right: Algorithm 4, moving one endpoint at a time). The convergence
rate eν(0;A) plotted in the reference line is approximately 0.933 (left) and 0.879 (right).

We then expect L−1A to have the majority of its eigenvalues bounded by 1 on the positive real
axis with the remaining eigenvalues on the negative real axis. Thus, we apply Algorithm 4 to
the system L−1Ax = L−1b with an initial guess of Σ = [−2,−0.5] ∪ [0.5, 1] and parameters
γo = 5, γi = 0.7 and obtain the bands Σ = [−4.16236,−0.24854] ∪ [0.25104, 3.10107]. The
true eigenvalues of L−1A fall in [−4.14928,−0.28169]∪ [0.43062, 0.99921] with eigenvalues at
each endpoint, so this algorithm does a good job of capturing the “worst offender” but far
overshoots the right endpoint. However, applying the modification of Algorithm 4 to optimize
the convergence rate described in Section 5.4 yields the bands Σ = [−4.15388,−0.28391] ∪
[0.44168, 1.01575]; these are very close to the true bands, but note that the interval endpoint
−0.28391 < −0.28169, and an eigenvalue lies outside the computed bands. This occurs due
to difficulties in approximating the exact matrix polynomial growth rate (r in Algorithm 4)
but gives just a slight perturbation to the geometric rate of convergence. Furthermore,
applying the variation with inner products finds the true bands to full precision.

In Figure 5.8, we plot the relative residuals when applying the Akhiezer iteration to
L−1Ax = L−1b with the Akhiezer polynomials on Σ = [−4.16236,−0.24854]∪[0.25104, 3.10107]
and the Akhiezer polynomials on Σ = [−4.15388,−0.28391]∪ [0.44168, 1.01575] for 250 iter-
ations.

5.6 Discussion and open questions

The Akhiezer iteration introduced in this chapter is extended to Sylvester matrix equations in
Chapter 6, where the same polynomial approximation framework yields inverse-free iterative
methods with sub-cubic arithmetic complexity for low-rank right-hand sides.
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First, in this chapter, we have not addressed the question of adaptivity for matrices with
eigenvalues off the real axis. In [106], this is handled for the classical Chebyshev iteration by
estimating the convex hull of the spectrum via the power method and choosing the iteration
parameters based on the known “optimal ellipse” containing this convex hull [105]. For
the Akhiezer iteration, similar eigenvalue estimations could be employed, but one would
instead need to look for at least two distinct regions of eigenvalues rather than the convex
hull. Extending the notion of the optimal ellipse to a higher genus seems to be the primary
difficulty. That is, given ellipses containing the spectrum, finding the intervals that optimize
the convergence rate of the Akhiezer iteration requires a generalization of the results of [105]
to more complex geometries based on the level curves of RegΣ(z). How to best approach
this is an important and interesting question that we leave for future work.

On the other hand, the adaptivity techniques for symmetric matrices of Section 5.4 can be
used for eigenvalue approximation, even when decoupled from the Akhiezer iteration. When
the eigenvalues are contained in two disjoint intervals, the variant based on inner products
computes both interior and exterior eigenvalues to full precision. In particular, given any
symmetric matrix, one could compute interior eigenvalues in the interval [b, c] by choosing an
initial guess of [a, b]∪ [c, d]. Then, the algorithm would compute two consecutive eigenvalues
in [b, c] or leave b and/or c unchanged if there are zero/one eigenvalues in this interval. This
requires at most 4 Rayleigh quotient computations, so this provides an efficient method to
compute interior eigenvalues to full precision.
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Chapter 6

SYLVESTER MATRIX EQUATIONS
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6.1 Introduction

This chapter is based on [20]. Code used to generate the plots in this chapter can be found
at [21].

In numerical linear algebra, a fundamental problem is computing the solution of the
Sylvester matrix equation (1.2), with X as the unknown. It appears in applications related
to model reduction and stability analysis for large-scale dynamical systems [10, 82, 126],
eigenvalue assignment for vibrating structures [38], noise reduction in image processing [39],
various tasks in control systems and signal processing [28, 72, 103, 161], and the solving
of partial differential equations (PDEs) [37, 71, 110, 139]. We consider the case where the
coefficient matrices A and B are diagonalizable with spectra each contained in disjoint
regions on or near the real axis.

Iterative methods for solving these equations have been a central focus of research for
several decades (see [137] and the references therein), and this has co-evolved alongside the
broader development of rational Krylov methods [26, 31, 131] and related iterative solvers
that fundamentally involve approximations via rational functions. In settings where C is
low rank and A and B are banded, sparse, or otherwise structured so that shifted inverts
are inexpensive, rational-based iterative methods can be extraordinarily effective. However,
when A and B are dense or otherwise costly to invert, such methods will become prohibitively
expensive, offering no advantage over the O(m3+n3) direct solver of Bartels and Stewart [23],
which is itself too costly in the large-scale setting. A natural alternative one might look for
is an iterative method based on polynomial approximation. This avoids the cost of inversion,
instead requiring low-rank matrix-matrix products when C is low rank. Existing methods
based on such ideas (e.g., (block) polynomial Krylov methods) incur a cost per iteration that
grows cubically with respect to the iteration number due to the orthogonalization step [136],
often suffer from storage constraints, as they require storing all previous iterations, and
their convergence rates are often too slow to capture the singular value decay of the true
solution [94, 126]. Such methods also require residual-monitoring, while the methods that
we introduce here do not.

With the limitations of competing methods in mind, we consider a successful method for
solving (1.2) when C is low rank and A and B are dense to be one that requires o(n3 +m3)
arithmetic operations and o(nm) stored entries. Direct and rational-based solvers typically
fail at the former, while standard polynomial-based methods typically fail at the latter.

Here, we introduce two new polynomial-based iterative methods for solving Sylvester
matrix equations that achieve both criteria using the Akhiezer polynomials. Because these
polynomials have good convergence properties on cut domains, we are able to obtain rates
of convergence in our algorithms that are geometric with the degree of the polynomial (and
number of iterations). The result is a collection of inverse-free iterative methods with prov-
able, and often explicit, geometric rates of convergence (see Figure 6.2). When C is low rank,
as is often the case in practice, the methods developed here only require low-rank matrix-
matrix products and some low-dimensional QR and singular value decompositions. They do
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not require storage and orthogonalization against a growing collection of basis vectors. Since
we have error bounds, monitoring of a residual or other convergence indicators is also not
required. When X is numerically of low rank, these methods can be used to construct an
approximate solution in low-rank form.

A particularly attractive feature of the methods that we introduce here is that their
convergence rates are easily determined a priori. That is, denoting the true solution to (1.2)
by X∗, the kth iterate Xk satisfies

∥Xk −X∗∥ ≤ Cϱ−k, (6.1)

in an appropriate norm for some constants C > 0 and 0 < ϱ−1 < 1. Let σ(M) denote the set
of eigenvalues of a linear operator M, i.e., the spectrum. If σ(A) ⊂ [a, 1] and σ(B) ⊂ [−1,−a]
for a ∈ (0, 1), Method 1 (developed in Section 6.2) has convergence rate

ϱ−1(a) =

√
1− a
1 + a

, (6.2)

while Method 2 (developed in Section 6.3) has convergence rate

ϱ−1(a) =
1−√a
1 +
√
a
. (6.3)

In [138, Equation 3.1], Simoncini and Druskin give an error bound of the form (6.1) for
a polynomial Krylov method (e.g., [137, Algorithm 5]) in the Lyapunov case1 B = −AT ,
C = UUT with

ϱ−1(a) =

√
a+ 1−

√
2a√

a+ 1 +
√

2a
. (6.4)

In Figure 6.1, we plot these convergence rate bounds, as a function of a, as well as the
storage required for a test problem. We observe that both of our methods exhibit slower
convergence than the polynomial Krylov method, although Method 2 is quite competitive.
As we demonstrate below, Method 2 can be comparable to a polynomial Krylov method in
runtime, as the iterations of such a method require orthogonalization and are therefore more
expensive. On the other hand, run for enough iterations, both of our methods outperform
a generic polynomial Krylov method [137, Algorithm 5] in terms of the maximum required
storage. Despite having the slowest convergence rate, Method 1 tends to perform the best
in this sense.

1See [98] for more general error bounds. Our methods should also be able to provide error bounds for
polynomial Krylov methods, and this will be explored in future work.
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a

Figure 6.1: Left: Convergence rate bounds (6.4),(6.2),(6.3) for solving (1.2) with a polyno-
mial Krylov method, Method 1, and Method 2, respectively, when B = −AT , C = UUT ,
and σ(A) ⊂ [a, 1], plotted as a function of a. Right: Number of stored matrix entries re-
quired at each iteration of each method applied to the problem of Figure 6.4 described in
Section 6.2.2, with A,B dense.

6.1.1 An approach based on matrix functions

The two primary classes of iterative methods developed for solving (1.2) are those based
on Krylov subspace projections, such as the block polynomial Krylov method, extended
Krylov method [136] and the rational Krylov subspace method [25, 60], and those based
around directly using rational approximations to construct low-rank solutions, including the
cyclic Smith method [126, 133, 140], the low-rank alternating direction implicit (LR-ADI)
method [29, 104], and their variants. A distinct idea, first introduced by Roberts in [130]
in the context of solving matrix Riccati equations, is based instead on approximating the
matrix sign function [30, 57, 86]. This is also the core idea animating Method 1 below. We
define the sign function somewhat unconventionally as follows:

Definition 6.1.1. Let UA and UB denote two disjoint sets in C. Then, the function sign(z) =
sign(z;UA, UB) is defined on UA ∪ UB as

sign(z) =

{
1, z ∈ UA,

−1, z ∈ UB.

When the context is clear, we simplify the notation and refer to sign(z) without explicitly
listing the sets it is defined on. If σ(A) ⊂ UA and σ(B) ⊂ UB, then using the definitions for
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matrix functions we develop below,

sign

(
A 0
C B

)

︸ ︷︷ ︸
H

=

(
In 0
X Im

)(
In 0
0 −Im

)(
In 0
−X Im

)
=

(
In 0
2X −Im

)
. (6.5)

Using (6.5), the solution X of (1.2) can be obtained by computing the matrix 1
2

sign(H) and
isolating the lower left block [86, Section 2.4]. To get an inverse-free iterative method for
computing X from this, we construct an approximation

sign(z) ≈
m∑

j=0

αjpj(z), (6.6)

where (pj(z))∞j=0 are the Akhiezer polynomials, and are therefore orthogonal with respect
to a special inner product. An efficient numerical method for evaluating these polynomials
(and computing the coefficients αj in the expansion) was recently introduced in [18, 19].
In principle, one can simply evaluate (6.6) at z = H and extract the appropriate block
to create an approximate solution to (1.2). Evaluating each pj(H) directly is expensive
since the dimensions of H are double those of the original problem, and we seek to avoid
this. Using the block triangular structure and the three-term recurrence satisfied by the
Akhiezer polynomials, we develop a recursion that describes the evolution of the lower left
block as j grows, so that in most cases2, the resulting method only incurs a per-iteration
computational cost on the same order as the cost of matrix-vector products with A and B.
Under our convergence heuristics, O (log(m+ n)) iterations are required to satisfy an error
tolerance, and therefore the overall cost of the low-rank variation of the method when A and
B are dense is O(m2 logm+ n2 log n).

The second method that we introduce functions largely in the same manner. Rather
than passing to a sign function, we directly approximate the inverse of the Sylvester operator
SA,BY = YA−BY via

1

z
≈

m∑

j=0

α̂jpj(z),

where (pj(z))∞j=0 are again the Akhiezer polynomials. Again, the resulting method incurs
a per-iteration computational cost on the same order as the cost of matrix-vector products
with A and B in most cases, requiring O (log(m+ n)) iterations to satisfy an error tolerance
with an overall cost of O(m2 logm+ n2 log n) when A and B are dense. Both methods that
we introduce allow for compression at each step. Empirically, this, in combination with the
three-term Akhiezer polynomial recurrence, ensures that o(nm) entries need to be stored
when C is low rank. These methods can also be applied when the spectra of A and B lie in
or near an arbitrary number of real intervals, as in Chapter 5.

2The cost of the compression step dominates if the cost of matrix-vector products is o(m+ n).
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Inverse-free iterative solvers can be advantageous in settings where the coefficient matrices
are dense, where fast matrix-vector product routines for these matrices are available, and in
settings where coefficient matrices are not directly accessible and only their action can be
observed. We view the Akhiezer-based method presented here as an analog to the Chebyshev
iteration for solving linear systems. The Chebyshev iteration can be advantageous over the
conjugate gradient method or GMRES since it only requires short recurrences and avoids
orthogonalization steps, and the Akhiezer-based approach is advantageous over polynomial
Krylov methods in the same way. Our hope is that the availability of a new inverse-free
method will prompt further developments, including investigations into other use-cases and
the analysis and development of analogous polynomial families for more general domains. As
we show in Section 6.5, Method 1 also supplies a new approach for related tasks, including
the evaluation of the Fréchet derivative of matrix functions and the solving of other matrix
equations. There is also a natural connection to the general evaluation of functions of
matrices, which is thoroughly discussed in Chapter 5.

Figure 6.2 compares the errors in approximating the sign function via Akhiezer polynomi-
als with the approximation error achieved via optimal rational approximation [6, Chapter 9]
(see also [115, 154]) on various subsets of [−1, 1]. While we cannot expect to achieve the
optimal rational convergence rate, the convergence rate is fast enough to yield a competitive
algorithm in regimes where inversion is costly. Comparisons with other inverse-free methods
are shown in Section 6.4. Furthermore, this convergence rate can be determined a priori
using only the intervals constituting the cut domain. It is governed by the level curves of
the function eRe gΣ(z), where gΣ(z) is the classical Green’s function with pole at infinity de-
fined in Section 6.2.3 [68,162]. The convergence rate of an approximation to a function f is
governed by the largest value of c such that f can be analytically extended to the level set
RegΣ(z) < c [162].

For the sign function, this maximal level set will correspond to a value c∗ such that
the level curves Re gΣ(z) = c∗ around each interval intersect. Thus, as c crosses c∗, we
see a bifurcation of a connected level curve to a disconnected level curve, or vice versa.
In Figure 6.3, we demonstrate this. We describe an inexpensive method to compute this
intersection point, and thus the rate of convergence of Method 1, in Section 6.2.3. Plots of
these level curves for more general domains can be found in [63].

6.1.2 Related work

As stated above, many polynomial-based methods suffer from growing per-iteration cost,
heavy storage requirements, and necessary residual computation which, in conjunction with
the slower convergence rate of such methods relative to rational-based methods, make large-
scale problems intractable. Considerable effort has focused on improving such methods on all
three fronts [41, 94,96,121,122]. In particular, the method of [121] both greatly reduces the
per-iteration cost and storage requirements of polynomial-based Krylov subspace methods
while accelerating convergence. Despite the fact that the convergence of polynomial-based
Krylov methods is slow compared to that of rational Krylov methods, the savings induced by
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Figure 6.2: Error plots of Akhiezer polynomial series and optimal Zolotarev rational approx-
imations to the sign function on different cut domains.
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Figure 6.3: Generalized Bernstein ellipses for the cut domains [−2,−0.1] ∪ [0.1, 1.5] (left)
and [−2,−0.5]∪ [0.5, 6] (right). These are level curves of eRe gΣ(z) from Lemma 5.3.6. The red
dashed line is the level curve where the curves around each interval first intersect, Re gΣ(z) =
c∗, and this governs the convergence rate of the Akhiezer polynomial approximation to the
sign function on these domains.

solving the smaller sketched problems can make up the difference because of the per-iteration
savings. We suspect that the use of the Akhiezer polynomials in concert with a sketched
Krylov subspace method might lead to faster runtimes for such schemes, but we leave this
for future work.

Owing to the fact that sign(H) = H(H2)−1/2, iterative methods for computing matrix
square roots can be used to evaluate the matrix sign function. While many of these algorithms
make use of inversion, the Newton–Schulz iteration is an exception. More precisely, the
Newton–Schulz iteration to compute the sign function is simple:

Hk+1 =
1

2
Hk

(
3I−H2

k

)
.

This iteration converges quadratically, but it requires that ∥I −H2∥ < 1 in a subordinate
matrix norm [86, Section 5.3]. By contrast3, the methods presented here can be applied
whenever the eigenvalues of H are close to known intervals on the real axis. We discuss
other connections with algorithms for the matrix square root in Section 6.5.3 and refer
to [86] for a thorough survey.

3Newton–Schulz can be modified to converge globally, but this requires H to be Hermitian [44].
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6.1.3 Organization

The rest of this chapter is organized as follows. In Section 6.2, we present Method 1,
extending the Akhiezer iteration to an inverse-free iterative method for solving Sylvester
matrix equations via the matrix sign function and analyze its complexity and convergence
properties. In Section 6.3, we present Method 2, using the Akhiezer iteration to directly
approximate the inverse of the Sylvester operator and again analyze its complexity and
convergence properties. In Section 6.4, we apply the methods presented here to solve integral
equations and two-dimensional PDEs. In Section 6.5, we discuss other related applications.

6.2 Method 1: the matrix sign function

We now turn to solving the Sylvester matrix equation (1.2). We assume that the spectrum of
A is contained in UA and that the spectrum of B is contained in UB. Suppose Ξ = α+eiθR is
chosen such that the halfplanes HA and HB separated by Ξ contain UA and UB, respectively.
Then, define

sign : C \ Ξ→ C, sign(z) =

{
1, z ∈ HA,

−1, z ∈ HB.
(6.7)

The choice of Ξ will affect the convergence rate estimates that appear later in this section.
The solution of (1.2) can be obtained as a subblock of the matrix sign function of the

block matrix H in (6.5). This follows from the factorizations

(
A 0

C + BX B

)
=

(
A 0
C B

)(
In 0
X Im

)
,

(
A 0
XA B

)
=

(
In 0
X Im

)(
A 0
0 B

)
,

so (1.2) is equivalent to the equation

H :=

(
A 0
C B

)
=

(
In 0
X Im

)(
A 0
0 B

)(
In 0
−X Im

)
. (6.8)

When σ(A) ⊂ [a2, b2] ⊂ R, σ(B) ⊂ [a1, b1] ⊂ R, and b1 < a2, the Akhiezer iteration
for Σ = [a1, b1] ∪ [a2, b2], as presented in Algorithm 3, can be directly applied to compute
sign(H) (with b = I), and thus solve the Sylvester equation (1.2). Note that despite its
discontinuous nature, the sign function can always be defined so that it is analytic in a
(disconnected) region containing Σ. We discuss this application and efficiency improvements
in the following subsections.

This construction directly yields the following solution formula for (1.2), where the con-
vergence of the infinite sum follows from Lemma 5.2.2 below:

Theorem 6.2.1. Define the sign function as in (6.7) and let σ(A), σ(B) be contained in the
interior of Σ =

⋃g+1
j=1[aj, bj] ⊂ R where Ξ does not intersect Σ. Let w be a weight function of

the form (3.5) and denote the corresponding orthonormal polynomials by (pj(x))∞j=0. Then,
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the solution of the Sylvester equation (1.2) is given by

X =
∞∑

j=0

αjpj(H)n+1:n+m,1:n, H =

(
A 0
C B

)
, αj =

∫

Σ

sign(x)pj(x)w(x)dx.

Remark 6.2.2. The assumption that σ(A), σ(B) ⊂ Σ in Theorem 6.2.1 is unnecessary.
In the notation of Chapter 5, this assumption may be replaced with the requirement that
ν(z∗;H) < 0, where z∗ is any point on the level curve Γϱ(Σ), interior to which the sign
function is analytic. See Lemma 5.3.6.

6.2.1 Isolating the lower left block

Since only the lower left block of sign(H) is required to solve the Sylvester equation (1.2),
we can reduce the necessary arithmetic operations using the following lemma.

Lemma 6.2.3. Given a sequence of orthonormal polynomials (pj(z))∞j=0 with three-term
recurrence (2.5), the lower left block of pj(H) where

H =

(
A 0
C B

)
,

is given by
Cpj(A) + Gj,

where Gj satisfies

G0 = −C,

G1 =
1

b̌0
(G0A + (ǎ0 + 1)C),

Gj =
1

b̌j−1

(
Gj−1A + pj−1(B)C− ǎj−1Gj−1 − b̌j−2Gj−2

)
, j ≥ 2.

(6.9)

Proof. See Appendix A.3.

Lemma 6.2.3 allows the Akhiezer iteration applied to Sylvester equations to be imple-
mented such that full block (n + m)× (n + m) matrix-matrix multiplications are no longer
needed; however, the matrix polynomials pj(A) and pj(B) are both still required to com-
pute the desired lower left block. Thus, recurrences for these matrix polynomials and the
approximate solution can be run in parallel, effectively decoupling the large matrix-matrix
product into five smaller ones. A Sylvester equation solver based on this decoupling can be
implemented as in Algorithm 5.
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Algorithm 5: Decoupled XA−BX = C solver via the Akhiezer iteration

Input: Matrices A,B,C and the Akhiezer data (functions to compute recurrence
coefficients ǎk, b̌k and pk-series coefficients αk for the sign function).

Set X0 = 0.
for k=0,1,. . . do

if k=0 then
Set p0(A) = I.
Set p0(B) = I.
Set G0 = −C.

else if k=1 then
Set p1(A) = 1

b̌0
(p0(A)A− ǎ0p0(A)).

Set p1(B) = 1
b̌0

(Bp0(B)− ǎ0p0(B)).

Set G1 = 1
b̌0

(G0A + (ǎ0 + 1)C).

else

Set pk(A) = 1
b̌k−1

(pk−1(A)A− ǎk−1pk−1(A)− b̌k−2pk−2(A)).

Set pk(B) = 1
b̌k−1

(Bpk−1(B)− ǎk−1pk−1(B)− b̌k−2pk−2(B)).

Set Gk = 1
b̌k−1

(
Gk−1A + pk−1(B)C− ǎk−1Gk−1 − b̌k−2Gk−2

)
.

end
Set Xk+1 = Xk + αk

2
(Cpk(A) + Gk).

if converged then
return Xk+1.

end

end
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6.2.2 Compression and low-rank structure

In the case where the data matrix C in (1.2) is low rank, Algorithm 5 is suboptimal in that
it requires full matrix-matrix products. Moreover, it is known that when the rank of C is
bounded above by a small number r and A and B are normal4 with well-separated spectral
sets, then X is well-approximated by a low-rank matrix [27]. We say that such a matrix is
numerically of low rank. Specifically, we say that X is numerically of rank k with respect
to the tolerance 0 < ϵ < 1 if the (k + 1)st singular value of X is bounded above by ∥X∥F ϵ.
Throughout this chapter, we take ϵ = 10−14. Rather than constructing Xk outright, it is
preferable to construct low-rank factors WkZk = Xk.

Here, we suppose we are given a low-rank factorization of C in (1.2), and so consider the
equation

XA−BX = UV, (6.10)

where U ∈ Cm×r and V ∈ Cr×n are given with r much smaller than m and n. To incorporate
the low-rank structure into our iteration, we note that the recurrence (2.5) can be left- and
right-multiplied, respectively, giving

Vp0(A) = V,

Vp1(A) =
1

b̌0
(Vp0(A)A− ǎ0Vp0(A)),

Vpk(A) =
1

b̌k−1

(Vpk−1(A)A− ǎk−1Vpk−1(A)− b̌k−2Vpk−2(A)), k ≥ 2,

and
p0(B)U = U,

p1(B)U =
1

b̌0
(Bp0(B)U− ǎ0p0(B)U),

pk(B)U =
1

b̌k−1

(Bpk−1(B)U− ǎk−1pk−1(B)U− b̌k−2pk−2(B)U), k ≥ 2.

By computing with only these recurrence formulae, we circumvent the need to compute the
full diagonal blocks of pj(H), greatly reducing the size of the needed matrix-matrix products

4Generalizations for the nonnormal case are also known [27].
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when r is small. Letting Gj = JjKj, we write the recurrence (6.9) in block low-rank form as

J0K0 = G0 = −UV,

J1K1 = G1 =
1

b̌0

(
J0 (ǎ0 + 1)U

)(K0A
V

)
,

JjKj = Gj =
1

b̌j−1

(
Jj−1 pj−1(B)U −ǎj−1Jj−1 −b̌j−2Jj−2

)



Kj−1A
V

Kj−1

Kj−2


 , j ≥ 2.

Then, letting Xk = WkZk, the update step from Algorithm 5 can be written as

Wk+1Zk+1 = Xk+1 =
(
Wk

αk

2
U αk

2
Jk

)



Zk

Vpk(A)
Kk


 .

These relations allow Algorithm 5 to be decoupled such that two matrices, Wk and Zk, are
updated separately and the approximate solution is the product of the two. However, their
direct use is hampered by the fact that the number of rows or columns grows rapidly with
k. To address this, we compress these matrices to their numerical rank as needed. A simple
compression method based on the QR/LQ and singular value decompositions (SVD) is given
in Algorithm 6.

Algorithm 6: Simple compression of (J,K)

COMPRESS(J,K, ϵ)
Input: Matrices J ∈ Cm×n, K ∈ Cn×ℓ and tolerance ϵ.
Run QR on J to get QJR = J.
Run LQ on K to get LQK = K.
Run SVD on RL to get UΣV = RL.
Truncate Σ so that all discarded singular values satisfy σ2

j/
∑

j σ
2
j < ϵ, leaving

Σ̃ ∈ Rk×k.
Truncate rows or columns of U and V as appropriate, leaving Ũ ∈ Cm×k and
Ṽ ∈ Ck×ℓ.

Return J̃ = QJŨΣ̃
1/2

, K̃ = Σ̃
1/2

ṼQK.

Given a method that compresses the matrices JkKk and WkZk to match their numerical
rank, the above recurrence relations allow Algorithm 5 to be rewritten so that only low-rank
matrix-matrix products and compression steps are necessary to compute a solution. An
implementation of this is given as Algorithm 7.

This algorithm chooses compression tolerances in a manner that depends on the iteration
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Algorithm 7: Low-rank XA −BX = UV solver using the Akhiezer iteration for
the sign function

Input: Matrices A,B,U,V, the Akhiezer data (functions to compute recurrence
coefficients ǎk, b̌k and pk-series coefficients αk for the sign function), computed
decay rate ϱ and constant c as in Section 6.2.3, and compression tolerance ϵ.

Initialize W0 and Z0 to be empty.
for k=0,1,. . . do

if k=0 then
Set Vp0(A) = V.
Set p0(B)U = U.
Set J0 = −U.
Set K0 = V.

else if k=1 then
Set Vp1(A) = 1

b̌0
(Vp0(A)A− ǎ0Vp0(A)).

Set p1(B)U = 1
b̌0

(Bp0(B)U− ǎ0p0(B)U).

Set J1 = 1
b̌0

(
J0 (ǎ0 + 1)U

)
.

Set K1 =

(
K0A
V

)
.

else

Set Vpk(A) = 1
b̌k−1

(Vpk−1(A)A− ǎk−1Vpk−1(A)− b̌k−2Vpk−2(A)).

Set pk(B)U = 1
b̌k−1

(Bpk−1(B)U− ǎk−1pk−1(B)U− b̌k−2pk−2(B)U).

Set Jk = 1
b̌k−1

(
Jk−1 pk−1(B)U −ǎk−1Jk−1 −b̌k−2Jk−2

)
.

Set Kk =




Kk−1A
V

Kk−1

Kk−2


.

end

Set Jk,Kk = COMPRESS(Jk,Kk,
ϱkϵ
c

).
Set Wk+1 =

(
Wk

αk

2
U αk

2
Jk

)
.

Set Zk+1 =




Zk

Vpk(A)
Kk


.

Set Wk+1,Zk+1 = COMPRESS (Wk+1,Zk+1, ϵ).
if converged then

return Wk+1,Zk+1.
end

end
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Figure 6.4: Numerical rank of the iterates of Algorithm 7 with unweighted compression
(left) and error of the approximation at each iteration against the true solution X∗ of (6.10),
computed via sylvester, the built-in Julia implementation of the Bartels–Stewart algo-
rithm [23] (right). Here, A ∈ R1000×1000, B ∈ R900×900, UV is rank 2, and the numerical
solution appears to have numerical rank 14.

step which we now motivate. Since X will be numerically of low rank, we expect the ap-
proximate solution WkZk of Algorithm 7 to be numerically of low rank for all k. However,
we have no reason to expect the lower left block of pj(H) to be numerically of low rank for
large j, meaning that as the iteration count increases, a low-rank object is being constructed
out of increasingly higher-rank objects. In Figure 6.4, we plot the numerical ranks of both
the component pieces JkKk and of the approximate solution WkZk for an example problem
where A ∈ R1000×1000, σ(A) ⊂ [2, 3], B ∈ R900×900, σ(B) ⊂ [−1.8,−0.5], U ∈ R900×2, and
V ∈ R2×1000. The numerical rank of JkKk appears to grow, while the numerical rank of
WkZk converges to that of the true solution. The reason for this is that JkKk is always
scaled by a pj-series coefficient αk when WkZk is updated, but these coefficients decay expo-
nentially as k increases [19, Lemma 4.10]. Due to this decay and the fact that JkKk is used
to generate Jk+1Kk+1, one may consider enlarging the tolerance (as in Algorithm 6) in the
compression of JkKk by the decay rate of |αk|. See Section 6.2.3 for a full discussion of this.
In Figure 6.5, we plot the numerical rank of JkKk and WkZk when the compression of JkKk

is weighted by the decay rate. We observe that the rank of JkKk now decays as the rank of
WkZk converges to that of the true solution, but the convergence rate of the iteration is not
noticeably affected.

6.2.3 Parameter tuning and heuristics

To determine the convergence rate ϱ−1 when f is the sign function, consider Σ = [a1, b1] ∪
[a2, b2], b1 < a2. The largest value of ϱ such that f(z) = sign(z) can be defined so that it
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Figure 6.5: Numerical rank of the iterates of Algorithm 7 with weighted compression (left)
and error of the approximation at each iteration against the true solution X∗ (right). The
problem is the same as that of Figure 6.4, and only the tolerance for the compression of
JkKk was changed.

is analytic in Bϱ will correspond to the value of ϱ where the disjoint level curves around
[a1, b1] and [a2, b2] first intersect, as ϱ increases. This intersection point is precisely the
unique local maximum of RegΣ(z) for z ∈ [b1, a2]. The location of this intersection follows
from [19, Appendix A] and is given by5

z∗ =

∫ a2
b1

zdz√
z−a1

√
z−b1

√
z−a2

√
z−b2∫ a2

b1

dz√
z−a1

√
z−b1

√
z−a2

√
z−b2

.

Given the intersection point z∗ of the level curves, we have the following bound on the
coefficients of a pj-series expansion of the sign function:

|αj| =
∣∣⟨sign, pj⟩L2

w(Σ)

∣∣ ≤ Cϱ−j, ϱ = eRegΣ(z
∗),

for some constant C > 0 that cannot in general be computed.

Remark 6.2.4. In the symmetric case Σ = [−b,−a]∪ [a, b], 0 < a < b, we have that z∗ = 0
and [65]

ϱ =

√
b
a

+ 1
b
a
− 1

.

We use this bound to inform a heuristic for the weighted compression described in Sec-

5A formula for z∗ may also be obtained by differentiating the formulae in [19, Section 3.1 and 4.1.1];
however, given the ease of computing gΣ via the formula in [19, Section 4.1.1], we find that it is fastest
and easiest to find the intersection point z∗ via a numerical method such as the golden-section search.
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Figure 6.6: Modulus of the coefficients of an Akhiezer polynomial series approximation to
the sign function on [−1.8,−0.5]∪[2, 3] (left) and [−1.8,−0.1]∪[0.1, 3] (right) plotted against
the convergence rate heuristic with c = 5 until the heuristic is smaller than 10−16.

tion 6.2.2. We find that the weighted compression step tends to behave well when the

tolerance is simply multiplied by ϱk

c
at iteration k where ϱ is computed a priori and c is a

chosen constant taken in place of C. Since the coefficients αj are computed a priori, one may
simply select c such that |αj| ≤ cϱ−j by plotting or other means; however, we find that it
typically suffices to take c = 5. One can always plot the series coefficients if uncertain. See
Figure 6.6 for plots of the coefficients against the heuristic with c = 5.

6.2.4 Convergence and stopping criteria

In this subsection, we present a convergence analysis that is largely a simplified version of
that of [19, Section 4] under the additional assumption that the eigenvalues of the matrix lie
in the interior of Σ. Some results are reproduced directly without proof. We begin with the
following definition to simplify the analysis:

Definition 6.2.5. We say that a matrix is generic if it is diagonalizable and none of its
eigenvalues lie at endpoints of Σ.

See [19, Section 4.1.1] for remarks on how the analysis can be extended to nongeneric
matrices.

Theorem 6.2.6. Under the assumptions of Lemma 5.3.6, suppose that M is generic and
σ(M) ⊂ Σ. Then, there exists a constant C ′ > 0, independent of f , such that the approxi-
mation (5.4) satisfies

∥f(M)− Fk∥2 ≤ C ′M∥V∥2
∥∥V−1

∥∥
2

ϱ−k

1− ϱ−1
,
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where M is diagonalized as M = VΛV−1.

Proof. By the triangle inequality,

∥f(M)− Fk∥2 =

∥∥∥∥∥
∞∑

j=k

αjpj(M)

∥∥∥∥∥
2

≤
∞∑

j=k

CMϱ−j∥V∥2 ∥pj(Λ)∥2
∥∥V−1

∥∥
2

= CM∥V∥2
∥∥V−1

∥∥
2

∞∑

j=k

ϱ−j max
λ∈σ(M)

|pj(λ)| .

Since λ lies in the interior of Σ for all λ ∈ σ(M), by Lemma 5.2.2, there exists some constant
c such that

|pj(λ)| =
∣∣∣δ̂j(λ)

∣∣∣ ejRegΣ(λ) ≤ c,

for all j and λ ∈ σ(M). The theorem follows from using C ′ = cC and

∞∑

j=k

ϱ−j =
ϱ−k

1− ϱ−1
. (6.11)

Theorem 6.2.6 implies that the Akhiezer iteration converges, at worst, at a geometric
rate given by ϱ−1. If f is the sign function, then M = 1. This theorem then implies that
there exists some constant DM > 0, dependent on the eigenvectors of M, such that

∥sign(M)− Fk∥2 ≤ DM
ϱ−k

1− ϱ−1
. (6.12)

In particular, for a given tolerance ϵ > 0, we require

k =

⌈
− logϱ

ϵ(1− ϱ−1)

DM

⌉
, (6.13)

iterations to ensure that
∥sign(M)− Fk∥2 < ϵ.

Since it depends on eigenvectors and orthogonal polynomial asymptotics, DM cannot be
cheaply computed in general. Like with the orthogonal polynomial series coefficients, we
hypothesize an upper bound DM ≤ 10ℓ for generic M ∈ Cℓ×ℓ that are not highly nonnormal.
One can always run more iterations if this hypothesized bound appears insufficient.

We note that in finite-precision, the iteration will saturate when the coefficients αj reach
machine precision εmach. We use

k =

⌈
min

{
− logϱ

(
ϵ(1− ϱ−1)

10ℓ

)
,− logϱ

(εmach

5

)}⌉
,
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Figure 6.7: 2-norm error for Xk against the true solution X∗ to (1.2) (computed via
sylvester in Julia) at each iteration where C is rank 2, A,B ∈ R200×200 (left), A,B ∈
R1000×1000 (right), σ(A) ⊂ [2, 3], and σ(B) ⊂ [−1.8,−0.5]. Here, the reference line denotes
the convergence rate heuristic (6.14) with DH replaced by the hypothesized upper bound
10(n+m).

iterations in place of (6.13).
Now, consider H from (6.8) and let X∗ denote the true solution of the Sylvester equation

(1.2). Of course, the error of interest is Xk −X∗, not sign(H)− Fk. Naively, we have

∥Xk −X∗∥2 ≤
1

2
∥sign(H)− Fk∥2 ≤

DH

2

ϱ−k

1− ϱ−1
. (6.14)

Empirically, we find that the error in this iteration does not decay faster than the geometric
rate given by ϱ−1, so we do not seek to improve it further — we use the same hypothesized
upper bound DH ≤ 10(n + m) to determine the iteration count (6.13). In Figure 6.7, we
plot the errors ∥Xk −X∗∥2 at each iteration against this heuristic and observe that it does
indeed capture the convergence rate and provide an upper bound until errors saturate.

6.2.5 Quadrature error analysis

In this subsection, we discuss the inexactness of quadrature rules. These results can also be
found in Chapter 5. One assumption that was made in the preceding convergence analysis
was that the coefficients αj in the pj-series expansion of f were computed exactly. To relax
this assumption, let

ρm(x) :=

∫

Γ

f(z)

z − xdz −
m∑

j=1

f(zj)

zj − x
wj, (6.15)
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be a measure of the quadrature rule error. Denote the kth iteration of Algorithm 3, with
the approximate coefficients, by

fk,m(M) := −
k−1∑

ℓ=0

(
m∑

j=1

f(zj)wjCΣ [pℓw] (zj)

)
pℓ(M).

Theorem 6.2.7. Under the assumptions of Lemma 5.3.6, let M be a square matrix and
suppose that

∞∑

ℓ=0

ϱ−ℓ∥pℓ(M)∥2 <∞.

Further suppose that Γ, f are as in Definition 5.3.2 and {zj}mj=1, {wj}mj=1 are quadrature
nodes and weights for Γ, respectively. Then, there exist εm,ℓ satisfying |εm,ℓ| ≤ ∥ρm∥∞ :=
maxz∈Σ |ρm(z)| and a constant C > 0, independent of f , such that

∥∥∥∥∥f(M)− fk,m(M) +
k−1∑

ℓ=0

εm,ℓpℓ(M)

∥∥∥∥∥
2

≤ CM
∞∑

ℓ=k

ϱ−ℓ∥pℓ(M)∥2.

In particular, following the proof of Theorem 6.2.6, Theorem 6.2.7 implies that when
a generic M is diagonalized as M = VΛV−1 and satisfies σ(M) ⊂ Σ, there exists some
constant C ′ > 0 such that

∥f(M)− fk,m(M)∥2 ≤ ∥V∥2∥V−1∥2
(
∥ρm∥∞

k−1∑

ℓ=0

∥pℓ(Λ)∥2 + C ′M
ϱ−k

1− ϱ−1

)
. (6.16)

Since ∥pℓ(M)∥2 = O(1) when M is generic and σ(M) ⊂ Σ, the former term in the sum is likely
to be small; however, as k increases, this term will eventually become large. See [20, Appendix
A] for a discussion of why the errors still tend to remain small in this case. This appendix
also contains convergence analysis for generic matrices whose eigenvalues may not lie in Σ.

6.2.6 Complexity and storage

To analyze the complexity of Algorithm 7, we assume that the numerical rank of cϱ−kJkKk

is given by R(k) and that R(k) = 0 for all k ≥ k∗ and some k∗ ∈ N. That is, we assume that
the numerical rank of the weighted compression of JkKk is bounded and eventually becomes
zero. This implies that the numerical rank of WkZk is also bounded, and we denote this
quantity by R̂(k). Suppose that TA is the cost of a left matrix-vector multiplication by A
and TB is the cost of a right matrix-vector multiplication by B.

At the kth iteration of Algorithm 7, constructing the matrices Vpk(A) and pk(B)U
requires at most r(TA + TB) + 5r(m + n) arithmetic operations. The construction of Jk
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and Kk requires at most (2R(k − 1) +R(k − 2) + r)m+R(k − 1)TA arithmetic operations,
and the construction of Wk+1 and Zk+1 requires at most (R(k) + r)m arithmetic operations.

The compression of JkKk COMPRESS(Jk,Kk,
ϱkϵ
c

) requires O((2R(k − 1) + R(k − 2) + r)3 +
(2R(k− 1) +R(k− 2) + r)2(m+ n)) arithmetic operations, while the compression of WkZk

COMPRESS (Wk,Zk, ϵ) requires O((R(k) + R̂(k) + r)3 + (R(k) + R̂(k) + r)2(m+n)) arithmetic
operations. Finally, the cost of computing the recurrence coefficients and pj-series coefficients
is assumed to be O(1), since computing the Akhiezer data requires O(k) operations for k
iterations.

To bound the complexity of Algorithm 7 run for k iterations, denote

R := max
j∈N

{
R(j), R̂(j)

}
.

Then, to run Algorithm 7 for k iterations, we need O(kr(TA + TB) + kRTA + k(R + r)3 +
k(R + r)2(m + n)) arithmetic operations. Note that when the stopping criterion (6.13) is
applied, k = O(log(m+ n)).

In the general case when TA = O(n2), TB = O(m2), r,R ≪ m,n, and the stopping cri-
terion (6.13) is applied, Algorithm 7 requires6 O (m2 logm+ n2 log n) arithmetic operations.
In contrast, the Bartels–Stewart algorithm requires O (m3 + n3) arithmetic operations [23].
Furthermore, methods such as Alternating-Directional-Implicit (ADI) iterations that require
computing matrix inverses will also necessitate O (m3 + n3) arithmetic operations in general.

Under these same assumptions, a maximum of (10R + 6r)(m + n) stored entries are
required at any given iteration. Therefore, in the general case r,R ≪ m,n, Algorithm 7
requires at most O(m+n) stored entries. By contrast, a standard polynomial Krylov method
such as [137, Algorithm 5] can require O(mn) (or worse) stored entries when the convergence
rate is slow.

6.3 Method 2: inverting the Sylvester operator

For a Sylvester equation (1.2), define the Sylvester operator SA,B : Cm×n → Cm×n by

SA,BY = YA−BY. (6.17)

Our second method directly builds a polynomial approximation to S−1
A,BC, the solution

to (1.2). Applying the Akhiezer iteration to solve (6.17) requires only the action of SA,B on
a matrix, so it can be implemented by iteratively applying (6.17). In particular, we have the
following theorem:

Theorem 6.3.1. Assume that σ(SA,B) is contained in the interior of Σ =
⋃g+1

j=1[aj, bj] ⊂ R
where 0 /∈ Σ. Let w be a weight function of the form (3.5) and denote the corresponding

6Note that O
(
(m2 + n2) log (m+ n)

)
is equivalent to O

(
m2 logm+ n2 log n

)
.
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orthonormal polynomials by (pj(x))∞j=0 with recurrence coefficients (ǎj, b̌j)
∞
j=0. Then, the

solution of the Sylvester equation (1.2) is given by

X =
∞∑

j=0

αjPj, αj = 2πiC [pjw] (0),

where the matrices Pj are given by the recurrence

P0 = C,

P1 =
1

b̌0
(P0A−BP0 − ǎ0P0),

Pj =
1

b̌j−1

(Pj−1A−BPj−1 − ǎj−1Pj−1 − b̌j−2Pj−2), j ≥ 2.

Proof. By Lemma 5.2.2, the function f(x) = 1/x is represented as an absolutely convergent
pj-series on Σ as

1

x
=

∞∑

j=0

αjpj(x), αj =

∫

Σ

pj(x)w(x)

x
dx = 2πiC [pjw] (0).

By the assumptions on σ(SA,B),

X = S−1
A,BC =

∞∑

j=0

αjpj (SA,B)C.

As before, the assumption that σ(SA,B) ⊂ Σ is unnecessary, see Remark 6.2.2. As
with Method 1, truncating the infinite series of Theorem 6.3.1 directly yields an iterative
method for solving the Sylvester equation (1.2); however, the recurrence and series coef-
ficients can be made more explicit in the typical use case. The eigenvalues of SA,B are
precisely the set {λ − µ}λ∈σ(A),µ∈σ(B) = σ(A) − σ(B), so intervals containing σ(SA,B) are
easily determined from those containing σ(A) and σ(B). In particular, if σ(B) ⊂ [a1, b1]
and σ(A) ⊂ [a2, b2], b1 < a2, then σ(SA,B) ⊂ Σ = [a2 − b1, b2 − a1]. In this case, the iter-
ation can be constructed with Chebyshev polynomials (shifted and scaled to Σ) and their
particularly simple recurrence relation. An implementation of the iteration in this case is
given as Algorithm 8 (cf. [19, Algorithm 1]). In the single-interval case, this method is es-
sentially a modification of the classical Chebyshev iteration applied to solve the equivalent
linear system

(
AT ⊗ Im − In ⊗B

)
vec(X) = vec(C). See [19, Appendix C] for a discussion of

this. When Σ consists of more than one interval, Algorithm 8 (and Algorithm 9 below) may
be generalized by constructing Pk and Sk with the Akhiezer data as in Theorem 6.3.1 and
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Algorithm 8: XA−BX = C solver via the Akhiezer iteration for 1/x

Input: Matrices A,B,C and parameters α, c such that σ(A)−σ(B) ⊂ [α− c, α+ c].
Set ϱ−1 = −α

c
+
√

α
c
− 1
√

α
c

+ 1.

for k=0,1,. . . do
if k=0 then

Set P0 = C.
Set S0 = 1√

α−c
√
α+c

.
Set X1 = S0P0.

else if k=1 then
Set P1 = 1

c
(P0A−P0B− αP0).

Set S1 = S0ϱ
−1.

Set X2 = X1 + 2S1P1.
else

Set Pk = 2
c
(Pk−1A−Pk−1B− αPk−1)−Pk−2.

Set Sk = Sk−1ϱ
−1.

Set Xk+1 = Xk + 2SkPk.
end
if converged then

return Xk+1.
end

end
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Figure 6.8: Frobenius norm error for Xk against the true solution X∗ to (1.2) (computed via
sylvester in Julia) at each iteration of Method 2 where C is rank 2, A,B ∈ R1000×1000,
σ(A) ⊂ [0.5, 1] ∪ {10}, and σ(B) ⊂ [−1.8,−0.5]. For the solid lines, Algorithm 9 is used
with Σ = [1, 11.8], and for the dashed lines, Algorithm 9 is modified to use Akhiezer poly-
nomials with Σ = [1, 2.8] ∪ [10.5, 11.8]. The reference lines denote the convergence rate of
Corollary 6.3.3 with the leading constants replaced by the heuristic DA,B,C = 20(m+ n).

Algorithm 3. In Figure 6.8, we include an example where A has a single outlier eigenvalue,
and we observe that convergence is accelerated when Σ is chosen to consist of two intervals
instead of one.

6.3.1 Low-rank structure and compression

As with Method 1, we handle low-rank problems of the form (6.10) by writing the recurrence
in block low-rank form and compressing matrices to their numerical rank as needed. The
procedure for this is essentially the same as for the sign function iteration. In particular,
letting Pj = JjKj, the recurrence of Theorem 6.3.1 becomes

J0K0 = P0 = C,

J1K1 = P1 =
1

b̌0

(
J0 −BJ0 −ǎ0J0

)


K0A
K0

K0


 ,

JjKj = Pj =
1

b̌j−1

(
Jj−1 −BJj−1 −ǎj−1Jj−1 −b̌j−2Jj−2

)



Kj−1A
Kj−1

Kj−1

Kj−2


 , j ≥ 2.
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Letting Xk = WkZk, the update step can be written as

Wk+1Zk+1 = Xk+1 =
(
Wk αkJk

)(Zk

Kk

)
.

With this in hand, Method 2 can be implemented in low-rank form as in Algorithm 9.
We now motivate the choice of compression tolerance. As before, Lemma 5.2.2 guarantees

that the coefficients αj satisfy

|αj| ≤ Cϱ−j, ϱ = eRegΣ(0), (6.18)

for some constant C > 0 that cannot in general be computed. Heuristically, we again find
that the weighted compression step behaves well when the tolerance is multiplied by ϱk/c
with c = 5. In the single-interval case presented in Algorithm 9, the coefficients Sk are
obtained by iteratively dividing by ϱ, meaning that (6.18) holds for C = 2S0. Thus, one may
instead weight the compression directly by Sk. Empirically, some precision is lost when this
is done, so we continue to use the heuristic in this case.

To demonstrate our heuristics, we repeat the experiment of Figures 6.4 and 6.5. In
Figure 6.9, we plot the numerical rank of JkKk and WkZk with and without weighting the
compression step. We observe that the weighting bounds the numerical rank of JkKk while
the error appears unchanged.

6.3.2 Convergence and stopping criteria

We now present a convergence analysis of Method 2 that essentially follows from that in
Section 6.2.4 and is again largely a simplified version of that of [19, Section 4]. The follow-
ing theorem results from [19, Theorem 4.5] and describes the convergence of the Akhiezer
iteration applied to solve a linear system.

Theorem 6.3.2. Let Σ =
⋃g+1

j=1[aj, bj] ⊂ R be a union of disjoint intervals such that 0 /∈ Σ,

and let a generic matrix M ∈ Cℓ×ℓ be diagonalized as M = VΛV−1 and satisfy σ(M) ⊂ Σ.
Let w be a weight function of the form (3.5) and denote the corresponding orthonormal
polynomials by (pj(x))∞j=0. Then, there exists a constant d > 0, depending only on the
eigenvalues of M, such that

∥∥∥∥∥
k−1∑

j=0

2πiC [pjw] (0)pj(M)b−M−1b

∥∥∥∥∥
2

≤ d∥V∥2
∥∥V−1

∥∥
2
∥b∥2

ϱ−k

1− ϱ−1
, ϱ = eRegΣ(0).

The following corollary describes the convergence rate of Method 2.

Corollary 6.3.3. Under the assumptions of Theorem 6.3.1 on M = SA,B, denote the solu-
tion of (1.2) by X, and let A and B be diagonalizable and σ(A)− σ(B) be contained in the
interior of Σ. Then, there exists d > 0, depending only on the eigenvalues of M, such that
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Algorithm 9: Low-rank XA−BX = UV solver via the Akhiezer iteration for 1/x

Input: Matrices A,B,U,V, parameters α, c such that
σ(A)− σ(B) ⊂ [α− c, α + c], and compression tolerance ϵ.

Initialize W0 and Z0 to be empty.
Set ϱ−1 = −α

c
+
√

α
c
− 1
√

α
c

+ 1.

for k=0,1,. . . do
if k=0 then

Set J0 = U.
Set K0 = V.
Set S0 = 1√

α−c
√
α+c

.

else if k=1 then
Set J1 =

(
1
c
J0 −1

c
BJ0 −α

c
J0

)
.

Set K1 =



K0A
K0

K0


.

Set S1 = S0ϱ
−1.

else
Set Jk =

(
2
c
Jk−1 −2

c
BJk−1 −2α

c
Jk−1 −Jk−2

)
.

Set Kk =




Kk−1A
Kk−1

Kk−1

Kk−2


.

Set Sk = Sk−1ϱ
−1.

end

Set Jk,Kk = COMPRESS(Jk,Kk,
ϱkϵ
c

).
if k=0 then

Set Wk+1 =
(
Wk SkJk

)
.

else
Set Wk+1 =

(
Wk 2SkJk

)
.

end

Set Zk+1 =

(
Zk

Kk

)
.

Set Wk+1,Zk+1 = COMPRESS (Wk+1,Zk+1, ϵ).
if converged then

return Wk+1,Zk+1.
end

end



127

Figure 6.9: Numerical rank and error of the iterates of Algorithm 9 with unweighted com-
pression (top) and weighted compression (bottom). The matrices A,B,U,V are the same
as in Figure 6.4.
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the iterate Xk =
∑k−1

j=0 αjPj satisfies

∥Xk −X∥F ≤ d∥VA∥2
∥∥V−1

A

∥∥
2
∥VB∥2

∥∥V−1
B

∥∥
2
∥C∥F

ϱ−k

1− ϱ−1
, ϱ = eRegΣ(0),

where A and B are diagonalized as A = VAΛAV
−1
A and B = VBΛBV

−1
B , respectively.

Proof. The eigenvector matrix of AT ⊗ Im− In⊗B is given by VT
A⊗VB. The result follows

from the identity ∥M⊗N∥2 = ∥M∥2∥N∥2.

Thus, Method 2 converges at a geometric rate ϱ−1 = e−RegΣ(0). In the single-interval case
Σ = [a, b],

ϱ−1 = −b+ a

b− a +

√
b+ a

b− a − 1

√
b+ a

b− a + 1.

Denote DA,B,C = d∥VA∥2
∥∥V−1

A

∥∥
2
∥VB∥2

∥∥V−1
B

∥∥
2
∥C∥F . Then, for a given tolerance ϵ > 0,

we require

k =

⌈
− logϱ

ϵ(1− ϱ−1)

DA,B,C

⌉
,

iterations to ensure that ∥Xk −X∥F < ϵ. For generic A ∈ Cn×n and B ∈ Cm×m that are not
highly nonnormal, we hypothesize an upper bound DA,B,C ≤ 20(m+ n). In finite precision,
for a given tolerance ϵ, we use

k =

⌈
min

{
− logϱ

(
ϵ(1− ϱ−1)

20(m+ n)

)
,− logϱ

(εmach

5

)}⌉
,

iterations as our stopping criterion.
We demonstrate these heuristics by repeating the experiment of Figure 6.7. In Fig-

ure 6.10, we plot the errors ∥Xk −X∗∥F against the bound of Corollary 6.3.3 with DA,B,C

replaced by 20(m+ n) and observe that it does indeed bound the error.

6.3.3 Complexity and storage

We analyze the complexity of Algorithm 7 under the same assumptions as with Method 1.
That is, we assume that the numerical rank of cϱ−kJkKk is given by R(k) and that R(k) = 0
for all k ≥ k∗ and some k∗ ∈ N. We denote the numerical rank of WkZk by R̂(k), the
cost of a left matrix-vector multiplication by A by TA, and the cost of a right matrix-vector
multiplication by B by TB.

At the kth iteration of Algorithm 9, the construction of Jk and Kk requires at most
3mR(k − 1) + (TA + TB)R(k − 1) arithmetic operations, and the construction of Wk+1 and
Zk+1 requires at most mR(k) arithmetic operations. The compression of JkKk COMPRESS(Jk,

Kk,
ϱkϵ
c

) requires O((3R(k − 1) + R(k − 2))3 + (3R(k − 1) + R(k − 2))2(m + n)) arithmetic

operations, while the compression of WkZk COMPRESS (Wk,Zk, ϵ) requires O((R(k)+R̂(k))3+
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Figure 6.10: Frobenius norm error for Xk against the true solution X∗ to (1.2) at each
iteration where A,B,C are the same as in Figure 6.7. Here, the reference line denotes
the convergence rate of Corollary 6.3.3 with the leading constants replaced by the heuristic
DA,B,C = 20(m+ n).

(R(k) + R̂(k))2(m+n)) arithmetic operations. Finally, the cost of computing the coefficient
Sk is O(1). For multiple intervals, the cost of computing the recurrence coefficients and
pj-series coefficients is again assumed to be O(1), as computing the Akhiezer data requires
O(k) operations for k iterations.

As before, we bound the complexity of Algorithm 9 run for k iterations by denoting

R := max
j∈N

{
R(j), R̂(j)

}
.

Then, to run Algorithm 9 for k iterations, we need O(kR(TA + TB) + k(R + r)3 + k(R +
r)2(m + n)) arithmetic operations. Due to the extra kRTB term, this will typically be
more expensive than running Method 1 (Algorithm 7) for the same number of iterations;
however, as we demonstrate in Figure 6.1, fewer iterations are typically needed to reach a
given tolerance. As with Method 1, when TA = O(n2), TB = O(m2), r,R ≪ m,n, and
our stopping criterion is applied, Algorithm 9 requires O (m2 logm+ n2 log n) arithmetic
operations.

Under these same assumptions, a maximum of 10R(m + n) stored entries are required
at any given iteration. Therefore, in the general case r,R ≪ m,n, Algorithm 9 requires at
most O(m+ n) stored entries.
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Matrix size (n× n) Method 1 Method 2 Polynomial Krylov
n = 4000 1.26813 0.349146 0.302879

6000 2.43285 0.74685 0.661923
8000 4.81385 1.35561 1.34982
10000 7.01396 2.32737 2.18676
12000 10.4664 3.27932 3.18396
14000 15.3646 4.3167 4.65676
16000 18.6218 5.96538 6.22975
18000 25.5412 7.20563 7.77245

Table 6.1: Runtimes (in seconds) for the inverse-free methods as shown in Figure 6.11 (left).
Despite requiring more iterations, Method 2 eventually matches and slightly outperforms
the polynomial Krylov method. Importantly, it requires far less memory to run. Unlike the
polynomial Krylov method, Methods 1 and 2 have memory costs that remain bounded as
the number of iterations grows.

6.4 Examples and applications

6.4.1 Comparison of methods

Here, we test the performance of Methods 1 and 2 against various competitors. In Figure 6.11,
we include a timing comparison7 of these methods (Algorithms 7 and 9) with a standard
block polynomial Krylov method [137], factored ADI [29], and sylvester, the built-in Julia

implementation of the Bartels–Stewart algorithm [23] for problems of various size8. In the
case of the block polynomial Krylov method, we implement the method as described in [137,
Algorithm 5] with the method in [96, Equation 2.4] applied to cheaply monitor the residual.
We do not implement any restarting strategies.

It is unsurprising that even when σ(A) and σ(B) are close, all of the inverse-free methods
eventually outperform factored ADI and Bartels–Stewart as the size of X increases due to
the dense matrices involved. We note that while the required number of iterations of the
inverse-free methods grows as σ(A) and σ(B) approach each other, if Σ remains constant as

7The timing tests in this subsection were done on a Lenovo laptop running Linux Mint 22.1 Cinnamon
with 16 cores and 62.2 GB of RAM with an Intel® Core™ Ultra 9 185H processor. All other computations
in this chapter were performed using a single thread on a Lenovo laptop running Ubuntu version 20.04
with 8 cores and 16 GB of RAM with an Intel® Core™ i7-11800H processor running at 2.30 GHz.

8For all problems in this subsection, A and B are generated by randomly generating eigenvalues in the
designated interval and conjugating by a random orthogonal matrix, and C = UV corresponds to random
U,V.
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Figure 6.11: Left: Timing comparisons of Methods 1 and 2 against the factored ADI,
Bartels–Stewart, and polynomial Krylov methods for solving (1.2). Both factored ADI and
Methods 1 and 2 are run with a tolerance of ϵ = 2× 10−8 (left) while the polynomial Krylov
method is run until the residual is less than 2× 10−10 (left), which requires between 16 and
30 iterations. Here, A and B are both dense square matrices of varying size, with σ(A) ⊂
[0.5, 1.95], σ(B) ⊂ [−4,−2], and C is rank 1. Since the timing comparisons between Method
2 and the polynomial Krylov method are hard to parse in this figure, we include a table
of timings for the three inverse-free methods with n ≥ 4000 in Table 6.1. Right: Timings
for Method 2 and the polynomial Krylov method, which are both substantially faster than
the other considered methods, for a more challenging problem. Here, tolerance parameters
are kept the same, but C is a rank 10 matrix, σ(A) ⊂ [.5, 1.95], and σ(B) ⊂ [−40,−2].
Convergence is slower for both methods (between 62 and 80 iterations per run for both
methods), and the cost per iteration is greater due to the higher-rank right-hand side.
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the matrix size increases, there will always be a threshold past which inverse-free methods
are advantageous.

As shown in Figure 6.11 and Table 6.1, for large problems where convergence is relatively
rapid (e.g., < 50 iterations), Method 2 matches or slightly outperforms the polynomial Krylov
method. For problems involving higher-rank right-hand sides and eigenvalue distributions
that slow the convergence of iterative methods, Method 2 clearly performs better than all
other methods. However, the major advantage of both Methods 1 and 2 in either setting is
that they require less memory relative to the polynomial Krylov method, with no specialized
restarting strategies needed to achieve these savings. Moreover, there is no need to monitor
the residual since we can precompute the number of iterations required using our heuristics
and bounds on the solution error norm. We also observe that while Method 1 appears to
require the least memory (see Figure 6.1), it requires a substantially higher runtime than the
other inverse-free methods.

In Figure 6.12, we compare timings for the two fastest inverse-free methods on a fixed
problem size (1500× 1500) with varying eigenvalue distributions. We observe that when one
of the intervals containing eigenvalues of A and B is much larger than the other, Method 2
(Algorithm 9) outperforms the polynomial Krylov method. In this setting, the number of
iterations required by the polynomial Krylov method is only slightly less than the iterations
required for Method 2 (e.g., 161 vs. 169 when a = 0.1). Since the polynomial Krylov method
has a cost that grows as the number of iterations grows, it can be slower than Method 2
when many iterations are required. If instead the two intervals are symmetric and small, the
polynomial Krylov method converges more rapidly than Method 2 (e.g., 36 vs. 49 iterations
when a = 0.1) and is also more efficient in terms of runtime.

While there are some regimes where Method 2 is faster than a basic polynomial Krylov
method, these experiments can be summarized as follows: Method 2 can essentially match
the performance of a basic polynomial Krylov method while requiring far less memory (see
Figure 6.1) and no special restarting strategies.

6.4.2 Integral equations

Given Hölder continuous, symmetric kernels K1, K2 : [−1, 1]2 → R and continuous functions
f1, . . . , fr, g1, . . . , gr : [−1, 1]→ R, we consider the integral equation

2u(x, y) +

∫ 1

−1

K1(x, x
′)u(x′, y)dx′ +

∫ 1

−1

K2(y, y
′)u(x, y′)dy′ =

r∑

ℓ=1

fℓ(x)gℓ(y), (6.19)

for the unknown u : [−1, 1]2 → R. We assume that the L2 ([−1, 1]) eigenvalues of the
operators defined by K1, K2 lie in the interval (−1 + δ,∞) for some δ > 0. Denote the
Gauss–Legendre quadrature nodes and weights for n sample points by {xj}nj=1 and {wj}nj=1,
respectively. Applying this quadrature rule to each integral in (6.19) and collocating at the
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Figure 6.12: Timing comparisons of Method 2 against a block polynomial Krylov method
[137, Algorithm 5] for solving (1.2) where A,B ∈ R1500×1500 and C is rank 5. Here, Method
2 (Algorithm 9) is run with a tolerance of ϵ = 2 × 10−9, while the polynomial Krylov
method is run until the residual is less than 2× 10−10. The parameter a corresponds to the
distribution of the eigenvalues of A,B, with σ(A) ⊂ [a, 1], and σ(B) ⊂ [−20,−a] (left) and
σ(B) ⊂ [−1,−a] (right). The latter case enables much faster convergence for both methods.

points {xj}nj=1 in both x and y yields the Sylvester equation

(I + K1)U + U(I + K2) =
r∑

ℓ=1

fℓg
T
ℓ , (6.20)

where K1,K2,U ∈ Rn×n and fℓ,gℓ ∈ Rn have entries

(K1,2)j,k =
√
wjwkK1,2(xj, xk), Uj,k ≈

√
wjwku(xj, xk),

(fℓ)j =
√
wjfℓ(xj), (gℓ)j =

√
wjgℓ(xj), ℓ = 1, . . . , r.

(6.21)

The eigenvalues of I + K1,2 are larger than δ and less than9 1 + ∥K1,2∥2, which remains
bounded as n increases. Because

∑r
ℓ=1 fℓg

T
ℓ has rank at most r, Method 2 can be applied

as in Algorithm 9. The efficiency of this method allows for such integral equations to be
solved on fine grids. In Figure 6.13, we plot both an approximate solution to (6.19) with

K1(x, y) = K2(x, y) = exp(−2|x − y|), r = 1, f1(x) = cos(4x)
1.04−x2 , and g1(x) = sin(20x) at

n = 2000 gridpoints and the error in (6.20) at each iteration of Method 2.
As an extension, given additional rank 1 kernel functions10 K3, K4 : [−1, 1]2 → R, consider

9An upper bound can be more cheaply computed by instead using the Frobenius norm.

10This is a convenient but unnecessary assumption. To apply Method 2 in the manner described, at least
one of the resulting matrices K3 and K4 must be representable in low-rank form. In this case, the number
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Figure 6.13: 2-norm error for Uk against the true solution U∗ (computed via sylvester in
Julia) at each iteration of Method 2 (Algorithm 9) in solving (6.20) (left) and corresponding
approximate solution of (6.19) at n = 2000 gridpoints withK1(x, y) = K2(x, y) = exp(−2|x−
y|), f1(x) = cos(4x)

1.04−x2 , and g1(x) = sin(20x) (right). Here, the reference line denotes the
convergence rate of Corollary 6.3.3 with DA,B,C replaced by the hypothesized upper bound
20(n+m).

the integral equation

2u(x, y) +

∫ 1

−1

K1(x, x
′)u(x′, y)dx′ +

∫ 1

−1

K2(y, y
′)u(x, y′)dy′

+

∫ 1

−1

∫ 1

−1

K3(x, x
′)u(x′, y′)K4(y, y

′)dx′dy′ =
r∑

ℓ=1

fℓ(x)gℓ(y).

(6.22)

Applying Gauss–Legendre quadrature to (6.22) in the same manner yields the generalized
Sylvester equation

(I + K1)U + U(I + K2) + K3UKT
4 =

r∑

ℓ=1

fℓg
T
ℓ , (6.23)

where K3,K4 ∈ Rn×n have entries

(K3,4)j,k =
√
wjwkK3,4(xj, xk),

and the other matrices are defined as in (6.21). To see how Method 2 can be used to solve

of required GMRES iterations is one plus the rank of K4 ⊗K3.



135

Figure 6.14: Approximate solution of (6.22) at n = 2000 gridpoints with K1(x, y) =
K2(x, y) = exp(−2|x − y|), K3(x, y) = cos(20x) exp(y), K4(x, y) = cosh(x) sinh(y),
f1(x) = x2, and g1(x) = − exp(x) (left) and K1(x, y) = K2(x, y) = exp(−(x − y)2),
K3(x, y) = y sech2(x), K4(x, y) = exp(x − y), f1(x) = 1

x4+2
, and g1(x) = − sin(10x) (right).

In both cases, preconditioned GMRES applied to (6.23) converges in at most two iterations.

(6.23), denote the solution to the Sylvester equation (1.2) by the linear map

S−1
A,BC = TA,BC := X.

Then, (6.23) is equivalent to the linear system

(
I + T(I+K1),(I+K2)

)
K3UKT

4 = T(I+K1),(I+K2)

r∑

ℓ=1

fℓg
T
ℓ . (6.24)

Using Method 2 to compute the action of T(I+K1),(I+K2), matrix-free GMRES or another
iterative method can be used to solve (6.24). Furthermore, since this system is identity plus
rank 1, GMRES will converge in at most two iterations. We include two solutions computed
in this manner in Figure 6.14.

6.5 Other applications

6.5.1 Algebraic Riccati equations

An algebraic Riccati equation is a generalization of the Sylvester equation of the form

AX−XB−XDX = C. (6.25)
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Under certain conditions on the data matrices, a solution to (6.25) can be obtained by
computing the sign of the matrix [35]

H =

(
A D
C B

)
.

If the eigenvalues of H are known to lie on or near a collection of disjoint intervals Σ, solving
the Riccati equation (6.25) is a direct application of the Akhiezer iteration, albeit without
the decoupled and low-rank structure of the Sylvester equation algorithms. However, if only
the eigenvalues of the individual data matrices are known, little can be said in general about
the eigenvalues of H. Particular cases when the eigenvalues of H are easily determined are
when C = 0 and when D = 0. The latter case reduces precisely to the Sylvester equation
(1.2). The former case has the trivial solution X = 0. If an invertible solution X exists,
(6.25) is equivalent to

X−1A−BX−1 −D = 0,

which is simply a Sylvester equation for X−1. Thus, while Method 1 can, in principle, be
generalized to algebraic Riccati equations, knowledge of the eigenvalues of the full block
matrix H is required to compute anything nontrivial. If the eigenvalues of H are suspected
to lie on a collection of disjoint intervals, the adaptive procedure described in [19, Section
5] could be employed to approximate these intervals, then the Akhiezer iteration could be
applied directly to compute sign(H) and solve (6.25).

6.5.2 Fréchet derivatives

A natural application of this work is to the computation of Fréchet derivatives. Given a
matrix A ∈ Cn×n and matrix function f : Cn×n → Cn×n, the Fréchet derivative of f at A is
a linear map Lf (A, ⋄) satisfying

f(A + E)− f(A)− Lf (A,E) = o (∥E∥) ,

for all E ∈ Cn×n. Fréchet derivatives need not exist, but must be unique if they do [86,
Section 3.1]. By modifying [111, Theorem 2.1] and its proof to use lower triangular matrices,
if p denotes the size of the largest Jordan block of A and f is 2p − 1 times continuously
differentiable on an open set containing the spectrum of A, then for any E ∈ Cn×n,

f

(
A 0
E A

)
=

(
f(A) 0

Lf (A,E) f(A)

)
.

Since computing the Fréchet derivative requires only the lower left block of this matrix
function, the recurrences utilized in Method 1 can be applied nearly directly with f in
place of the sign function; only the series coefficients αj need be modified appropriately. In
Figure 6.15, we plot the error at each iteration of computing the Fréchet derivative for the
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Figure 6.15: 2-norm error for approximation Lk to Lf (A,E) at each iteration of Algorithm 7
modified to compute Fréchet derivatives for f(x) = sign(x) (left) and f(x) = exp(x) (right).
Here, A ∈ R200×200 has eigenvalues in [−2,−0.5] ∪ [0.5, 6] and E is rank 4. Because the
exponential function is entire, our algorithm achieves superexponential convergence before
errors saturate. The true solution is computed via the Newton iteration [8, Section 5] (left)

and the built-in Julia function exp applied to

(
A 0
E A

)
(right). Here, the reference line

denotes the convergence rate bound (6.12) with DM replaced by the hypothesized upper
bound 10ℓ for generic M ∈ Cℓ×ℓ.

matrix sign function and matrix exponential. We observe that the method converges quickly
with the same convergence guarantees as when it is applied to Sylvester equations. The
Fréchet derivative of the matrix sign function is useful for analyzing the stability of algorithms
to compute the matrix sign, matrix square root, and other related matrix functions [92].

6.5.3 Matrix square roots and the polar decomposition

The matrix sign function can also be used to compute the matrix square root and inverse
square root. In particular, if A ∈ Cn×n has no eigenvalues on (−∞, 0], then [86, Equation
6.32]

sign

(
0 A
I 0

)
=

(
0 A1/2

A−1/2 0

)
.

If A has eigenvalues contained in or near some interval [a, b] on the positive real axis, the

eigenvalues of

(
0 A
I 0

)
are in or near [−

√
b,−√a]∪ [

√
a,
√
b], and the Akhiezer iteration can

be applied to compute A1/2 and A−1/2 in parallel. The off-diagonal structure of the relevant
block matrix prevents the direct application of Lemma 6.2.3, and an analogous result for
off-diagonal block 2× 2 matrices would need to be worked out for this approach to be made
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efficient. It is currently unclear whether this would be more efficient than directly applying
the Akhiezer iteration to A to compute A1/2 and A−1/2 separately. Regardless, the Akhiezer
iteration should produce an inverse-free method for computing the matrix square root and
inverse square root; we leave this for future work.

Similarly, the matrix sign function is connected to the polar decomposition, which can be
used to solve the orthogonal Procrustes problem [86, Theorem 8.6a]. If the polar decomposi-
tion of a matrix A ∈ Cm×n (m ≥ n) is given by A = UH where U ∈ Cm×n has orthonormal
columns and H ∈ Cn×n is Hermitian and positive semidefinite, then [86, Equation 8.6]

sign

(
0 A
A∗ 0

)
=

(
0 U
U∗ 0

)
.

Thus, the Akhiezer iteration can be applied to compute the polar factor U of the polar
decomposition, in particular when the eigenvalues of A∗A are located in or near a known
interval on the real axis. In the special case where A is symmetric, an algorithm is immediate
as sign(A) = U. Otherwise, an off-diagonal analog to Lemma 6.2.3 would likely be necessary
for this approach to be made efficient. Another option is to compute the polar factor by
applying the Akhiezer iteration to the inverse square root with the formula U = A(A∗A)−1/2

[87, Chapter 8].
The Fréchet derivative of the polar decomposition can be obtained via the identity [75]

sign




0 A 0 E
A∗ 0 E∗ 0
0 0 0 A
0 0 A∗ 0


 =




0 P(A) 0 LP(A,E)
P(A)∗ 0 LP(A,E)∗ 0

0 0 0 P(A)
0 0 P(A)∗ 0


 .

Here, P denotes a function that maps a matrix to its polar factor and A,E ∈ Cn×n. The
Akhiezer iteration can again be applied to compute LP(A,E), in particular when the eigen-
values A∗A are located in or near a known interval on the real axis since the eigenvalues of
the relevant block matrix are given by both square roots of these eigenvalues. Once again,
an analog of Lemma 6.2.3 for 4×4 block matrices with the relevant sparsity pattern is likely
needed for efficiency, but this would yield an inverse-free method that, in contrast with that
of [75], would not require that all singular values of A be small.

6.6 Discussion and future work

Perhaps the largest question that we have not addressed is that of adaptivity. Throughout
this chapter, we have assumed access to intervals on the real axis that (approximately) con-
tain the spectra of the coefficient matrices A and B. If these intervals are instead unknown,
the adaptive approach outlined in Chapter 5, Section 5.4, can be applied to the block matrix
H from (6.8) to approximate the necessary intervals. Alternatively, since the problem of
finding the eigenvalues of H decouples, the same method with a single interval and shifted
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and scaled Chebyshev polynomials could be applied to each coefficient matrix individually.
In the low-rank case of Method 1 (Algorithm 7), one could also consider performing this
analysis with the norms of the iterates Jk, Kk as empirically, these appear to grow at the
same rate as the norm of H.

A more difficult generalization would be allowing the coefficient matrices to have nonreal
eigenvalues. For instance, A and B could have eigenvalues contained in disjoint open sets in
the complex plane. If these sets are well-separated, there potentially exists a pair of intervals
on the real axis, or a pair of lines in the complex plane, that enable Method 1 to converge in
a reasonable number of iterations. Such a result exists for the related Chebyshev iteration
and relies on the notion of an “optimal ellipse” [105, 106]. Extending this notion to higher
genus cut domains is a challenging open problem. Solving it likely requires a complete
understanding of the generalized Bernstein ellipses of Figure 6.3. Such a generalization
could, for instance, enable an inverse-free method for the matrix-sign approach to eigenvalue
computation when used in place of the Newton iteration in [22, Section 4].

For symmetric matrices, sign(M) is equal to the polar factor for M. The Akhiezer
polynomials could be applied in the context of divide-and-conquer eigensolvers based on
spectral projections attained via the polar factor [115]. An inverse-free polar decomposition
method based on Halley’s iteration was developed in [114], where inverse factors are rewritten
using QR decompositions of a block matrix related to the iterate. However, the Akhiezer
polynomials should lead to an eigensolver with the polar factorization step only requiring
matrix products. Akhiezer polynomials could also potentially provide a cheaper alternative
to the minimax polynomials in the recent Polar Express algorithm [9].

We have not attempted to implement methods involving hierarchical numerical linear
algebra, but a natural connection to consider is the setting where A, B and C are rank-
structured. As shown in [97], it is often the case that X is well approximated in this setting
by a rank-structured matrix. Combining the Akhiezer iteration with the divide-and-conquer
scheme in [97] would take advantage of fast multipole-based matrix-vector products available
for A and B and potentially supply an inverse-free version of the algorithms.

6.7 Bivariate matrix functions

This section is based on in-progress work with Thomas Trogdon and Heather Wilber.
As demonstrated in Figure 6.1, both methods introduced in this chapter achieve slower

convergence rates than the “worst case” error bound of a polynomial Krylov method. This
is because a polynomial Krylov method constructs a bivariate approximation, while the
framework of Chapter 5 only allows for univariate approximation. In this section, we develop
an extension of the Akhiezer iteration to bivariate matrix functions.

A result of Krĕın [93] is that when the Sylvester equation (1.2) is uniquely solvable, the
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solution is given by [48, Equation 3.10]

X = − 1

4π2

∮

ΓA

∮

ΓB

(xI−B)−1C (yI−A)−1

y − x dx dy,

where ΓA and ΓB are counterclockwise-oriented simple curves enclosing the spectra of A and
B, respectively, and ΓA ∩ ΓB = ∅. More generally, given a uniquely solvable11 linear matrix
equation of the form

n∑

j,k=0

cjkB
jXAk = C, (6.26)

where each cjk is a complex number, then [48, Theorem 3.2]

X = − 1

4π2

∮

ΓA

∮

ΓB

(xI−B)−1C (yI−A)−1

P (x, y)
dx dy,

where

P (x, y) =
n∑

j,k=0

cjkx
jyk.

This motivates Kressner’s definition12 of a bivariate matrix function.

Definition 6.7.1 (Kressner [95, Theorem 2.8]). Let A ∈ Cn×n and B ∈ Cm×m, let ΩA,ΩB ⊂
C be open sets containing σ(A) and σ(B), respectively, and let f(x, y) be analytic in ΩB ×
ΩA and continuous on cl (ΩB × ΩA). The associated bivariate matrix function f{B,A} :
Cm×n → Cm×n is defined by

f{B,A}(C) = − 1

4π2

∮

ΓA

∮

ΓB

f(x, y)(xI−B)−1C(yI−A)−1 dx dy,

where ΓA and ΓB are counterclockwise-oriented simple curves enclosing σ(A) and σ(B) in
ΩA and ΩB, respectively.

With this definition, (1.2) is solved by X = f{B,A}(C) for f(x, y) = 1
y−x

, and (6.26)

is solved by X = f{B,A}(C) for f(x, y) = 1
P (x,y)

. The Fréchet derivative of an analytic

function g is likewise given by f{A,A}(E) = Lg(A,E) where f is the divided difference [95,
Theorem 5.1]

f(x, y) =





g(x)− g(y)

x− y , x ̸= y,

g′(x), x = y.
(6.27)

11A matrix equation of this form is uniquely solvable if P (x, y) ̸= 0 for all (x, y) ∈ σ(B)× σ(A).

12The definition here differs from Kressner’s by a transpose. As noted in [95], this is purely a matter of
convention.
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The key idea behind a bivariate Akhiezer iteration is to construct a low-rank approxi-
mation at the scalar level. That is, if we wish to compute f{B,A}(C), we construct an
approximation

f(x, y) ≈
r∑

ℓ=1

ϕℓ(x)ψℓ(y), (6.28)

where each ϕℓ and ψℓ is an appropriately analytic13 univariate function. If such an approxi-
mation is accurate to machine precision for a relatively small r, we say that the function is
numerically of low rank. See [149, Chapter 3] for a discussion of when functions possess this
property.

Given a low-rank approximation to f of the form (6.28), Definition 6.7.1 decouples into
univariate matrix functions

f{B,A}(C) ≈
r∑

ℓ=1

ϕℓ(B)Cψℓ(A). (6.29)

When C = UV is low rank, (6.29) immediately yields an approximation in low-rank form:

f{B,A}(C) ≈
r∑

ℓ=1

ϕℓ(B)UVψℓ(A) =
(
ϕ1(B)U · · · ϕr(B)U

)


Vψ1(A)

...
Vψr(A)


 . (6.30)

Once such an approximation is obtained, the Akhiezer iteration applies directly to each
block entry in (6.30). As before, assume that both A and B have real spectra contained
in disjoint subintervals. That is, ΣB ⊇ σ(B) and ΣA ⊇ σ(A) are unions of intervals of
the form (1.1). Let wB, wA denote weight functions of the form (3.5) and denote their
corresponding orthonormal polynomials by

(
pBk
)∞
k=0

and
(
pAk
)∞
k=0

, respectively. Let Γ′
B and

Γ′
A be contours enclosing ΣB and ΣA that lie within the regions of analyticity of all factors
ϕℓ and ψℓ, respectively. We denote these contours with a prime to distinguish them from
the contours in Definition 6.7.1, as the domains of analyticity for the factors need not align
exactly with those of f . We equip them with quadrature nodes {xi} ⊂ Γ′

B and {yj} ⊂ Γ′
A

and quadrature weights
{
ωB
i

}
and

{
ωA
j

}
. As before, it typically suffices to take each contour

to be a union of circles around the constituent intervals and apply the trapezoidal rule.
Given the univariate functions ϕℓ and ψℓ, their series coefficients are computed in precisely

the same manner as in the univariate Akhiezer iteration of Chapter 5, and this computation
only requires sampling ϕℓ and ψℓ at quadrature points. Writing

ϕℓ(x) =
∞∑

k=0

βℓ,k p
B
k (x), ψℓ(y) =

∞∑

k=0

γℓ,k p
A
k (y), (6.31)

13By this, we mean that each ϕℓ is analytic in a region containing σ(B), and each ψℓ is analytic in a
region containing σ(A).
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the coefficients are the weighted inner products

βℓ,k =

∫

ΣB

ϕℓ(x) pBk (x)wB(x) dx, γℓ,k =

∫

ΣA

ψℓ(y) pAk (y)wA(y) dy.

Applying the Cauchy integral formula to ϕℓ and ψℓ,

βℓ,k = −
∮

Γ′
B

ϕℓ(z) CΣB

[
pBk wB

]
(z) dz, γℓ,k = −

∮

Γ′
A

ψℓ(z) CΣA

[
pAk wA

]
(z) dz.

where Γ′
B (resp. Γ′

A) encloses σ(B) (resp. σ(A)), and each ϕℓ (resp. ψℓ) is analytic in a
region containing its interior. Applying a quadrature rule to each gives the approximations

βℓ,k ≈ −
∑

i

ϕℓ(xi)ω
B
i CΣB

[
pBk wB

]
(xi), γℓ,k ≈ −

∑

j

ψℓ(yj)ω
A
j CΣA

[
pAk wA

]
(yj). (6.32)

Given these (approximate) series coefficients, we assemble the factors of (6.30) via the series

ϕℓ(B)U =
∞∑

k=0

βℓ,k p
B
k (B)U, Vψℓ(A) =

∞∑

k=0

γℓ,k Vp
A
k (A).

The matrix polynomials Lk := pBk (B)U and Rk := VpAk (A) satisfy the three-term recur-
rences (2.5) of their respective families and are generated once, shared across all r factors.
Accumulating the truncated sums produces the blocks W(ℓ) ≈ ϕℓ(B)U and Z(ℓ) ≈ Vψℓ(A),

whose concatenations W =
(
W(1) · · · W(r)

)
and Z =



Z(1)

...
Z(r)


 form the low-rank solution

WZ ≈ X. If U ∈ Cm×s and V ∈ Cs×n, each block W(ℓ) is m × s, so W ∈ Cm×rs and
Z ∈ Crs×n. In contrast to Methods 1 and 2, the factor dimensions are fixed at rs throughout
the iteration, so no compression is needed to control storage, though the final output may
be compressed to its numerical rank if desired. An implementation of this procedure is given
as Algorithm 10.

It remains to construct the low-rank approximation (6.28) numerically. Methods to con-
struct two-dimensional low-rank function approximations, including the SVD and continuous
Gaussian elimination, are surveyed in [149]. As noted above, to compute the Akhiezer data
needed for Algorithm 10, one only needs to evaluate the functions ϕℓ and ψℓ at quadrature
points. Thus, it suffices to approximate f in low-rank form on the grid {xi}×{yj}. Sampling
f there yields the matrix F with entries Fij = f(xi, yj). Adaptive cross approximation [24]
can be applied to F to generate the desired low-rank approximation. An implementation
of the complete-pivoting LU variant is given as Algorithm 11. This generates a low-rank
approximation F ≈ ĈD̂R̂ where the factors ĈD̂1/2 and D̂1/2R̂ contain the desired infor-
mation. The columns of ĈD̂1/2 are the samples (ϕℓ(xi))i, and the rows of D̂1/2R̂ are the



143

Algorithm 10: Bivariate Akhiezer iteration for X = f{B,A}(UV)

Input: Matrices A,B,U,V and the Akhiezer data for ΣA and ΣB (functions to
compute recurrence coefficients ǎAk , b̌

A
k , ǎ

B
k , b̌

B
k and series coefficients βℓ,k, γℓ,k as

in (6.31)).
Initialize W(ℓ) = 0 and Z(ℓ) = 0 for ℓ = 1, . . . , r.
for k=0,1,. . . do

if k=0 then
Set L0 = U and R0 = V.

else if k=1 then
Set L1 = 1

b̌B0
(BL0 − ǎB0 L0) and R1 = 1

b̌A0
(R0A− ǎA0 R0).

else

Set Lk = 1
b̌Bk−1

(BLk−1 − ǎBk−1Lk−1 − b̌Bk−2Lk−2).

Set Rk = 1
b̌Ak−1

(Rk−1A− ǎAk−1Rk−1 − b̌Ak−2Rk−2).

end

Set W(ℓ) ←W(ℓ) + βℓ,kLk and Z(ℓ) ← Z(ℓ) + γℓ,kRk for ℓ = 1, . . . , r.
if converged then

return W =
(
W(1) · · · W(r)

)
, Z =



Z(1)

...
Z(r)


.

end

end
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samples (ψℓ(yj))j. With these matrices in hand, the Akhiezer data are generated through
the quadrature approximations (6.32).

Algorithm 11: Complete-pivoting LU cross approximation (A ≈ CDR)

CPLU(A, k, ϵ)
Input: Matrix A ∈ Cm×n, maximum rank k, and tolerance ϵ.
Set E← A and let C, R, d be empty.
for j=1,2,. . . ,k do

Set (p, q)← arg maxp,q |Ep,q|.
Set C←

(
C E:,q

)
, R←

(
R
Ep,:

)
, and d←

(
d

E−1
p,q

)
.

Set E← E− E:,q E
−1
p,q Ep,:.

if ∥E∥∞ < ϵ then
Set D← diag(d).
return C, D, R

end

end
Set D← diag(d).
return C, D, R

6.7.1 Convergence

In this subsection, we provide a brief convergence analysis of Algorithm 10 under the ide-
alization that both the low-rank approximation (6.28) and the series coefficients βℓ,k, γℓ,k
are exact. The convergence is best understood through the bivariate orthogonal polynomial
series of f . Expanding f in such a series,

f(x, y) =
∞∑

i,j=0

cij p
B
i (x)pAj (y), cij =

∫

ΣB

∫

ΣA

f(x, y)pBi (x)pAj (y)wB(x)wA(y) dy dx,

(6.33)
the bivariate matrix function decouples termwise into

X =
∞∑

i,j=0

cij p
B
i (B)UVpAj (A).

Applying the approximation (6.28) to (6.33), we find that

cij ≈
r∑

ℓ=1

βℓ,iγℓ,j,
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so the kth iterate of Algorithm 10 approximates the kth square partial sum:

Xk ≈
k−1∑

i,j=0

cij p
B
i (B)UVpAj (A).

Thus, the convergence rate of Algorithm 10 is governed by the decay rate of the bivariate
orthogonal polynomial series coefficients cij. This decay is governed by the joint analyticity
of f , measured in each variable through the generalized Bernstein ellipses of Lemma 5.3.6.
Denote by ϱB the largest ϱ such that f(⋄, y) extends analytically to the interior of Γϱ(ΣB) for
every y ∈ ΣA and by ϱA the largest ϱ such that f(x, ⋄) extends analytically to the interior
of Γϱ(ΣA) for every x ∈ ΣB.

Theorem 6.7.2. Assume that both the low-rank approximation (6.28) and the series coef-
ficients βℓ,k, γℓ,k are computed exactly. Let A = VAΛAV

−1
A and B = VBΛBV

−1
B be diago-

nalizable with σ(A) and σ(B) in the interiors of ΣA and ΣB, respectively. Then there is a
constant D > 0, independent of k, such that the iterates of Algorithm 10 satisfy

∥Xk −X∥2 ≤ Dϱ−k, ϱ = min{ϱA, ϱB}.

Proof. See Appendix A.4.

The asymptotic convergence rate is ϱ−1 = max{ϱ−1
A , ϱ−1

B }, the slower of the two univariate
rates. For Sylvester equations (1.2), the corresponding function f(x, y) = 1/(y − x) has a
singularity only at x = y, so the convergence rate is governed by gΣA

(resp. gΣB
) evaluated

at the nearest endpoint of ΣB (resp. ΣA). Writing ΣB = [a1, b1] and ΣA = [a2, b2] with
b1 < a2,

ϱ−1 = max
{

e−RegΣB
(a2), e−RegΣA

(b1)
}
. (6.34)

One can verify that in the symmetric single-interval case, this recovers the error bound of a
polynomial Krylov method (6.4) displayed in Figure 6.1.

6.7.2 Examples

We demonstrate Algorithm 10 on three problems, collected in Figure 6.16: a Sylvester equa-
tion, a Stein equation, and a Fréchet derivative. Throughout, A and B have real spectra
and σ(A) ⊂ [2, 3], each kernel function f is approximated in low-rank form by Algorithm 11
sampled on circular contours, and all errors and residuals are measured in the matrix 2-norm.

For the Sylvester equation (1.2) XA−BX = UV, we take σ(B) ⊂ [−2, 1.2] and f(x, y) =
1/(y− x). The error against the Bartels–Stewart solution [23] (sylvester in Julia) decays
at the predicted rate (6.34) (the reference line), saturating near 35 iterations.

For the Stein equation X−BXA = UV, a case of (6.26) with P (x, y) = 1− xy, we take
σ(B) ⊂ [−0.2, 0.2] and f(x, y) = 1/(1− xy). This kernel is singular on xy = 1, so its factors
carry singularities at the reciprocals of the opposite spectrum, and the rate (6.34) is set by
Lemma 5.3.6 evaluated there; the residual saturates near 35 iterations.
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Figure 6.16: Convergence of Algorithm 10, with σ(A) ⊂ [2, 3] in all three panels. Left:
the error in solving the Sylvester equation (1.2) XA − BX = UV with σ(B) ⊂ [−2, 1.2];
the reference line is the rate (6.34). Center: the residual in solving the Stein equation
X − BXA = UV with σ(B) ⊂ [−0.2, 0.2]. Right: the error in computing the Fréchet
derivative Lexp(A,E) with B = A and a low-rank direction E.

For the Fréchet derivative Lexp(A,E), we take g(x) = ex and compute f{A,A}(E) for
f defined as in (6.27), comparing against the lower-left block of exp( A 0

E A ). This kernel is
entire, so convergence is faster than any geometric rate, saturating in about 11 iterations.
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Part III

THE KDV EQUATION
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Chapter 7

SOLITON GASSES
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7.1 Introduction

This chapter is based on [16]. Solution animations and Julia code used to generate the plots
in this chapter can be found at [15].

A soliton gas can be thought of as a very large number of solitons, with possibly random
amplitudes and phases, interacting weakly (rarefied gas) or strongly (dense gas) in a medium
modeled by an integrable nonlinear wave model. This concept goes back to the work of
Zakharov [166]. There has been a growing interest in the study of such solutions at the
analytical, numerical, and experimental fronts in the past decade or so, and the literature
on soliton gasses is vast. We refer the reader to the comprehensive review article [146] on
the subject and the references therein. The notion behind the construction of such solutions
from an integrable systems point of view is the so-called “dressing” method [167]. This idea
was employed in [61] to construct the so-called primitive potentials, which can be taken as
initial data for a solution modeling a soliton gas.

The current state of the art for computing soliton gas solutions of integrable nonlinear
wave models is largely limited to either computing a suitable nonlinear superposition of
N solitons for N large or numerically implementing an available asymptotic formula in a
suitable asymptotic region of the space-time domain. The former approach is equivalent to
computing an iterated (or N -fold) Darboux transformation, and it requires high-precision
arithmetic because the size of the underlying linear algebra system is proportional to N (the
number of solitons), and that linear system becomes numerically ill-conditioned as N grows.
The latter approach has its difficulties as the accurate evaluation of asymptotic formulæ
involving Riemann theta functions is a challenging task, if at all possible, especially when
the genus of the underlying Riemann surface is not small. Moreover, the availability of
spacetime asymptotic formulæ is limited to soliton gasses obtained by the accumulation of
eigenvalues on one pair of bands in the spectral plane. Regardless, such formulæ cease to
be accurate for intermediate values of (x, t) outside of asymptotic regimes. An approach
that is more closely related to our work was taken in [61], where soliton gas (primitive)
potentials were computed via the solution of a system of singular integral equations arising
from a dressing construction. The numerical solution of this system necessitated the use of
high-precision (i.e., quadruple or higher) arithmetic. In the current work, we avoid the use of
high-precision arithmetic by using Riemann–Hilbert (RH) steepest-descent deformations [55]
to, in effect, precondition the singular integral equations. Despite the growing body of work
on both theoretical and experimental fronts, an efficient framework for computing soliton
gas solutions of integrable nonlinear wave models has been elusive.

Specifically, in this chapter, we introduce a fast and accurate method to compute a class
of soliton gas primitive potentials in the context of the Korteweg–de Vries (KdV) equation

ut + 6uux + uxxx = 0, −∞ < x < +∞, (7.1)

based on the numerical solution of their Riemann–Hilbert problem (RHP) representations.
An advantage of this approach is that there is no time-stepping involved, as (x, t) enter the
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Figure 7.1: KdV soliton gas with r1(λ) supported on five pairs of bands, nonlinearly superim-
posed with five solitons. In the notation of (7.4), I1 = [0.25, 0.5], I2 = [0.8, 1.2], I3 = [1.5, 2],
I4 = [2.5, 3], I5 = [4, 5], with f1(z) = 1, f2(z) = 1/2, f3(z) = 1/4, f4(z) = 1/8, f5(z) = 1/16
and aj = bj = 1

2
for j = 1, . . . , 5. The solitons are associated with (see Riemann–Hilbert

Problem 7.3.1) κ1 = 0.1, κ2 = 0.7, κ3 = 2.25, κ4 = 3.5, κ5 = 5.5 with the norming constants
χ1 = 105, χ2 = 1000, χ3 = 100, χ4 = 10, and χ5 = 10−6.
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problem as (explicit) parameters. The method is easily parallelizable over values of (x, t).
The method presented here can compute primitive potentials of soliton gasses (at t = 0,

for all x) and their time evolution under the KdV flow for small values of t, still on the entire x-
axis. In this regime, the method is asymptotically accurate as x→ ±∞ and does not require
high-precision arithmetic. Importantly, it allows us to compute soliton gas solutions of the
KdV equation with associated Riemann–Hilbert jump conditions supported on many pairs
of bands. We also compute such soliton gas solutions nonlinearly superposed with a number
of solitons. See Figure 7.1 for a soliton gas solution of (7.1) with associated Riemann–Hilbert
jump conditions supported on five (pairs of) bands and nonlinearly superimposed with five
solitons, computed with our method. Pointwise evaluation of the solution in Figure 7.1 does
not require higher precision arithmetic and takes about 0.7 seconds in the unmodulated
region (see Section 7.2.2) and 0.08 seconds in the quiescent region (see Section 7.2.1) on a
standard laptop1.

The method presented here can also compute soliton gas solutions of the KdV equation
in the entire (x, t)-plane outside of an unbounded wedge-shaped region emanating from
(x, t) = (0, 0). See Figure 7.2 for a pure soliton gas (no solitons) supported on five pairs of
bands. The bottom panel presents the computed large-time evolution in the tail x < −Kt
for some suitable choice of constant K > 0. Figure 7.3 provides the density plot of a
soliton gas with associated Riemann–Hilbert jump conditions supported on a single pair of
bands, nonlinearly superimposed with two solitons, in the complement of the aforementioned
wedge-shaped region. As is apparent from this figure, the validity of our method extends a
little bit into the wedge (see the boundary curves in black). The extension stops once the
exponential factors supported on the suitable deformed jump contours become too large as
(x, t) penetrates into the wedge.

In Figure 7.4, we present a plot of the computed large-time evolution of a soliton gas
with associated Riemann–Hilbert jump conditions supported on two pairs of bands (instead
of five as in Figures 7.1 and 7.2), and in the notation of (7.4), we choose f1(z) to be much
larger than f2(z).

This work is a culmination of recent advances made in Chapter 4 in computing orthogonal
polynomials that are orthogonal on multiple disjoint intervals and work in computing large-
genus solutions of the KdV equation [33]. The key ingredient behind these developments is
the choice of a basis that encodes the behavior (e.g., the singularity structure) of the solution
of an RHP at the endpoints of the jump contour. We also make use of the machinery available
in the OperatorApproximation.jl software package [155].

This work focuses mainly on the computation of soliton gas potentials supported on many
bands and completing the groundwork for nonlinear superpositions of such potentials with
many solitons. Extensions of our method to the entire (x, t)-plane, along with routines to
compute KdV and mKdV soliton gas solutions, are developed in Chapter 8.

1All computations in this chapter can be performed on a Lenovo laptop running Ubuntu version 20.04
with 8 cores and 16 GB of RAM with an Intel® Core™ i7-11800H processor running at 2.30 GHz. However,
due to the ease of parallelization, a cluster can greatly reduce the time it takes to generate the figures.
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Figure 7.2: A pure KdV soliton gas with r1(λ) supported on five pairs of bands. In the
notation of (7.4), I1 = [0.25, 0.5], I2 = [0.8, 1.2], I3 = [1.5, 2], I4 = [2.5, 3], I5 = [4, 5] with
f1(z) = 1, f2(z) = 1/2, f3(z) = 1/4, f4(z) = 1/8, f5(z) = 1/16 and aj = bj = 1

2
for

j = 1, . . . , 5.
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Figure 7.3: Density plot of the computed soliton gas with r1(λ) supported on a single pair of
bands with two solitons. In the notation of (7.4), I1 = [1.5, 2.5], f1(z) = 1, and a1 = b1 = 1

2
.

The solitons are associated with the eigenvalue parameters κ1 = 1, κ2 = 4 and the norming
constants χ1 = 10, χ2 = 10−10. Outside of the wedge region, the numerical method presented
here is seen to be uniformly accurate with a computational cost that is independent of
(x, t). Inside the wedge, the numerical method begins to break down, and additional RH
deformations need to be incorporated. See Chapter 8.



154

Figure 7.4: A pure KdV soliton gas with r1(λ) supported on two pairs of bands. In the
notation of (7.4), I1 = [1, 2], I2 = [2.5, 3] with f1(z) = 100, f2(z) = 1 and aj = bj = 1

2
,

j = 1, 2. Bottom panel: The same solution plotted along the ray x/t = −32.
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7.1.1 Riemann–Hilbert definition of a KdV soliton gas

Let g ∈ Z+ be fixed and consider a collection of disjoint closed intervals i[aj, bj], 1 ≤ j ≤ g,
on the imaginary axis with 0 < aj < bj < aj+1 for each 1 ≤ j ≤ g − 1. We denote the union
of these intervals and of their reflections by

Σ+ :=

g⋃

j=1

[aj, bj] and Σ− :=

g⋃

j=1

[−bj,−aj],

and take all of these intervals to be oriented upwards. We consider a function r1 : (iΣ+ ∪
iΣ−)→ C such that r1(λ) is positive for λ in the interior of each interval i[aj, bj], extending
analytically to a neighborhood of each i[aj, bj] with the local behavior

r1(iz) = faj(z)(z − aj)aj , aj ∈
{
−1

2
, 1
2

}
, (7.2)

for z in a neighborhood of aj, where faj(z) is analytic and satisfies faj(z) > 0 for z ≥ aj.
Similarly,

r1(iz) = fbj(z)(bj − z)bj , bj ∈
{
−1

2
, 1
2

}
, (7.3)

for z in a neighborhood of bj, where fbj(z) is analytic and satisfies fbj(z) > 0 for z ≤ bj.
Here, all of the roots are taken to be the principal branch. Therefore, in the computations
in this chapter, we take

r1(iz) = fj(z)(z − aj)aj(bj − z)bj , for z ∈ Ij := [aj, bj], Σ+ =

g⋃

j=1

Ij, (7.4)

for analytic functions fj and constants aj, bj ∈
{
−1

2
, 1
2

}
. For λ ∈ iΣ−, r1 is defined by

symmetry: r1(λ) = r1(−λ). With these ingredients, we consider the following problem,
which we take as the definition of a soliton gas:

Riemann–Hilbert Problem 7.1.1 (Pure KdV soliton gas). Let (x, t) ∈ R × R+ be fixed.
Find a 1× 2 row vector-valued function M(λ) ≡M(λ; x, t) with the following properties:

Analyticity: M(λ) is analytic for λ ∈ C\(iΣ+∪ iΣ−), admitting continuous boundary
values on the interior of iΣ+ ∪ iΣ−.

Jump conditions: The boundary values M+(λ) (resp. M−(λ)) from the left (resp.
right) are related via

M+(λ) = M−(λ)

(
1 0

−2ir1(λ)e2i(xλ+4tλ3) 1

)
, λ ∈ iΣ+,

M+(λ) = M−(λ)

(
1 2ir1(λ)e−2i(xλ+4tλ3)

0 1

)
, λ ∈ iΣ−, j = 1, 2, . . . , g.
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Normalization: M(λ) =
(
1 1

)
+ O(λ−1) as λ→∞.

Symmetry condition: M(−λ) = M(λ)

(
0 1
1 0

)
.

This problem has appeared in [61,78] with different assumptions on the behavior of r1(λ)
at the endpoints2. The setting of [78] assumes that r1(λ) is nonvanishing and bounded
at the endpoints, in contrast with the assumptions in our work. As the reader will see,
the endpoint behavior that we assume for r1(λ) enables a particularly fast computational
method. Riemann–Hilbert Problem 7.1.1 has a unique solution [78] (see Section 3.3.4 in
Chapter 3 for the notion of a solution when aj or bj is negative), and we can recover the
soliton gas solution of (7.1) by the second-order term at infinity [62]

u(x, t) = − lim
λ→∞

2λ2(M1(λ; x, t)M2(λ; x, t)− 1), (7.5)

where Mj(λ; x, t) is the jth component of the row vector M(λ; x, t).
We proceed with rotating the λ-plane clockwise by introducing r(z) := 2r1(iz) and

Y(z) := M(iz), which satisfies the jump conditions

Y+(z) = Y−(z)

(
1 0

−ir(z)e−2θ(z;x,t) 1

)
, z ∈ Σ+, θ(z;x, t) := xz − 4tz3, (7.6)

Y+(z) = Y−(z)

(
1 ir(z)e2θ(z;x,t)

0 1

)
, z ∈ Σ−, (7.7)

and is analytic elsewhere. Note that all (real) intervals are oriented in the increasing direc-
tion. We consider the numerical solution of the RHP satisfied by Y(z), which inherits the
normalization and symmetry conditions in Riemann–Hilbert Problem 7.1.1.

Regarding the behavior of Y(z) at the endpoints, let cj denote either of the endpoints aj
or bj, and let γj denote the corresponding power aj or bj as in (7.2) and (7.3). As z → cj,
we have

Y(z) =





(
O(1) O(1)

)
, if γj = 1

2
,

(
O(|z − cj|−

1
2 ) O(1)

)
, if γj = −1

2
.

(7.8)

This situation is mirrored on the negative real axis. As z → −cj, we have

Y(z) =





(
O(1) O(1)

)
, if γj = 1

2
,

(
O(1) O(|z + cj|−

1
2 )
)
, if γj = −1

2
.

2A derivation of Riemann–Hilbert Problem 7.1.1 via a limiting procedure involving the accumulation of
eigenvalues of the Schrödinger operator on a single pair of bands with respect to a suitable density can be
found in [78].
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The endpoint behavior stated in Riemann–Hilbert Problem 7.1.1 is thus consistent with
and implied by the behavior of the jump matrix at the endpoints: it is not an independent
condition but rather specifies the appropriate function space in which the solution is sought.

Writing λ = iz in the large-λ expansions that led to (7.5), the soliton gas solution u(x, t)
of (7.1) is recovered from Y(z) ≡ Y(z;x, t) via the formula

u(x, t) = lim
z→∞

2z2(Y1(z; x, t)Y2(z;x, t)− 1). (7.9)

The choice of basis for the Cauchy density below is motivated by a local singularity anal-
ysis carried out in Section 3.3.4 of Chapter 3; the structure encountered in the unmodulated
region (Section 7.2.2) is analyzed there in detail, while the quiescent region (Section 7.2.1) is
simpler since its triangular jump matrices admit local solutions directly by Cauchy integrals.

7.2 Computing soliton gasses

7.2.1 Quiescent region

When t = 0, the jump matrices in (7.6)–(7.7) are O(1) (away from the endpoints) for x ≥ 0
and become exponentially close to identity as x → +∞ since Re(−2zx) < 0 on Σ+ and
Re(2zx) < 0 on Σ− in this case. This configuration extends to a region of the (x, t)-plane
for t > 0 as long as Re(−2θ(z; x, t)) < 0 is maintained on Σ+ (the situation is mirrored on
Σ− automatically). The axis Re(z) = 0 is always a part of the locus Re(−2θ(z; x, t)) = 0.
The other branch of this locus is given by Re(z)2 = 3Im(z)2 + x

4t
. Thus, the aforementioned

boundedness or exponential decay of the jump matrices to the identity is preserved for all
(x, t) with t ≥ 0 satisfying

x ≥ 4Kt, (7.10)

for an arbitrary constant K > b2g. In this setting, the RHP at hand can be treated numerically
as is, without implementing any contour deformations, by using an appropriate basis with
weights encoding the endpoint behavior of Y(z) as described in Chapter 3. The region
described by (7.10) is the analog of the “constant region” as t → +∞ in [78] for the case
g = 1.

7.2.2 Unmodulated region

When t = 0 and x < 0, the situation is dramatically different: All of the exponentials in
(7.6)–(7.7) grow exponentially and unboundedly as x→ −∞. This behavior cannot be put
under control solely by employing one of the four canonical matrix factorizations for the
jump matrices since the exponents are real-valued. In this setting, the RHP is stabilized
by modifying the exponent via introducing a g-function. This is a generalization of the
approach taken in [78, 79] for the case g = 1. Let Γ±j denote the gaps: Γ0 = [−a1, a1],
Γj = [bj, aj+1], and Γ−j = [−aj+1,−bj] for j = 1, 2, . . . , g − 1. To have a uniform treatment
that also captures a region when t > 0, we proceed with allowing for t ≥ 0 with x < 0 and do
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Figure 7.5: Contour plot showing the sign of Re(φ(z; x, t)) in the complex plane for t > 0 in
the unmodulated region treated in Section 7.2.2. Here, x = −2, t = 0.01, and in the notation
of (7.4), I1 = [1, 2], I2 = [2.5, 3].
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not designate a particular large parameter. Since θ(−z; x, t) = −θ(z;x, t) and R(−z) = R(z)
(where R(z)2 =

∏g
j=1(z

2 − a2j)(z2 − b2j)), the solution satisfies g(−z; x, t) = −g(z;x, t). This
odd symmetry halves the effective size of the problem: it suffices to construct g in the folded
plane ζ = z2, following the approach of Chapter 8. Denote

Σ̂ =

g⋃

j=1

[a2j , b
2
j ], Γ̂0 = (0, a21), Γ̂k = (b2k, a

2
k+1), k = 1, . . . , g − 1,

and define the folded phase θ̂(ζ;x, t) := x
√
ζ−4tζ3/2, so that θ(z; x, t) = θ̂(z2; x, t) for z > 0.

Let R̂(ζ) be the function analytic for ζ /∈ Σ̂ satisfying

R̂(ζ)2 =

g∏

j=1

(ζ − a2j)(ζ − b2j), R̂(ζ) = ζg + O(ζg−1) as ζ →∞.

We seek ĝ(ζ) ≡ ĝ(ζ; x, t) analytic for ζ /∈ (−∞, b2g], admitting continuous boundary values
on (−∞, b2g), satisfying

ĝ+(ζ) + ĝ−(ζ) = 2θ̂(ζ;x, t), ζ ∈ Σ̂,

ĝ+(ζ)− ĝ−(ζ) = iΩ̂k(x, t), ζ ∈ Γ̂k, k = 0, 1, . . . , g − 1,

where Ω̂k(x, t) are real-valued constants, along with ĝ(ζ) = O(ζ−1/2) as ζ → ∞ and ĝ(ζ) =
O(ζ − c2)1/2 as ζ → c2 for each endpoint c ∈ {a1, b1, . . . , ag, bg}. Then,

ĝ(ζ) =
R̂(ζ)

2πi

∫

Σ̂

2θ̂(s; x, t)

R̂+(s)(s− ζ)
ds+

g−1∑

k=0

Ω̂k(x, t)R̂(ζ)

2π

∫

Γ̂k

ds

R̂(s)(s− ζ)
,

where the g constants Ω̂0(x, t), . . . , Ω̂g−1(x, t) are determined by the decay condition at in-
finity. These moment conditions result in the linear system

g−1∑

k=0

iΩ̂k(x, t)

∫

Γ̂k

smds

R̂(s)
= −

∫

Σ̂

2smθ̂(s; x, t)

R̂+(s)
ds, m = 0, 1, . . . , g − 1. (7.11)

The unique solvability of this linear system is established by the following lemma.

Lemma 7.2.1. The g × g matrix G defined by

G =

(∫

Γ̂k

sm ds

R̂(s)

)

0≤m,k≤g−1

is invertible.
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−bj −aj

[
0 ir(z)
i

r(z) 0

]

eiΩ−j+1σ3

Γ−j+1

eiΩ−jσ3

Γ−j

[
1 0

ie2φ(z;x,t)

r(z) 1

]

[
1 0

− ie2φ(z;x,t)

r(z) 1

]
aj bj

[
0 − i

r(z)
−ir(z) 0

]

eiΩjσ3

Γj

eiΩj−1σ3

Γj−1

[
1 − ie−2φ(z;x,t)

r(z)
0 1

]

[
1 ie−2φ(z;x,t)

r(z)
0 1

]

· · ·

Figure 7.6: Jump contours and jump matrices associated with S(z; x, t) near each interval.
φ(z;x, t) = g(z;x, t)− θ(z; x, t).

Proof. The proof is identical to that of Lemma 4.2.2.

This system is half the size of the corresponding system in the unfolded plane: the
symmetry Ω−k = Ωk reduces the 2g − 1 original gap constants to g independent unknowns
Ω̂k = Ωk. As with the unfolded system, conditioning is improved by replacing sm with a
degree-(g− 1) polynomial basis vanishing at the midpoints of Γ̂0, . . . , Γ̂g−1. We compute the
integrals in (7.11) via Gauss–Chebyshev quadrature. Finally, g is recovered from ĝ by

g(z;x, t) =

{
ĝ(z2; x, t), Re(z) ≥ 0,

−ĝ(z2; x, t), Re(z) < 0.

Now, introduce open and disjoint disks Dj, j = 1, 2, . . . , g, chosen so that Dj encloses
[aj, bj] in its interior, and let D−j be the analog of Dj for [−bj,−aj]. We take the disk
boundaries to be oriented counter-clockwise and make the following definitions (with corre-
lated signs on each line):

S(z) := Y(z)

(
1 i

r(z)
e2θ(z;x,t)

0 1

)∓1

eg(z;x,t)σ3 , z ∈ Dj ∩ C±, (7.12)

S(z) := Y(z)

(
1 0

−i
r(z)

e−2θ(z;x,t) 1

)∓1

eg(z;x,t)σ3 , z ∈ D−j ∩ C±, (7.13)

for j = 1, 2, . . . , g. Recall that σ3 = diag(1,−1). We set S(z) := Y(z)eg(z;x,t)σ3 elsewhere.
Using r+(z) = −r−(z) on Σ+∪Σ−, we find that the jump conditions satisfied by S(z) are as
given in Figure 7.6. We denote the modified exponent by φ(z;x, t) := g(z; x, t)−θ(z; x, t). A
contour plot of the sign of Re(φ(z; x, t)) is given in Figure 7.5, and one can see that the jump
matrices on the circles are exponentially close to the identity matrix if t > 0 becomes large
for x/t in this region. This behavior together with the fact that the circular jump contours
are detached from Σ+ ∪ Σ− (no self-intersection points with jump matrices involving r(z))
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is what enables an efficient numerical method. Therefore, the assumptions on the behavior
of r(z) at the endpoints are absolutely essential for our approach.

Again, let cj denote either of the endpoints aj or bj, and let γj denote the corresponding
power aj or bj as in (7.2) and (7.3). From (7.8), (7.12), and (7.13), we find that as z → cj,

S(z) =





(
O(1) O(|z − cj|−

1
2 )
)
, if γj = 1

2
,

(
O(|z − cj|−

1
2 ) O(1)

)
, if γj = −1

2
.

(7.14)

The situation is again mirrored as z approaches an endpoint of [−bj,−aj], but the behavior
of the columns is flipped.

As in Chapter 4, we introduce a correction h(z) ≡ h(z; x, t) to eliminate the constant
jump conditions on the gaps at the expense of introducing real constants on the intervals.
By the same symmetry, h(−z; x, t) = −h(z; x, t), so we construct h via a folded counterpart
ĥ(ζ). We seek ĥ(ζ) analytic for ζ /∈ (−∞, b2g], admitting continuous boundary values on
(−∞, b2g), satisfying

ĥ+(ζ)− ĥ−(ζ) = log
(

exp(−iΩ̂k(x, t))
)
, ζ ∈ Γ̂k, k = 0, 1, . . . , g − 1,

ĥ+(ζ) + ĥ−(ζ) = Âj(x, t), ζ ∈ (a2j , b
2
j), j = 1, 2, . . . , g,

along with ĥ(ζ) = O(ζ−1/2) as ζ →∞ and ĥ(ζ) = O(ζ − c2)1/2 as ζ → c2 for each endpoint
c ∈ {a1, b1, . . . , ag, bg}. Then,

ĥ(ζ) =
R̂(ζ)

2πi

[
g∑

j=1

∫ b2j

a2j

Âj(x, t)ds

R̂+(s)(s− ζ)
+

g−1∑

k=0

∫

Γ̂k

log(exp(−iΩ̂k(x, t)))ds

R̂(s)(s− ζ)

]
,

where the g real constants Â1(x, t), . . . , Âg(x, t) are determined by the decay condition at
infinity. The moment conditions result in the linear system

g∑

j=1

Âj(x, t)

∫ b2j

a2j

smds

R̂+(s)
= −

g−1∑

k=0

log(exp(−iΩ̂k(x, t)))

∫

Γ̂k

smds

R̂(s)
, m = 0, 1, . . . , g−1. (7.15)

The unique solvability of this system is established by the following lemma.

Lemma 7.2.2. The g × g matrix H defined by

H =

(∫ b2j

a2j

sm ds

R̂+(s)

)

0≤m≤g−1, 1≤j≤g

is invertible.
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Proof. The proof is identical to that of Lemma 4.2.4, noting that R̂+(s) is purely imaginary
with sign-definite imaginary part for s ∈ (a2j , b

2
j).

The coefficients on the left-hand side are purely imaginary for each m (since R̂+(s) is
purely imaginary on Σ̂), confirming that Âj(x, t) ∈ R. The coefficient matrix is independent

of (x, t), and the right-hand side remains bounded in (x, t) even though Ω̂k(x, t) may grow, so
Âj(x, t) are bounded. The integrals in (7.15) are computed via Gauss–Chebyshev quadrature
using the same polynomial basis approach as in (7.11). Finally,

h(z; x, t) =

{
ĥ(z2; x, t), Re(z) ≥ 0,

−ĥ(z2; x, t), Re(z) < 0.
(7.16)

We now make a global definition and introduce an exponent:

R(z) := S(z)eh(z;x,t)σ3 and ϕ(z;x, t) := h(z;x, t) + g(z; x, t)− θ(z; x, t).

Note that R(z) =
(
1 1

)
+ O(z−1) as z → ∞. Since the transformations Y(z) 7→ S(z) 7→

R(z) involve right-multiplications by diagonal unimodular matrices near z = ∞, it follows
from (7.9) that

u(x, t) = lim
z→∞

2z2(R1(z; x, t)R2(z; x, t)− 1).

For z lying over a gap Γ̂k (i.e., z2 ∈ Γ̂k, Re(z) > 0), the unfolding (7.16) and condition (7.15)
give h+(z; x, t)− h−(z; x, t) = log(exp(−iΩ̂k(x, t))). Therefore

h+(z)− h−(z) + iΩ̂k = log(exp(−iΩ̂k)) + iΩ̂k = 2πiℓ

for some ℓ ∈ Z, and similarly on −Γ̂k (the reflected gaps). Thus R(z) has no jumps across
any of the gaps Γℓ. The jump conditions satisfied by R(z) are described in Figure 7.7. This
final RHP satisfied by R(z) is again treated numerically via the method of Chapter 3.

Remark 7.2.3. This method could, in principle, be sped up significantly by considering r with
a common analytic extension to a region containing [−bg, bg]. In this case, the 2g circular
jump contours can be replaced by a single large one. See Section 4.4.

Note that the gap in the (x, t)-plane for t > 0 between the regions described in Sec-
tion 7.2.1 and Section 7.2.2 disappears at t = 0, allowing us to compute the soliton gas
primitive potentials quickly and accurately for all x ∈ R.

7.3 Nonlinear superposition of a pure soliton gas with solitons

It is possible to insert a multi-soliton into a soliton gas by supplying suitable residue condi-
tions for the RHP satisfied by Y(z) for a number of simple poles. In this case, we consider
solving the following RHP:
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−bj −aj


 0 ir(z)

eA−j (x,t)

ieA−j (x,t)

r(z) 0




[
1 0

ie2ϕ(z;x,t)

r(z) 1

]

[
1 0

− ie2ϕ(z;x,t)

r(z) 1

]

aj bj


 0 −ie−A+j (x,t)

r(z)
−ir(z)

e−A+j (x,t) 0




[
1 − ie−2ϕ(z;x,t)

r(z)
0 1

]

[
1 ie−2ϕ(z;x,t)

r(z)
0 1

]

· · ·

Figure 7.7: Jump contours and jump matrices associated with R(z;x, t) near each interval.
ϕ(z;x, t) = φ(z;x, t) + h(z; x, t).

Riemann–Hilbert Problem 7.3.1 (KdV soliton gas with solitons). Let (x, t) ∈ R × R+

be fixed. Find a 1 × 2 (row vector-valued) function N(λ) ≡ N(λ; x, t) with the following
properties:

Analyticity: N(λ) is analytic for λ ∈ C\ (iΣ+∪ iΣ−), admitting continuous boundary
values on the interior of iΣ+ ∪ iΣ−, with the exception of simple poles at λ = ±iκj,
κj > 0, j = 1, 2, . . . , N , in the complement of iΣ+ ∪ iΣ−.

Endpoint behavior: The same as in Riemann–Hilbert Problem 7.1.1.

Jump conditions: The boundary values N+(λ) (resp. N−(λ)) from left (resp. from
right) are related via

N+(λ) = N−(λ)

(
1 0

−2ir1(λ)e2i(xλ+4tλ3) 1

)
, λ ∈ i[aj, bj],

N+(λ) = N−(λ)

(
1 2ir1(λ)e−2i(λx+4tλ3)

0 1

)
, λ ∈ i[−bj,−aj], j = 1, 2, . . . , g.

Residue conditions: At each simple pole λ = ±iκj, j = 1, 2, . . . , N , N(λ) satisfies

Res
λ=iκj

N(λ) = lim
λ→iκj

N(λ)

(
0 0

iχje
2i(iκjx−4iκ3

j t) 0

)
,

Res
λ=−iκj

N(λ) = lim
λ→−iκj

N(λ)

(
0 −iχje

2i(iκjx−4iκ3
j t)

0 0

)
,

with norming constants χj ∈ R+ \ {0}.
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Normalization: N(λ) =
(
1 1

)
+ O(λ−1) as λ→∞.

Symmetry condition: N(−λ) = N(λ)

(
0 1
1 0

)
.

As with Riemann–Hilbert Problem 7.1.1, we rotate the λ-plane and consider the related
function Y(z) := N(iz). The jump contours and pole locations z = ±κj for Y(z) are then
on the real axis. The solution u(x, t) of the KdV equation (7.1) is obtained from (7.9). In
Figure 7.8, we present the computed large-time evolution of a soliton gas supported on two
pairs of bands, nonlinearly superimposed with three solitons. In the notation of (7.4), we
choose f1(z) to be much larger than f2(z). We also note here that our method is by no
means limited to constant functions fj(z) in (7.4) (see Figure 7.11).

7.3.1 The solution procedure

An overview of our procedure is as follows: We first ignore the poles in Riemann–Hilbert
Problem 7.3.1 (in the rotated plane of z = −iλ) and compute the matrix solution3 P(z),
normalized so that P(z) → I as z → ∞, and use P(z) as a global parametrix for the RHP
with poles, reducing it to a discrete finite-dimensional linear algebra problem. We solve the
discrete problem, computing the solution S(z), and superpose its solution via S(z)P(z) to
compute the nonlinear superposition of solitons with soliton gasses. We now describe the
steps in this procedure in more detail.

To handle potential exponential growth in the residue conditions, we flip their triangu-
larities as needed via the transformation

Ŷ(z) = Y(z)v(z)σ3 , v(z) =
∏

j∈K

z − κj
z + κj

,

where K is an index set corresponding to “large” residue conditions. In particular, for some
constant c > 0, we define

K = K(x, t) =
{
j :
∣∣∣χje

8κ3
j t−2κjx

∣∣∣ > c
}
,

in the quiescent region and

K =
{
j :
∣∣∣χje

8κ3
j t−2κjx+2g(κj)+2h(κj)

∣∣∣ > c
}
,

in the unmodulated region. Our implementation takes c = 10 as the default value.

3A matrix solution ceases to exist at a set of isolated points (x, t), but we ignore this behavior for our
numerical purposes just as in [34] and [160].
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Figure 7.8: A KdV soliton gas with r1(λ) supported on two pairs of bands. In the notation
of (7.4), I1 = [1, 2], I2 = [2.5, 3] with f1(z) = 100, f2(z) = 1 and aj = bj = 1

2
, j = 1, 2.

The three solitons superimposed are associated with κ1 = 0.8, κ2 = 2.25, and κ3 = 3.5 and
the norming constants χ1 = 106, χ2 = 105, χ3 = 10−12. Bottom panel: The same solution
plotted along the ray x/t = −32.
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Figure 7.9: A KdV soliton gas with r1(λ) supported on one pair of bands. In the notation of
(7.4), I1 = [1.5, 2.5] with f1(z) = 1 and a1 = b1 = 1

2
. The superimposed soliton is associated

with κ1 = 3 and the norming constant χ1 = 10−4.
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Figure 7.10: A KdV soliton gas with r1(λ) supported on one pair of bands. In the notation of
(7.4), I1 = [1.5, 2.5] with f1(z) = 1 and a1 = b1 = 1

2
. The superimposed soliton is associated

with κ1 = 1 and the norming constant χ1 = 10.
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Figure 7.11: A KdV soliton gas with r1(λ) supported on five pairs of bands, nonlinearly
superimposed with five solitons. In the notation of (7.4), I1 = [0.25, 0.5], I2 = [0.8, 1.2],
I3 = [1.5, 2], I4 = [2.5, 3], and I5 = [4, 5] with f1(z) = (z − 0.375)2 + 1, f2(z) = (z − 1)4 + 1,
f3(z) = (z − 1.75)6 + 1, f4(z) = exp(z − 2.75) + 1, f5(z) = exp(−(z − 4.5)2) + 1 and
a1 = b1 = −1

2
, a2 = b2 = 1

2
, a3 = 1

2
, b3 = −1

2
, a4 = −1

2
, b4 = 1

2
, a5 = b5 = −1

2
. The

five solitons are associated with the eigenvalue parameters κ1 = 0.1, κ2 = 0.7, κ3 = 2.25,
κ4 = 3.5, κ5 = 5.5 and the norming constants χ1 = 105, χ2 = 1000, χ3 = 100, χ4 = 10,
χ5 = 10−6.
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This transformation has the effect of modifying the residue conditions to

Res
z=κj

Ŷ(z) = lim
z→κj

Ŷ(z)

(
0 0

χje
8κ3

j t−2κjxv(κj)
2 0

)
, j /∈ K,

Res
z=κj

Ŷ(z) = lim
z→κj

Ŷ(z)

(
0 e

−8κ3j t+2κjx

χjv′(κj)2

0 0

)
, j ∈ K.

The residue conditions on the negative real axis follow from the symmetry condition.
In the unmodulated region, the disjoint disks Dj are assumed to be sufficiently small so

as not to contain the poles κj. The steepest descent deformations then result in the residue
conditions

Res
z=κj

R(z) = lim
z→κj

R(z)

(
0 0

χje
8κ3

j t−2κjx+2g(κj)+2h(κj)v(κj)
2 0

)
, j /∈ K,

Res
z=κj

R(z) = lim
z→κj

R(z)

(
0 e

−8κ3j t+2κjx−2g(κj)−2h(κj)

χjv′(κj)2

0 0

)
, j ∈ K.

Once the matrix solution P is obtained, the residue conditions that S(z) = R(z)P(z)−1

satisfies are computed through the following formula: Given a residue condition

Res
z=±κj

R(z) = lim
z→±κj

R(z)Ξ±j,

of R, the corresponding residue condition of S is given by

Res
z=±κj

S(z) = lim
z→±κj

S(z)P(±κj)Ξ±jP(±κj)−1
(
I−P′(±κj)Ξ±jP(±κj)−1

)−1
,

where P′(z) denotes the componentwise derivative of P(z). We compute P′(±κj) by numer-
ically expanding P(z) in a Laurent series in a small circle centered at ±κj.

7.4 Examples, demonstration of convergence, and performance

7.4.1 Examples

In this subsection, we enumerate the examples found throughout this chapter.

5 pairs of bands with 5 solitons

In Figures 7.1 and 7.11, we plot a soliton gas corresponding to r1(λ) supported on five pairs
of bands, nonlinearly superimposed with five solitons. In the notation of (7.4), Figure 7.11
considers variable fj and various endpoint behaviors aj, bj.
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5 pairs of bands

In Figure 7.2, we plot a pure soliton gas corresponding to r1(λ) supported on five pairs of
bands, including for large negative x at t = 100.

1 pair of bands with 2 solitons

In Figure 7.3, we consider a soliton gas corresponding to r1(λ) supported on one pair of bands,
nonlinearly superimposed with two solitons. We include a density plot of this solution in the
(x, t)-plane outside of the wedge-shaped region where our method begins to break down.

2 pairs of bands

In Figure 7.4, we consider a pure soliton gas corresponding to r1(λ) supported on two pairs
of bands. We plot its tail at t = 100 and its behavior along the ray x/t = −32.

2 pairs of bands with 3 solitons

In Figure 7.8, we include the same plots as Figure 7.4, but with the solution nonlinearly
superimposed with three solitons.

1 pair of bands with a taller soliton

In Figure 7.9, we plot the time evolution of a soliton gas corresponding to r1(λ) supported
on one pair of bands, nonlinearly superimposed with one taller soliton, showing the soliton
escape the soliton gas.

1 pair of bands with a shorter soliton

In Figure 7.10, we plot the time evolution of a soliton gas corresponding to r1(λ) supported
on one pair of bands, nonlinearly superimposed with one shorter soliton, showing the soliton
becoming trapped within the soliton gas.

7.4.2 Convergence

In Figure 7.12, we demonstrate the convergence of our computational method as we increase
the number of collocation points used on each component of the jump contour associated
with the RHP that is treated numerically. We plot the absolute pointwise error made in
computing a soliton gas potential

Ep(x) := |up(x, 0)− utrue(x, 0)|,

where p refers to the number of collocation points used on each interval, denoted by “PPI”
in Figure 7.12. Here, utrue(x, 0) denotes the solution computed with a large value of p. The
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Figure 7.12: Pointwise errors for various numbers of collocation points. PPI (Points Per
Interval) denotes the number of collocation points used per interval Ij, and 10 times that
number of points are used on each circle. 50 PPI is used as the exact solution in comparisons.

soliton gas potential computed for Figure 7.12 is associated with r1(λ) supported on two pairs
of bands (in the notation of (7.4)) I1 = [1.2, 2], I2 = [2.5, 3] with f1(z) = 100 and f2(z) = 1
and aj = bj = 1

2
, j = 1, 2. This soliton gas potential is also nonlinearly superimposed with

two solitons associated with the eigenvalue parameters κ1 = 1, κ2 = 4 and the norming
constants χ1 = 10, χ2 = 10−10. While we observe that our method is quite accurate, some
precision is lost due to the large condition number of the collocation matrix (empirically on
the order of 107). Future work will aim to improve the conditioning of this linear system.

Finally, in all of the plots presented in this chapter, 20 collocation points are used on
each interval and 120 points are used on each circle in the jump contour for the RHP treated
numerically.

7.4.3 Notes on performance

Perhaps the most attractive feature of our method is that it is trivially parallelizable. Since
x and t are only parameters in the RHP, all computations in this chapter can, in principle,
be done in the time it takes to solve a single RHP, i.e., a pointwise evaluation of u(x, t).
With this perspective in mind, we give rough pointwise evaluation runtimes on a standard
laptop for the solution plots above in Table 7.1.

7.5 Conclusion

This chapter introduced a fast and accurate method for computing KdV soliton gas solutions
via the numerical solution of the associated Riemann–Hilbert problem. The key contribution
is the use of Deift–Zhou steepest-descent deformations to precondition the singular integral
equations, avoiding the high-precision arithmetic required by earlier approaches [61]. The
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Unmodulated region Quiescent region
Figures 7.1 and 7.11 0.7 s 0.08 s

Figure 7.2 0.4 s 2 ms
Figure 7.3 0.03 s 5 ms
Figure 7.4 0.02 s 0.4 ms
Figure 7.8 0.1 s 0.02 s

Figures 7.9 and 7.10 0.02 s 3 ms

Table 7.1: Pointwise evaluation runtimes in seconds (s) or milliseconds (ms) to compute the
solutions u(x, t) presented in each figure listed in Section 7.4.1.

g-function and its correction h, constructed in the folded plane ζ = z2 as described in
Section 7.2.2, exploit the odd symmetry of the problem to halve the effective linear system
sizes and reduce the domain of integration from Σ+ ∪ Σ− to Σ̂. The method treats the
quiescent region (Section 7.2.1), where no deformations are needed, and the unmodulated
region (Section 7.2.2), covering x < 0 and small to moderate t, and handles nonlinear
superpositions with finitely many solitons via the residue conditions of Section 7.3.

The primary limitation of the method is its restriction to the complement of a wedge-
shaped region in the (x, t)-plane: the steepest-descent deformations break down when ξ =
x/(4t) enters the modulated regime where the effective genus of the g-function changes. This
limitation is overcome in Chapter 8, where the modulation parameter is computed and the g-
function is adapted accordingly, enabling uniform accuracy throughout the entire (x, t)-plane
for both KdV and mKdV soliton gasses.
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Chapter 8

LONG-TIME COMPUTATIONS OF KDV AND MKDV
SOLITON GASSES
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8.1 Introduction

This chapter is based on a manuscript in preparation [17].
In this chapter, we develop a numerical method that extends that of Chapter 7 to be valid

in the entire (x, t)-plane. Due to technicalities, we present the method in the context of the
mKdV equation; the necessary modifications for the KdV case are described in Section 8.4.
The corresponding definition of an mKdV soliton gas, in the same setting as before, is given
by the following RHP.

Riemann–Hilbert Problem 8.1.1 (Pure mKdV soliton gas). Let (x, t) ∈ R×R+ be fixed.
Find a 2× 2 matrix-valued function M(λ) ≡M(λ; x, t) with the following properties:

Analyticity: M(λ) is analytic for λ ∈ C\(iΣ+∪ iΣ−), admitting continuous boundary
values on the interior of iΣ+ ∪ iΣ−.

Jump conditions: The boundary values M+(λ) (resp. M−(λ)) from the left (resp.
right) are related via

M+(λ) = M−(λ)

(
1 0

2ir1(λ)e2i(xλ+4tλ3) 1

)
, λ ∈ iΣ+,

M+(λ) = M−(λ)

(
1 2ir1(λ)e−2i(xλ+4tλ3)

0 1

)
, λ ∈ iΣ−, j = 1, 2, . . . , g.

Normalization: M(λ) = I + O(λ−1) as λ→∞.

As in the KdV case, Riemann–Hilbert Problem 8.1.1 has a unique solution [79]. Given a
solution M to Riemann–Hilbert Problem 8.1.1, the soliton gas solution of (1.4) is recovered
from the residue at infinity:

u(x, t) = lim
λ→∞

2iλM12(λ; x, t).

As in Chapter 7, we rotate the λ-plane clockwise by defining z = −iλ and r(z) = 2r1(iz).
The numerical method we describe below solves for Y(z) = M(iz) with the convention that
all (real) intervals are oriented in the increasing direction.

See Figure 8.1 for a soliton gas solution of (1.3) with associated Riemann–Hilbert jump
conditions supported on five (pairs of) bands and nonlinearly superimposed with five solitons,
computed with our method. This is a longer-time evolution of Figure 7.1. Figure 8.2 provides
the density plot of a soliton gas with associated Riemann–Hilbert jump conditions supported
on a single pair of bands, nonlinearly superimposed with two solitons. Our numerical method
is demonstrated to be uniformly accurate in the wedge-shaped region where that of Chapter 7
breaks down.
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Figure 8.1: KdV soliton gas with r1(λ) supported on five pairs of bands, nonlinearly super-
imposed with five solitons (cf. Figure 7.1).
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Figure 8.2: Density plot of a KdV soliton gas with r1(λ) supported on a single pair of bands
with two additional solitons (cf. Figure 7.3).

Our method uses Deift–Zhou steepest descent deformations to, in effect, precondition
the singular integral formulations of Riemann–Hilbert Problem 7.1.1 and Riemann–Hilbert
Problem 8.1.1. The deformations we employ vary in the (x, t)-plane and depend on the
parameter ξ := x

4t
. In particular, we partition the (x, t)-plane into wedges as in Figure 8.3,

where the critical values ξ1,1, ξ1,2, ξ2,1, . . . , ξg,2 are computed as described in Appendix B, and
apply different deformations in each region. In the unmodulated regions, the support of the
g-function is fixed, while in the modulated regions, one must first compute the modulation
parameter αj(ξ) as described in Appendix B to determine the support of the g-function.
The method of Chapter 7 is uniformly accurate in the genus 0 and genus g unmodulated
regions and can be easily extended to the remaining unmodulated regions. In this chapter,
we describe a numerical method that is valid in the modulated regions, enabling long-time
computations in the entire (x, t)-plane.
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Figure 8.3: Deformation regions of the (x, t)-plane for a genus g soliton gas. The wedge-
shaped regions are bounded by rays of ξ = x

4t
, with critical values ξj,k computed as described

in Appendix B. With an appropriate g-function, soliton gas solutions in the unmodulated
regions can be evaluated via the method of Chapter 7, while the current work develops a
numerical method valid in the modulated regions.

8.2 Steepest descent deformations

In this section, we describe the steepest descent deformations that we perform on Riemann–
Hilbert Problem 8.1.1 to solve the mKdV equation (1.4). These deformations depend on the
modulation parameter αj(ξ) described in Appendix B. The necessary modifications for the
KdV equation (1.3) and Riemann–Hilbert Problem 7.1.1 are discussed in Section 8.4.

Define

JL(z; ξ, t) =

(
1 0

ir(z)e−8tθ(z;ξ) 1

)
, JU(z; ξ, t) =

(
1 ir(z)e8tθ(z;ξ)

0 1

)
.

To solve Riemann–Hilbert Problem 8.1.1 in the rotated z = −iλ plane, we seek a 2 × 2
matrix-valued function Y(z; ξ, t) = Y(z) satisfying

Y+(z) = Y−(z)JL(z; ξ, t), z ∈ Σ+, θ(z; ξ) := ξz − z3,
Y+(z) = Y−(z)JU(z; ξ, t), z ∈ Σ−,

Y(z) = I + O
(
z−1
)
, z →∞,
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that is analytic elsewhere.
To describe the steepest descent deformations, we assume that ξ is within the jth modu-

lated region, i.e. ξ ∈ (ξj,1, ξj,2). For ξ in an unmodulated region, local deformations around
αj are no longer needed, and the deformations around the intervals not containing αj remain
unchanged.

We introduce open and disjoint disks Dk, k = 1, 2, . . . , g, chosen so that Dk encloses
[ak, bk] in its interior and let D−k be the analog of Dk for [−bk,−ak]. We also let D̃j = D̃j(αj)
be an open disk, disjoint from all Dk, chosen such that (αj, bj] ⊂ D̃j and αj ∈ ∂D̃j. We
denote its counterpart by D̃−j and take all disk boundaries to be oriented counterclockwise.

Now, define

TL(z; ξ, t) =

(
0 i

r(z)
e8tθ(z;ξ)

ir(z)e−8tθ(z;ξ) 0

)
, L(z; ξ, t) =

(
1 0

i
r(z)

e−8tθ(z;ξ) 1

)
,

TU(z; ξ, t) =

(
0 ir(z)e8tθ(z;ξ)

i
r(z)

e−8tθ(z;ξ) 0

)
, U(z; ξ, t) =

(
1 i

r(z)
e8tθ(z;ξ)

0 1

)
,

corresponding to the canonical LTL and UTU factorizations, so

JL = UTLU, JU = LTUL.

We define Z(z; ξ, t) = Z(z) by

Z(z) :=





Y(z)U(z; ξ, t)∓1, z ∈
(
D̃j ∪

⋃g
k=j+1Dk

)
∩ C±,

Y(z)L(z; ξ, t)∓1, z ∈
(
D̃−j ∪

⋃g
k=j+1D−k

)
∩ C±,

Y(z), otherwise.

Because r+ = −r− along the branch cuts, Z satisfies the jump conditions given in Figure 8.4.

. . .
−bj+1−aj+1

L−1

L

TU

−bj −αj

−aj

L−1

L

TU JU

−bj−1 −aj−1

JU . . .
aj−1 bj−1

JL

aj
αj

bj

JL TL

U−1

U

aj+1 bj+1

U−1

U

TL . . .

Figure 8.4: Jump contours and matrices associated with Z(z; ξ, t) near each interval.

To move the jump conditions away from the singularities at ±αj, we solve the RHP for

Z locally. That is, we define a new function Z̃(z; ξ, t) in the circles around ±αj according
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to Figure 8.5 and set Z̃ = Z outside of these circles. Then, Z̃ satisfies the jump conditions

−αj

Z̃ = ZT−1
U

Z̃ = ZL−1T−1
U

Z̃ = ZL

Z̃ = Z

Z̃ = Z αj

Z̃ = ZU−1T−1
L

Z̃ = ZT−1
L

Z̃ = Z

Z̃ = ZU

Figure 8.5: Local definitions of Z̃(z; ξ, t).

given in Figure 8.6 near ±αj and the same jump conditions as Z elsewhere.

−αj

TU JU

L−1

L

L−1T−1
U

T−1
U

L

αj

JL TL

U−1

U

T−1
L

U−1T−1
L

U

Figure 8.6: Jump contours and matrices associated with Z̃(z; ξ, t) near ±αj.

The functions g(z; ξ) and h(z; ξ, t) are constructed exactly as in Section 7.2.2 of Chapter 7,
working in the folded plane ζ = z2. The only modification is that in the jth modulated
region the left endpoint aj is replaced throughout by the modulation parameter αj(ξ) from
Appendix B. The g-function support in the jth modulated region is

{
[α2

j , b
2
j ] ∪

⋃g
k=j+1[a

2
k, b

2
k], j < g,

[α2
j , b

2
g], j = g,
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replacing the fixed support Σ̂ =
⋃g

k=1[a
2
k, b

2
k] of Chapter 7. By convention, we set g and h to

be identically zero in the (g + 1)th modulated region.
To remove the exponential growth, denote

P(z; ξ, t) = e(4tg(z;ξ)+h(z;ξ,t))σ3 , Q(z; ξ, t) = e4tθ(z;ξ)σ3 , σ3 =

(
1 0
0 −1

)
.

Now, define S(z; ξ, t) = S(z) by

S :=

{
Z̃Q, inside the circles centered at ± αj,

Z̃P, otherwise.

Then, S satisfies the jump conditions given in Figure 8.7. These jump conditions can be

. . .

P−1L−1P

P−1LP

P−1
− TUP+

−bj+1 −aj+1

P−1L−1P

P−1LP

P−1
− TUP+ P−1

− JUP+

−bj −aj
P−1

− JUP+

−bj−1 −aj−1

. . . P−1
− JLP+

aj−1 bj−1

P−1
− JLP+

P−1
− TLP+

P−1U−1P

P−1UP

aj bj

P−1U−1P

P−1UP

P−1
− TLP+

aj+1 bj+1

. . .

−αj αj

−αj

P−1
+ T−1

U Q

P−1
+ L−1T−1

U Q

P−1
− Q

P−1
− LQ

αj

P−1
+ U−1T−1

L Q

P−1
+ T−1

L Q

P−1
− UQ

P−1
− Q

Figure 8.7: Jump contours and matrices associated with S(z; ξ, t).

written in terms of the function

ϕ(z; ξ, t) = 4t (g(z; ξ)− θ(z; ξ)) + h(z; ξ, t),
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which is controlled at the singularities ±αj. On the appropriate contours, we have

P−1
− TLP+ =

(
0 i

eAk(ξ,t)r

ieAk(ξ,t)r 0

)
, P−1UP =

(
1 − i

r
e−2ϕ

0 1

)
,

P−1
− JLP+ =

(
1 0

ireϕ++ϕ− 1

)
, P−1

+ T−1
L Q =

(
0 − i

r
e−ϕ+

−ireϕ+ 0

)
,

P−1
+ U−1T−1

L Q =

(
e−ϕ+ − i

r
e−ϕ+

−ireϕ+ 0

)
, P−1

− UQ =

(
e−ϕ− − i

r
e−ϕ−

0 eϕ−

)
.

Thus, all jump conditions of the function S are controlled, and we will solve the corresponding
RHP numerically.

8.3 Numerical implementation

8.3.1 Solution procedure

While the jump conditions in the RHP describing S are controlled, the nonlocal jump con-
ditions P−1

− TLP+ and P−1
− TUP+ cannot approach the identity in any regime. To obtain

uniform accuracy as in [159, Chapter 7], we implement a two-stage solution procedure that
first solves for these jump conditions via the method of Chapter 7 then solves for the re-
maining jump conditions via the method of [118]. That is, we first solve for a matrix-valued
function ∆(z; ξ, t) = ∆(z) with jump conditions pictured in Figure 8.8.

. . .

P−1L−1P

P−1LP

P−1
− TUP+

−bj+1 −aj+1

P−1
− TUP+

−bj −αj −aj
P−1

− JUP+

−bj−1 −aj−1

. . . P−1
− JLP+

aj−1 bj−1 aj

P−1
− TLP+

αj bj

P−1U−1P

P−1UP

P−1
− TLP+

aj+1 bj+1

. . .

Figure 8.8: Jump contours and matrices associated with ∆(z; ξ, t).

Once ∆ is obtained, we define S̃(z; ξ, t) = S̃(z) by

S̃ :=

{
S, inside the circles centered at ± αj,

S∆−1, otherwise.
(8.1)

Then, S̃ satisfies the jump conditions given in Figure 8.9. All nonlocal jump conditions tend
to the identity as t→∞ for fixed ξ, so we solve for S̃ with uniform accuracy via the method
of [118,159].
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Figure 8.9: Jump contours and matrices associated with S̃(z; ξ, t).

8.3.2 Endpoint asymptotics and series expansions

The limiting RHP for ∆

For k ̸= j, the jump conditions on Σ±k and Dk are incorporated into the numerical method in
the manner described in Chapter 7. At ±αj the solution ∆ exhibits quarter root and inverse
quarter root behavior, while at ±bj it has the same square root behavior as in Chapter 7.

This mixed endpoint behavior must be handled more delicately than the pure square root
behavior found in Chapters 4 and 7. For instance, if the (1, 1) entry of the solution U of the
singular integral equation on (αj, bj) is of the form

U11(z) = a1(z)
4
√

1− z√
z + 1

+ a2(z)
1

4
√

1− z
√
z + 1

,

for some smooth functions a1, a2, approximating these functions with polynomials is now a
problem of frame approximation rather than basis approximation (see [3, Example 3]). That
is, we consider the frame

{
P

( 1
4
,− 1

2)
n w( 1

4
,− 1

2)
}

n∈N
∪
{
P

(− 1
4
,− 1

2)
n w(− 1

4
,− 1

2)
}

n∈N
.

Because w( 1
4
,− 1

2) admits an expansion

w( 1
4
,− 1

2) =
∞∑

n=0

cnP
(− 1

4
,− 1

2)
n w(− 1

4
,− 1

2),
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for some coefficients cn, this frame is linearly dependent. Indeed, if one naively approximates

U11 ≈
N/2∑

n=0

cnP
(− 1

4
,− 1

2)
n w(− 1

4
,− 1

2) +

N/2∑

n=0

ĉnP
( 1
4
,− 1

2)
n w( 1

4
,− 1

2), (8.2)

for unknown coefficients cn and ĉn, the collocation matrix resulting from discretizing the
singular integral equation becomes increasingly ill-conditioned as N →∞.

To amend this conditioning issue, we follow the prescriptions of [3, 4]. That is, we make
the following three modifications to the construction and solution of the collocation system:

• Oversample collocation points: The singular integral equation is enforced at more col-
location points. That is, if we include N frame elements in each component of the
approximate solution Û ≈ U and let x1, . . . , xM be the zeroes of TM , the Mth Cheby-
shev polynomial of the first kind, we enforce

C+Γ Û(xj)− C−Γ Û(xj)J(xj) ≈ J(xj)− I, j = 1, . . . ,M, (8.3)

for some M > N . The approximation in (8.3) is made precise as an overdetermined
least squares problem of the form

c = min
ĉ
∥Aĉ− b∥2. (8.4)

To obtain an accurate method, M/N must be sufficiently large. Our implementation
defaults to M = 3N .

• Truncated SVD: The least squares problem (8.4) is solved via a truncated SVD which
can be implemented as in Algorithm 12. Our implementation defaults to ϵ = 10ϵmach

where ϵmach denotes machine precision.

Algorithm 12: Truncated SVD to solve c = minĉ ∥Aĉ− b∥2.
Input: Matrices A ∈ Cm×n, b ∈ Cm×ℓ (m ≥ n) and tolerance ϵ.
Run SVD on A to get UΣV = A.
Truncate Σ so that all discarded singular values ς1 ≥ ς2 ≥ . . . ≥ ςn satisfy ς2j /ς

2
1 < ϵ,

leaving Σ̃ ∈ Rk×k.
Truncate rows or columns of U and V as appropriate, leaving Ũ ∈ Cm×k and
Ṽ ∈ Ck×n.

Return c = Ṽ∗Σ̃
−1
Ũ∗b.

• Basis enrichment: The frame approximation is constructed by using considerably more
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terms from one basis than the other. For instance, (8.2) is modified to

U11 ≈
N1∑

n=0

cnP
(− 1

4
,− 1

2)
n w(− 1

4
,− 1

2) +

N2∑

n=0

ĉnP
( 1
4
,− 1

2)
n w( 1

4
,− 1

2), (8.5)

where N1 + N2 = N and either N1 ≫ N2 or N2 ≫ N1. Our implementation defaults
to N1 = 25 and N2 = 5.

Remark 8.3.1. The collocation matrix resulting from these modifications remains ill-
conditioned as N1 → ∞. Despite this, it is shown in [3, 4] that such frame approximations
are highly accurate.

The local RHP for S̃

Once a numerical representation of ∆ is obtained, S̃ can then be treated via the numerical
method of [118,159] using the machinery available in the OperatorApproximation.jl soft-
ware package [155]. However, pursuant to [159, Remark 5.6.1], we construct the collocation
system using Legendre polynomials (Pn)∞n=0 rather than Chebyshev. Because Legendre poly-
nomials have constant weight function w(x) = 1, their Cauchy integrals are easily computed
via the method of Section 2.2.4, bypassing the need for special function evaluations. To
evaluate near the contour of interest, this requires the initialization

C0(z) = C[−1,1][P0w](z) =
1

2πi

∫ 1

−1

dx

x− z

=
log(z − 1)− log(z + 1)

2πi
=

log(1− z)− log(−1− z)

2πi
.

To obtain uniform accuracy at the intersection points of jump contours, one should construct
the collocation system using the finite-part Cauchy integral [159, Definition 5.22]. This differs
from the classical Cauchy integral only at the endpoints z = ±1. At these endpoints, the
finite-part Cauchy integrals are generated through the forward substitution procedure using
the initializations

C0(−1 + 0eiθ) = FPC[−1,1][P0w](−1 + 0eiθ) =
iθ − i arg

(
−e−iθ

)

2πi
,

C0(1 + 0eiθ) = FPC[−1,1][P0w](1 + 0eiθ) =
iθ − log(2)

2πi
,

where θ denotes the angle of approach.
The use of Legendre polynomials encodes the correct asymptotic behavior of S̃(z) at all
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contour endpoints except z = ±aj. As z → aj,

S(z) =





(
O(1) O(1)

)
, if aj = 1

2
,

(
O(|z − aj|−

1
2 ) O(1)

)
, if aj = −1

2
,

and as z → −aj,

S(z) =





(
O(1) O(1)

)
, if aj = 1

2
,

(
O(1) O(|z + aj|−

1
2 )
)
, if aj = −1

2
,

from which the behavior of S̃ can be obtained since ∆(z) is analytic in a neighborhood of
z = ±aj. This behavior can be encoded with an appropriate basis or frame of shifted Jacobi
polynomials and weights with parameter 0 at one endpoint and ±1

2
at the other.

Alternatively, this asymptotic behavior can be removed by applying a local solution in
a neighborhood of z = ±aj. Then, all asymptotic conditions are encoded with the use of
shifted and scaled Legendre polynomials as basis functions. It is easiest to construct a local
matrix solution to S near each endpoint before applying the transformation (8.1). In a
neighborhood of z = aj, we seek a function satisfying

Ψ+
R(z) = Ψ−

R(z)

(
1 0

−ir(z)eϕ+(z)+ϕ−(z) 1

)
, z ∈ (aj, c),

where aj < c < αj and c is outside the neighborhood of aj where the local solution will be
applied. By the Plemelj lemma, one such function is

ΨR(z) =

(
1 0

− 1
2π

∫ c

aj

r(s)eϕ+(s)+ϕ−(s)ds
s−z

1

)
.

To evaluate ΨR(z) numerically, we must compute

ϕ21(z) = − 1

2π

∫ c

aj

r(s)eϕ+(s)+ϕ−(s)ds

s− z
= −iC[aj ,c]

[
fje

ϕ++ϕ−(⋄ − aj)aj(bj − ⋄)bj
]

(z), z /∈ [aj, c].

Using the shifted Jacobi notation of (2.18) with the interval [aj, c], we approximate

fj(x)eϕ+(x)+ϕ−(x)(bj − x)bj =
∞∑

n=0

cnP̃
(0,aj)
n (x) ≈

L∑

n=0

cnP̃
(0,aj)
n (x), x ∈ [aj, c],



186

to high precision. Then, ϕ21 is approximated by

ϕ21(z) ≈ −
L∑

n=0

icnC[aj ,c]
[
P̃ (0,aj)
n w̃(0,aj)

]
(z),

where the Cauchy integrals can be computed via the method of Section 2.2.4 of Chapter 2,
enabling the evaluation of ϕ21(z) for a given z. A local solution in a neighborhood of z = −aj
is given by

ΨL(z) =

(
1 1

2π

∫ −aj
−c

r(s)e−ϕ+(s)−ϕ−(s)ds
s−z

0 1

)
,

which is evaluated in the same manner, mutatis mutandis.
Given local solutions ΨL,ΨR, we define T(z; ξ, t) = T(z) by

T :=





SΨ−1
L , inside a neighborhood of − aj,

SΨ−1
R , inside a neighborhood of aj,

S, otherwise,

and define T̃(z; ξ, t) = T̃(z) by

T̃ :=

{
T, inside the circles centered at ± αj,

T∆−1, otherwise.
(8.6)

Then, T̃ satisfies the jump conditions given in Figure 8.10. Then, T̃ can be solved for

−bj −αj −aj

∆P−1
+ L−1T−1

U Q∆P−1
+ T−1

U Q

∆P−1
− Q ∆P−1

− LQ

∆P−1L−1P∆−1

∆P−1LP∆−1

∆P−1
− JUP+∆

−1
∆Ψ−1

L ∆−1

aj αj bj

∆Ψ−1
R ∆−1

∆P−1
− JLP+∆

−1

∆P−1
+ T−1

L Q∆P−1
+ U−1T−1

L Q

∆P−1
− UQ ∆P−1

− Q

∆P−1U−1P∆−1

∆P−1UP∆−1

Figure 8.10: Jump contours and matrices associated with T̃(z; ξ, t).

numerically using bases of Legendre polynomials as described above. The soliton gas solution
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u(x, t) of (1.4) is then recovered from T(z) = T(z;x, t) via the formula

u(x, t) = lim
z→∞
−2zT12(z; x, t).

8.3.3 Soliton addition

Multi-solitons are inserted into soliton gasses via the method of Section 7.3 of Chapter 7.
Additional solitons can be inserted into an mKdV soliton gas by supplementing Riemann–
Hilbert Problem 8.1.1 with appropriate residue conditions. That is, to insert n solitons with
spectral parameters κ1, . . . , κn ∈ R+ \ {0} and norming constants χ1, . . . , χn ∈ R \ {0}, we
consider solving the following RHP:

Riemann–Hilbert Problem 8.3.2 (mKdV soliton gas with solitons). Let (x, t) ∈ R×R+

be fixed. Find a 2×2 matrix-valued function N(λ) ≡ N(λ; x, t) with the following properties:

Analyticity: N(λ) is analytic for λ ∈ C\ (iΣ+∪ iΣ−), admitting continuous boundary
values on the interior of iΣ+ ∪ iΣ−, with the exception of simple poles at λ = ±iκj,
κj > 0, j = 1, 2, . . . , n, in the complement of iΣ+ ∪ iΣ−.

Endpoint behavior: The same as in Riemann–Hilbert Problem 8.1.1.

Jump conditions: The boundary values N+(λ) (resp. N−(λ)) from left (resp. from
right) are related via

N+(λ) = N−(λ)

(
1 0

2ir1(λ)e2i(xλ+4tλ3) 1

)
, λ ∈ iΣ+,

N+(λ) = N−(λ)

(
1 2ir1(λ)e−2i(xλ+4tλ3)

0 1

)
, λ ∈ iΣ−, j = 1, 2, . . . , g.

Residue conditions: At each simple pole λ = ±iκj, j = 1, 2, . . . , n, N(λ) satisfies

Res
λ=iκj

N(λ) = lim
λ→iκj

N(λ)

(
0 0

−iχje
2i(iκjx−4iκ3

j t) 0

)
,

Res
λ=−iκj

N(λ) = lim
λ→−iκj

N(λ)

(
0 −iχje

2i(iκjx−4iκ3
j t)

0 0

)
,

with norming constants χj ∈ R \ {0}.

Normalization: N(λ) = I + O(λ−1) as λ→∞.
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The residue conditions are included in the second stage of our numerical method (solving

for T̃), with deformations applied as described in Section 7.3 of Chapter 7. In particular, we
apply the pole-flipping transformation

Ŷ(z) = Y(z)v(z)σ3 , v(z) =
∏

j∈K

z − κj
z + κj

, (8.7)

where for some constant c > 0, K is an index set corresponding to “large” residue conditions:

K =
{
j :
∣∣χje

ϕ+(κj)+ϕ−(κj)
∣∣ > c

}
. (8.8)

Our implementation takes c = 105 as the default value.

Remark 8.3.3. Applying the pole-flipping transformation (8.7) may introduce conditioning
issues into the collocation system. When applying the steepest descent deformations to Ŷ, 1

v2

appears in the jump conditions, and this function can become large on the jump contours1.
This is partially mitigated by choosing a large value for c in (8.8) but comes at the expense
of conditioning issues introduced by large residue conditions.

Empirically, we find that when the collocation system Ac = b is ill-conditioned, row- and
column-scaled left and right diagonal preconditioners improve the accuracy of the computed
solution. That is, we define a diagonal left preconditioner by

(DL)jj = max
k
|Ajk|,

and a diagonal right preconditioner by

(DR)jj = max
k

∣∣∣
(
D−1

L A
)
kj

∣∣∣ ,

and solve the equivalent system

D−1
L AD−1

R y = D−1
L b.

8.4 Modifications for KdV

Now, consider the Korteweg–de Vries (KdV) equation (1.3) Define

JL(z; ξ, t) =

(
1 0

−ir(z)e−8tθ(z;ξ) 1

)
, JU(z; ξ, t) =

(
1 ir(z)e8tθ(z;ξ)

0 1

)
.

1For instance, this can be on the order of 107 in Example 8.5.2.
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Figure 8.11: mKdV hybrid soliton and anti-soliton gas with r1(λ) supported on two pairs
of bands with opposite signs on each, nonlinearly superimposed with a soliton and an anti-
soliton.
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To solve Riemann–Hilbert Problem 7.1.1 in the rotated z = −iλ plane, we seek a vector-
valued function Y(z; ξ, t) = Y(z) satisfying

Y+(z) = Y−(z)JL(z; ξ, t), z ∈ Σ+, θ(z; ξ) := ξz − z3,
Y+(z) = Y−(z)JU(z; ξ, t), z ∈ Σ−,

Y(z) =
(
1 1

)
+ O

(
z−1
)
, z →∞,

that is analytic elsewhere. We do not explicitly enforce the symmetry condition Y(−z) =
Y(z)σ1 in our numerical method. We similarly define

TL(z; ξ, t) =

(
0 − i

r(z)
e8tθ(z;ξ)

−ir(z)e−8tθ(z;ξ) 0

)
, L(z; ξ, t) =

(
1 0

− i
r(z)

e−8tθ(z;ξ) 1

)
,

TU(z; ξ, t) =

(
0 ir(z)e8tθ(z;ξ)

i
r(z)

e−8tθ(z;ξ) 0

)
, U(z; ξ, t) =

(
1 i

r(z)
e8tθ(z;ξ)

0 1

)
.

With these definitions, we perform the same sequence of steepest descent deformations as be-
fore. Then, T is 1×2 row vector-valued and satisfies the jump conditions given in Figure 8.7.
On the appropriate contours,

P−1
− TLP+ =

(
0 − i

eAk(ξ,t)r

−ieAk(ξ,t)r 0

)
, P−1UP =

(
1 i

r
e−2ϕ

0 1

)
,

P−1
− JLP+ =

(
1 0

−ireϕ++ϕ− 1

)
, P−1

+ T−1
L Q =

(
0 i

r
e−ϕ+

ireϕ+ 0

)
,

P−1
+ U−1T−1

L Q =

(
e−ϕ+ i

r
e−ϕ+

ireϕ+ 0

)
, P−1

− UQ =

(
e−ϕ− i

r
e−ϕ−

0 eϕ−

)
.

To solve this problem numerically, we again solve for a 2 × 2 matrix-valued function
∆(z; ξ, t) = ∆(z) with jump conditions pictured in Figure 8.8. However, in contrast with
the mKdV problem, such a ∆ fails to exist at a set of isolated points (x, t). While prior
numerical work has largely ignored this behavior [34, 160], we observe that numerical errors
resulting from it compound within our two-stage procedure, leading to notable accuracy
loss near these points. One remedy is to directly solve for T rather than using a two-stage
procedure. While this approach avoids compounding errors, the nonexistence of a bounded
matrix solution still impacts numerical accuracy near the relevant points. Empirically, a
one-stage method is also less robust at handling long-time evolution. Instead, we implement
a modified two-stage solution procedure.

Rather than attempt to construct a bounded solution that may not exist, we introduce a
simple pole at the origin to the construction of ∆. In particular, we require ∆ to additionally
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satisfy the residue condition

Res
z=0

∆(z) = lim
z→0

∆(z)

(
i i
−i −i

)
. (8.9)

At generic points2 (x, t), this construction ensures that ∆ has determinant 1, satisfies the
appropriate symmetry ∆(−z) = σ1∆(z)σ1, and has a pole at the origin of the form

∆(z) =
a−1

z

(
1 1
−1 −1

)
+ O(1), a−1 ∈ C,

as z → 0.
Once a numerical representation of ∆ is obtained, T̃ as defined in (8.6) again satisfies

the jump conditions given in Figure 8.10, with the exception of a possible pole at the origin.
Denote as z → 0,

T̃(z) = T̃−1z
−1 + T̃0 + O(z),

∆(z) = ∆−1z
−1 + ∆0 + O(z).

In order for T to be regular at the origin, it must hold that

T̃−1∆0 + T̃0∆−1 = 0,

which corresponds to the residue condition

Res
z=0

T̃(z)∆0 = − lim
z→0

T̃(z)∆−1.

Because T(−z) = T(z)σ1 and ∆(−z) = σ1∆(z)σ1, T̃ satisfies the symmetry T̃(−z) =

T̃(z)σ1. This implies that T̃0 is of the form t̃0
(
1 1

)
where t̃0 ∈ C, so

Res
z=0

T̃(z)∆0 = t̃0
(
1 1

)
a−1

(
1 1
−1 −1

)
=
(
0 0

)
.

Thus, no residue condition need be imposed, and it suffices to find some T̃ that is regular at
the origin. This means that once a numerical representation of ∆ is obtained, T̃ is computed
in the same manner as for the mKdV equation, modulo computing a vector, rather than
matrix, solution and the necessary sign changes in the jump conditions. The soliton gas
solution u(x, t) of (1.3) is then recovered from T(z) = T(z; x, t) via the formula

u(x, t) = lim
z→∞

2z2(T1(z; x, t)T2(z; x, t)− 1).

2By this, we mean points (x, t) where a bounded matrix solution does exist. At nongeneric points, these
properties can be validated empirically.
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8.4.1 Soliton addition

Multi-solitons are again inserted into KdV soliton gasses by supplementing Riemann–Hilbert
Problem 7.1.1 with appropriate residue conditions, exactly as in Riemann–Hilbert Prob-
lem 7.3.1 of Chapter 7. The residue conditions are included in the second stage of our
numerical method (solving for T̃), with pole-flipping transformations and deformations ap-
plied in the same manner as for mKdV.

Figure 8.12: Density plot of a KdV soliton gas with r1(λ) supported on two pairs of bands
with an additional soliton in between.

8.5 Examples and demonstration of convergence

8.5.1 Convergence

In Figure 8.13, we demonstrate the convergence of our numerical method for computing ∆
in the context of the KdV equation, near a point (x, t) where a bounded matrix solution
appears to not exist. We plot the absolute pointwise error made in computing ∆ on a small
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Figure 8.13: Maximum pointwise errors in the computation of ∆(z) on the circle |z| = 0.01
for a varying number of frame elements (NFE). In the notation of (8.5), N2 = NFE and
N1 = 4NFE. 16 NFE is used as the exact solution in comparisons.

circle around the origin:

max
θ∈[−π,π]

∥∥∆p(0.01eiθ)−∆true(0.01eiθ)
∥∥
2
,

where p denotes a measure of the number of frame elements used, denoted by “NFE” in
Figure 8.13, and ∆true denotes the solution computed with a large value of p. Here, r1(λ)
is supported on one pair of bands (in the notation of (7.4)) I1 = (1.5, 2.5) with f1(z) = 1

2

and a1 = b1 = 1
2
, and we consider the point x = −0.4376211, t = 0.1. We observe that the

addition of the residue condition (8.9) appears to yield a convergent numerical method for
computing ∆.

8.5.2 Examples

In this subsection, we enumerate the examples found throughout this chapter. All parameters
are given in the notation of (7.4).

5 pairs of bands with 5 solitons

In Figure 8.1, we plot a KdV soliton gas corresponding to r1(λ) supported on five pairs of
bands, nonlinearly superimposed with five solitons. Here, I1 = (0.25, 0.5), I2 = (0.8, 1.2),
I3 = (1.5, 2), I4 = (2.5, 3), I5 = (4, 5), with f1(z) = 1, f2(z) = 1/2, f3(z) = 1/4, f4(z) = 1/8,
f5(z) = 1/16 and ak = bk = 1

2
for k = 1, . . . , 5. The solitons are associated with (see

Riemann–Hilbert Problem 7.3.1) κ1 = 0.1, κ2 = 0.7, κ3 = 2.25, κ4 = 3.5, κ5 = 5.5 with the
norming constants χ1 = 105, χ2 = 1000, χ3 = 100, χ4 = 10, and χ5 = 10−6.
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1 pair of bands with 2 solitons

In Figure 8.2, we consider a KdV soliton gas corresponding to r1(λ) supported on one pair
of bands, nonlinearly superimposed with two solitons. Here, I1 = (1.5, 2.5), f1(z) = 1, and
a1 = b1 = 1

2
. The solitons are associated with the eigenvalue parameters κ1 = 1, κ2 = 4 and

the norming constants χ1 = 10, χ2 = 10−10.

2 pairs of bands with 1 soliton

In Figure 8.12, we consider a KdV soliton gas corresponding to r1(λ) supported on two
pairs of bands, nonlinearly superimposed with one soliton. Here, I1 = (1.5, 2.5), I2 = (3, 4),
f1(z) = f2(z) = 1, and a1 = b1 = a2 = b2 = 1

2
. The soliton is associated with the eigenvalue

parameter κ1 = 2.75 and the norming constant χ1 = 1.

2 (opposite sign) pairs of bands with 1 soliton and 1 anti-soliton

In Figure 8.11, we consider an mKdV hybrid soliton and anti-soliton gas corresponding to
r1(λ) supported on two pairs of bands, nonlinearly superimposed with a soliton and an
anti-soliton. Here, I1 = (1.5, 2.5), I2 = (3, 4), f1(z) = 1, f2(z) = −1, and a1 = a2 = 1

2
,

b1 = b2 = −1
2
. The soliton is associated with the eigenvalue parameter κ1 = 4.5 and

the norming constant χ1 = 10−2, while the anti-soliton is associated with the eigenvalue
parameter κ2 = 2.75 and the norming constant χ2 = −1.
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Chapter 9

LARGE-GENUS KDV SOLUTIONS
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9.1 Introduction

This chapter is based on in-progress work with Deniz Bilman and Thomas Trogdon.
The finite-genus (quasi-periodic) solutions of the KdV equation (1.3) are algebro-geomet-

ric solutions associated with a genus-g hyperelliptic Riemann surface. Classically, they are
expressed through the Its–Matveev formula in terms of Riemann theta functions [91]. As
discussed in Section 2.8, evaluating this representation directly is difficult for large genera.
Much like with the Akhiezer polynomials, a Riemann–Hilbert representation of finite-genus
solutions was introduced in [157], resulting in a numerical method for small-genus solutions
(roughly g < 10). In [33], the authors reformulate the finite-genus RHP and develop a
numerical method for computing large-genus solutions (roughly g < 1000).

We refer to [33] for a full treatment of the finite-genus solutions, the associated RHP,
and applications. The purpose of this chapter is to observe that the finite-genus RHP is a
clean instance of the framework developed in Chapter 3 and to record the resulting numerical
method. Because the jump conditions are piecewise constant and unitary, we are able to
improve the numerical method of [33] by explicitly constructing a preconditioner at the
operator level and developing a matrix-free implementation of the collocation scheme. The
resulting method is effective for even larger genus (roughly g < 5000).

9.2 The Riemann–Hilbert problem

As before, fix g ∈ Z+ and let 0 < a1 < b1 < a2 < · · · < ag < bg. Denoting

Σ+ :=

g⋃

j=1

[aj, bj] and Σ− :=

g⋃

j=1

[−bj,−aj],

like the (rotated) soliton gas RHP of Chapters 7 and 8, the jump conditions for the (unfolded)
finite-genus RHP of [33] are supported on Σ+ ∪ Σ−. The RHP is as follows:

Riemann–Hilbert Problem 9.2.1 (Finite-genus KdV solution). Let (x, t) ∈ R × R be
fixed. Find a 1× 2 row-vector-valued function S(z) ≡ S(z; x, t) with the following properties:

Analyticity: S(z) is analytic for z ∈ C \ (Σ+ ∪ Σ−), admitting continuous boundary
values on the interior of Σ+ ∪ Σ−.

Jump conditions: The boundary values S+(z) (resp. S−(z)) from the above (resp.
below) are related via

S+(z) = S−(z)

(
0 eiΩj(x,t)

e−iΩj(x,t) 0

)
, z ∈ [aj, bj],

S+(z) = S−(z)

(
0 e−iΩj(x,t)

eiΩj(x,t) 0

)
, z ∈ [−bj,−aj],
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for j = 1, . . . , g.

Normalization: S(z) =
(
1 1

)
+ O(z−1) as z →∞.

Symmetry condition: S(−z) = S(z)

(
0 1
1 0

)
.

Endpoint behavior: S(z) = O
(
|z ∓ aj|−1/2

)
as z → ±aj and S(z) = O(1) as z →

±bj.

Here, the phases Ωj(x, t) = Ω
(0)
j +Ω

(x)
j x+Ω

(t)
j t ∈ R depend affinely on x and t [33]. Given

S(z) =
(
S1(z) S2(z)

)
, the KdV solution is recovered via the product formula [62]

u(x, t) = − lim
z→∞

2z2
(
S1(z;x, t)S2(z;x, t)− 1

)
.

Note that this is different from the recovery formula used in [33], and has the effect of halving
the number of required linear solves in the numerical method.

Denote the 2g bands as Ij = [aj, bj] and I−j = [−bj,−aj]. For each In, we denote the
corresponding jump condition by

Jn =

(
0 ζn

1/ζn 0

)
, |ζn| = 1, (9.1)

where ζ±j = e±iΩj(x,t) for j = 1, . . . , g. The jump conditions of Riemann–Hilbert Prob-
lem 9.2.1 are pictured in Figure 9.1.

. . .
a1 b1

J1

ag bg

Jg
. . .

−b1 −a1
J−1

−bg −ag

J−g
. . .

∞
(
1 1

)
+O(z−1)

Figure 9.1: The jump contour for Riemann–Hilbert Problem 9.2.1. The jump matrix is the
constant unitary matrix J±j on each band, and S is normalized to

(
1 1

)
at infinity.
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9.3 Diagonalization and preconditioning

Following Section 3.3, we make the ansatz

S(z) =
(
1 1

)
+ CΣ+∪Σ−u(z), u =

∑

1≤|n|≤g

un, un = Pnu, (9.2)

where u is a 1× 2 row-vector density on Σ+ ∪Σ− and Pn is the projection onto In. On each
band In, this yields the singular integral equation

C+Inun − C−InunJn +
∑

k ̸=n

CIkuk(I− Jn) =
(
1 1

)
(Jn − I). (9.3)

Because each jump condition (9.1) is Hermitian and unitarily diagonalizable with constant
eigenvectors,

Jn = U(ζn)DU(ζn)∗, D =

(
1 0
0 −1

)
, U(ζ) =

1√
2

(
ζ −ζ
1 1

)
,

conjugating (9.3) by U(ζn) and defining the unknown vn := unU(ζn) moves all coupling into
the off-diagonal blocks. The system becomes

C+Invn − C−InvnD +
∑

k ̸=n

CIkvk U(ζk)∗U(ζn) (I−D) =
(
1 1

)
U(ζn)(D− I), z ∈ In. (9.4)

To remove the noncompact diagonal operator, we precondition (9.4) on the left by the block-
diagonal inverse

(
C+In − C−In (⋄)D

)−1
=

((
C+In − C−In

)−1
0

0
(
C+In + C−In

)−1

)
, (9.5)

which is available in closed form for our chosen bases. Following the endpoint behav-
ior in Riemann–Hilbert Problem 9.2.1, each component density is expanded in weighted
Chebyshev-V or Chebyshev-W series. On the unit interval [−1, 1] [108],

(C+ − C−)[VkwV ] = VkwV , (C+ − C−)[WkwW ] = WkwW ,

(C+ + C−)[VkwV ] = 1
πi
Wk, (C+ + C−)[WkwW ] = − 1

πi
Vk,

and these formulae can be shifted and scaled appropriately. To apply (9.5) to the resulting
collocation system, one only needs to map between Chebyshev polynomial coefficients and
values which can be done in a matrix-free manner via appropriate discrete cosine and sine
transforms [119, Table 4.1]. Once (9.5) is applied to (9.4), we are left with a system of the
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form
(I +K)v = f , (9.6)

where K is compact. The application of K in the collocation system requires applying (9.5)
and evaluating the weighted Cauchy integrals of Chebyshev polynomials away from their
support which can be done in a matrix-free manner via the formulae of Theorem 2.5.1. The
collocation system is solved by matrix-free GMRES in a small number of iterations [33, Figure
12].

9.4 Dispersive quantization

One instance of where large-genus solutions are useful is in modeling a phenomenon known
as dispersive quantization. When the linearized KdV equation is evolved from periodic
piecewise-constant initial data, at times corresponding to rational multiples of the domain
length, the solution is quantized, forming a profile consisting of piecewise-constant steps. At
other times, the solution exhibits fractal-like, continuous but nowhere-differentiable behav-
ior [117]. Understanding this phenomenon in the context of the (nonlinear) KdV equation
has been the subject of recent numerical experiments [42] and theoretical analysis [64, 88].
To illustrate dispersive quantization with our method, we compute the finite-genus KdV
solution approximating a box initial condition from [33, Section 5.4]. Figure 9.2 displays the
evolution at selected times, contrasting a low-genus (g = 3) and a large-genus (g = 1600)
approximation. The large-genus solution accurately captures the formation of the dispersive
quantization profile.
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Figure 9.2: Snapshots of the finite-genus approximation of a box initial condition. Top
row: genus g = 3. Bottom row: genus g = 1600, demonstrating the resolution of the
dispersive quantization structure. Computations performed with the method of this chapter.
Cf. [33, Figure 10].
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Appendix A

DEFERRED PROOFS

A.1 Akhiezer polynomial recurrence coefficients

Assume that the nth degree orthonormal polynomial can be represented as

pn(x) = knx
n + ℓnx

n−1 + . . . .

Then, the recurrence coefficients can be recovered by [53]

ǎn =
ℓn
kn
− ℓn+1

kn+1

, b̌n =
kn
kn+1

, (A.1)

with the convention that ℓ0 = 0, k0 = 1. To obtain such a representation, we must expand
(2.22) around u = −ρ, the point corresponding to x = ∞ on one sheet of the Riemann
surface. Noting that H is an odd function, we expand

H(u− ρ)

H(u+ ρ)
=
(
−H(2ρ) +H ′(2ρ)(u+ ρ) + O((u+ ρ)2)

) 1

H ′(0)(u+ ρ)

(
1 + O((u+ ρ)2)

)−1

= −H(2ρ)

H ′(0)

1

u+ ρ
+
H ′(2ρ)

H ′(0)
+ O(u+ ρ).

Similarly, Θ is an even function, and we expand

Θ(u+ 2nρ)

Θ(u)
= (Θ ((2n− 1)ρ) + Θ′ ((2n− 1)ρ) (u+ ρ) + . . .)

· 1

Θ(ρ)

(
1− Θ′(ρ)

Θ(ρ)
(u+ ρ) + . . .

)−1

=
Θ ((2n− 1)ρ)

Θ(ρ)
+

(
Θ′ ((2n− 1)ρ)

Θ(ρ)
+

Θ ((2n− 1)ρ) Θ′(ρ)

Θ2(ρ)

)
(u+ ρ)

+ O
(
(u+ ρ)2

)
.

The other product summed in (2.23) is O(u + ρ) and will not contribute to the recurrence
coefficients. To convert these expansions from u+ ρ to x, we utilize the relation

x− α =
1− α2

2(sn2 u− sn2 ρ)
,
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which we rewrite as

(snu+ sn ρ)(snu− sn ρ) =
1− α2

2(x− α)
. (A.2)

Noting that sn is an odd function, we expand

(snu+ sn ρ)(snu− sn ρ) =

(
sn′ ρ(u+ ρ)− sn′′ ρ

2
(u+ ρ)2 . . .

)
(−2 sn ρ+ sn′ ρ(u+ ρ) + . . .)

= −2 sn ρ sn′ ρ(u+ ρ)

(
1−

(
sn′ ρ

2 sn ρ
+

sn′′ ρ

2 sn′ ρ

)
(u+ ρ)

+ O
(
(u+ ρ)2

))
.

Substituting this into (A.2), solving for u+ ρ, and iterating,

u+ ρ = − 1− α2

4 sn ρ sn′ ρ

(
1−

(
sn′ ρ

2 sn ρ
+

sn′′ ρ

2 sn′ ρ

)
(u+ ρ) + O

(
(u+ ρ)2

))−1
1

x− α

= − 1− α2

4 sn ρ sn′ ρ

(
1− (1− α2)

4 sn ρ sn′ ρ

(
sn′ ρ

2 sn ρ
+

sn′′ ρ

2 sn′ ρ

)
1

x− α + O

((
1

x− α

)2
))

1

x− α.

Inverting this,

1

u+ ρ
= −4 sn ρ sn′ ρ

1− α2
(x− α)−

(
sn′ ρ

2 sn ρ
+

sn′′ ρ

2 sn′ ρ

)
+ O

(
1

x− α

)
.

Substituting these into the series in u+ ρ,

H(u− ρ)

H(u+ ρ)
=
H(2ρ)

H ′(0)

4 sn ρ sn′ ρ

1− α2
(x− α) +

H(2ρ)

H ′(0)

(
sn′ ρ

2 sn ρ
+

sn′′ ρ

2 sn′ ρ

)
+
H ′(2ρ)

H ′(0)
+ O

(
1

x− α

)
,

Θ(u+ 2nρ)

Θ(u)
=

Θ ((2n− 1)ρ)

Θ(ρ)
− 1− α2

4 sn ρ sn′ ρ

(
Θ′ ((2n− 1)ρ)

Θ(ρ)
+

Θ ((2n− 1)ρ) Θ′(ρ)

Θ2(ρ)

)
1

x− α

+ O

((
1

x− α

)2
)
.

To obtain the recurrence coefficients from these expansions, denote

c =
H(2ρ)

H ′(0)

4 sn ρ sn′ ρ

1− α2
, d =

H(2ρ)

H ′(0)

(
sn′ ρ

2 sn ρ
+

sn′′ ρ

2 sn′ ρ

)
+
H ′(2ρ)

H ′(0)
,

γn =
Θ ((2n− 1)ρ)

Θ(ρ)
, δn = − 1− α2

4 sn ρ sn′ ρ

(
Θ′ ((2n− 1)ρ)

Θ(ρ)
+

Θ ((2n− 1)ρ) Θ′(ρ)

Θ2(ρ)

)
.
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Then,

pn(x) = Cn (c(x− α) + d+ . . .)n
(
γn +

δn
x− α + . . .

)
+ O

(
1

x− α

)

= Cnγnc
nxn + Cn(nγnc

n−1d+ δnc
n − nαγncn)xn−1 + . . . ,

so
kn = Cnγnc

n, ℓn = Cn(nγnc
n−1d+ δnc

n − nαγncn).

Applying (A.1), we get that

ǎn =
ℓn
kn
− ℓn+1

kn+1

=

(
nd

c
+
δn
γn
− nα

)
−
(

(n+ 1)d

c
+
δn+1

γn+1

− (n+ 1)α

)

= −d
c

+
δn
γn
− δn+1

γn+1

+ α,

b̌n =
kn
kn+1

=
Cn

Cn+1

1

c
,

for n ≥ 1 and

ǎ0 = − ℓ1
k1

= −d
c
− δ1
γ1

+ α,

b̌0 =
2

C1

1

c
.

Finally, we substitute in c, d, γn, δn and Cn and get

ǎ0 =(1− α2)

(
1

8 sn2 ρ
+

sn′′ ρ

8 sn ρ (sn′ ρ)2
+
H ′(2ρ)

H(2ρ)

1

4 sn ρ sn′ ρ

)
+

1− α2

2 sn ρ sn′ ρ

Θ′ (ρ)

Θ (ρ)
+ α,

ǎn =(1− α2)

(
1

8 sn2 ρ
+

sn′′ ρ

8 sn ρ (sn′ ρ)2

)

+
1− α2

4 sn ρ sn′ ρ

(
H ′(2ρ)

H(2ρ)
+

Θ′ ((2n+ 1)ρ)

Θ ((2n+ 1)ρ)
− Θ′ ((2n− 1)ρ)

Θ ((2n− 1)ρ)

)
+ α, n ≥ 1,

b̌0 =
1− α2

4 sn ρ sn′ ρ

H ′(0)

H(2ρ)

√
2Θ(3ρ)

Θ(ρ)
,

b̌n =
1− α2

4 sn ρ sn′ ρ

H ′(0)

H(2ρ)

√
Θ((2n+ 3)ρ)Θ((2n− 1)ρ)

Θ((2n+ 1)ρ)
, n ≥ 1.
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A.2 Proof of Theorem 2.5.1

Proof. We proceed by induction by first considering the base case k = 1 separately for each
kind of Chebyshev polynomial. Using the recurrence relation (2.6) that C□

k must satisfy, we
can directly compute the following.

CT
1 (z) =

√
2

(
zCT

0 (z) +
1

2πi

)
=
√

2

(
z

i

2π
√
z − 1

√
z + 1

+
1

2πi

)

=
√

2
i

2π

1√
z − 1

√
z + 1

(
z −
√
z − 1

√
z + 1

)
=
√

2CT
0 (z)J−1

+ (z).

CU
1 (z) = 2

(
zCU

0 (z) +
1

2πi

)
=

i

π

(
z2 − 2z

√
z − 1

√
z + 1 + (z2 − 1)

)

=
i

π
J−1
+ (z)2 =

i

π

(
z −
√
z − 1

√
z + 1

)
J−1
+ (z) = CU

0 (z)J−1
+ (z).

CV
1 (z) = (2z − 1)CV

0 (z) + 2
1

2πi
=

i

2π

(
−(z + 1) + z

√
z + 1√
z − 1

+
√
z + 1

√
z − 1− z

)

=
i

2π

(
−1 +

√
z + 1√
z − 1

)(
z −
√
z − 1

√
z + 1

)
= CV

0 (z)J−1
+ (z).

CW
1 (z) = (2z + 1)CW

0 (z) + 2
1

2πi
=

i

2π

(
(z − 1)− z

√
z − 1√
z + 1

−
√
z + 1

√
z − 1 + z

)

=
i

2π

(
1−
√
z − 1√
z + 1

)(
z −
√
z − 1

√
z + 1

)
= CW

0 (z)J−1
+ (z).

Now,

2zJ−1
+ (z)− 1 = 2z

(
z −
√
z − 1

√
z + 1

)
− 1 = z2 − 2z

√
z − 1

√
z + 1 + (z2 − 1) = J−1

+ (z)2.

Using this for the second base case k = 2,

CT
2 (z) = 2zCT

1 (z)−
√

2CT
0 (z) = 2

√
2zCT

0 (z)J−1
+ (z)−

√
2CT

0 (z)

=
√

2CT
0 (z)

(
2zJ−1

+ (z)− 1
)

=
√

2CT
0 (z)J−1

+ (z)2.
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As an inductive step, we let k ≥ 3 and find that our recurrence gives

CT
k (z) = 2zCT

k−1(z)− CT
k−2(z) = 2z

√
2CT

0 (z)J−1
+ (z)k−1 −

√
2CT

0 (z)J−1
+ (z)k−2

=
√

2CT
0 (z)J−1

+ (z)k−2
(
2zJ−1

+ (z)− 1
)

=
√

2CT
0 (z)J−1

+ (z)k,

completing the proof for Chebyshev-T . For U, V , and W , see that the theorem is trivially
true for k = 0, so we can use k = 0, 1 as our base cases. Letting □ denote U, V , or W , we
let k ≥ 2 and find from the recurrence that

C□
k (z) = 2zC□

k−1(z)− C□
k−2(z) = 2zC□

0 (z)J−1
+ (z)k−1 − C□

0 (z)J−1
+ (z)k−2

= C□
0 (z)J−1

+ (z)k−2
(
2zJ−1

+ (z)− 1
)

= C□
0 (z)J−1

+ (z)k,

completing the proof for all cases.

A.3 Proof of Lemma 6.2.3

Proof. For j = 0, the lower left block of p0(H) = I is zero. Since p0(A) = I, Cp0(A)+G0 = 0
when G0 = −C.

When j = 1, by (2.5), the lower left block of p1(H) is given by 1
b̌0
C. Applying (2.5) to

p1(A),

1

b̌0
C =

1

b̌0
C(−ǎ0I + (ǎ0 + 1)I) =

1

b̌0
C(b̌0p1(A)−A + (ǎ0 + 1)I)

= Cp1(A) +
1

b̌0
(G0A + (ǎ0 + 1)C).

Using induction, let j ≥ 2 and assume that the lemma holds for pj−1(H) and pj−2(H). Then,

pj−1(H) =

(
pj−1(A) 0

Cpj−1(A) + Gj−1 pj−1(B)

)
, pj−2(H) =

(
pj−2(A) 0

Cpj−2(A) + Gj−2 pj−2(B)

)
.

Applying (2.5) and noting that matrices commute with polynomials of themselves, the lower
left block of pj(H) is given by

1

b̌j−1

(Cpj−1(A)A + Gj−1A + pj−1(B)C− ǎj−1Cpj−1(A)

−ǎj−1Gj−1 − b̌j−2Cpj−2(A)− b̌j−2Gj−2

)

= Cpj(A) +
1

b̌j−1

(
Gj−1A + pj−1(B)C− ǎj−1Gj−1 − b̌j−2Gj−2

)
,

which completes the proof.
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A.4 Proof of Theorem 6.7.2

Proof. The error corresponds to the tail of the bivariate series (6.33),

X−Xk =
∑

max{i,j}≥k

cij p
B
i (B)UVpAj (A).

We write

X−Xk =
∑

i≥k

pBi (B)UV bi(A) +
∑

j≥k

aj(B)UV pAj (A)−
∑

i,j≥k

cij p
B
i (B)UVpAj (A), (A.3)

where the one-variable coefficient functions

aj(x) =

∫

ΣA

f(x, y) pAj (y)wA(y) dy, bi(y) =

∫

ΣB

f(x, y) pBi (x)wB(x) dx

have full series aj(B) =
∑

i cij p
B
i (B) and bi(A) =

∑
j cij p

A
j (A).

By Lemma 5.3.6,

max
y∈ΣA

|bi(y)| ≤ Cϱ−i
B , max

x∈ΣB

|aj(x)| ≤ Cϱ−j
A .

Diagonalizing A and B and denoting κ = ∥VA∥2∥V−1
A ∥2∥VB∥2∥V−1

B ∥2, by Lemma 5.2.2 the
first term in (A.3) is bounded by

∥∥∥∥∥
∑

i≥k

pBi (B)UV bi(A)

∥∥∥∥∥
2

≤ Cκ ∥UV∥2
∑

i≥k

ϱ−i
B ≤ C1

ϱ−k
B

1− ϱ−1
B

,

for some constants C,C1 > 0. The second term is bounded by C2 ϱ
−k
A /(1−ϱ−1

A ) for some C2 >
0 in the same manner. For the final term, applying Lemma 5.3.6 to the two representations
cij = ⟨bi, pAj ⟩L2

wA
= ⟨aj, pBi ⟩L2

wB
gives the two estimates

|cij| ≤ Cϱ−i
B and |cij| ≤ Cϱ−j

A .

Multiplying these two estimates and taking the square root yields

|cij| ≤ Cϱ
−i/2
B ϱ

−j/2
A ,

so that ∥∥∥∥∥
∑

i,j≥k

cij p
B
i (B)UVpAj (A)

∥∥∥∥∥
2

≤ Cκ ∥UV∥2
∑

i,j≥k

ϱ
−i/2
B ϱ

−j/2
A = O

(
ϱ−k
)
.

Summing the three contributions gives the desired result.
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Appendix B

COMPUTING THE MODULATION PARAMETER AND
REGIONS
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To determine the bounds ξj,1, ξj,2 of the jth modulation region and the value of the
modulation parameter αj(ξ) for ξ ∈ [ξj,1, ξj,2], we construct functions Fj(ξ, α) with zeroes
corresponding to critical values. Throughout this appendix, for a given j ∈ {1, . . . , g} and
α ∈ (aj, bj), denote

Σ̌j(α) =

{
[α2, b2j ] ∪

⋃g
k=j+1[a

2
k, b

2
k], j < g,

[α2, b2g], j = g,

and

Γ̌j,k(α) =

{
[0, α2], k = 0,

[b2k+j−1, a
2
k+j], k = 1, . . . , g − j.

Consider the following scalar RHP:

Riemann–Hilbert Problem B.0.1. Find a function ǧ with the following properties:

Analyticity: ǧ(ζ) is analytic for ζ ∈ C \ (−∞, b2g], admitting continuous boundary
values on (−∞, b2g).

Jump conditions: The boundary values ǧ±(ζ) = limϵ→0+ ǧ±(ζ ± iϵ) are related via

ǧ+(ζ) + ǧ−(ζ) = 2
(
ξζ1/2 − ζ3/2

)
, ζ ∈ Σ̌j(α),

ǧ+(ζ)− ǧ−(ζ) = iΩk(ξ, α), ζ ∈ Γ̌j,k(α), k = 0, . . . , g − j,
ǧ+(ζ) + ǧ−(ζ) = 0, ζ ∈ (−∞, 0),

where Ωk(ξ, α) are real-valued constants.

Asymptotic condition (infinity):

ǧ(ζ) = O(ζ−1/2), ζ →∞.

Asymptotic condition (left endpoint):

ǧ(ζ)−
(
ξζ1/2 − ζ3/2

)
= O(ζ − α2)3/2, ζ → α2. (B.1)

Asymptotic condition (zero):

ǧ(ζ) = O
(
ζ1/2

)
, ζ → 0.

Asymptotic condition (other endpoints): For each fixed endpoint c ∈
{aj+1, . . . , ag, bj, . . . , bg},

ǧ(ζ)−
(
ξζ1/2 − ζ3/2

)
= O(ζ − c2)1/2, ζ → c2.
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We construct Fj so that its zeroes correspond to points where Riemann–Hilbert Prob-
lem B.0.1 is solvable. We do this by first constructing the derivative ǧ′ of a candidate solution
ǧ, i.e., we solve the following RHP:

Riemann–Hilbert Problem B.0.2. Find a function ǧ′ with the following properties:

Analyticity: ǧ′(ζ) is analytic for ζ ∈ C\
(
(−∞, 0] ∪ cl

(
Σ̌j(α)

))
, admitting continuous

boundary values on (−∞, 0) ∪ Σ̌j(α).

Jump conditions: The boundary values ǧ′±(ζ) = limϵ→0+ ǧ′±(ζ ± iϵ) are related via

ǧ′+(ζ) + ǧ′−(ζ) =
ξ√
ζ
− 3
√
ζ, ζ ∈ Σ̌j(α),

ǧ′+(ζ) + ǧ′−(ζ) = 0, ζ ∈ (−∞, 0).

Asymptotic condition (infinity):

ǧ′(ζ) = O(ζ−3/2), ζ →∞.

Asymptotic condition (left endpoint):

ǧ′(ζ)−
(

ξ

2
√
ζ
− 3

2

√
ζ

)
= O(ζ − α2)1/2, ζ → α2.

Asymptotic condition (zero):

ǧ′(ζ) = O
(
ζ−1/2

)
, ζ → 0.

Asymptotic condition (other endpoints): For each fixed endpoint c ∈
{aj+1, . . . , ag, bj, . . . , bg},

ǧ′(ζ)−
(

ξ

2
√
ζ
− 3

2

√
ζ

)
= O(ζ − c2)−1/2, ζ → c2.

Let R̃j(ζ;α) = R̃j(ζ) be the function satisfying

R̃j(ζ)2 =





(ζ−α2)
∏g

k=j+1(ζ−a2k)

ζ
∏g

k=j(ζ−b2k)
, j < g,

ζ−α2

ζ(ζ−b2g)
, j = g,
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along with the condition R̃j(ζ) = ζ−1/2+O
(
ζ−3/2

)
as ζ →∞. Then, a solution to Riemann–

Hilbert Problem B.0.2 is

ǧ′(ζ) =
R̃j(ζ)

2πi

∫

Σ̌j(α)

ξ√
s
− 3
√
s

R̃+
j (s)

ds

s− ζ . (B.2)

Lemma B.0.3. If j = g, (B.2) is the unique solution of Riemann–Hilbert Problem B.0.2.

Proof. By construction, (B.2) is a solution to Riemann–Hilbert Problem B.0.2. To show
uniqueness, let ǧ′1, ǧ

′
2 each be solutions of Riemann–Hilbert Problem B.0.2 and define

H(ζ) =
ǧ′1(ζ)− ǧ′2(ζ)

R̃j(ζ)
.

Then, H is analytic and H(ζ) = O(ζ−1) as ζ → ∞. Thus, H is identically zero and
ǧ′1 = ǧ′2.

If j = g, it follows from a residue calculation that

ǧ′+(ζ) + ǧ′−(ζ)−
(
ξ√
ζ
− 3
√
ζ

)
= −R̃j(ζ)

(
ξ − 3ζ +

3

2

(
b2g − α2

))
.

Now, consider the function

ǧ(ζ) =

∫ ζ

0

ǧ′(ζ ′)dζ ′, (B.3)

where the integration path is taken to be a straight line between 0 and ζ. By construction,
ǧ solves Riemann–Hilbert Problem B.0.1, if

∫ α2

0

(
ǧ′+(ζ) + ǧ′−(ζ)−

(
ξ√
ζ
− 3
√
ζ

))
dζ = 0. (B.4)

Thus, we define

Fg(ξ, α) = −
∫ α2

0

R̃j(ζ)

(
ξ − 3ζ +

3

2

(
b2g − α2

))
dζ.

If j < g, Riemann–Hilbert Problem B.0.2 no longer has a unique solution. To amend this,
let Řj(ζ;α) = Řj(ζ) be the function satisfying

Řj(ζ)2 =
ζ − α2

ζ(ζ − b2j)
∏g

k=j+1(ζ − a2k)(ζ − b2k)
,

along with the condition Řj(ζ) = ζ−1/2+j−g + O
(
ζ−3/2+j−g

)
as ζ →∞.

Lemma B.0.4. If j < g, all solutions to Riemann–Hilbert Problem B.0.2 can be expressed
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in the form

ǧ′(ζ) =
R̃j(ζ)

2πi

∫

Σ̌j(α)

ξ√
s
− 3
√
s

R̃+
j (s)

ds

s− ζ + Pg−j−1(ζ)Řj(ζ),

where Pg−j−1 is a polynomial of degree at most g − j − 1.

Proof. By construction,

ǧ′1(ζ) =
R̃j(ζ)

2πi

∫

Σ̌j(α)

ξ√
s
− 3
√
s

R̃+
j (s)

ds

s− ζ , (B.5)

is a solution to Riemann–Hilbert Problem B.0.2. Let ǧ′2 be another solution to Riemann–
Hilbert Problem B.0.2 and define

H(ζ) =
ǧ′1(ζ)− ǧ′2(ζ)

Řj(ζ)
.

Then, H is analytic and H(ζ) = O(ζg−j−1) as ζ → ∞, so H is a polynomial of degree
at most g − j − 1. Thus, any solution of Riemann–Hilbert Problem B.0.2 must be of the
form (B.5).

If j < g, a residue calculation yields

ǧ′+(ζ) + ǧ′−(ζ)−
(
ξ√
ζ
− 3
√
ζ

)

= −R̃j(ζ)

(
ξ − 3ζ +

3

2

(
b2j − α2

)
+

3

2

g∑

k=j+1

(
b2k − a2k

)
)

+ Pg−j−1(ζ)Řj(ζ).

Defined as in (B.3), ǧ solves Riemann–Hilbert Problem B.0.1 if ǧ′ satisfies (B.4) and

∫

Γ̌j,k(α)

(
ǧ′+(ζ) + ǧ′−(ζ)−

(
ξ√
ζ
− 3
√
ζ

))
dζ = 0, (B.6)

for k = 1, . . . , g − j. We determine Pg−j−1(ζ) by enforcing (B.6). That is, the coefficients of
Pg−j−1(ζ) = γ1 + . . .+ γg−jζ

g−j−1 are determined by the linear system

g−j∑

ℓ=1

γℓ

∫

Γ̌j,k(α)

ζℓ−1Řj(ζ)dζ =

∫

Γ̌j,k(α)

R̃j(ζ)

(
ξ − 3ζ +

3

2

(
b2j − α2

)
+

3

2

g∑

k=j+1

(
b2k − a2k

)
)

dζ,

(B.7)
for k = 1, . . . , g − j.
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Lemma B.0.5. The (g − j)× (g − j) matrix defined by

Ǧ =

(∫

Γ̌j,k(α)

ζℓ−1Řj(ζ)dζ

)

1≤k,ℓ≤g−j

is invertible.

Proof. The proof follows from the argument of Lemma 4.2.2 applied to Ǧ.

As before, this matrix becomes ill-conditioned when g − j is large due to the presence
of the monomial basis. We instead solve an equivalent linear system with basis polynomials
chosen to vanish at the midpoints of the gaps.

Once Pg−j−1 has been determined in this manner, ǧ solves Riemann–Hilbert Prob-
lem B.0.1 if

0 = Fj(ξ, α) :=

∫ α2

0

(
Pg−j−1(ζ)Řj(ζ)

− R̃j(ζ)
(
ξ − 3ζ +

3

2

(
b2j − α2

)
+

3

2

g∑

k=j+1

(
b2k − a2k

)))
dζ.

Remark B.0.6. For any given ξ ∈ R, α > 0, Fj(ξ, α) can be computed via appropriate
Gauss–Chebyshev quadrature rules. Furthermore, the limiting value

Fj(ξ, bj) := lim
α→bj

Fj(ξ, α),

evaluates to 2b3g−2ξbg if j = g and can be computed via appropriate Gauss–Jacobi quadrature
rules if j < g.

For any fixed α > 0, Fj(ξ, α) depends linearly on ξ, so the boundaries of the modulated
regions are determined by

Fj (ξj,1, aj) = 0, Fj (ξj,2, bj) = 0, j = 1, . . . , g,

where the roots ξj,1, ξj,2 can be computed by the secant method in a single step. Given
ξ ∈ (ξj,1, ξj,2) in the jth modulated region, αj(ξ) can then be determined by applying a
scalar root finding algorithm to solve

Fj (ξ, αj) = 0, aj < αj < bj.

Remark B.0.7. The function ǧ constructed above is used only to compute the modulation
parameter αj and the critical values ξj,1, ξj,2. It differs from the g-function ĝ employed in
the steepest descent deformations of Chapter 8. The latter is preferred for the deformations
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because they remain valid even when αj is computed inexactly; in this case the final jump
conditions exhibit exponential growth rather than exponential decay as x, t→∞ with fixed ξ.
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