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Chair of the Supervisory Committee:
Professor Mari Ostendorf

Electrical Engineering

Automatic speech recognition (ASR), the transcription of human speech into text form, is

used in many settings in our society, ranging from customer service applications to personal

assistants on mobile devices. In all such settings it is important for the system to know

when it is making errors, so that it may ask the user to rephrase or restate their previous

utterance. Such errors are often syntactically anomalous. The primary goal of this thesis is

to find novel uses of parsing for automatic detection and correction of ASR errors.

We start by developing a framework for ASR rescoring and automatic error detection

leveraging syntactic parsing in conjunction with a maximum entropy classifier, and find

that parsing helps with error detection, even when the parser is trained on out-of-domain

data. In particular, features capturing parser reliability are used to improve the detection

of out-of-vocabulary (OOV) and name errors. However, parsers trained on out-of-domain

treebanks do not provide any benefit to ASR rescoring.

This observation motivates our work on domain adaptation of parsing, with the ob-

jective of directly improving both transcription accuracy and error detection. We develop

two weakly supervised domain adaptation methods which use error labels, but no hand-

annotated parses: a self-training approach to directly improve the probabilistic context-free

grammar (PCFG) model used in parsing, as well as a novel model combination method

using a discriminative log-linear model to augment the generative PCFG. We apply both



methods to ASR rescoring and error detection tasks. We find that self-training improves

the ability of our parser to select the correct ASR hypothesis. The log-linear adaptation

improves both OOV and name error detection tasks, and self-training performed after log-

linear adaptation further improves the reliability of the parser, while producing smaller,

faster models.

Finally, motivated by empirical observations that the presence of names in an utterance

is often indicated by words located far apart from the names themselves, we develop a

general long-distance phrase pattern learning algorithm using word-level semantic similarity

measures, and apply it to the problem of name error detection. This novel feature learning

method leads to more robust classification, both when used independently of parsing, and

in conjunction with parse features.
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Chapter 1

INTRODUCTION

Automatic speech recognition (ASR) has long been a goal of signal processing research.

Over the last few decades, automatic transcription has become increasingly reliable, to

the point where the technology could be transferred into commercial, educational, and

government applications. Such applications leverage ASR to provide a service, often in the

context of an information-gathering or information-dispensing system.

An important early application of speech technology was the automation of various tele-

phone customer service tasks, such as performing automatic call center routing or providing

automated airline reservation systems. Such systems benefited from a relatively small set of

commands the user had to provide. Furthermore, utterance structure was relatively rigid;

thus, even when a larger vocabulary was necessary (for instance in flight reservation sys-

tems, where thousands of destinations may be available), most of the available vocabulary

would show up in only specific parts of a user’s utterance.

The improvement of ASR technology has led to more open-domain systems, such as

voice search applications on mobile devices. While the user intents that systems handle are

few, the way these intents are expressed may vary significantly from one user to the next.

Thus, natural language processing (NLP) techniques are required in order for the system

to interpret a user’s request and produce the desired information in return.

Traditionally, most search applications (whether text or voice search) considered user in-

teractions as being stateless, at least from the user’s perspective; that is, if a user wished to

refine an earlier query, the query would have to be repeated, with the additional constraints

inserted in the appropriate string. More recently, however, more and more applications

have been developed that preserve state across such requests. Chief among them are per-

sonal assistant applications, such as Cortana, Siri, or Google Now. Key in such systems is

the avoidance of recognition errors, especially in the beginning of an interaction (i.e. user
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session), since early mistakes may often be propagated all through the course of the ses-

sion, leading to significant degradation in user experience. If errors cannot be avoided, it is

important for the system to detect that an error was made, even if the correct transcript

cannot be generated; in such cases, the dialog manager component of the system can ask the

user for a rephrase or clarification of the errorful segment of the utterance before continuing

with the interaction.

1.1 Handling ASR Errors

Speech recognition errors tend to manifest themselves in a variety of ways. Often, short

words tend to be combined with their neighboring words, whereas longer misrecognized

words are split into a sequence of shorter lexical units; the latter phenomenon can also

cause errors to spread to neighboring words, particularly those immediately preceding or

following the word causing such problems. For example, the phrase at Litanfeeth, which

contains a foreign name, gets misrecognized as a sequence of short words it leaks on feet.

The problem is particularly severe when the utterance contains long words not present in

the recognizer vocabulary, since by definition they will always result in errors. However,

other rare words, particularly names, can also behave in a similar manner.

Whether due to out-of-vocabulary (OOV) words, rare names, or just general misrecogni-

tions, erroneous regions in ASR output often result in a syntactically-anomalous transcript,

particularly when one long word (perhaps together with its neighbors) is replaced by a se-

quence of shorter words. It follows therefore that detecting such syntactic anomalies can

help identify errors before they are presented to the user. Shallow syntactic constructs,

such as part-of-speech (POS) tags, can help, but modeling the richer underlying syntactic

structure can serve to further guide the system in its attempt to resolve recognition errors;

for instance, correctly identifying the syntactic category covering the errorful region would

allow for the appropriate wh-question to be asked.

When the ASR output contains only the top hypothesis obtained from the decoder, even

if an error is detected, little can be done other than asking the user for a rephrase. On the

other hand, if more than one hypothesis is obtained, parsing can be of use beyond simply

detecting errors, by helping to disambiguate between transcripts for potentially-errorful
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regions of the output.

Parsing performance is susceptible to domain mismatch between the training and eval-

uation sets. Both topic and style mismatch can lead to problems; topic differences mean

that many of the topic words in the test set will be OOV to the parser, and thus more likely

to be tagged with the incorrect POS; this can lead to additional errors in the higher level

structure. However, the style of the data causes much more severe problems; the rate (and

type) of disfluencies, contractions, or even a mismatch in the rate of use of first, second or

third person language in the different datasets, or the rate of using active vs. passive voice,

can cause many mistakes in the parse output. With treebank data being expensive to hand-

generate, domain mismatch is a likely issue in many practical scenarios when parsing is used

to process speech transcripts. Even for English, treebanked data is available only for formal,

written and read news data, and for a small amount of informal telephone conversations.

On the other hand, data from the target domain1 that has been hand-transcribed but not

hand-labeled with parse trees is often readily available. The main goal of this dissertation

is to make more effective use of parsing in both automatic rescoring of ASR output and

detection of different types of ASR errors by using unlabeled (for parsing) data from the

target domain to improve a parser trained using treebanked out-of-domain data.

Even when labeled in-domain training data is available, such as for the error detection

tasks, if the amount of available training data is small, the learned models may not be

robust. This is particularly an issue when building classification systems with a large feature

dimensionality, such as when using lexical n-gram features for error detection tasks. A

second goal of this thesis is to develop algorithms for learning more effective features for

error detection, improving the generalizability of the models to unseen data.

1.2 General Framework and Contributions

The work presented in this thesis is designed as a component of a speech-to-speech transla-

tion system, i.e. a human-computer interaction system designed to mediate the communi-

cation between two users speaking in different languages. In such a system, the users speak

1Data from the target domain is often referred to as in-domain data, with data from any domain other
than the target domain being referred to as out-of-domain data.
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in alternating turns. Each user’s utterance is transcribed automatically, then translated

into their conversation partner’s language; text-to-speech technology is used to generate an

audio signal which is then played back to the second user. Previous systems, such as [6],

focused on providing a smooth translation experience, with the computer acting as a trans-

parent interface. In our current setup, the interaction between the two users is mediated

by a hands-free, eyes-free human-computer dialog interface that requests clarifications or

restatements from each user, in particular to resolve potential ASR or machine translation

(MT) errors prior to the final translation to the opposite language, as described in [14]. In

such a system, due to the hands-free, eyes-free requirement, the user cannot be shown the

ASR output, and therefore the user cannot detect mistakes made by the system without

further speech prompts from the system itself. One approach to do this would be to have the

system recite back to the user its transcription; however, such an approach is prone to caus-

ing unnecessary delays in communication and an increase in user frustration, in particular

when the recognition accuracy is good. On the other hand, it is important to handle ASR

errors before the translation component is used, as errors in the source language will likely

be compounded during translation. Thus, if speech recognition errors can be detected, the

system may ask the user to rephrase or restate their utterance in such a way as to alleviate

the recognition problems and improve the chance of successful communication.

This work focuses on improving automatic handling of ASR errors in two ways. First,

we work on rescoring the ASR output to produce a new hypothesis with lower error, for

cases when the correct alternatives exist in a richer form of the ASR output, such as a

word lattice. Second, for errors that cannot be corrected automatically with the available

information, we attempt to detect their location and extent (within the ASR hypothesis),

as well as the type, in order to handle them effectively during the subsequent clarification

request made by the dialog system component. In particular we are interested in two types

of ASR errors. If the incorrect region of the transcript corresponds to a word which does

not appear in the recognizer vocabulary (i.e. an OOV word), then that word will never

be transcribed correctly and thus the user should be asked to rephrase the utterance while

avoiding the use of the OOV. If the incorrectly-transcribed sequence corresponds to a name,

translation may be a matter of simply transliterating the word into the target language,
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or playing back the audio corresponding to that name, as provided within the speaker’s

utterance.

The main intellectual contributions of this dissertation include building a novel system

for detecting and, when possible, automatically correcting speech recognition errors using

parsing; developing two approaches for automatically adapting parsing models with the goal

of improving the performance of speech error processing; and learning novel long-distance

lexical features to address data sparsity issues while reducing overtraining.

1.3 Dissertation Overview

Chapter 2 introduces the scientific underpinnings of this work. We discuss past work on

speech recognition, focusing on rescoring and error detection tasks, and present the most

relevant work on parsing. We also discuss feature learning methods and general domain

adaptation approaches.

Chapter 3 describes the general framework into which this work is integrated. We also

introduce the data we use for all the experiments presented in this thesis, discussing style

characteristics of each corpus and the challenges in making effective use of this data, leading

to the methods we pursued.

Chapter 4 introduces a new system for rescoring and error detection. We describe in

detail a method for integrating parse information into the rescoring and error detection

pipelines, and introduce a novel set of features intended to capture parser reliability. We

also present a set of baseline experiments for rescoring and error detection, with a focus on

motivating the new domain adaptation methods and feature learning approaches presented

in this thesis.

Chapter 5 introduces the two proposed domain adaptation approaches, as applied to

the problem of ASR rescoring. We explore both self-training methods and a model combi-

nation approach using log-linear models to extend standard PCFG models, and investigate

their effectiveness in improving recognition performance over un-adapted models as well as

baseline ASR output.

The two parser adaptation approaches are repurposed in chapter 6, where we investigate

their effectiveness in improving OOV and name error detection. We present results for each
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method in isolation as well as when used together, and discuss which methods lead to more

generalizable results across evaluation sets with different characteristics.

In chapter 7, we present a novel phrase pattern feature learning algorithm using semantic

representations of words. We apply the proposed algorithm to the problem of name error

detection. We discuss the effect of the new features when used separately as well as in

combination with parsing, and discuss how different sources of semantic similarity affect

the overall performance as well as the generalizability of the learned features.

Finally, chapter 8 includes a summary of the domain adaptation approaches as applied

to error detection and rescoring. We discuss several practical observations related to inte-

gration of this work into the larger speech-to-speech translation system, and discuss future

directions to further advance this work.
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Chapter 2

BACKGROUND

In this chapter, we discuss methods and algorithms related to this work. We start

with a brief introduction to automatic speech recognition in section 2.1, which provides

the foundation of this work and represents the first task that we address. We introduce

parsing and parsing language models, key components of this work, in section 2.2. Section

2.3 introduces error detection as the second task of interest to this thesis, including its

relationship to the general speech recognition framework, and discusses prior methods. In

section 2.4 we present previous approaches to learning complex lexical features for text

classification tasks, which is important for error detection. In section 2.5, we discuss domain

adaptation approaches related to both tasks. Section 2.6 includes a short summary of the

background to motivate the approach taken to build the systems discussed in this thesis.

2.1 Automatic Speech Recognition Systems

A typical speech recognition system takes as input an audio file containing the acoustic

signal and produces a sequence of words as the most likely lexical string corresponding to

the acoustic observation. Most modern systems employ statistical approaches to obtain

the text output given the acoustic signal. The basic mathematical framework for a typical

single pass ASR system is:

W ∗ = argmaxW p(W |X, θ) (2.1)

= argmaxW pA(X|W, θ)pL(W |θ) (2.2)

where Q represents the predicted word sequence, X is the acoustic signal, and pA and pL

represent the acoustic model and language model, respectively (with parameters θ). We

discuss some typical methods for acoustic models in section 2.1.1 and language models in

section 2.1.2. Multi-pass systems may include rescoring intermediate ASR representations,
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as well as various adaptation approaches; the latter are out of the scope of this dissertation.

We discuss ASR rescoring in subsection 2.1.4.

2.1.1 Acoustic Modeling and ASR Dictionaries

In most state-of-the-art speech recognition systems, the acoustic model is composed of two

separate systems: a subword-level acoustic model, which is used to map acoustic obser-

vations to phone or other subword-level units, and a pronunciation model, which maps

sequences of subword units to words. We discuss each of these components briefly here.

Most acoustic models use Hidden Markov Models (HMM) [17] as the primary modeling

tool [61]. An HMM is a generative sequence model which makes a (typically first-order)

Markov assumption about the conditional distribution of a state given past states. Various

representations for the observation space are used; among the most common are context-

dependent Gaussian Mixture Models (GMM), where each state is modeled as a mixture

of Gaussian distributions. More recently, much success has been obtained from replacing

the GMM approach with a deep neural network (DNN) architecture, with the DNN layers

trained discriminatively; details can be found in a recent survey paper [59]. In both the

GMM and the DNN case, various acoustic features are used to model the input signal;

two of the most common are Mel-Frequency Cepstral Coefficient (MFCC) features [93] and

Perceptual Linear Prediction (PLP) features [56].

Pronunciation models are most often dictionary-based, with one or more sequences of

subword units provided for each word. More sophisticated approaches weight the possible

pronunciations probabilistically. To cover words not seen in the pronunciation model train-

ing data, a grapheme-to-phoneme (G2P) system can be used to generate a pronunciation

given the orthography of a word.

2.1.2 Language Modeling

A language model computes the probability of a word sequence, which can be expressed

using the chain rule as

p(wN
1 ) =

N∏
i=1

p(wi|wi−1
1 ).
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N-gram language models use an (n − 1)-order Markov assumption so that we can write

p(wi|wi−1
1 ) ≈ p(wi|wi−1

i−n+1). For simplicity we often write wi−1
i−n+1 = hi, the history of the

ith word in the sequence.

One major shortcoming of simple n-gram models is their inability to estimate low-

frequency events. To address such issues a number of approaches have been developed,

roughly falling into two categories: i) backoff methods that resort to using a shorter history

when insufficient observations are present in the training data for the full history context,

with heuristic weights set to assign non-zero probability mass to each event and to ensure a

valid probability distribution is generated; ii) interpolation approaches that linearly combine

distributions with different length histories. In practice, the two methods are often com-

bined, with one of the most successful approaches being the modified Knesser-Ney method

[32]. More details of various smoothing and backoff methods can be found in [32].

An alternative method for dealing with low frequency events involves pooling words with

similar function or behavior into word classes. Different methods of learning word classes

exist; one of the most common involves using word co-occurrence statistics with an agglom-

erative clustering algorithm, merging classes to maximize likelihood [27]. This potentially

allows for estimating probabilities involving infrequent words more reliably; on the other

hand, the predictive power of the model is reduced, since there are fewer free parameters.

Thus, there is a trade-off between improving the reliability of the model estimation and

reducing the prediction ability of the model. Word classes, such as those described in [27],

are also used in text classification tasks; we will discuss that usage (together with forms of

feature clustering) in section 2.4.

More recently, there has been renewed interest in neural network language models. Orig-

inally introduced by Bengio et al. [20], the most successful current methods generally use a

recursive neural network structure, such as the architecture introduced by Mikolov et al. [97]

for use in ASR decoding tasks. In such a language model, the one-hot representation of each

word is first mapped onto (or embedded into) a continuous space; various methods are used

to compute the output layer given the word embeddings. We note that word embeddings

can be considered as a form of soft-clustering; such word embeddings have been used in a

variety of tasks to reduce the dimensionality of the feature set and improve performance
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(for example, named entity recognition or chunking [144, 55]).

Of the language models that are more complex than n-grams, those most related to the

methods we will explore are syntactic language models, which we will review in detail after

we discuss parsing, at the end of section 2.2.

2.1.3 ASR Output Formats

Many standard ASR decoding tasks, such as voice dictation, use as output format a single

string containing the “best” (i.e. “most likely”) word sequence according to the ASR models.

We refer to this as the (ASR) 1-best (or 1-best hyp). Sometimes the 1-best hyp also contains

word posteriors and time alignment information; we do not distinguish such formats as

different, instead referring to them collectively as the 1-best.

When the ASR output is used in further downstream processing, such as machine trans-

lation or NLP applications, intermediate ASR output formats which provide more infor-

mation are often used. The simplest such representation is an n-best list, where instead

of storing only the top hypothesis produced by the system, we store the top n hypotheses

according to their overall probability. This representation has the advantage of simplicity,

in that each possible utterance can be processed independently of the others. However, in

practice, there is significant overlap between the top n hypotheses, thus causing unnecessary

space to be wasted during the processing. For large vocabulary tasks, the n selected must

be very large, in order to get broad coverage of the space of possible utterances to generate.

To alleviate the problems posed by n-best lists, a popular alternate representation is a

word lattice, which is generated during the standard HMM decoding process. The word

lattice is a directed acyclic graph (DAG). Words can be represented either at the node level

or by each edge in the graph; additionally, each word may also have a probability, start

time, and end time associated with it. Additional symbols are used to encode silence and

noise regions in the input signal. We present an example of word lattice in figure 2.1. In

this example, words are encoded in each edge, and only the word start time is specified,

with the start symbol (not pictured) assumed to be at time t = 0.

Word confusion networks (WCN) represent a special case of general word lattices, with
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Figure 2.1: Example of a section of a word lattice.

struck:0.05
null:0.02

null:0.03

the:1.0

structure:0.92
uh:0.98

Figure 2.2: Example of a section of a word confusion network.
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a more compact, regular structure. A confusion network contains a sequence of slots, with

each slot containing one or more word arcs. Selecting a path through the confusion network

therefore reduces to selecting which arc in each slot is being used. This representation has

been shown to provide similar performance to general lattices in ASR rescoring tasks [82].

An example of a confusion network for a short fragment of an utterance is included in figure

2.2. The highest-scoring path through the network (i.e. the best single hypothesis produced

by the ASR system) is marked in red. The reference transcript for this utterance fragment

is “the structure”, thus the last slot in the WCN corresponds to an ASR insertion.

2.1.4 ASR Rescoring

Many state-of-the-art ASR systems use a multipass approach, with an initial decoding

followed by potential rescoring of the intermediate ASR output; additionally, unsupervised

adaptation of the acoustic models may also be used, with a second decoding pass with the

adapted models. In this discussion, we focus primarily on rescoring methods; acoustic model

adaptation and other multipass techniques are out of the scope of this dissertation.

Rescoring techniques are developed for a variety of reasons. Frequently, more expensive

models may be used in a rescoring pass than in the full decoding configuration. This is

often the case with language models, where a higher order n-gram LM is used in rescoring

[61]. Such a method is used by Chelba et al. [29]; their system is built using Google n-grams

(230B words from Google queries selected randomly). They find that such a large model

is important for web-scale systems, such as Voice Search and YouTube transcription tasks,

even when the domains are mismatched (e.g. in YouTube transcription). More complex

LMs may also be used. For example, Jeon et al. [64] describe a novel architecture for n-best

rescoring using a Trie DB-based language model. Additional methods using syntactic LMs

are discussed in section 2.2.2.

An alternative reason to perform ASR rescoring is to optimize the ASR performance for

an objective other than WER. For example, in [69], the authors examine joint optimization

of ASR rescoring and parsing, with the goal of improving parsing performance. Morbini et

al. [102] work with a natural language understanding system; in this case, the goal of ASR
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rescoring is to improve the NLU processing rather than rescoring for WER improvements.

They integrate the rescoring of ASR hypotheses with the NLU hypothesis reranking algo-

rithm, finding that the integrated reranking approach outperforms the pipeline approach.

In this work, we will also investigate this approach for error detection.

2.1.5 ASR Evaluation

The most common metric for ASR performance is word error rate (WER), which measures

the number of errors of various types in the top hypothesis produced by the ASR system.

WER distinguishes between three types of errors:

• insertions (ins) - extra words added in the recognized sentence

• deletions (del) - correct words removed from the recognized sentence

• substitutions (sub) - incorrect words which replaced correct words in the recognized

sentence

We compute word error rate as:

WER = 100× #ins+ #del + #sub
#words in reference

(2.3)

The naive alignment (comparing the words in the reference and the 1-best hypothesis one

by one, starting from the left) does not lead to the optimal solution. Instead, we generate

the list of insertions, deletions, and substitutions using a dynamic programming algorithm

to solve the maximum substring matching problem.

Figure 2.3 presents a simple example of a reference string and its corresponding 1-

best output from the recognizer. Erroneous words in both the reference (top string) and

the 1-best (bottom string) are indicated with red. In this case, the errors consist of one

substitution, one insertion, and two deletions, for a WER of 100× 4
9 = 44.4%.

The WER formula indicated in equation 2.3 does not assign any specific word higher or

lower value than the rest. In practice, however, that is not the case. For example, in the

above example, one of the deletions was the filled pause “uh”. For some applications, such as
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REF: we DITCHED that operation ***  for A uh this one

HYP: we     DO       that operation AND for * ** this one

Figure 2.3: Word error rate computation example

topic detection, machine translation, or summarization, missing the filled pause (or other)

disfluencies would likely not affect the end result.1 In such cases, using a modified version of

WER scoring, designed to ignore certain differences between the reference and hypothesis

strings, provides a better measure of the likely performance of downstream applications. A

standard modification is to allow simple substitutions, such as negation-related contractions

and their fully-expanded form (e.g. don’t → do not), and not counting insertions or deletions

of filled pauses (e.g. uh, um). We will use this approach for scoring the ASR rescoring

systems presented in this work, using the NIST SCLITE [2] toolkit, which is a standard

tool in the speech community.

Other approaches weigh different components of the WER computation unevenly (for

example, giving more weight to insertions over deletions), or may use certain characteristics

of the error words to determine a per-word weight (e.g. using the words’ POS tags). Hillard

[57] discusses using SParseval [123] as an alternative metric for ASR performance when the

goal is to improve translation accuracy. We will use a modified WER metric for measuring

the effect of the error detection methods, as described in chapter 4.

1Not all tasks benefit from disfluency removal; for example, for tasks involving extraction of paralinguistic
information, a missed disfluency in the decoder output would be a problem.
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2.2 Parsing

At its core, syntax describes the structure of a sentence, both in terms of what “kind” of

words are used, and how they relate to each other. As such, syntax is widely used in the

speech and language community as a modeling tool for both text and spoken transcript

data. Syntactic models may be applied to many other tasks, such as providing features

for machine translation or summarization, or assessing the “goodness” of an automatically-

transcribed utterance. Key to describing the syntactic structure of a sentence is the process

of (syntactic) parsing, i.e. the automatic generation of a structure that describes what words

are used and how they are organized together within the sentence, for example in terms

of a hierarchical constituent structure, or in terms of dependence relations between words.

Most state-of-the-art methods in syntactic parsing are statistical in nature, though many

use rules as part of the process. We will focus on two such methods in this discussion, and

briefly discuss methods of evaluating parsing accuracy, then discuss how syntax is used in

language modeling.

2.2.1 Syntactic Parsing Methods

We focus the discussion on two methods of syntactic parsing, intimately tied to the linguistic

framework used to describe the structure of a sentence. In constituency parsing, we model a

sentence as a nested set of progressively smaller units (constituents). Each constituent can

be thought of as a distinct unit, with its own characteristics and structure. The constituent

parse tree of a sentence thus describes how the constituents are arranged and fit together

within the sentence.

Constituent parsing often uses a probabilistic context free grammar (PCFG) to express

the relationship between constituents. A PCFG is composed of a set of unary and binary

context-free rewrite rules [68], such as those shown in figure 2.4, with the grammar either

defined explicitly with hand-labeled data or induced automatically from an unlabeled set.

While unsupervised grammar induction is sometimes used, most often the grammar is spec-

ified a priori by linguists. Supervised parser training is generally done using hand-annotated

trees (i.e. a treebank), in which case estimating the model is simply a matter of counting



16

S → NP VP

NP → DET NN

NN → cat

Figure 2.4: PCFG rule examples.

all the rules to estimate their probabilities using a maximum likelihood criterion. Treebank

resources exist for both text (e.g. newswire) data [4] and conversational (mostly conversa-

tional telephone speech, or CTS) domains [5, 1]. An example of a PCFG parse is shown in

figure 2.5.

do    you have any family in the  city or near you

VBP PRP   VB   DT     NN   IN DT   NN CC  IN    PRP

PP

NAC

NPNP NP

PP

VP

SQ

ROOT

Figure 2.5: Constituent parse example.

Given an existing grammar (whether hand-specified, induced over unlabeled data, or

learned using supervised data) and a corresponding PCFG model, a number of algorithms

for constituency parsing exist. One of the most common PCFG parsing algorithms is the
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probabilistic Cocke-Kasami-Younger (PCKY) algorithm [107], a bottom-up algorithm which

uses dynamic programming to induce possible derivations over all subsequences of a sentence

in an efficient (polynomial-time) way.

Performance of PCFG parsing is improved by removing the constraint of using context-

free rules, allowing for some amount of dependence on context, primarily through lexical-

ization and specialization of rules. A number of lexicalized PCFG algorithms have been

developed over the last decade [36, 119, 70].

Dependency Type Dependency Label Examples

argument subject (subj), object (obj), indirect object (iobj)

modifier determiner (det), noun modifier (nmod), verbal modifier (vmod)

Table 2.1: Examples of different dependency types and labels.

An alternative method to constituency parsing focuses on only binary relations between

the words in a sentence, rather than the constituent units used in PCFG parsing. We refer

to this as dependency parsing, in that for each sentence, its parse is a tree structure where

the nodes correspond to the words in the sentence, and the links represent dependency

(governor → modifier) relations [68]. Dependencies may be untyped or typed, in the latter

case the type representing various kinds of relations, as shown in table 2.1. An example of a

dependency parse is shown in figure 2.6, using the same sentence used in figure 2.5. Various

algorithms for dependency parsing have been developed in recent years [31, 105].

do you have any family in the city or near you

aux
nsubj

det det

dobj
prep_in

root
dep

prep_near

Figure 2.6: Dependency parse example.
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Hybrid methods also exist. For example, the fast factored parser model [71] uses a

PCFG model to generate the n-best candidate parses for a sentence, then rescores these

parses with a dependency model, where the dependencies for the candidate constituent

parses are extracted automatically using a standard head-finding algorithm [34].

In this work, we use an implementation of the fast factored parser model [71] in the

Stanford parser, with modifications to the PCKY algorithm as described in section 4.1.2.

We select the fast factored parser approach because it allows us to obtain syntactic cate-

gories for subphrases, which we believe to be useful in downstream processing, such as user

adjudication of possible ASR errors. The rescoring with dependency information provides

a framework both for extracting features from the parses (with dependency information

already provided) and for improving the rescoring of the n-best parses (by adapting the

dependency-based reranker).

Evaluation of parsing methods tends to depend on the parsing framework employed.

With constituency parsing, a standard evaluation method is bracketed precision/recall/F-

score. In this method, a list of constituents is generated for both the reference tree and

the parser-predicted tree. Each constituent in the list is represented as a triplet containing

its label, start position, and end position. The overlap between the two lists is computed

in terms of the precision, recall, and F-score metrics. For dependency parsing, we use

attachment scores, i.e. the number of dependencies in the candidate tree which appear in

the reference tree, either not counting labels (i.e. unlabeled) or requiring labels to match

(i.e. labeled). Label accuracy, i.e. just the number of correctly-detected labels, may also be

used as a metric.

While the metrics mentioned above are useful when measuring the intrinsic performance

of a particular parser, when the parser is only a tool used to improve a downstream appli-

cation or task, metrics more directly associated with the downstream system may be used.

This is often the case in syntactic language modeling, when we evaluate the parsing LMs

using perplexity or (if used for ASR decoding or rescoring) word error rate over the rescored

transcripts. We will use a similar approach in this work, using WER as measure of parsing

performance when the parser is used as a rescoring language model. For error detection

tasks we will use a modified WER metric as well as error detection F-score, as described in
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more detail in section 4.1.4. In either case, by not focusing on measuring the performance

of the parser itself, we do not need any in-domain treebank data, only data annotated with

the labels of interest (ASR errors and their types).

2.2.2 Syntactic Language Models

In this section we discuss in more detail language models that incorporate syntactic infor-

mation, with an emphasis on their use in ASR. Syntactic language models have been used

successfully for both first pass decoding and various forms of ASR rescoring. Chelba et

al. [30], in one of the earliest such works, develop two extensions of standard n-gram LMs

by integrating dependencies on preceding head words as well as local history words, and

chaining one level of such dependency structures to build more complicated hierarchies.

Rastrow et al. [121] improve upon [30] for read news, using a state-of-the-art probabilistic

shift-reduce parser. They use hierarchical interpolation of the syntactic model parameters

to avoid increasing the model complexity, and prune the model using a relative entropy

pruning technique.

Wang and Harper [145] use Constraint Dependency Grammars (CDG) to build a new

almost-parsing language model, using lexical features and syntactic constraints integrated

in a new linguistic structure called SuperARV (super abstract role value), providing a mech-

anism for lexicalizing CDG parse rules. Among the syntactic information they use in the

SuperARV tags they include the lexical category of the word, feature vectors related to the

word morphology and syntax (e.g. case for nouns, mood and voice for verbs), and the

structure of the dependencies linking the word with each of the words it modifies. They eval-

uate this model on read speech, in both direct decoding and rescoring settings. A follow-up

paper [146] investigates the performance of the SuperARV-based almost-parsing LM when

the training data may be inconsistent, as well as cross-domain, applying it to broadcast news

domain data using only automatically-generated parses from newswire-trained parsers.

Syntax is also used in some discriminative language models. For example, Collins et

al. [37] build a discriminative language model, extending the work done on discriminative

n-best rescoring in [124] by also using syntactic features. In this work, the n-gram LM is
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augmented with features extracted from sequences of words with their syntactic information,

which include POS tags, chunking, and head word structure. They also experiment with

removing subtrees corresponding to disfluencies from the syntactic sequence features. This

model is applied to Switchboard data.

While much of the parsing LM work was done with a goal of improving ASR, this is not

always the case. For example, additional investigation of the connection between disfluencies

and parsing performance in the context of ASR output is done in [52], with focus on parsing

performance and other downstream applications, rather ASR than itself. Kahn et al. [69]

perform a study using joint parsing and speech recognition for conversational speech, with

focus once again on parsing quality, not improving ASR. In this thesis, a similar approach is

taken for error detection, with parsing performance measured in terms of optimizing error

detection rates in addition to a WER metric.

Much of the parsing language model work focuses on adding parsing information into an

existing language model framework, either through conditioning on parsing structures (such

as the SuperARV work) or building discriminative LMs with parse features. In this work,

we use the parser directly as a language model, taking the parse score as an indicator of

hypothesis rank. We will also extract parse features similar to those used in [69], though use

them in error-detection classifiers instead. More importantly, in most of the works reviewed

here, the parser training domain matches the application domain. This is different from the

setup used in this thesis. We will address parsing domain mismatch issues in section 2.5.

2.3 ASR Error Detection

We discuss error detection approaches next. Since many error detection methods are set up

as classification tasks, we first give a brief overview of text classification, with emphasis on

the approaches used in this work. We then discuss confidence estimation methods from the

perspective of error detection in ASR. Finally, we discuss methods targeting specific types

of ASR errors, such as misrecognition of OOVs or misrecognized names.
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2.3.1 Text Classification Approaches

In a typical classification task, a model is learned from training data and used to predict a

label for each test sample, with labels selected from the same set as those used in training.

Typical classification systems are composed of a feature extraction component, which takes

the raw input data and composes a vector of relevant features for classification, and a

decision function, which will generate a classification decision given the feature vector for

that test sample.

ASR output is inherently structured, in that there is a temporal dependency between the

current word and those “preceding” it (for example, in the form of lattice arcs or confusion

network slots leading to the current word). Nevertheless, often a simplifying assumption

is made, that each word can be treated independently for purposes of classification, with

information from neighboring words or regions of the output being represented in the form

of features associated with the target word.

Many classifiers have been used for error detection tasks when such simplifying assump-

tions are made. One category of such algorithms is that of generative classifiers, which

model the joint distribution of the data and class labels:

p(y, x) = p(y)p(x|y) (2.4)

So that the conditional distribution of the class given the observations, p(y|x), is obtained

through application of Bayes’ rule:

p(y|x) =
p(x, y)
p(x)

=
p(y)p(x|y)

p(x)
(2.5)

The most popular among these models is the näıve Bayes [43] classifier, which assumes that

features are conditionally independent given the class label.

An alternative approach is to use discriminative classification, in which case the condi-

tional distribution p(y|x) is modeled directly. Examples of discriminative classifiers include

maximum entropy (MaxEnt) (also referred to as logistic regression in some literature) [21],

support vector machines (SVM) [38], or boosting [130]. These classifiers tend to have sim-

ilar loss functions (the hinge loss in the case of SVMs, the logistic function for MaxEnt,

or the exponential loss for boosting with decision tree stumps). Advantages of the various
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approaches have to do with whether the classifier is inherently multi-class (as in the case of

boosting or MaxEnt) or requires voting to select the final classification decision from among

a number of binary (for example, pair-wise or 1-against-all) classifiers (as is the case with

SVMs), as well as robustness to overfitting when large feature sets are used.

If the simplifying assumption of label independence is dropped, more complex sequential

models must be used. As with non-sequential models, a variety of techniques have been

developed. Among the most popular generative sequence models are HMMs. Discriminative

models used most often are all members of the exponential family. Many systems employ

Maximum Entropy Markov Models (MEMM) [76], which extend MaxEnt models assuming

a Markov structure in the label space; such models are effective at capturing dependencies

between labels, but suffer from label bias issues when the number of out transitions from a

particular state is small. Conditional Random Field (CRF) models [76] address this label

bias issue by performing the normalization over the entire sequence instead of separately

for each time slot.

Throughout this dissertation we use maximum entropy models for error detection tasks,

since they scale well to using large numbers of features relative to the training set size.

The maximum entropy framework treats each slot in a confusion network as independent,

which does not take advantage of the sequential dependence of errors. However, maximum

entropy models are relatively easy to train, in comparison to sequential models such as CRFs,

requiring fewer labeled samples to achieve good performance. We attempt to capture the

sequential nature of the data through the use of more complex features, particularly those

derived from parse information, as we will discuss in section 4.1.2. We will discuss the

labeling strategies used in this thesis, as well as issues related to label independence, in

section 4.1.4.

2.3.2 Word Confidence Prediction

While speech recognition accuracy has improved significantly over the years, errors are still

common, in particular in low resource scenarios or when having to deal with noisy data.

Thus, estimating when the output of the recognizer can be trusted is an important metric
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for any downstream applications which process spoken language data.

An approach commonly used to generate error confidence measures is to use the word

posteriors obtained during the decoding process; however, due to pruning of the search space

during the decoding process, ASR systems are often overconfident. Various approaches have

been proposed to deal with this issue over the years, such as using lattices instead of N-best

lists [151, 152], or directly optimizing the acoustic and language model scores to improve

the word posteriors generated during decoding [136].

A second approach in confidence estimation involves post-processing the output of the

recognizer with a parametric model trained on binary (true/false) labels indicating whether

each word corresponds to an error or not; the posterior of this classifier is taken as the

confidence prediction. Various classifier paradigms have been used, such as linear models

[46], generalized linear models [132], neural networks [149], decision trees [106], boosting

[103], maximum entropy models [153], or SVMs using confusion networks [58]. A more

recent approach combines a deep neural network-based system and a GMM-HMM system

using confusion network and RNNLM [97] features [142]. A survey of many of these methods

can be found in [65].

2.3.3 OOV and Name Error Detection

There have been a variety of approaches explored for OOV detection, which can be roughly

characterized in terms of whether they use explicit OOV models in decoding and/or post-

processing of ASR hypotheses. The explicit decoding approach often incorporates a “garbage”

(e.g. phone loop) model or a hybrid word and subword vocabulary that has a high expected

OOV coverage [13, 26, 18, 129, 22, 122]. Such an approach can be effective in a constrained-

domain application, but it tends to have a high false detection rate in open-domain or large

vocabulary systems. Including sub-word fragments is also particularly useful for highly in-

flected languages. Other approaches include aligning independently-generated word- and

phone-based lattices, and then associating the poorly-aligned regions with OOVs [81], and

encoding OOV words as phonetic lattices in a weighted finite state transducer (WFST)

framework for spoken term detection queries [116].
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Another approach is to build upon methods for generating word confidences as a post-

processing step. Such methods identify regions of ambiguity in the ASR output and take

advantage of the fact that OOV errors often result in anomalous word sequences or lattice

structure. Earlier work often used lattice information [157, 141, 111, 78] or a combination

of one-best word and phone sequences [72], together with language model and semantic

context features. More recent work typically uses word confusion networks to represent the

ASR hypotheses [75]. These approaches are combined in [114], where the OOV detection is

performed using a CRF with contextual features representing structural, local lexical, and

global lexical and syntactic information.

The work presented in this thesis distinguishes itself from previous methods in a number

of ways. First, while explicit decoding approaches perform well in small vocabulary settings

or with spoken term detection tasks, they are less effective in large vocabulary, open domain

settings. The work in this thesis builds upon confidence estimation approaches but makes

more use of syntactic information. Among the works discussed here, Parada et al. [114]

take an approach closest to that of this thesis, integrating parsing information as well as

structural and local lexical features, but use a CRF. We instead use a simpler exponential

model (MaxEnt) to avoid the difficulty of training a CRF in sparse data conditions, and

model the sequence information through features extracted from syntactic structure; we

also employ a novel method of learning a parser that acts as classifier. Furthermore, we

directly address domain differences between the treebank used to train our parser and the

target domain for our tasks by exploring domain adaptation methods.

Work on name error detection follows approaches similar to those used in OOV detection.

Early work on name error detection incorporated ASR word confidence estimates in a named

entity recognition (NER) system [112, 111, 139], taking advantage of local contextual cues

to names (e.g. titles for person names). Parada et al. [115] extend this work by applying the

NER tagger to a word confusion network based on a hybrid word/fragment ASR system,

similar to their work on OOV detection [114]. Hatmi et al. [54] integrate NER directly into

the ASR decoder via a generic NE token in the language model. Kumar et al. [74] experiment

with different methods of integrating ASR and NER detection with a maximum entropy

classifier and part-of-speech features. Chen et al. [33] propose a variable-span approach to
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directly tagging longer spans of consecutive words instead of individual words.

While much of the recent work addresses name error detection through a combination of

confusion network and structural and lexical features, similar to this work, there has been

less emphasis on parsing. Thus, the parsing-based approaches discussed here introduce

novelty in this context, too. Additionally, name errors are different from non-name OOVs

in that lexical cues indicating the presence of a name may not be co-located with the name,

lexically or syntactically. We address this issue using novel methods for learning long-span

lexical features while addressing overfitting problems caused by data sparsity.

2.4 Feature Learning

Many kinds of features have been used in text classification tasks. Text classification systems

often use lexical features, such as n-grams, and lexicon containment features (i.e. binary

features, holding positive value if at least one word in the lexicon occurs in the text), with

the lexicons either designed by human experts [117, 155] or automatically-generated [84, 85].

Various word cluster features, such as part-of-speech (POS)-based or automatically-learned

(e.g. [27]) have also been used.

We focus the review of feature learning methods relevant to the work in this dissertation.

Two approaches are of interest to us. First, we discuss a number of different lexical features

aimed at capturing long-distance context beyond that expressed in fixed-length n-grams.

Second, we discuss a number of feature clustering approaches aimed at improving general-

izability, as well as reducing the dimensionality of the space and thus diminishing the risk

of overfitting and improving performance in sparse training scenarios.

2.4.1 Long Distance Lexical Features

Among the most common lexical features used in text classification are n-gram features,

with the value of each feature being binary or real-valued (i.e. the frequency of the n-

gram in a document, either unweighted or weighted, perhaps using TF-IDF scores [67]).

n-gram features are by necessity local and do not capture information about the structure

of the sentence. While sufficient for simpler tasks, such as topic classification, more complex

problems, such as intent classification or slot-filling for dialog systems, or error detection
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in ASR systems, often require some longer distance context to discriminate between the

possible labels. One approach to derive such context is to use syntactic features. Recent

papers using syntactic information for classification tasks include our past work on using

dependency parse tuples for detecting authority claims [85] and the targets of alignment

moves in multi-party discussions [89]. Syntactic features have also been used for error

detection tasks, such as OOV detection [114].

Another approach is to design lexical features that can span longer word contexts, often

allowing gaps between words. We refer to these as phrase patterns. Some phrase patterns

can be hand-crafted regular expressions, which require human effort but are cheaper to

apply; they can also be used to implement system constraints, which could be difficult to

model in a statistical system. Statistical methods to learn phrase pattern features are often

unsupervised to improve feature performance by allowing the use of unlabeled data. Such

methods have been used successfully in a variety of text processing tasks [63, 154, 140, 143].

More recent work makes use of class labels to learn more effective phrase patterns, either in

a purely-supervised scenario as done by collaborators at the University of Washington [158],

or in a semi-supervised setting using unlabeled data and knowledge graph information, as

done in our work with collaborators at Microsoft [86].

2.4.2 Word Classes

Feature clustering (i.e. generating new features by combining statistics for those observed

in data) for classification is often done to improve generalizability, for example by using

clustering methods which extend to unseen words. They also help improve the reliability of

model estimation techniques in the absence of large amounts of (in-domain) training data.

The methods most often focus on word features, though they can be extended to other

kinds of features.

Much of the work on learning feature clustering methods for classification tasks has

been done in the context of topic classification, either supervised or unsupervised. This

is partially due to the availability of topic-labeled corpora, as well as the strong ties to

information retrieval and document organization. In contrast, work on other high-level
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NLP classification tasks, such as sentiment analysis, or classification of social acts in multi-

party conversations, is relatively recent.

The clustering methods are primarily data-driven, though we can draw a distinction

between methods based on distributional clustering. Other methods use external informa-

tion, such as knowledge graphs, rule-based systems, and semantic representations. We can

further distinguish between agglomerative and divisive approaches, as well as techniques

using k-means or graph clustering algorithms.

We first discuss data-driven methods. One fairly popular method is based on work

performing distributional clustering of English words, as introduced by Brown et al. [27] for

language modeling (often referred to in the literature as Brown classes or Brown clustering).

Much work has been done to extend Brown clustering for purposes of improving language

modeling; we will not discuss those methods here. However, Brown classes have also been

used in many NLP applications, including in our work on OOV detection [87] and with

collaborators on name error detection [55].

A related method to Brown clustering is introduced by Pereira et al. [118] for classifica-

tion. Distributional clustering uses the relative distribution of the context of the words to

cluster them. The method described in [118] clusters nouns using agglomerative clustering

based on their distributions as direct objects of verbs and vice-versa. Baker and McCallum

[15] apply the same method to classification, using the class labels of the training documents

as context.

Extensions, such as by Dhillon et al. [41, 42] instead use divisive clustering and a global

mutual information-based objective, finding the clustering that minimizes the drop in mu-

tual information between classes and words. Wenliang et al. [150] also use a global objective,

adjusting the original pairwise class comparison objective proposed by Baker to account for

the sizes of the clusters in the pair relative to the sizes of the other clusters accumulated

thus far during the process.

In another derivative of the original distributional clustering work, Slonim and Tishby

[133] define the Information Bottleneck method as a principled way of choosing the “right”

similarity measure between word distributions, in the sense of preserving the most informa-

tion about the class variable during the clustering process. A follow-up paper by the same
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authors [134] applies this method to the problem of word clustering for topic classification

of text documents. They use a greedy agglomerative hierarchical clustering algorithm and a

näıve Bayes classifier. Bekkerman et al. [19] present a version of distributional word clusters

computed using the Information Bottleneck method with a top-down clustering approach

with annealing stages. Slonim and Tishby [135] discuss using word clusters obtained via

agglomerative clustering with the Information Bottleneck criterion to derive document-level

clusters. A double clustering procedure that uses the document clusters to improve the word

clusters is also outlined.

A semi-supervised approach based on distributional clustering, used for word-sense dis-

ambiguation rather than topic classification, is used by Niu et al. [110]. They use a label

propagation approach to assign labels to features observed only in unlabeled data based on

their similarity with features in the labeled data. Their method is transductive in that the

unlabeled examples are in fact the test set.

Other work has used external information as part of the clustering approach. Han et

al. [51] introduce a rule-based word clustering method using hand-crafted rules, e.g. driven

by static regular expressions. They use different word information, such as orthographic

properties and domain databases relevant to some feature types. They use entropy methods

to select representative words for particular word classes from training data. Gabrilovich

and Markovitch [44, 45] use semantic analysis to generate high level concept features for

text categorization and for computing semantic relatedness between document fragments.

They map words onto concepts derived from various ontologies, either obtained from domain

experts (as in [44]) or from Wikipedia using automated methods (as in [45]).

Finally, a few recent papers use language modeling techniques. Bassiou and Kotropoulos

[16] first introduce a long distance language model, which explicitly models bigrams with

skips between the predicted word and the history word. The long-distance language model

compensates for the loss of syntactic and semantic information from distant words, relative

to using standard n-gram models, while reducing the number of free parameters. The long-

distance bigram LM is used in a variant of Brown-style clustering that uses a Mahalanobis

distance-based objective, and in a variant of PLSA that uses the latent topic variables as

word classes.
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Mikolov et al. [94, 95] employ RNNLM methods to learn embeddings. In this work,

two distinct RNN modifications are proposed. In the first version, each word is predicted

given its preceding and succeeding context. In the second architecture, the procedure is

flipped, so that each context word is predicted given the value of the current word; this

latter architecture is referred to as a skip-gram, though it is distinct from the bigrams

with skips in [16]. Training is optimized by noting that a good model should be able to

differentiate data from noise; thus, negative (i.e. noise) class training data is generated via

sampling, with a log-linear (logistic regression) model used to replace the softmax layer in

the RNN. A paper by Levy and Goldberg [79] extends the skip-gram model proposed in [95]

by replacing local lexical context with longer-distance context extracted from a dependency

parse model.

2.5 Domain Adaptation

2.5.1 Terminology

Before we can talk about domain adaptation it is useful to define exactly what we mean by

“domain” (as well as other related terms, such as “genre” and “style”). We use the term

domain to refer to some human-defined scenario of interest whose data has a specific set of

properties (possibly shared with other domains). For example, we consider “broadcast news”

and “newswire” to be two distinct domains, since there are significant differences between

them—chiefly that newswire is written text, whereas broadcast news usually includes audio

segments of spoken utterances, often with Q&A involving multiple speakers in each segment

or story. One or more corpora might exist that belong to the same domain, in that they all

relate to the same human-defined scenario. For instance, a number of newswire collections

exist, such as the various editions of the Gigaword corpus [49].

While a domain describes properties of the data, we use the term task to refer to lan-

guage processing activities in support of particular applications of interest. For example,

given the speech-to-speech translation domain TRANSTAC [3], tasks of interest will include

ASR and machine translation, but also, potentially, parsing, named entity recognition, and

coreference resolution. Subtasks may also be defined, refining the general ASR problem to
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that of OOV or name error detection within the ASR transcripts, as discussed before.

Many researchers use the term genre to be synonymous with domain. Here, we use

genre as being closer to style, which we define broadly as how people talk or write. Style

includes lexical and syntactic characteristics of the data as well as formatting, capitalization,

disfluencies (if spoken form), and other specifics of the medium and authors of the text [73].

On the other hand, topic describes what people talk about, and thus it, too, influences lexical

choice, primarily related to content words. Domain characteristics thus are determined by

a combination of topic and style (or genre) attributes.

2.5.2 Domain Adaptation Methods

Given the definition of a domain in the previous section, we take domain adaptation to

mean, loosely, making use of data from one domain to improve a system targeting a differ-

ent domain. In this case, too, a number of different but related terms are used by researchers

in the field. We distinguish domain adaptation from multi-task learning, in which case the

aim is to improve the performance on multiple tasks (or domains) concurrently. The term

transfer learning is often used interchangeably with either domain adaptation or multi-task

learning, depending on the context. Within the domain adaptation framework we can fur-

ther distinguish between unsupervised domain adaptation, in which case the target domain

data has no labels, and supervised domain adaptation, in which case target domain labels ex-

ist. We focus on unsupervised domain adaptation methods here. We note furthermore that

unsupervised domain adaptation is related to semi-supervised learning methods, though the

focus of semi-supervised learning is on using unlabeled data which is assumed to be drawn

from the same domain as the labeled training set. However, many semi-supervised methods

can be extended to unsupervised domain adaptation settings.

More formally, given a source domain S and a target domain T , we let DS = {(xi, yi)}

be the (labeled) source-domain training data, and DT = {(xi)} be the (unlabeled) target-

domain training data, where x ∈ X are feature vectors and y ∈ Y are class labels. The goal

of this work is to design effective parametric models F : X → Y that label test samples x

drawn from the target domain T as ŷ = F (x).
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Even restricting to the space of unsupervised domain adaptation methods, there are

too many approaches to describe comprehensively here. We focus the discussion on two

approaches of particular relevance to this dissertation, namely self-labeling methods and

feature representation approaches.

Self-Labeling Approaches

Self-labeling methods all have a similar structure. An initial classifier is trained, which is

then used to label the unlabeled data. The automatically-generated labels are then used in

an iterative fashion to build a new model. A number of different approaches exist; we focus

here on self-training and co-training [25].

Self-training is one of the simplest self-labeling semi-supervised training approaches. In a

domain adaptation setting, the algorithm starts by using the labeled source-domain data DS

to train the initial version of the model, F 0. We generate labels ŷ0
i for each target domain

test sample xi ∈ DT . We use the automatically-labeled set D0
T = {(x, ŷ0) : x ∈ DT }

together with the source-domain data DS to generate a new model F 1, then repeat the

procedure until the termination criterion is fulfilled.

Variations of the algorithm use different termination criteria and data selection strate-

gies. The most common termination criteria use either a fixed number of iterations or

convergence of the confidence in the automatically-generated labels. Among the most pop-

ular data selection strategies are using only the samples labeled with highest confidence, or

using the entire dataset at each iteration. An alternative method adds unlabeled samples

according to the class prior distribution [120]. Hybrid approaches also exist, for example

using a “cooling schedule” similar to that used in simulated annealing [77]. Another distinc-

tion can be drawn between “hard” self-training, when samples are added with a single label

(i.e. the label with highest confidence or posterior as given by the model at the current iter-

ation) and “soft” self-training, in which case the confidence of the automatically-generated

labels is taken into account during the model re-estimation procedure [90].

The Expectation-Maximization (EM) algorithm has been used in several studies as a

form of self-training. For example, Nigam et al. [109] use the standard version of the EM
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algorithm to label unlabeled data and retrain the model using the automatically-labeled

data in an iterative fashion. Their algorithm is similar to self-training with soft labels and

using the entire unlabeled dataset to retrain the model at each step. While the standard EM

algorithm (as used in [109]) requires a generative model, discriminative versions also exist

[7, 50], in each case the resulting algorithm being similar to self-training with convergence

as a stopping criterion and with all unlabeled data being used at each iteration.

Self-training is a fairly popular algorithm in the NLP community, with applications to

many tasks. In particular, it has been used successfully to improve part-of-speech tagging

and named-entity recognition [66] as well as parsing [126, 92, 128, 62, 127]; in the latter

case, evaluation is done either directly on parsing [126, 128, 62] or on a downstream task,

such as semantic role labeling [127].

In [126], the authors use MAP adaptation with different prior choices (reducing to count

merging or model interpolation), comparing results when the adaptation is supervised (i.e.

with a small amount of labeled in-domain data) or unsupervised (using the output of a

speech recognizer as unlabeled in-domain set). In the latter case, the parser is trained on

the Brown corpus portion of the Penn treebank, while the speech domain is Wall Street

Journal (WSJ). Wang et al. [146] apply a form of self-training in the sense that the parser

for the target domain is trained on automatically-generated trees using a parser trained on

the source domain.

In [92], the authors use a PCFG parser with a MaxEnt reranker and find that using the

best reranking output yields some minor improvement in the performance of the two-stage

setup, as well as that of the parser without reranking. In this work, both the in-domain

and the out-of-domain data are news articles, though they use WSJ for the source domain

and North American News Text corpus (NANC) as the target. They use only one round

of self-training, and find that the adaptation helps the most with medium-length sentences

(20-40 words) and with sentences with specific structure (such as improving the handling

of coordinating conjunctions). They also conclude that performance of the parser as a

language model is improved, though the conclusion appears to be influenced primarily by

improvements in the structure of the most likely parse, as opposed to improving the ability

to predict the next word in the sentence.
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Huang et al. [62] focus on cross-language adaptation, with a parser trained on English

treebank as the source domain being evaluated on Chinese data as the target; the Chinese

data contains both newswire and broadcast news, whereas the English data is just news text

(from the WSJ corpus). They perform a single round of self-training, obtaining improve-

ments from the unlabeled data, weighting the in-domain vs. the out-of-domain treebank to

avoid overfitting based on the unlabeled set.

Co-training [25] is another popular self-labeling approach. In co-training, two separate

classifiers are trained, using two sets of features known to be independent conditioned on

the class labels. The method alternates the automatic labeling of unlabeled data with each

classifier, labeling the data with one classifier before adding it to the training set of the

other. As with self-training, various stopping criteria can be used, such as a fixed number

of iterations or convergence of labeling confidence. Unlike with self-training, where a single

classifier is produced in the final stage, with co-training the final classification decisions

are produced by a weighted combination of the decisions produced by the two classifiers.

Another approach when no natural split of the feature set into two independent views exists

is to use two different classification algorithms instead, as shown in [48].

Co-training has also been applied to a number of NLP tasks. For example, co-training

has been used to improve the performance of a newswire-trained parser when applied to

other domains, such as broadcast news [147] or broadcast news and broadcast conversations

[148]. In both cases, a small amount of in-domain treebanked data is used to complement

the unlabeled data, and the different views of the data are given by different parsers (the

Charniak parser [28] and the Berkeley parser [119]), a method suggested in [48].

The relative performance of self-training and co-training has been discussed in a number

of papers. In general, self-training approaches do not make guarantees of convergence,

whereas if the two views of the data used in co-training are known to be conditionally

independent given the class labels, arbitrarily close to oracle performance can be obtained

[25]. In practice, co-training can outperform self-training when two independent feature sets

exist, and even when no such split exists, co-training can outperform EM when the features

are split randomly between the two views [109]. However, other researchers have found

that in datasets with no natural feature split, self-training and EM tend to outperform
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co-training, for example Ng and Cardie [108] on a coreference resolution task. Many other

NLP researchers have used self-training for various tasks, though without comparing to

co-training [66, 126, 92, 62, 127]. Since co-training setups are more complex to implement

than self-training, we will focus on self-training approaches in this work.

Feature Representation Approaches

Many feature representation domain adaptation approaches exist; here we focus on methods

which induce new features from unlabeled data in both the source domain and the target

domain. Such methods often rely on distributional similarity properties of the features

(e.g. feature co-occurrence statistics in each domain). Among the feature transformation

methods used in NLP tasks, we discuss here singular value decomposition-based methods,

such as latent semantic analysis (LSA) [40] and principal component analysis (PCA) [53],

as well as methods employing auxiliary tasks, such as alternating structure optimization

(ASO) [10] and structural correspondence learning (SCL) [23].

Both LSA and PCA use singular value decomposition (SVD) at their core, and thus they

are often grouped together in discussions about change of feature representation methods.

However, they learn different representations, and make different assumptions about the

data. LSA (also called Latent Semantic Indexing (LSI) in some publications) [40] was

originally used in the context of information retrieval, as a way to learn a more robust

data for keyword searches. LSA learns a low-rank representation of the term-document

matrix representation of the data, such that words which appear in similar contexts are

grouped together, using the intuition that co-occurrence is a good indicator of semantic

relatedness. On the other hand, PCA [53] applies SVD to the term covariance matrix, after

mean subtraction. Thus, the top singular vectors computed by the decomposition represent

the directions of highest variance.

Generally, both LSA and PCA are applied to single-domain data. However, a number of

works have looked at using SVD-based methods in a domain transfer setting for NLP appli-

cations, for example [12] for POS tagging and [12, 60] for chunking, obtaining improvements

both within-domain and in a domain transfer setting. Ando [8] uses a method for learning
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features using unlabeled data and SVD, finding that such change-of-feature representations

with a small amount of labeled data and unlabeled data can outperform fully-supervised

methods. In [12], Ando applies the method to a cross-domain setting, where the unla-

beled data comes from a different domain (WSJ) than the domain of interest (ACE). In

[60], Huang et al. use a smoothed representation of the (labeled) training data using LSA,

then apply the HMM trained over this smoothed representation to an external domain,

finding significant improvements over the initial representation of the data in this cross-

domain setting. Pan et al. [113] apply PCA to sentiment classification in a cross-domain

setting. In this work, domain-specific words indicating sentiment polarity are grouped into

domain-independent clusters, by using domain-independent words as a bridge. A spectral

algorithm (spectral feature alignment) is developed to perform this mapping, using the dis-

tribution of links in a bipartite graph to model the co-occurrence between domain-specific

and domain-independent words.

An alternative approach to SVD-based methods is learning feature representations using

a set of auxiliary tasks for which generating labels is cheap, and which are correlated with the

underlying task of interest. The auxiliary tasks are applied to the unlabeled data to extract

“predictive structure”; the learned predictive structures are then used for the task of interest.

This idea was introduced in [10] for general semi-supervised learning, with applications to

text chunking [11] and word sense disambiguation [9]. Structural correspondence learning

(SCL), introduced by Blitzer et al. [23] extends the approach of using auxiliary tasks to a

domain adaptation setting; here, the auxiliary tasks are learned over both source and target

data, using only auxiliary tasks labels (which are easy to compute automatically) but not

requiring labels for the task of interest. While SCL does not require target-domain labeled

data for the target task, later work applies SCL to sentiment classification for customer

reviews [24], using a small amount of in-domain labeled data to correct erroneous feature

matches generated during the application of SCL.

Some of the work in this dissertation is related to the auxiliary task-based methods

of learning features. In such works (for example [10, 23]), the emphasis is on developing

methods using in-domain data which are unlabeled with respect to the task of interest but

labeled (often automatically) for a different set of tasks; the latter serve as a proxy for the
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task of interest. In such a scenario, if features are developed across both the unlabeled

in-domain data and the labeled (in-domain, in the case of ASO, or out-of-domain, in SCL)

data that can be shown to improve the auxiliary tasks, then the same features can be used

for training more robust systems for the task of interest as well. This is related to error

detection methods using syntax presented in this thesis, where we use ASR error detection

as an auxiliary task for improving parsing. However, in the approach of this thesis, error

detection itself is the goal, not parsing; as such, we treat the parse tree labels as latent, and

care about them only insofar as they help us improve error detection.

2.6 Discussion

A survey of previous approaches to improve ASR rescoring and error detection has shown

that, while syntax is a component in many such systems, there is room to do more. In

particular, most syntax-based approaches integrate syntactic information as features into

a discriminative model or through conditioning in generative models, rather than using a

parser directly to select among a set of hypotheses. Parse features have also been used in

error detection, often with log-linear models, but without modeling errors explicitly in the

grammar. The work in this thesis attempts to fill those gaps in the current body of work.

Another gap in previous work relates to the use of a parser trained on mismatched domain

data. In particular, for ASR rescoring tasks, improvements have been reported primarily

when the parser was trained in matched conditions. In this work, when domain adaptation

is used to improve the parser, the objective used for adaptation is almost always parsing

accuracy, which requires at least some in-domain parse-annotated data for evaluation. There

is an opportunity for studying alternate, weakly task-supervised approaches which do not

have such requirements and instead optimize directly for the task of interest.

Finally, while many methods to learn word class features have been used in prior work,

comparatively little work has been done to combine long-distance phrase pattern features

and word classes, particularly in resource-poor domains. There is, therefore, a gap in the

space of existing methods, leveraging weakly-labeled data and injecting external knowledge

(either from out-of-domain human labels or from unlabeled data), which will be exploited

in this work.
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Chapter 3

SYSTEM AND DATA OVERVIEW

In this chapter, we first discuss an overview of the architecture of the overall speech-to-

speech translation project project, including components designed by our collaborators. We

also indicate where and how work presented in this thesis contributes to the overall system.

Next, we present the various datasets used to train and evaluate the new methods presented

in this thesis. Finally, we conclude with a short discussion of some of the challenges imposed

by the data, which will be addressed in the rest of this thesis.

3.1 Speech-to-speech Translation System Overview

Figure 3.1 shows a simplified version of the speech-to-speech translation system developed

together with collaborators on the ThunderBOLT team [14].1 Each system has two human

users speaking different languages; the diagram shows only one direction of the commu-

nication, with the “source language” speaker communicating with the “target language”

listener. In this project, the two languages of interest are English and Iraqi Arabic.

The acoustic signal from the speaker is transcribed automatically by the ASR compo-

nent, which is an extension of the SRI Dynaspeak [159] speaker-independent speech recog-

nition system. Two separate systems are run—a Gaussian mixture model (GMM)-based

system and a deep neural network (DNN)-based system. Lattices from both systems are

converted to confusion networks using the SRILM toolkit [137]. Each slot in the confusion

network output by DNN system is augmented with arcs from the corresponding slot in the

confusion network from the GMM-based system if the GMM arcs are missing, with the two

confusion networks aligned using a dynamic programming alignment. The ASR system is

1The full ThunderBOLT team is composed of SRI International, Aix-Marseille University (AMU),
Columbia University, University of Rochester, University of Arizona, and University of Washington. The
system diagram shown in this thesis presents a simplified workflow which omits some of the system compo-
nents not directly relevant to the work in this thesis, such as error segment detection and characterization
on the merged utterances, word sense detection, and MT error detection.
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Figure 3.1: Speech-to-speech translation system diagram, one direction.

described in more detail in [142].

The WCN produced by the ASR component is annotated with slot-level confidences,

which indicate the posterior likelihood that the top-ranked arc in the slot is in fact correct.

The confidence prediction system is also implemented as a 3-layer neural network [142],

using features related to the confusion network structure as well as features extracted from

a recurrent neural network (RNN) language model [98]. Confidences for slots whose highest-

posterior arc is a NULL arc have posteriors deterministically set to 1.0 by this system.

The confusion networks annotated with slot-level confidences are used as input to our

component: the error processing system, which is described in more detail in chapter 4. The

output of the error processing component is two-fold; we produce a new top hypothesis over

the confusion network, as well as additional slot-level annotations, indicating which slots are

likely to correspond to error regions. Two types of errors are marked, indicating slots which

may correspond to an out-of-vocabulary (OOV) word, or to a name error, respectively. A

slot may be marked as containing both error types (in which case the OOV word is taken

to be a name OOV), just one, or neither.

The utterance aggregator component accumulates information from successive utter-

ances according to the dialog state and combines them into a single “merged” utterance;

the process is repeated until the aggregate ASR hypothesis generated in this way is deter-

mined by the system to be suitable for translation. The initial utterance is simply passed
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along to the dialog manager component.

The dialog manager is responsible for determining whether to ask the speaker for a

clarification, or translate the aggregate ASR hypothesis corresponding to the sequence of

utterances obtained thus far. This decision is made using a set of deterministic rules, which

take into account the types of errors detected and their confidences [14]. For example, if

a name error is detected, the user may be asked to spell the name; if a non-name OOV is

detected, the user may be asked to replace it with a different word or, if the error region is

found to extend over a large portion of the utterance, to restate the entire utterance. If a

clarification is requested, the user’s response to the clarification is decoded and processed as

a new utterance, which is merged with the previous utterances accumulated in the utterance

aggregator. The new translation candidate is evaluated once again in the dialog manager,

the process continuing until the system determines that a translation should be made.

Table 3.1 includes a short snippet of an actual dialog using our system from the perspec-

tive of the English-side speaker. For each turn of the English speaker (where we define a

turn as one speaker’s interactions until translation), we show the human speaker’s reference

transcript and the corresponding system hypothesis, as well as the system’s response aimed

at correcting any detected ASR errors (if any). The last sentence in a turn has no system

response, coming right before the translation step. From the Arabic side we include only

the translation at the end of the Arabic speaker’s turn, to provide context for the next

English-side interaction.

In this example, the OOV name halloween is misrecognized in four consecutive utter-

ances. In each case it is replaced by a syntactically-anomalous sequence of shorter words,

e.g. how will we in. In the first instance of this error, the system asks the user to rephrase it,

indicating that the system correctly detected an error in that region, but not that the error

type is a name. The second instance is not detected as an error and thus a translation is

attempted. In the next two cases, the system asks the user to rephrase the entire sentence,

indicating that an error region is detected, but that the extent of the error region is likely

incorrect (either too big or not overlapping the true error region).

While the overall system developed for the BOLT project performs two-way translation

with source utterances in both English and Iraqi Arabic, all the work presented in this thesis



40

is done using only English-side data.

3.2 Data

Our experiments use several evolving in-domain speech and text corpora with different

train/test configurations, as well as out-of-domain data from two sources. The different

in-domain datasets evolve with improving system components and strategies to address the

issues of skewed class priors. The out-of-domain datasets are static, but not always well-

matched to the target domain data. We describe below the main similarities and differences

between the different corpora, as well as the experimental conditions in which they are used.

The target domain of this work is the domain of interest to the DARPA BOLT (Broad

Operational Language Translation) project. The spoken data consists of short- to medium-

length conversations between English and foreign language speakers. Topics include a va-

riety of scenarios, such as medical aid, military training, and reconnaissance. The human-

human interactions are mediated by a dialog system which is capable of asking questions of

clarification, as described in section 3.1. In such dialogs with human-computer interactions

(i.e. the responses to dialog system requests for clarification or rephrasing), we draw a

distinction between initial interactions (i.e. human-initiated utterances) and clarification

interactions (i.e. sentences responding to a computer prompt).

The only truly in-domain data available is the data from the most recent NIST-run

evaluation of the project. This consists of complete dialogs from the BOLT Phase 2 dryrun

and evaluation, with both initial and clarification responses. We refer to this data as the

NIST-Eval set. This set consists of 1879 utterances. We use this set only as a “blind”

evaluation set for our systems.

We also have available data from a collection performed early during the BOLT project.

This data consists of a set of read utterances on various topics drawn from BOLT scenarios,

but which are not part of any human-human dialog. The collection was designed to contain

an artificially-high error rate, in particular targeting name errors and non-name OOVs.

There are approximately 820 utterances available in this form. The audio for each sentence

in the set was recorded by our collaborators at SRI.
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The rest of the data that we consider “in-domain” comes from a previous DARPA

project, TRANSTAC (Spoken Language Communication and Translation System for Tac-

tical Use). As in the case of the BOLT project, the domain of interest to TRANSTAC

was that of two-way speech-to-speech translation, with scenarios of interest similar to those

used in BOLT. However, unlike BOLT, TRANSTAC interactions did not have the addi-

tional human-computer dialog component; the system simply translated each utterance in

the human-human dialog. Therefore, each utterance from data recorded for the TRANSTAC

project is an initial utterance according to the proposed definition.

Two types of data from TRANSTAC are available. The first source consists of dialogs

originally collected for use in ASR training or tuning. Due to the way data was partitioned

between ASR training and tuning partitions during the TRANSTAC project, we do not have

entire sessions available from all dialogs recorded for ASR training purposes. The second

source consists of data recorded during previous NIST-run evaluations for the TRANSTAC

project. Such evaluations consisted of either full human-human conversations mediated

by the TRANSTAC system, or single sentences of read speech on one of the topics used

during the evaluation. We do have complete sessions available for any NIST evaluation

consisting of actual dialog interactions (not just read speech). In all cases, we use only the

English side of the interactions, allowing us to use conversations between English speakers

and conversation partners speaking any of several foreign languages used in TRANSTAC.

The TRANSTAC data available to us consists of approximately 8,000 utterances; the rest

of the data is used for training and tuning other components of the BOLT system.

For all TRANSTAC and BOLT data, we have available both the ASR output and the

hand-generated transcript.2 Thus, we can evaluate the ASR error rate. One of the goals

of the BOLT project is to develop better ways to handle ASR OOVs; thus, all ASR sys-

tems developed for the BOLT project have the same fixed, limited vocabulary. We label

(and evaluate) the utterances with WCN slot-level ASR error and OOV labels (indicating,

respectively, whether the highest-scoring arc in the slot matches the reference word, and

whether the reference word corresponding to that slot is OOV).

2All older data was decoded with the latest ASR system available at the time when the training data
partitioning was performed.
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Out of the available TRANSTAC and BOLT data. the SRI BOLT team created two

internal training sets, BOLT-P2 and BOLT-P3. Both sets are split 60-20-20 into train

(used for model training), dev (used for hyperparameter tuning), and eval (used for report-

ing results on internal data and for making system selection decisions). The two different

datasets reflect the changing nature of the overall project, in terms of available data and

hand annotations, as well as team-wide changes in training methodology, as discussed below.

The BOLT-P2 set consists of 1585 utterances, consisting of all the read speech recorded

for BOLT, as well as some of the TRANSTAC dialogs that had been used for ASR tuning

during that project.3 This data was processed using the Phase Two evaluation of the BOLT

system, which includes older ASR and confidence estimation components. This data was

not annotated for name errors. We use this data for experiments related to rescoring and

OOV detection only. The 60-20-20 split was used for building the error detection systems

as well as to train the confidence predictor described in [142].

The BOLT-P2 data was used for two publications using methods developed as part of

this dissertation [87, 88]. The data used in those papers was decoded using an even earlier

version of the ASR system; furthermore, the system in [87] did not use features extracted

from the confidence estimation described in [142]. Results presented throughout this thesis

are therefore not directly comparable to the results presented in those papers, even when

the methods are otherwise very similar.

The BOLT-P3 set consists of 8781 utterances and is largely a superset of BOLT-P2;

however, a relatively small number of utterances in BOLT-P2 which had also been included

in the BOLT ASR system training were removed from BOLT-P3. Data in the BOLT-P3

set was split into five folds used for training a cross-validation setup of the confidence

predictor described in [142], so that confidence prediction would be trained independently

of OOV and name error prediction, where it is used as a feature. This is a difference

from the BOLT-P2 setup. Additionally, two annotators labeled all names in the reference

transcripts, with differences in annotations reconciled to generate a single, consistent set of

name labels. A randomly selected set of 40% of the names present in the original recognizer

3There is no overlap with the ASR tuning data used for BOLT
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vocabulary in each of the five folds were held out of the recognizer vocabulary and the data

in each fold was decoded using the restricted vocabulary, to provide more examples of errors

for training the OOV and name error detection modules.

Corpus # session # utterances # single # name # OOV # name

fragments utterances tokens tokens tokens

BOLT-P2 306 1585 820 n/a 631 n/a

BOLT-P3 3646 8781 1450 562 1024 426

NIST-Eval 148 1879 0 85 91 68

Table 3.2: Training corpus session, utterance, and label statistics.

Additional statistics regarding each of the three datasets are included in table 3.2. In

this table, by “session fragment” we mean a sequence of one or more contiguous utterances

from within the same session; this may be a complete session, as in the case of TRANSTAC

data from NIST evaluations, or a partial session, as in the case of TRANSTAC ASR training

data. Single utterances are utterances which do not belong to a session, either because they

originated in past NIST evaluations whose protocol did not include full dialogs, or because

they consist of read speech recorded for the BOLT project targeting specific error types.

We include the number of annotated names, rather than name errors, because the errors

may change depending on the ASR system used.

We notice a number of differences between the three datasets. The BOLT-P2 data

has a very large proportion of single (sessionless) utterances, compared to BOLT-P3; the

external evaluation set NIST-Eval has none, since it is composed of complete sessions.

The average length of a session fragment in the BOLT-P2 and BOLT-P3 data is around

2-3 utterances.

The OOV and name statistics also vary across the sets. We see that, in the BOLT-P2

set, the OOV rate is very high, with approximately 40% of utterances containing an OOV;

this is by design, with many of the sentences recorded by our collaborators at SRI designed

to contain OOVs. On the other hand, in BOLT-P3 data the OOV rate was reduced by
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removing some of the read speech sentences with OOVs, and by using much more of the

available TRANSTAC data, to better match the statistics of the external NIST Eval

set, in which only about 5% of sentences contain OOVs. The OOV rate was, to an extent,

artificially increased, in BOLT-P3 data, too, though rather than generating additional read

speech sentences, we achieve the higher OOV rate by removing names from the decoding

vocabulary before ASR processing.

Looking at name statistics, we see that 75% of names in NIST-Eval set are OOV; in

the BOLT-P3 data, even with some of the names removed from the decoding vocabulary to

increase the name OOV rate, only about 40% are marked OOV. Removing even more names

from the decoding vocabulary would have brought the BOLT-P3 training set statistics more

in line with the external eval set ones; however, this would lead to a higher risk of increasing

the false positive rate (and thus decreasing precision).

We make use of three additional data sources for parser training and feature learning.

We have at our disposition the entire set of TRANSTAC language model training data

(LMTrain). This data, like the TRANSTAC speech data, is a close match to the target

domain in terms of both style and topic, even if if is not fully “in-domain” because of the

different focus between the TRANSTAC project (and thus data) and the BOLT project.

The LMTrain dataset consists of 1.6 million sentences, representing a mixture of hand-

transcribed references of the TRANSTAC ASR training data and written text. We apply

uniform sampling to select a subset of about 96,000 sentences for use in parser domain adap-

tation experiments (LMTrain-Small), with the downsampling performed for experiment

speed. The entire LMTrain set was used for training language models in the ASR system

used to decode the speech data, and to learn word embeddings and word classes.

As out-of-domain data used for parser training we make use of two treebanks, both drawn

from conversational telephone speech (CTS) corpora. Switchboard is the full Switch-

board [47] corpus treebank released by the Linguistics Data Consortium (LDC). We use

two versions of this treebank; one where no preprocessing is applied (Switchboard-Raw)

and another where some minimal preprocessing is performed, specifically with punctuation

and casing removed (Switchboard-Preproc). As an alternative to the full Switchboard

treebank, we use a smaller treebank drawn from both Switchboard and the Fisher [39] cor-
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pus, also released by the LDC. We refer to this corpus as CTS Small, to indicate that

it is general conversational telephone speech (CTS), but smaller than the full Switchboard

treebanks.

Corpus Utterance Ave. Utt. Vocabulary % Filled % Repetitions

Count Length Size Pauses

Switchboard 110505 7.7 16389 3.4 1.5

CTS Small 16519 6.9 5511 2.7 1.3

LMTrain Small 95916 18.1 17728 0.41 0.26

P2-Train 951 10.9 2062 2.3 0.5

P2-Eval 304 11.8 973 2.4 0.5

P3-Train 5306 10.4 3737 2.5 0.6

P3-Eval 1693 9.7 1987 1.9 0.5

NIST-Eval 1879 9.3 1899 0.3 0.1

Table 3.3: Statistics illustrating genre differences between the in-domain speech and text
utterances and treebank data.

Some basic statistics related to the style of various corpora used in this thesis are shown

in table 3.3. We examine each treebank and the LMTrain sets, as well as the train and

eval components of each in-domain training dataset (denoted as P2-Train, P2-Eval, P3-

Train, P3-Eval), and the external evaluation set NIST Eval. We observe that the

in-domain utterances are, on average, about 9-11 words long. This is longer than the sen-

tences in the two treebanks, but much shorter than the average utterance in the LMTrain

data. Since, in general, longer sentences tend to have more complex syntactic structure, we

expect that using the LMTrain set for parser adaptation may not be as useful as using the

in-domain spoken utterances. We also observe that the disfluency rates are very different

among the various datasets. In particular, the rate of filled pauses in Switchboard is much

higher than all other corpora; on the other hand, there are very few disfluencies in the LM-

Train corpus, and even fewer in the external evaluation set. The latter point is not entirely

surprising, since it is known that human-computer interaction is less disfluent than human-
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directed speech [131]. The BOLT dialogs, while intended as human-human interactions,

are mediated by a computer, hence they are likely perceived as a form of human-computer

interactions by the discussants. The rate of repetitions is also much higher in the two tree-

bank corpora than in all the in-domain data, with the NIST Eval set once again displaying

a much lower repetition rate than the internal train and eval sets.4

Corpus % voc. overlap, % voc. overlap,

P2-Train P3-Train

LMTrain Small 75 84

CTS Small 53 50

Switchboard 70 73

NIST Eval 41 23

Table 3.4: Vocabulary overlap between the two in-domain speech training corpora and the
LM training and treebank corpora.

Table 3.4 shows the vocabulary coverage of each of the two in-domain training sets by

each of the treebanks, as well as the LMTrain corpus; we also include the vocabulary

coverage for the external evaluation set here. The LMTrain set covers a significantly

larger proportion of words in the two in-domain training sets than the smaller out-of-domain

treebank; the advantage over the vocabulary coverage of the full Switchboard treebank is

reduced, but still present. Here by vocabulary coverage we mean the proportion of words in

each training partition (e.g. P3-Train) which is also present in each of the treebank or LM

corpora (e.g. CTS Small). We hypothesize that reduced vocabulary coverage may lead

to diminished parsing performance, due to the OOV words (with respect to the treebank

vocabulary) in the in-domain spoken corpora receiving incorrect POS tags and thus skewing

the distribution of higher-level constituents as well. With respect to the vocabulary coverage

in the external evaluation set, the relatively low coverage shows that many of the lexical

features learned on the two training partitions, P2-Train and P3-Train, may not even

4For purposes of this discussion, we consider only single repeated words, not repeated phrases.
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be present in the test set NIST Eval, thus leading to poor classification performance if

high-weighted features are missing from the test data.

Dataset partition 1-best WER oracle WER

BOLT-P2
dev 13.8 8.9

eval 14.6 10.1

BOLT-P3
dev 12.7 7.8

eval 11.6 7.3

NIST Eval eval 5.8 3.7

Table 3.5: Baseline ASR performance.

We include statistics about the baseline ASR performance in table 3.5. We see that, in

general, the performance of the two internal datasets BOLT-P2 and BOLT-P3 is similar,

though P2 is slightly more difficult; this phenomenon holds for both the dev partition and

the internal eval partition. On the other hand, the external NIST Eval set is much easier

than both. Comparing the error rate of the original ASR hypothesis with the error rate

of the best possible hypothesis through the confusion network (which we denote as oracle

WER5), we find that in all cases, there is significant room for improvement, with 2.5-4%

absolute WER gain possible. The absolute gain is smaller for the NIST Eval set, due to

the lower starting point, though the relative gain is larger.

3.3 Discussion

In this chapter, we have introduced the overall speech-to-speech translation system aided

by clarifications, designed with collaborators as part of the DARPA BOLT project, and

discussed how the ASR rescoring and error detection system that will be presented in this

thesis integrate within the full BOLT system. We also reviewed the available data sources.

Both in-domain data sources and out-of-domain resources have been reviewed.

5In both cases, we compute the WER with errors due to contractions and common spelling variations in
compound words ignored; for oracle WER the removal of such errors is performed after selection of the
optimal path through the confusion network.
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The constraints of the available data help direct and focus the scope of this thesis.

In particular, we identify two challenges, related to the lack of in-domain hand-annotated

parses and the limited amount of in-domain speech data available for system training. Both

are discussed in more detail below.

3.3.1 Parser Domain Mismatch

Few conversational domain English treebanks are available, and even those that exist, such

as the CTS Small and Switchboard treebanks, display major domain differences to

the target domain data for this work (i.e. the BOLT data). These differences manifest

themselves both in terms of topic (as evidenced by the vocabulary overlap statistics shown

in table 3.4) and in terms of style (as shown in table 3.3). In particular, sentences in the

NIST-Eval corpus are longer than the sentences in the two treebanks, but contain a much

smaller proportion of filled pauses and repetitions. An additional difference is that the

parser is trained on reference text, whereas the test data is in the form of ASR confusion

networks. It is expected, therefore, that the parser trained solely on out-of-domain data will

have poor performance when applied to the in-domain NIST-Eval data. This motivates

the use of domain adaptation techniques to improve the parser, with use of both LM training

data (which matches the target domain data in terms of topic coverage and disfluency rate)

and speech training data (of which there is less, but which is better matched in terms of

structure, including the presence of ASR NULL arcs).

3.3.2 Speech Training Data Sparsity

As shown in table 3.4, the vocabulary overlap between the NIST-Eval set and each of the

two speech training sets is limited. Thus, if error detection classifiers are trained using the

speech training sets, most of the lexical features are unlikely to be found in the test data.

Conversely, many of the lexical features found in the test data are likely to be absent from

training and thus will not be used during classification. This motivates the work on learning

class-based lexical features, with a dual goal of improving feature reliability during training

and feature coverage at test time.
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Chapter 4

INITIAL RESCORING AND ERROR DETECTION SYSTEMS

In this chapter, we introduce the overall architecture of the new ASR rescoring and

error detection systems used in this thesis, and present a set of experiments that detail

the baseline system performance. We discuss the architecture of the system in section 4.1.

Baseline experiments are shown in section 4.2; we also comment on different error measures

here. The questions we would like to answer with these experiments include:

• How much benefit to ASR rescoring do we obtain from using the parser as a language

model?

• In error detection, is it more effective to use the parser as a classifier, or to use it as

a feature generation step?

We will address these questions through various experiments, and comment about differences

due to training set differences (in terms of size and domain match). Initial answers to these

questions are discussed in section 4.3, motivating the subsequent improvements in this work.

4.1 System Overview

Our system takes as input the output of a speech recognizer, in the form of word confusion

networks. We employ a three-stage architecture, as shown in figure 4.1. An initial slot-level

classification stage augments the WCN with error arcs, where the arcs may represent an

error of any type, or errors of specific types, such as OOVs or names. We henceforth refer

to all such cases as error arcs for simplicity. A parser stage identifies the optimal path

through the WCN according to a parser model without error rules (i.e. with a parser model

which cannot select any path through the confusion network which contains error arcs), and

refines the error predictions using a second parser model which explicitly models errors and

thus can generate error arcs. The dotted line indicates that the error-aware parser model
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Figure 4.1: Error processing system diagram.
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is a modified version of the error-free parser model, adding the ability to generate error

regions. The last stage performs a second round of slot-level classification, with additional

features obtained from the parser output. The output of the system is a WCN annotated

with errors and rescored to obtain a new best path through the structure. Each stage is

described in further detail below.

The system architecture is similar to an earlier version designed with collaborators Tom

Kwiatkowski, Luke Zettlemoyer, and Mari Ostendorf [87] but it has been reimplemented

with some modifications.1 Results in this thesis are based on a more recent recognition

system than those published in [87] and therefore are not directly comparable. The last

stage classifier is also similar to the use of a conditional random field with syntactic language

model features [114] for OOV detection, with the sequence information modeled implicitly

by the syntactic features, instead of explicitly through the sequence of states in the CRF.

4.1.1 Initial Classification

The first-stage classifier predicts, for each slot in the WCN, whether that slot aligns with an

OOV word. This stage adds an OOV arc w̄ to each WCN slot, generates OOV confidence

pi(w̄|θME) for slot i using the maximum entropy model with parameters θME, and renor-

malizes the confidences of all the other arcs in slot i so that the set of posteriors sums to

one. For maximum entropy classification we use a classifier based on the MALLET package

[91]. We refer to this initial classification stage as the first MaxEnt stage or first MaxEnt

classification stage throughout this thesis.

The MaxEnt classifier with parameters θME uses features that describe the distribution

of arcs in the confusion network slots, as summarized in table 4.1. Several features are

motivated by the observation that the confusion network slots with more arcs tend to

correspond to erroneous regions. The nullArc feature signals a slot where the ASR system

assigns the highest probability to a NULL arc (i.e. a skip). The highPost feature is the

1I was primarily responsible for developing the three-stage process described in the paper, designing
confusion network features, and running the experiments detailed in the paper. The initial version of the
log-linear parsing adaptation algorithm developed by Tom Kwiatkowski was re-implemented and extended
in this thesis. The grammar changes developed jointly with the other authors to support confusion network
and error parsing were altered and improved upon in this thesis as well.
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highest confidence ASR prediction. The nullArc and highPost features are extracted from

the current slot as well as the previous and subsequent two slots, thus generating five distinct

features for each slot, respectively. We also use the output of the confidence estimation

system nnConf and a set of features indicating whether the DNN and GMM ASR systems

disagree in the current or neighboring slots (hasGMM, leftGMM, rightGMM, respectively).

Feature Description

sentLength length of sentence (in words)

sentPos position of slot in sentence

mean mean of slot arc posteriors

stdev standard deviation of slot arc posteriors

highPost highest posterior in slot

highLength length of highest posterior word in slot

nullArc 1 if highest posterior arc is NULL

nnConf value of confidence estimation posterior output

hasGMM 1 if the DNN and GMM ASR disagree in the current slot

wordClass 1 for word class corresponding to highest posterior word

Table 4.1: First MaxEnt stage confusion network features.

In addition to the confusion network structural features, we also employ a set of features

motivated by the observation that a single OOV word is often replaced by a sequence of

shorter, common words. We capture the word length in the highLength feature. Lexical

information could be captured through word identity features, at the expense of increasing

the feature space dimension; to alleviate the dimensionality increase, we instead capture

lexical information through a set of word classes. We learn 1000 Brown classes [27] using

the full LMTrain corpus. After the 1000 classes are generated, we extract each of the

50 most frequent words in the LMTrain corpus into their own separate class, under the

assumption that common words have more predictive power when used as individual features

instead of within word classes. Then, for each slot, we find the word class of the highest
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posterior word in that slot and set the binary feature for that word class equal to 1.

Feature selection is performed using the criterion of mutual information with the class

variables. The decision threshold and the optimal number of features are selected to optimize

the slot-level F-score on a development set.

4.1.2 Parsing Stage

We employ a factored parsing algorithm based on the work presented by Klein and Manning

[71] and implemented in the Stanford parser, modified to parse word confusion networks

rather than single sentences. In this parsing framework, a lexicalized parse tree L can be

viewed as having two components - an unlexicalized constituent (i.e. phrase structure) tree

T and a dependency tree D which captures the lexical information. Thus, the probability

of a lexicalized tree L given a sentence s and model parameters θ = [θc, θd] is:

P (L|s, θ) = P (T,D|s, θ) =
1
K
fc(T, s, θc)fd(D, s, θd) (4.1)

where we factor the distribution into separate components fc and fd that generate the

unlexicalized constituent tree T and the lexicalized dependency tree D, respectively, with

K as a normalizing constant to obtain a valid probability distribution. In practice, for

a single sentence s, the fast factored parser implementation employed in this thesis first

uses an unlexicalized PCFG model fc(T, s, θc) to generate n-best phrase tree candidates

T1, . . . , Tn. Then, each candidate tree is rescored using the lexicalized dependency model

fd(D, s, θd), where each dependency tree Di is obtained from the corresponding constituent

tree Ti using a standard head-finding algorithm [36]. The constituent parsing framework

allows us to assign syntactic categories to error regions detected by the parser; the separation

of the unlexicalized PCFG model and the lexicalized dependency model allows for easier

adaptation of the unlexicalized PCFG model to add error region rules.

Parsing word confusion networks is similar to the approach taken by Chelba for parsing

general lattices [30, 125]. However, where parsing a general lattice may produce sentences

of different lengths, the regular structure of the confusion network simplifies the process

somewhat. Each slot in the confusion network corresponds to a cell in the lowest diagonal

of the chart, with any word (or arc) in the confusion network slot being able to fill that
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cell. The n-best trees over the confusion network may use as terminal nodes any sequence

of arcs in the confusion network, instead of just the 1-best path.

Parsing full word confusion networks adds additional complications not present in pars-

ing single hypotheses (e.g. each hypothesis in an n-best list). In particular, the parser

needs to account for NULL markers used to represent ASR hypotheses of different lengths.

The base PCFG grammar G used in the constituent parser framework has as its basis a

set of unary and binary context-free rewrite rules. To these we add a single pair of binary

grammar rules:

X → X NULL (4.2)

X → NULL X (4.3)

which allow the NULL region to attach to any constituent X in the grammar. We note

that maintaining both left- and right-attachment rules is required in order to handle NULL

slots as the first or last slots in the WCN. Additionally, the ability to attach a NULL region

to neighboring WCN slots on either side may potentially lead to a more robust model than

using only left- or right-sided attachment rules, since now the parser could generate a tree

with either structure, depending on which side yielded a more commonly-seen derivation.

To generate the terminal corresponding to the NULL arcs in the confusion network, we

use a single rule:

NULL→ null (4.4)

We note that this set of rules does not generate a single NULL region if multiple con-

secutive null arc slots exist in a confusion network. Instead, we obtain a structure where

each null arc is a branch of a recursive structure of the same non-terminal. We illustrate

this in figure 4.2. As before, red indicates the best path through the WCN according to

the WCN posteriors, and blocks indicate the words selected by the parser. We see that the

subtree spanning the three slots has syntactic category NN, with the rule

NN→ NN NULL (4.5)
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Figure 4.2: Subtree illustrating nested attachment of NULL rules

being invoked recursively to generate the two null arcs.

We employ a second grammar modification to explicitly model error regions. Each

constituent X can thus generate an error region using a new rule:

X→ ERROR (4.6)

Two additional rules are used to grow error regions using a Markov process:

ERROR→ ERROR ERROR (4.7)

ERROR→ err (4.8)

These rules allow us to generate error regions of arbitrary length with a corresponding

arbitrary syntactic category. All the new rules that generate confusion network NULL and

error arcs are given a small default score relative to the weight of the grammar rules learned

from the treebank distribution.

We parse the confusion network output by the slot level classifier using a probabilistic

context free grammar G. This generates the single most probable constituent parse T ∗ of a

sequence of edges w = [w0, . . . , w|w|−1] representing a path through the confusion network.

Each parse T is scored according to G and the first stage arc posteriors.

T ∗ = arg{T,w∈WCN}max fc(T,w, θc)
|w|−1∏
i=0

p(wi|θME) (4.9)
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Figure 4.3: Example of the best parse of a WCN for the utterance “We must reframe the
structure”, where word “reframe” is OOV; words in boxes correspond to the path through
the WCN selected by the parser.

The one-best parse T ∗ of the WCN is used as an error classifier by allowing a path that

assigns error arcs as terminals in w. In the factored parser framework, we first produce the

n best constituent trees T1, . . . , Tn according to the procedure above. Each tree Tk has a

corresponding path wk through the confusion network WCN. The best tree T ∗ then is that

with the best score from the dependency model fd(D,w, θd), where D is the dependency

tree corresponding to the constituent tree T , and w is the corresponding path through the

confusion network.

An example parse generated using a parser model augmented with OOV rules is shown

in figure 4.3. In this figure, error arcs on the WCN slots are represented by the string oov,

and the error constituent is indicated with OOV. The path through the WCN selected by

the parser is indicated by the boxed words, while the best path according to the WCN

arc posteriors is indicated by the red words. This parse has correctly classified the second

and third slots as representing an OOV region in the original string, and assigned to the
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OOV region the syntactic category VB, thus producing a parse that is consistent with the

grammar G.

We make use of two distinct parser models. The first, which contains the NULL arc

rules but not the error region rule additions, is used to perform ASR rescoring. We will

subsequently refer to this model as the error-free parser. The second model contains both

NULL arc rules and the error rules, and is used to perform error region detection. We

refer to this model as the error-aware parser. Together, the two parser models are used to

generate new features for a separate classification stage, as described in section 4.1.3 below.

4.1.3 Classification with Parse Features

We employ a second round of maximum entropy classification to refine the error predictions,

integrating additional features extracted from the parser output with the baseline features

described in section 4.1.1. We refer to this second classifier as the second MaxEnt stage, to

distinguish it from the initial MaxEnt classifier with no parse features.

We employ two sets of features which capture information about the reliability of the

parse structure. In particular, we focus on extracting features which capture differences

between a tree produced by the error-free parser and one from the error-aware parser,

under the assumption that the local structure in error-free regions of the utterance should

be similar in the two cases, but the structure in error regions should be different.

Dependency Tuples

We use dependency information to compare the local structure of the two trees. Given a

constituent parse tree for an utterance, we obtain a dependency parse tree by running a

standard head-finding algorithm [36]. The dependency tree structure allows us to construct

a tuple for each slot in the confusion network. Each tuple thus contains the following

elements:

• the word selected by the parser for that slot

• the word selected by the parser for the slot acting as its head
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the cat

DT NN

NP

the:DT:cat:NN:DT:NP

Figure 4.4: Example of the dependency tuple for one slot in a WCN, as extracted from an
error-free tree.

• the syntactic category for each of the two words

• the root of the largest subtree spanning the slot but not its head

• the root of the smallest subtree containing both the slot and its head

For each slot, we compare the two dependency tuples extracted from the two parser models

by counting the number of common elements.

An example of a dependency tuple is shown in figure 4.4. Here, the determiner the

is governed by the noun cat. The relationship between them is obtained from the tree

edge NP–DT, where the former is the root of the smallest subtree covering both the target

slot and its head slot, and the latter is the largest subtree covering the target but not

the head. As actual features we use various binned versions of the tuples, with the POS

tags and syntactic categories at the attachment point, or the pair of constituents alone;

in the example shown in figure 4.4, these features would be DT DT NP NN and DT NP,

respectively. We also include two numeric features, counting how many of the tuples are

different between the error-aware and error-free parse trees, relOnlyDiff (taking into account

differences only in the constituent pair at the attachment point) and POSRelDiff (taking

into account the attachment point constituents as well as the POS tags of the two words).
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Inside Score Pairs

We use inside score information to capture the confidence of the parser regarding the struc-

ture surrounding a given WCN slot. For each slot, we are interested in measuring the

performance of the error-free parser both in the vicinity of that slot (the local structure)

and on the periphery of the error region it corresponds to, if any (the structure overlapping

error region boundaries), with the intuition that a difference in confidence between the two

parsers in corresponding regions will provide information about whether to trust the error

predictions made by the error-aware parser.

We compute two inside score-based features:

• local score: the inside score of the smallest non-trivial subtree (i.e. with root higher

than pre-terminals) in the error-free tree, with a word in the current slot as one

terminal in the tree;

• boundary score: the inside score of the smallest subtree in the error-free tree that

contains the current slot and an error region boundary slot, minimizing over all the

boundary slots.

We present an example of inside score feature pairs in figure 4.5. The subtrees corre-

sponding to the phrase “are condemnable”, with the word “condemnable” being an OOV,

are shown. The word “condemnable” corresponds to the last three slots in the confusion net-

work, which the error-aware parser models as an OOV region; the error-free parser models

that same region as a noun phrase followed by an adverbial phrase.

To compute the inside score features for the third last slot (corresponding to the word

“condemn” in the error-free tree), we take the smallest non-trivial subtree containing it (in

this case, the second-level “NN” node); this node has relatively low weight, thus indicating

that the error-free tree may contain incorrect structure in this region. On the other hand,

the boundary score for this slot is given by the inside score of the “VP” node covering the

entire region; its higher value indicates increased confidence, thus suggesting that the extent

of the subtree is more likely to be correct.
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Figure 4.5: Example of the inside score features for one slot, as extracted from two parallel
error-free and error-aware trees.
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4.1.4 Error Detection Labeling and Evaluation

Marking error labels on ASR output is non-trivial when the output format is more complex

than a single hypothesis. The labeling task is particularly difficult when dealing with com-

pound entities, such as multi-word names, when one word of the name may be recognized

correctly, but not the rest. There is no agreement in the community for how to label and

score in such conditions, with methods ranging from scoring at the frame level [122] to

scoring based on error region overlap, giving full credit when even a tiny amount of overlap

exists [81] or taking into account the amount of overlap [75]. We will use a hybrid approach

in this thesis, allowing for overlap in scoring while also taking into account the amount of

overlap, as described below.

We perform ASR error labeling at the confusion network slot level. With general ASR

errors, this requires alignment of references to the confusion networks, marking each slot

whose highest-confidence arc does not match the corresponding reference word as being in

error. OOV labeling is performed by marking each slot aligned to a reference word not

present in the ASR vocabulary as being an OOV error. Names in the reference transcript

are hand-labeled (taking into account the full utterance context) by two annotators with

annotation decisions reconciled in the final version of the data. The name labels are prop-

agated to their respective confusion network slots post-alignment with references. In both

cases, slots which neighbor error label slots and whose highest-posterior arc is a NULL arc

are also labeled as errors. Error regions thus grow to encompass all neighboring NULL

arc slots. This approach violates to an extent the label independence assumption made by

maximum entropy classifiers.

Scoring error detection is dependent on the needs of downstream applications; however,

there is no single metric which provides optimal benefits to all downstream applications. For

example, when the goal is spoken term detection, the focus is often on recall to the expense of

precision. On the other hand, when detected errors drive system-initiated interactions with

the system users, too-low precision can be just as important as too-low recall. Additionally,

different ASR output formats lend themselves to different scoring strategies. We outline

the approach used in this thesis here, including a new scoring strategy developed as part of
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this dissertation.

In scoring error detection performance over confusion networks, it is of interest to eval-

uate both whether detected error regions are found to overlap with the true error regions in

the confusion network, and whether their extent is accurate (i.e. how much of the detected

error region is in fact an error). One approach to this is to score each confusion network

slot independently. We refer to this as slot-level scoring. While very simple, this method

has the disadvantage of giving potentially significant weight to NULL arc slots. As an

alternative, we can score only non-NULL arc slots, which we refer to as word-level scoring

(since the non-NULL arc slots are exactly the 1-best path through the confusion network).

A third option is to combine adjacent words into a single error “region”, thus counting

compound names or OOVs as a single instance for purposes of scoring. This also combines

adjacent incorrectly-labeled samples into a single false positive. We refer to this approach

as region-level scoring.

We illustrate the difference between slot-, word-, and region-level scoring in figure 4.6.

We see that at the slot level, there are 4 slots incorrectly labeled as containing an OOV

error, three correctly identified as errors, and 6 correctly identified as not errors. Thus we

obtain a slot-level F-score of 0.6 (with a recall of 1 and precision of 0.43). Moving to the

word level, we see that two out of the four incorrectly-labeled error slots are NULL arc slots,

as well as two of the three correctly-labeled ones. Thus we obtain word-level precision of

0.33, perfect recall, and thus F-score of 0.5. At the region level, the incorrectly-labeled slots

are all grouped in a single region, as are the correctly-labeled slots, leading to precision of

0.5, perfect recall, and thus F-score of 0.75. However in this case we also take into account

the modified word error rate metric, WER*, as described further below.

With region-level scoring we incorporate arbitrarily long sequences of confusion network

slots into a single sample for scoring purposes, so we must separately evaluate the extent of

the error regions. In particular, we note that the extent of the error regions detected also

plays a role in the quality of the interactions between users and the system; for example,

if the detected error region is too large, the speaker may be asked to rephrase a significant

portion of the utterance; repeated instances of this phenomenon may lead to user fatigue

or annoyance [138]. On the other hand, if parts of the true error region are left undetected,
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Ref: they fail to *NULL*     *NULL* comprehend that their acts are *NULL*   *NULL* condemnable

1-best: they fail to company  *NULL*  him                that their acts are condemn  of          all

  Label:   0       0   0      0                  0            0                   0       0      0     0        1            1            1 

Prediction:  0       0   0      1                  1            1                   1        0      0     0        1            1            1 

Slot:    0     1    2         3               4               5               6       7       8     9         10           11              12

Figure 4.6: OOV error scoring example

when the user is asked to rephrase the portion of the utterance that is in error, the incorrect

error region boundaries will lead to user confusion, and the correction provided by the user

will likely be insufficient to address the underlying problem with the initial transcript.

To evaluate the error detection strategies, the main evaluation metric used is F-score

(sometimes referred to as F-1 measure), the harmonic mean of precision and recall. The

F-score captures the successful detection of error regions when there is overlap between a

true error region (i.e. the slots labeled as error according to the reference transcript) and a

sequence of slots that had been marked as errorful by the error detection systems. We treat

a slot as a minimal unit. Thus, in slot-level scoring, a correct decision is made when both

the predicted label and the true label are marked as positive. The same is true of word-level

scoring, the only difference being that we do not count NULL-arc slots for purposes of

scoring. On the other hand, in region-level scoring, a region can have variable length, and

thus overlap between the reference error region and the predicted one can be partial. We

allow such partial overlap to count as a true positive for purposes of computing precision,

recall, and F-score metrics.

While F-score allows for comparisons of two different systems at their optimal operat-

ing point, it does not allow for comparisons of system performance over a range of possi-

ble operating points. Additionally, primarily in regions of low recall, precision (and thus

F-score values) are often noisy, since the denominator in the precision computation can
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change significantly even with only minor differences between two decision thresholds. Us-

ing receiver-operator characteristic (ROC) curves would allow us to compare the different

systems at different operating points, but do not alleviate the noise in high-precision re-

gions. Instead, detection error trade-off (DET) curves can be used, which do not suffer

from the same potential noise problems. Thus, both methods are useful—F-score for tuning

hyperparameters, such as regularization or feature selection thresholds, and DET curves to

select the final operating point for a particular system configuration given an error type

constraint. We can also use DET curves to manually select the best configuration among

multiple systems (e.g. to compare different training data splits or different feature sets).

For region-level scoring, we measure the extent of error regions by employing word

error rate as a secondary metric. We use a modified version of WER computation, with

words belonging to error regions (both in the reference transcript according to the true

labels, and the ASR hypothesis as per the detected error regions) being replaced with a

single ERROR token. We call this modified WER metric WER∗. In general, for a given

utterance, WER > WER∗, since error region words will no longer be considered errors

if the error region is detected correctly. However, for error regions which are either too

large or too small, replacing the reference and hypothesized words with the ERROR token

will maintain the errors, thus allowing us to measure, for instance, the impact of removing

correctly-transcribed words when detected error regions are too large, or not removing

incorrect transcriptions when the error span is too small.

4.2 Initial Experiments

We perform a set of experiments to evaluate the performance of the parser when used for

ASR rescoring and in the multistage system for error detection. We are interested primarily

in the effect of parsing when no adaptation is performed. We also perform a few analysis

experiments to investigate the effectiveness of different hyperparameter and system tuning

strategies.
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4.2.1 Rescoring for In-Vocabulary Error Correction

We first perform experiments to gauge the impact of parsing for ASR rescoring when the

parser is trained solely on out-of-domain data. We compare the best hypothesis predicted

by a parser trained on each of the three treebanks, respectively, against the baseline hy-

pothesis obtained directly from the highest-scoring path in the confusion network without

any rescoring. Results for the BOLT-P2 and BOLT-P3 dev and eval sets, as well as the

NIST Eval set are included in table 4.2. In all cases, we see that the parser hypotheses

yield higher error than the WCN 1-best hypotheses. Among the three treebanks, we see

that the CTS Small treebank outperforms the preprocessed as well as the original-form

Switchboard treebanks, despite its smaller size, though the differences are relatively small

when compared to the performance drop against the baseline 1-best hyps. We do not see

any gains from the preprocessed version of the Switchboard treebank, which is surprising,

since the pre-processing makes the data better matched to ASR output. In fact, we notice

a performance degradation in four of the five test sets.

PPPPPPPPPPPPP
Dataset

Treebank no parsing CTS Small Switchboard

(WCN baseline) no preproc. preproc.

P2-Dev 13.8 15.1 15.6 15.7

P2-Eval 14.6 16.5 17.1 17.3

P3-Dev 12.7 15.0 15.3 15.6

P3-Eval 11.6 14.1 14.5 14.7

NIST Eval 5.8 7.1 7.4 7.3

Table 4.2: WER results for WCN rescoring using the baseline parsers.

4.2.2 OOV Detection

Since the CTS Small treebank outperformed the Switchboard treebanks for rescoring,

we focus on that parser configuration for the OOV and name error detection experiments.

In this section, we present experiments for OOV detection. We discuss tuning strategies in
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experiment 1. Experiment 2 presents results for OOV detection at each stage of the error

processing pipeline. A discussion of tuning for F-score vs. using DET curves is presented

in experiment 3.

Experiment 1: OOV Detection Tuning

The MaxEnt classifiers generate slot-level decisions, with each slot being treated as a sepa-

rate sample; thus, classifier hyperparameter tuning (e.g. to perform feature selection) and

operating point selection is performed at the slot level as well. However, when we report

final scores we have a choice of whether to generate scores independently for each slot, or

whether to use a higher-level metric, such as region-level scoring, where contiguous regions

of the WCN marked as OOV are combined into a single sample and NULL arcs are ignored.

We are interested in the relationship between slot- and region-level scoring; if the two met-

rics perform similarly, we can use the finer-grained samples (i.e. slot-level) for tuning, to

avoid the cost of generating error regions and computing overlap, while reporting results on

the aggregate samples (i.e. region-level), which better match with downstream application

uses, without losing performance from the mismatch in scoring strategies.

We include the results for the first MaxEnt classification stage for OOV detection using

the BOLT-P2 data in table 4.3 (results using the BOLT-P3 data, not included, are similar).

We see that, in all cases, scoring at the region level yields higher precision and recall

than scoring at the slot level. Slot-level recall is significantly lower than region-level recall;

this is primarily due to NULL arc slots near OOVs, which skew the slot-level statistics.

The performance trends show that higher slot-level results correspond to higher region-

level results for precision, recall, as well as F-score. In future experiments, we will report

only region-level F-scores together with WER* results, but continue to tune the MaxEnt

classifiers on slot-level scores.

Experiment 2: OOV Detection, Three-Stage Setup

In the next experiment, we compare the performance for the OOV detection task using the

BOLT-P2 and BOLT-P3 data for training and each of the first MaxEnt stage classifier,
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Fileset Scoring Level Precision Recall F-score

P2-dev
Slot 41.1 54.4 46.8

Region 49.4 72.9 58.9

P2-eval
Slot 45.5 52.2 48.6

Region 57.0 75.0 64.7

NIST Eval
Slot 19.1 50.4 27.7

Region 20.7 59.6 30.7

Table 4.3: Different scoring levels, first MaxEnt stage for OOV detection.

the CTS Small-based parser with OOV rules with default weights, and the second MaxEnt

stage classifier with parser features added for each training configuration, using both the

WER* metric and F-score. We note that we use the same parser for both BOLT-P2 and

BOLT-P3 configurations, since no adaptation is performed; however, the MaxEnt classifiers

(both first and second stages) are trained separately for each dataset, with results on the

shared NIST Eval data reported for each training condition.

Results comparing the different stages are shown in table 4.4. In both training config-

urations, the parser performs worse than the first MaxEnt stage in terms of both WER*

and F-score. The performance degradation is significant, with WER* differences of over

30%, and F-score drops of 7-10 points. However, the parser-derived features yield some

slight improvement over the first MaxEnt stage, though the differences are not very large.

We notice that the eval sets are in fact easier than the corresponding dev sets, for both

BOLT-P2 and BOLT-P3 data. This suggests that test set variation is substantial. We

do observe some overfitting when adding extra features to the MaxEnt classifier, given the

larger improvement between the MaxEnt stages (for example, using the BOLT-P2 training

configuration, F=58.9 to F=62.6 for P2-dev vs. F=64.7 to F=65.7 for P2-eval). Com-

paring the performance on the NIST Eval set when using the BOLT-P2-trained system

vs. the BOLT-P3 version, we notice significant improvement from the larger training set

in BOLT-P3, in both MaxEnt stages, as well as a smaller improvement in the parser stage
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due to the improved initial OOV predictions. Results in table 4.4 will serve as baseline for

parser adaptation experiments for OOV detection in chapter 6.

PPPPPPPPPPPPP
Dataset

Stage first MaxEnt parser second MaxEnt

WER* F-score WER* F-score WER* F-score

P2-Dev 12.8 58.9 14.4 51.4 11.4 62.6

P2-Eval 12.6 64.7 14.6 54.2 12.2 65.7

NIST Eval 6.3 30.7 10.0 22.6 6.3 31.5

P3-Dev 13.4 26.8 19.8 20.5 13.3 30.0

P3-Eval 12.2 33.6 18.2 21.8 12.2 36.0

NIST Eval 5.8 36.2 9.0 24.7 5.7 38.6

Table 4.4: OOV detection, CTS Small treebank with no parsing adaptation, with results
showing the impact of each stage of processing.

To determine the impact of the parse features, we examine the features with the highest

absolute weight in the first and second MaxEnt stages for the BOLT-P2 system. We

find that, for the first stage system, the nnConf feature gets the highest weight, being

correlated with the negative class; this is not surprising, since we expect the confidence

estimation system to produce high confidence for correct words. Other features associated

with the negative class are obtaining high posteriors from the ASR system in neighboring

slots (leftPost and rightPost) and having a high mean arc posterior in the current slot

(mean). On the other hand, features associated with the positive label (i.e. being part of

an OOV region) include the GMM features (rightGMM, leftGMM ) which indicate that the

DNN and GMM ASR systems produced different results, and the sentence position feature

sentPos.

In the second MaxEnt stage, with parse features added, we find that the various baseline

features with high weight in the first stage system also get high weight; however, some of

the parse features are also of relatively strong importance. A number of dependency tu-

ple features associate strongly with the negative class: VBZ S NP NN, NNS NP NN NN,

NN NP NP NN. The local inside score feature gets relatively high weight, though it is not
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among the top 10 features used. Somewhat surprisingly to us, in the parse structure differ-

ence feature POSRelDiff in fact gets the highest weight, being found to associate strongly

with the negative class. For features associated with the positive label (i.e. the current slot

being an OOV), we find that the most informative features are all parse features, primar-

ily tuples containing OOV tags: OOV VP VP OOV, NN NP NN OOV, VB VP NP OOV.

The aggregate parse structure difference feature relOnlyDiff also gets high weight.

Experiment 3: Region-level F-score vs. DET Curves

While using OOV detection F-scores allows us to evaluate different systems in terms of their

performance at a particular operating point, it is also valuable to gauge the performance

of the systems over a range of operating points. Such an evaluation will allow us to better

select a system according to downstream application needs, for example when operating at

a set (required) precision or false alarm rate.

Figure 4.7 shows the performance of the first and second stage MaxEnt systems built

using the BOLT-P2 data, evaluated on the P2-Eval set. We are primarily concerned with

the region of low false alarm rate, 0.05 < FA < 0.25. In this region, we find that the

second MaxEnt stage performs better than the first MaxEnt stage. Performance of the two

stages is tied in regions of very high and very low FA. Performance of the two stages on the

P3-Eval set is similar (curve not included).

We cannot compare performance on the P2-Eval and P3-Eval datasets directly, since

they contain different samples. However, we can compare performance on the shared ex-

ternal evaluation set, NIST Eval. The performance differences for the NIST Eval set

when training using BOLT-P2 and BOLT-P3 data, respectively, are shown in figure 4.8.

In regions of very low false alarm, the P2 system is better, whereas in higher FA regions the

P3 system outperforms. Thus, depending on the needs of the overall system our component

integrates into, we could pick one configuration over the other.
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Figure 4.7: Miss vs. false alarm curve of OOV detection on the P2-Eval set using the first
and second MaxEnt systems.
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Figure 4.8: Miss vs. false alarm curve of OOV detection on the NIST-Eval set using the
second MaxEnt systems built using BOLT-P2 and BOLT-P3 systems.
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4.2.3 Name Error Detection

We repeat the OOV detection experiment 2 for the name error detection task. As in the case

of OOV detection, we use parsers trained on the CTS Small treebank with no adaptation,

using the default weights for NULL and error arc rules. Here we focus on the BOLT-P3

data only, for which we have reliable name error labels.

Results for each of the three stages in the error detection system are shown in table 4.5.

We see that performance for this system is similar to that obtained for the OOV detection

task on the BOLT-P3 datasets, though name error detection absolute F-scores are slightly

higher than those for OOV detection (shown in table 4.4). As with OOV detection, parsing

on its own hurts, with the parser performing significantly worse than the first MaxEnt stage;

however, the second MaxEnt stage, which uses parse features as well, yields significantly

improved results on all three datasets. Results presented in table 4.5 will serve as a baseline

for name error adaptation experiments in chapter 6.

PPPPPPPPPPPPP
Dataset

Stage first MaxEnt parser second MaxEnt

WER* F-score WER* F-score WER* F-score

P3-Dev 12.8 31.8 17.1 16.4 12.5 42.7

P3-Eval 11.7 38.1 14.7 17.4 11.6 43.5

NIST Eval 5.7 36.0 7.8 17.2 5.6 42.2

Table 4.5: Name Error Detection, CTS Small Treebank with no parsing adaptation, with
results showing the impact of each stage of processing.

4.3 Discussion

The initial experiments lead to mixed performance when it comes to the impact of parsing.

We obtain no improvement in rescoring with the parser used as a language model, with WER

degradation of 1-2.5% (absolute) depending on the test set and treebank used. Perhaps

surprisingly, we find that a larger treebank is no guarantee of performance improvements;

in fact, the smaller, mixed source CTS Small treebank outperforms the Switchboard



74

treebank-based parsers in all cases, though often by only a small amount. We hypothesize

that a large factor in this outcome is the domain mismatch, both in terms of lexical use (e.g.

imperfect coverage of the in-domain vocabulary by the available treebanks) and, perhaps

more importantly, in terms of sentence structure (with a significant contributor to the

degradation being the rules for generating WCN NULL arcs). We will investigate this issue

further in the next chapter, when we discuss the proposed domain adaptation strategies for

ASR rescoring.

Parsing fares much better when used in the context of error detection; we obtain consis-

tent improvements from the parser-derived features when they augment a MaxEnt classifier

in the second MaxEnt stage. We find, however, that parsing alone does not help, with the

classification results from the parser stage often being worse than those obtained from the

baseline MaxEnt system. This effect holds for both OOV and name error detection. For

OOV detection in particular, we also find that using the larger, better-matched BOLT-P3

dataset configuration yields better results on the final evaluation set, NIST Eval. This is

consistent with having more training data available in the BOLT-P3 dataset as compared

to the BOLT-P2 dataset.
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Chapter 5

PARSER DOMAIN ADAPTATION FOR ASR ERROR CORRECTION

In chapter 4, we investigated the use of parsing as an ASR rescoring language model

when the parser is trained on mismatched domain data (with respect to the target domain).

This chapter presents two methods for adapting a parser model trained on out-of-domain

data, using in-domain data that we labeled with locations of OOV and name errors but not

with hand-labeled syntactic structure, with the goal of improving ASR rescoring. The first

method employs self-training techniques to automatically generate additional in-domain

training data. The second method augments the standard PCFG model with a log-linear

model. In both cases, the objective is given by an auxiliary task (word error rate improve-

ments over ASR output), rather than optimizing parsing directly; this is a form of weak

task supervision.

The work in this chapter will answer a number of questions regarding the performance

of the domain adaptation methods proposed. Specifically, we would like to know:

• What is the relative impact of the different domain adaptation approaches proposed

for ASR rescoring?

• What is the impact of the amount of in-domain data available?

• How robust are the adaptation algorithms to tuning (in terms of hyperparameters as

well as system configuration choices)?

Section 5.1 includes a short discussion that motivates the domain adaptation approach

in more detail. The self-training algorithm and the associated experiments are presented

in section 5.2. The log-linear adaptation algorithm, and its associated experiments, are

presented in section 5.3. We conclude with a comparison of the two methods and a discussion

of the final results in 5.4.
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5.1 Motivation

A parser trained on out-of-domain data suffers from mismatch both at the lexical level (with

lexical distribution of the target domain being different from the distribution of words in

the treebank data, due to task-related as well as topical differences) and in higher-level

syntactic structures (in which case style also plays a significant role in the type of mismatch

present, in addition to task-related differences, such as information-seeking vs. unstruc-

tured conversation). Even when studying conversational domains, differences in style may

manifest themselves, for example in terms of the rate of disfluencies or the average sentence

length (which correlates with syntactic complexity). Human-human conversations mediated

by a computer, as is the case in the BOLT system, tend to be more carefully planned and

somewhat more formal than direct conversations [131]; in this sense, the language in the

target domain data is more closely aligned to human-computer interactions than to standard

human-human dialogs.

An extra source of differences, in addition to the lexical and sentence structure mismatch

between the source and target domains, is the presence of NULL arcs in the confusion

network structure used as input to the parser. A parser trained on reference or even 1-best

hypothesis output will not learn any rules to handle such arcs. The proposed adaptation

approach therefore must generate a parser capable of better handling NULL arc rules.

5.1.1 Data Analysis

In chapter 3 we showed (in table 3.5) that the WER of the ASR one-best hypothesis is

significantly higher than the WER of the oracle path through the confusion network, with

differences as high as 30% relative for our internal test sets. Thus, selecting a better path

through the confusion network can lead to significant performance gains. In chapter 4 we

showed that parsing does not help improve ASR performance when the parser is trained on

mismatched domain data. Differences between domains include both vocabulary mismatch

(with only 50-70% of the words in the speech training corpora being covered by the out-of-

domain treebanks) and sentence structure differences (in particular, the in-domain data is

much more formal and more careful, with fewer filled pauses or repetitions).
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To address these issues we investigate domain adaptation using two data sources of

different modality. The language model training dataset LMTrain Small was shown (in

table 3.4) to have much better coverage of the vocabulary in the in-domain sets. Thus,

we expect to gain some benefit from using it for adaptation, even though sentences in this

corpus are much longer than those in the in-domain data (on average 18 words vs. 9-11 for

the in-domain speech transcripts); this addresses the topic mismatch between the out-of-

domain treebanks and the in-domain test sets. On the other hand, by using the training

portions of the in-domain speech data, P2-Train or P3-Train, we can target more directly

the style of the conversations in that data, both in terms of formality level and the NULL

arcs in confusion networks.

We saw in table 3.3 that there are few stylistic differences between P2-Train and P3-

Train data. However, the latter corpus has five times more utterances available; it also

has a lower baseline word error rate. Thus, we are interested in using both datasets for

adaptation, to investigate effects of word error rate and training set size on the proposed

adaptation approaches.

5.1.2 Adaptation Objective

Previous parsing adaptation focused on methods which optimized parser performance itself.

In this work, we instead focus on optimizing the performance of the downstream task of

interest. For the rescoring task, we focus on building an adapted parser model which can be

used to yield a better path through confusion network data. We use WER as the objective

function, using the WER of the training set to optimize model parameters and the WER

of the development set to optimize hyperparameters of the training procedure, as required

by each algorithm.

5.2 Parser Self-Training

5.2.1 Algorithm

We present the basic self-training process in algorithm 1. For each sentence in the target

domain, we obtain the 1-best parse tree (i.e. the parse tree over the WCN for that utterance
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Algorithm 1 Parser self-training algorithm
INPUT: Base treebank TB

INPUT: Unlabeled set Sunlabeled

INPUT: Dev set Sdev

OUTPUT: Best adapted parser Mn

Train parser on treebank TB, obtaining model M0

Base score: WER of dev set from initial parse tree

for each iteration i do

for each sentence sj in unlabeled set Sunlabeled do

Parse sj , obtaining parse tree pij with score scij

end for

for each threshold Tik ∈ {0.05, . . . , 0.95} do

Augment treebank TB with Tik% of unlabeled set parse trees pij

with highest scores scij

Retrain parser using augmented treebank, obtaining model Mik

Parse dev set Sdev and score, obtaining new WER score WERik

end for

find best threshold k̂ = argmaxk WERik

current iteration score: WERi = WERik̂

if WERi >= WERi−1 then

stop

end if

Current iteration parser: Mi = Mik̂

end for

Return parser Mn for the last iteration n
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with highest score assigned by the factored parser algorithm), and add it to the treebank if

its inside score is in the top T%. The model is retrained after traversing the entire unlabeled

corpus (i.e. a full iteration). The threshold T for each iteration is tuned over a range of

values using the dev set. The procedure terminates when either no additional trees are

added to the treebank, or the improvement obtained on the held-out set drops below a

pre-set threshold.

A variation on the method allows us to use additional information related to the task

objective to select the best automatically-generated trees to add to the treebank. Since the

1-best parse tree may not correspond to the optimal path through the confusion network, we

instead select the best parse tree (out of the N -best parses produced by the factored parser

algorithm) with the restriction that the path is optimal relative to the reference string. We

call such trees the “oracle” trees, though we do not require that the tree structure itself

be optimal, only the terminals selected as part of the parsing process. Thus, the “oracle”

aspect refers to the optimal performance according to performance on the ASR rescoring

task and relative to the WER metric.

We experiment with another variation on the method, related to whether automatically-

generated trees are preserved across iterations or regenerated at each iteration. In the base

algorithm, we re-label the entire unlabeled set at each iteration. Thus, improvements in the

parser in each iteration may be used to improve the trees used to augment the treebank in the

previous iteration. As an alternative, we consider not regenerating trees which were already

used in a previous iteration, thus gradually reducing the unlabeled set. This approach allows

for faster processing (and potentially faster convergence).

5.2.2 Experiments

We perform a series of experiments to assess the efficacy of the self-training approach. The

main outcome we are interested in is determining whether a self-trained parser, when used

as a rescoring language model, can yield a new hypothesis that has lower error than the

best hypothesis according to the confusion network arc posterior. However, with a number

of algorithm decisions to consider, we also investigate which algorithm configurations yield
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the best results. Also of interest are metrics of practical interest, such as the model size (in

terms of number of rules learned) and thus parsing speed.

We report results separately for BOLT-P2 and BOLT-P3 data, to determine the im-

pact on two datasets obtained from slightly different recognizer and confidence prediction

systems. In each case, we use the development subsets P2-dev and P3-dev to tune hyper-

parameters of the algorithm (specifically, the number of iterations and subset of trees to be

used for retraining at each iteration), and to report results for the different training proce-

dure choices. The evaluation partitions P2-eval and P3-eval are reserved for reporting

the final results.

Experiment 1: Treebank and Unlabeled Set Selection

In the first experiment, we investigate the effect of performing self-training using the in-

domain text corpus LMTrain and the in-domain speech training partitions of BOLT-P2

and BOLT-P3, respectively, using each of the three initial treebank configurations available.

Results for the smaller BOLT-P2 set are presented in table 5.1. We present the WER for

each treebank using only the baseline parser with no self-training as well as with self-training

using just in-domain text data, just in-domain speech data, or both (with the speech data

being added after self-training with text). The baseline WER for the P2-dev set, obtained

from the ASR 1-best path through the WCN, is 13.8. As discussed in section 4.2.1, all three

treebanks yield an unadapted parser which severely underperforms the baseline.

Adding LMTrain data does not result in any improvements over the baseline, and in

fact yields a small performance degradation when added to the CTS Small treebank. In

all cases, the performance degrades as more data is being added, with the best (in this case,

least-bad) results being obtained when only the highest-scoring 5% of the trees are used.

Using just the P2-Train data results in significant improvements over the baseline as

well as the no self-train case. No major differences are observed across the three treebank

choices (the preprocessed version yields a minor 0.1% performance loss relative to the other

two choices). This shows that using the speech data provides consistent advantage over

using the text data from the language modeling training set.
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Using the speech data in addition to text data again leads to consistent improvements

over the no self-train case. Comparing to the speech-adapted parsers alone, we see negligible

decrease in performance in two cases and minor improvement in the third.

Unlabeled CTS Small Switchboard Switchboard

Dataset (no preproc.) (preproc.)

None (no self-train) 15.1 15.6 15.7

LMTrain 15.3 15.6 15.7

P2-Train 13.2 13.2 13.3

Both 13.4 13.3 13.2

Table 5.1: Self-training WER results, P2-dev, compared to a baseline of 13.8% with no
rescoring (best results for each treebank are in bold).

Unlabeled CTS Small Switchboard Switchboard

Dataset (no preproc.) (preproc.)

None (no self-train) 15.0 15.3 15.6

LMTrain 15.2 15.4 15.5

P3-Train 13.8 13.8 13.9

Both 13.8 13.7 13.8

Table 5.2: Self-training WER results, P3-dev, compared to a baseline of 12.7 with no
rescoring (best results for each treebank are in bold).

Results for the equivalent experiment performed on the BOLT-P3 data are presented

in table 5.2 (baseline WER from the ASR 1-best path through the WCN: 12.7). We see

that many of the same conclusions hold here, too. The LMTrain corpus alone does not

improve over the no self-training baseline, whereas using the speech P3-Train corpus does;

the combination never hurts, consistent with the observation that the LMTrain corpus

effectively gets lower weight in the combination, due to the larger size of the speech corpus

P3-Train relative to P2-Train. However, in this configuration self-training no longer
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yields a win over the baseline (no rescoring) case, with the best result from self-training

(WER=13.7) unable to beat the WER of the original ASR 1-best hyps (WER=12.7).

We include two figures indicating the performance of the self-trained parsers at different

iterations of the self-training algorithm and with different amounts of data at each iteration.

Figure 5.1 shows the behavior of the self-training algorithm for the adaptation process

starting with the CTS Small treebank, with adaptation using the P2-Train data. We

see that performance improves after each of the first two iterations; the third and fourth

iterations perform about the same, with the fourth iteration (red line) performing slightly

worse towards the end. We therefore select the 5% case in the third iteration as the best

result, to avoid possible overfitting in the later iteration.

Results for the analogous condition using the LMTrain set are shown in figure 5.2. In

this case, during the first iteration the parser results never improve over the baseline, so

we terminate the algorithm. Results are reported using the best configuration on the single

iteration, which are obtained with the smallest amount of data considered (5%).

Experiment 2: Tree Selection Method

In the second experiment, we explore two distinct tree selection approaches for the speech

data. In the first method, we select the most confident trees over the training set confusion

networks, regardless of whether any given tree produces a correct path through the confusion

network (relative to the reference string for that utterance); only the parser confidence is

taken into account. As an alternate method, we consider only trees which produce the

correct strings. Our hypothesis is that the second method may produce better results by

reducing the number of incorrectly-used rules (in particular of those rules specific to parsing

confusion networks. such as those involving NULL arc productions). This method may also

be slightly faster, with each iteration over the unlabeled data yielding a potentially smaller

addition to the labeled treebank.

Results for the BOLT-P2 data are presented in table 5.3. We present results for the

parser adapted using only the speech corpus using the two methods. Unexpectedly, we

observe a slight (0.1%) performance degradation using the Switchboard treebanks, and
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Figure 5.1: Self-training results at different iterations, CTS Small treebank adapted with
P2-Train data.
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Figure 5.2: Self-training results at different iterations, CTS Small treebank adapted with
the LMTrain data.
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no change using the CTS Small treebank, showing that in fact there is no benefit from

restricting the adaptation to those trees over the optimal paths through confusion networks.

The last two rows in table 5.3 show the number of trees used in the final adaptation round.

We observe that, for the CTS Small data, we are using about the same number of trees

in each configuration. For the two versions of the Switchboard treebank, the best con-

figuration obtained using the oracle string approach uses considerably more trees than the

best configuration obtained using the highest confidence method. This suggests that using

the oracle tree selection approach makes it slightly more difficult to obtain the optimal

adaptation, though the differences are always small.

Tree Selection CTS Small Switchboard Switchboard

(no preproc.) (preproc.)

Highest score 13.2 13.2 13.3

Oracle 13.2 13.3 13.4

# trees selected

Highest score 113 47 47

Oracle 103 427 475

Table 5.3: Self-training tree selection method, P2-dev.

Experiment 3: Relabeling Approach

In the third experiment, we explore two different relabeling strategies, as discussed in section

5.2.1. The default method of relabeling (automatically) each unlabeled sample at each

iteration is compared with the approach of relabeling only utterances which have not already

been selected for inclusion in the treebank. We denote these methods as Full and Least

Confident in the results tables, respectively. In all experiment conditions we use the highest

score selection strategy.

Results for the BOLT-P2 data are presented in table 5.4. We present results for the

parser adapted using only the speech corpus using the two methods. We find that the Full



86

method outperforms the Least Confident method when starting with the Switchboard

treebank, though the differences are small. The Least Confident approach requires one

fewer iteration of self-training to no longer achieve any improvements. Results for the CTS

Small treebank are tied, though again convergence is faster by one self-training iteration

for the Least Confident relabeling approach. Behavior for self-training under the other

training conditions (using the LMTrain for adaptation testing on the BOLT-P2 data, or

using either LMTrain or P3-Train for adaptation testing on the BOLT-P3 data) also

did not result in any performance differences; those results are not included here for brevity.

Relabeling Set CTS Small Switchboard Switchboard

(no preproc.) (preproc.)

Full 13.2 13.2 13.3

Least Confident 13.2 13.4 13.5

Table 5.4: Self-training relabeling set tuning, P2-dev.

Experiment 4: Oracle Experiments

We perform two oracle experiments to further assess the impact of the self-training approach.

In the first experiment, we explore using each dev set, P2-dev and P3-dev, respectively,

as input to the self-training algorithm (replacing the training partitions, P2-train and

P3-train, respectively). This will allow us to eliminate the mismatch due to vocabulary

and syntactic differences between the training and dev partitions. Results are presented in

table 5.5. In all cases, we use the CTS Small treebank as the out-of-domain treebank, and

use the full relabeling method and the highest score tree selection method. We find that,

for BOLT-P2 data, we in fact do not get any gain from using the dev set as self-training

source instead of the (3x larger) training partition. This suggests that much of the benefit

in adaptation is provided by having parse trees over confusion network data, rather than

specific syntactic structures or missing vocabulary entries.

To further analyze the hypothesis that having confusion networks, rather than a closer
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Self-Train Data Source P2-dev P3-dev

Train 13.2 13.7

Dev 13.2 13.6

Table 5.5: Self-training oracle experiment, using dev sets for training.

vocabulary or syntactic match, is the key to adaptation success, we design a second ex-

periment, contrasting the effect of using the speech corpus (which leads to improvements

in performance) and the LMTrain corpus (which does not in most cases). As an addi-

tional, oracle condition, we also use as training the reference transcripts corresponding to

the P2-train and P3-train corpora, using the CTS Small treebank for the BOLT-P2

case, and the Switchboard treebank without preprocessing for the BOLT-P3 case, re-

spectively. Results are shown in table 5.6. In both cases, using speech references instead

of confusion networks leads to significant performance degradation; in the BOLT-P3 case,

we no longer get a win from the adaptation, just as in the case of using only the LMTrain

text data. This shows that in fact a significant factor in the success of the self-training for

this task comes from using the speech data. In particular, we infer that having ASR output

in the form of confusion networks allows us to learn effective weights for rules involved in

the generation of null arcs, while the text data (both LM training and speech reference

transcripts) cannot help in that respect.

Self-Train Data Source P2-dev P3-dev

LMTrain 15.3 15.4

Speech WCNs 13.2 13.8

Speech references 13.8 15.4

Table 5.6: Self-training oracle experiment, using references for adaptation.
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5.3 Log-linear Models

The self-training approach generated an adapted model by adding entire parse trees to the

training data, with a focus on adding the trees which lead to the highest improvement

in word error rate when rescoring the development set. However, this approach does not

allow for targeting of specific rules or sets of rules. To address this issue, we develop a

second approach based on a log-linear framework, specifically targeting adaptation at a

more granular level. As the best results using self-training adaptation all involve the speech

corpora, with the LMTrain data found to provide little benefit, we focus in this approach

on making more effective use of confusion network data, and do not use the LM text at all.

5.3.1 Model Description

We augment the unlexicalized PCFG model portion of the factored parser model discussed

in chapter 4 with a new model component, not present in the factored parser infrastructure.

The new component is a log-linear model learned discriminatively, so that the score of a

constituent parse T of the WCN w given model parameters θc becomes:

fc(T,w, θc) = fPCFG(T,w, θPCFG)fLL(T,w, θLL) (5.1)

=

( ∏
a→b∈T

ρPCFG(a, b, θPCFG)

)
exp(φ(T ) · θLL) (5.2)

where T is a constituent parse tree with terminals forming a path through the WCN w,

fPCFG denotes the inside score of a parse computed by the base PCFG model, fLL denotes

the score obtained from the log-linear model, and model parameters θc = [θPCFG, θLL] consist

of both the PCFG model parameters θPCFG and the log-linear model parameters θLL. Each

rule of the form a→ b is a rule used in the derivation of T , though we make no restrictions

of b being a single constituent or terminal, and we denote by ρPCFG(a, b, θPCFG) the score

for using rule a→ b in the derivation. We use φ to denote log-linear model features.

The log-linear model framework is very flexible, allowing for many different types of

features to be used. In this work, we use rule-level binary features, so that φa→b = 1 for all

rules a→ b used in the derivation, and 0 otherwise. Thus, we obtain:
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fc(T,w, θ) =
∏

a→b∈T

ρPCFG(a, b, θPCFG) exp(θLL(a, b)) (5.3)

Converting to log space, we can rewrite the expression as:

log fc(T,w, θ) =
∑

a→b∈T

(log ρ(a, b, θPCFG) + θLL(a, b)) (5.4)

where θLL(a, b) indicates the weight of the feature corresponding to the grammar rule

a → b in the log-linear model LL. Since the PCFG tree score can be written in the form∏
a→b∈T exp(θPCFG(a, b)), we can rewrite equation 5.4 as

log fc(T,w, θ) =
∑

a→b∈T

(θPCFG(a, b) + θLL(a, b)) (5.5)

so the LL model is learning an additive correction term for the PCFG rules.

In practical terms, the behavior of the LL model as an additive correction over the

PCFG rules means that we can apply the standard CKY algorithm to fill the chart, with

the only difference being in the computation of the score for each rule, using the sum of the

PCFG score and the log-linear rule weight. Rules which do not get any log-linear model

adaptation simply receive a default log θLL(a, b) = 0.

The log-linear model feature weights θLL are computed using an averaged online per-

ceptron learning algorithm [35]. For each utterance, we first parse the reference string, and

increment the weights for all rules used in the parse tree over the reference; then, we parse

the full confusion network, and decrement the weights for all rules used in the best top

parse tree. Thus, rules used (correctly) in both cases retain their original weight; rules used

(correctly) in the reference tree, but not the tree over the confusion network, have their

weight incremented; and rules used (incorrectly) in the tree over the confusion network, but

not in the reference tree, have their weight decremented. We output the model after each

iteration and select the configuration that yields the best result on the held-out development

set. We initialize the feature weights uniformly before the first iteration of the algorithm.

The version of the model with uniform log-linear model weights is used as a second baseline

when comparing the impact of different adaptation approaches.
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5.3.2 Experiments

We perform two sets of experiments aimed at determining the effectiveness of our log-linear

model adaptation approach. As in the self-training case, we investigate the performance

of the log-linear adapted models separately for the BOLT-P2 and BOLT-P3 data, and

evaluate each out-of-domain treebank separately to determine the effect of the initial labeled

tree set. We investigate separately whether adapting the weights of just the NULL arcs is

more effective than adapting the weights for all grammar rules, with the former producing

less adaptation but being less prone to overfitting.

We perform the adaptation procedure for 10 iterations and use the best results on the

P2-dev or P3-dev sets, respectively, to perform comparisons across treebanks and rule set

configurations. We treat the perceptron update weight as a hyperparameter, selected from

among three different values {0.25, 0.5, 1.0}.

Experiment 5: Log-linear Model Adaptation, NULL Arc Rules

We examine the impact of adaptation using a log-linear model when only weights of the

NULL arc rules are being modified. Table 5.7 includes results using the BOLT-P2 dataset.

We see that, for each treebank, the initial model (using the NULL arc rules with default

weights) performs worse than the adapted models with each perceptron weight. However,

no configuration outperforms the baseline (WER=13.8). The CTS Small treebank yields

better results than either version of the Switchboard treebank, both when using the

initial model and after adaptation. The perceptron update weight makes little difference,

with only minor differences observed in a couple of configurations.

Results for the BOLT-P3 dataset are shown in table 5.8. Again, adaptation helps

over the models with default weights, though no log-linear adapted model outperforms the

baseline (WER=13.1). The CTS Small treebank still outperforms the Switchboard

treebank configurations. This time, however, the differences between models obtained with

the various perceptron update weights are larger, in particular for the CTS Small case,

which yields a significantly better-performing model than the Switchboard configurations.

We illustrate the behavior of the log linear-adapted model training procedure by showing



91

iteration count
0 1 2 3 4 5 6 7 8 9 10

W
E

R

14.8

14.9

15

15.1

15.2

15.3

15.4

15.5

LLWeight=1.0
LLWeight=0.5
LLWeight=0.25

Figure 5.3: Log-linear adaptation results at different iterations, CTS Small treebank adapted
with P2-Train data, adaptation of NULL rules only.
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Perceptron Weight CTS Small Switchboard Switchboard

(no preproc.) (preproc.)

n/a (default weight) 15.1 15.6 15.7

1.0 14.9 15.3 15.3

0.5 14.8 15.3 15.3

0.25 14.8 15.3 15.4

Table 5.7: Log-linear adaptation treebank comparison, NULL rules, P2-dev.

Perceptron Weight CTS Small Switchboard Switchboard

(no preproc.) (preproc.)

n/a (default weight) 15.1 15.4 15.7

1.0 15.0 15.4 15.7

0.5 15.0 15.2 15.6

0.25 14.9 15.2 15.4

Table 5.8: Log-linear adaptation treebank comparison, NULL rules, P3-dev.

results for each iteration of the perceptron algorithm. Results for adaptation of the NULL

rules using different perceptron update weights, using the CTS Small treebank and the

P2-Train data for adaptation, are shown in figure 5.3. We see that the algorithm improves

results for each perceptron update weight, with only minor differences in results between

the different weights.

Experiment 6: Log-linear Model Adaptation, All Rules

Next, we repeat the previous experiment, this time with all rules being included in adap-

tation, instead of adapting weights for only NULL arc rules. Results for the BOLT-P2

dataset are shown in table 5.9. The general trends are similar to the case of adapting

only the NULL arc rules shown in table 5.7: the CTS Small treebank models perform

better than Switchboard models, and the differences between models based on different
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thresholds are small; the baseline WER is still lower than any of the adapted models, and

some adaptation generally helps over the default weights. However, the improvement due to

weight adaptation (over the default weights baseline) is lower than when using only NULL

arc rules.

Perceptron Weight CTS Small Switchboard Switchboard

(no preproc.) (preproc.)

n/a (default weight) 15.1 15.6 15.7

1.0 14.6 14.9 14.8

0.5 14.8 15.0 15.0

0.25 14.4 15.1 15.2

Table 5.9: Log-linear adaptation treebank comparison, all rules, P2-dev.

Perceptron Weight CTS Small Switchboard Switchboard

(no preproc.) (preproc.)

n/a (default weight) 15.1 15.4 15.7

1.0 14.4 13.9 13.8

0.5 14.5 14.8 13.0

0.25 14.0 13.5 15.0

Table 5.10: Log-linear adaptation treebank comparison, all rules, P3-dev.

Table 5.10 shows results for the BOLT-P3 dataset. This time, the results are rather

different from the corresponding experiments with just NULL arc rules. The Switch-

board treebanks outperform the CTS Small treebank during adaptation, with one con-

figuration coming closes to matching the WER=12.7 no-rescoring baseline (preprocessed

Switchboard with 0.5 perceptron update weight, with WER=13.0). On the other hand,

the performance seems much more difficult to predict, in particular the perceptron update

weight tuning appearing very sensitive to local optima.

We perform additional analysis of the model yielding the best results on the P3-dev
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data. Table 5.11 shows the WER scores for the P3-dev dataset after each log-linear model

iteration. We observe a significant performance improvement after the first couple of itera-

tions of the perceptron algorithm, with another minor improvement before the performance

levels off. Performing more analysis on the trees produced by each model, we see a signifi-

cant jump in the number of X → XX productions (which are used in the Penn Treebank

[83] to indicate unknown, uncertain, or unbracketable constructions) each time the WER

decreases. The last few iterations use the production in over 90% of the trees. In these

configurations, the XX constituent generates the vast majority of terminals, at the expense

of other POS tags present in the treebank.

Iteration WER # trees with X → XX rules

initial 15.7 1

0 15.2 1

1 15.1 5

2 13.3 215

3-4 13.1 1690

5-9 13.0 1720

Table 5.11: Number of trees using the X → XX rule obtained at each iteration of the log-
linear adaptation using BOLT-P3 data which gives best results on the P3-dev dataset.

5.4 Analysis

5.4.1 Final Results

The tuning process for each adaptation method used the dev partitions in the BOLT-P2

and BOLT-P3 datasets. We evaluate the best systems obtained using self-training and

log-linear model adaptation on the internal eval partitions, P2-eval and P3-eval, as well

as the external NIST Eval set. For BOLT-P2, we obtained significant improvements from

self-training, so we include multiple configurations to assess the possibility of overfitting;

we also include the best configuration from log-linear model adaptation, even though this
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configuration did not yield any gain over the ASR 1-best. For BOLT-P3, we include only

one configuration from self-training, since we did not obtain any improvement over the ASR

1-best; we also include two configurations from log-linear adaptation, to compare the effects

of the degenerate parser model that yielded good results against a configuration which did

not result in gains, but led to a less degenerate model.

Parser Config P2-eval NISTEval

Baseline (WCN hyp) 14.6 5.8

SelfTrain-CTS-Small 14.3 6.2

SelfTrain-Swbd-NoPreproc 14.3 6.1

SelfTrain-Swbd-Preproc 14.2 6.1

LLAdapt-CTS-Small-All 15.8 6.5

Table 5.12: Best adaptation results for P2-eval and NISTEval using the P2-Train data
for adaptation.

Results using the BOLT-P2 data are shown in table 5.12. We see that the three self-

training configurations perform similarly on both the internal (P2-eval) and the external

(NISTEval) sets, with only minor differences for each model. On the other hand the log-

linear adapted model performs significantly worse than either model, consistent with the

performance degradation observed on the P2-dev set.

Results using the BOLT-P3 data are shown in table 5.13. We see that, for the internal

evaluation dataset, neither the self-training configuration nor the log-linear adapted models

improve upon the baseline of using the best confusion network hyps, though the degenerate

log-linear adapted model using adaptation over all the rules comes close to matching the

baseline. On the external evaluation set, that model, and the self-trained model, also come

closest to beating the confusion network baseline, resulting in performance that matches

the BOLT-P2-based adaptation.

We perform a more detailed analysis of the results obtained from the best configurations

using adaptation with each methods, examining not only the final WER scores for each

configuration, but also the rate of insertions, substitutions, and deletions. We select one self-
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Parser Config P3-eval NISTEval

Baseline (WCN hyp) 11.7 5.8

SelfTrain-CTS-Small 12.9 6.0

LLAdapt-CTS-Small-NULL 13.7 7.5

LLAdapt-Swbd-NoPreproc-NULL 14.0 7.9

LLAdapt-Swbd-Preproc-NULL 14.3 7.9

LLAdapt-Swbd-Preproc-All 11.9 6.1

Table 5.13: Best adaptation results for P3-eval and NISTEval, using the P3-Train data
for adaptation.

trained model and one model with log-linear adaptation for each (BOLT-P2 and BOLT-

P3) training condition. For self-training with BOLT-P2 data we select the best model

starting with CTS-Small treebank, SelfTrain-Swbd-Preproc. For log-linear adaptation

we use the CTS-Small configuration with adaptation of all rules, LLAdapt-CTS-Small-

All. For BOLT-P3-based training, we use SelfTrain-CTS-Small for self-training, and

LLAdapt-Swbd-Preproc-All for log-linear adaptation.

Results are summarized in table 5.14. We see that the two self-training configurations

have similar effect on each component of the WER computation; the insertion rate drops,

but at the expense of an increase in the deletion rate, with the substitution rate remaining

relatively unchanged (or occasionally improved). For the log-linear adaptation-based sys-

tems, we see that results are slightly more mixed; with the BOLT-P3-based adaptation,

which gives us results as good as or better than the self-training systems, we notice a wors-

ening of the substitution rate as well as the deletion rate. Comparing performance on the

NIST Eval set under the two different training set conditions, we find that performance of

the two self-training systems is similar, with only minor differences between the insertion,

deletion, and substitution rates across the two configurations. On the other hand, perfor-

mance of the BOLT-P3 log-linear adapted system is better than that of the BOLT-P2

log-linear adapted system, though this improvement comes at the cost of degenerate POS

tags being produced in the vast majority of cases. The differences are primarily manifested
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through a much larger insertion rate in the case of the BOLT-P2 system. We will discuss

the effect this behavior has on further uses of the BOLT-P3-based log-linear adapted parser

model in chapter 6.

5.4.2 Discussion

We find that both adaptation methods improve the ability of the parser to act as a rescoring

language model; when comparing parsers trained on out-of-domain data alone with the

best adapted models, we find that adaptation gives significant gains, on the order of 1-2%

absolute WER. On the other hand, we find that even the best adapted models do not always

improve upon the top recognizer hypothesis, though they always come close. The trade-off

often appears to be caused by a drop in insertion rate at the cost of an increase in deletions.

We obtain better results on the BOLT-P2 internal test sets than on the BOLT-P3 internal

test sets, though the best-performing systems trained using each set yield similar results on

the external NIST Eval test set.

Comparing the two approaches for adaptation, we find that in general self-training is

more consistently likely to improve upon the baseline. In fact, in all but one case, the best

models came from a self-training approach. The single log linear-adapted model which does

produce an improvement comes at the cost of a degenerate model, which is incapable of

generating correct part-of-speech tag output. The self-training models are also much more

robust to hyperparameter tuning, with many different training configurations yielding the

same results. On the other hand, the log-linear adaptation seems much more sensitive to the

parameters—most parameter configurations do not yield improvements, and those which do

generate unstable models.

A somewhat surprising result is that in fact the choice of treebank, too, has little effect

on the ultimate performance of the self-training models. Conventional wisdom suggests

that larger treebanks are better, even when the data is mismatched; we find otherwise, and

thus prefer smaller treebanks, which lead to much faster models. Furthermore, the minor

treebank preprocessing performed to reduce the mismatch between reference and automatic

transcripts seems to have little effect on the eventual results, though the best result using
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log-linear adaptation does make use of the preprocessed treebank. Of far more importance,

we find, is the use of even a small amount of in-domain ASR output data, even if such data

does not contain any hand-generated parses.
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Chapter 6

PARSER DOMAIN ADAPTATION FOR ASR ERROR DETECTION

In chapter 5, we explored more effective usage of parsing in rescoring the output of

a speech recognition system, developing two adaptation frameworks (one based on self-

training, the other on log-linear model adaptation). Here we reuse the infrastructure built

in that chapter, repurposing it for the goal of correctly identifying regions of errors in the

ASR transcripts. While the methods are general and can be applied to different kinds

of ASR errors, we focus in particular on two types: out-of-vocabulary (OOV) errors and

misrecognized names (whether in-vocabulary or OOV). We also explore briefly some changes

required to better apply the algorithms to the specific task of interest, instead of reusing

the infrastructure completely out-of-the-box.

The main questions we answer in this chapter are:

• How much does error-aware parser adaptation help improve the performance of the

parser and the impact of parser-derived features when used in error detection?

• What is the impact on error detection of initializing parser adaptation with parser

models adapted for rescoring?

• What is the impact of domain adaptation under different training dataset conditions?

• What are the advantages of combining adaptation methods, if any?

In chapter 5 we introduced two domain adaptation methods, self-training and log-linear

adaptation, and applied them to the ASR rescoring task. For error detection, intuitively, it

seems that log-linear model adaptation may be better suited than self-training, because it

is possible to focus on adapting only the grammar rules involved in generating error regions.

Therefore, we explore log-linear model adaptation first, in section 6.1.



101

Next, in section 6.2, we discuss modifications to the self-training algorithm when applied

to error detection. We present two sets of experiments, for self-training alone as well as for

self-training following log-linear adaptation, thus showing the effect of combining the two

adaptation methods.

We summarize the findings in section 6.3, discussing results obtained with each adap-

tation method separately as well as in combination, and assessing the performance of the

different methods under different training dataset scenarios. We also address some practical

issues here, including the model sizes obtained from each adaptation method.

6.1 Log-Linear Model Adaptation

In this section, we discuss the log-linear model adaptation method as applied to error

detection. The model and adaptation algorithm are substantially similar to the version

used for parser-based rescoring, described in section 5.3. Here, we first discuss specific

differences as they pertain to applying the algorithm for error region detection instead of

rescoring. Next, we present a series of experiments to assess the impact of the log-linear

adaptation approach.

6.1.1 System Implementation Decisions

We review system implementation decisions related to three aspects of the log-linear adap-

tation algorithm: the objective optimized during the adaptation procedure, the initial con-

ditions, and a proposed modification to the grammar specifically aimed at improving name

error detection.

Objective

With rescoring, using word error rate as an objective was natural, allowing us to upweight

rules contributing to correct derivations, and downweight rules which do not. Such a strat-

egy is also useful when the model is updated with a goal of improving error detection.

However, for error detection we use the modified word error rate metric, WER*, which

captures correctly-detected error regions as well as mistakes due to detected error regions
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which are too large or too small.

Note that we draw a distinction between the objective used in the update rule and the

model evaluation. While we use WER* as an update rule metric, for model evaluation we

continue to use both WER* and the error detection F-score. By taking into account all

mistakes made by the parser in the path which was selected through the confusion network,

not just those in an error region, we have the ability to reweight other rules that may affect

the correct parsing around error regions.

Initial Model

When applying log-linear adaptation to rescoring, we started from an initial model trained

on only the out-of-domain treebank data. For error detection, we adapt starting with a

no-error model augmented with error rules with default weights. Thus, we have a choice

of which non-error model to use as a starting point: the initial treebank-only model, or a

model that has already been adapted for rescoring. Intuitively, it seems that starting with a

better rescoring model will help improve error detection. Though the tasks are different, the

WER* objective used in error detection is similar to the WER objective used in adaptation

for rescoring. Starting with a better rescoring model will likely make fewer mistakes in

non-error regions, thus allowing the adaptation to focus on learning weights for only the

rules of interest.

Task-Dependent Grammar Modifications

The error rules added to the treebank-learned grammar, as described in section 4.1.2, allow

for modeling a broad range of error types, with error regions that can be generated by any

grammar constituent. In practice, however, domain knowledge about a particular error type

can help guide the adaptation process.

We employ one instance of human knowledge injection for the name error detection task.

A correct name will almost certainly be a noun (NN/NNS/NNP/NNPS); however, a name

error region may spread beyond the name itself if the name error corrupted a neighboring

word. In such a case, the error region should take the syntactic category of the smallest
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constituent containing the error. With names, such an error region would most likely be

a noun phrase (NP), adjectival phrase (AdjP), or adverbial phrase (AdvP). We therefore

consider a variation on the log-linear parser adaptation process for name error detection,

where the weight of an error rule will be updated only if it is generated by a syntactic

category listed above.

6.1.2 Experiments

We perform a series of experiments to assess the effectiveness of the log-linear model adap-

tation approach when aimed at error detection, rather than error correction as we did in

section 5.3.2. We are interested in both OOV detection and name error detection, with

OOV detection assessed on BOLT-P2 and BOLT-P3 data, allowing us to study the effect

of the methods under different training conditions. We assess name error detection only

for the BOLT-P3 data. As in section 5.3.2, we evaluate adaptation strategies of different

subsets of parser rules. For name error detection, we also experiment with whether to utilize

the full set of error rules or just those targeted at generation of names.

The baseline for all error detection tasks is the output of the first stage MaxEnt classifier

with confusion network structural and lexical features, as described in section 4.1.1. Each

parser model is used for error detection both directly, using the parser as an error detector,

and indirectly, using the second MaxEnt stage classifier with features derived from parse

output. As in chapter 4, we consider the question of whether the parser is best used directly

or to extract features for the second MaxEnt stage. As a second set of baselines, for each

adaptation experiment we also use the results from the parser and second MaxEnt stage

without any rescoring adaptation.

We introduce four sets of experiments, which are summarized briefly below.

• Experiment 1 explores the problem of log-linear adaptation tuning. Two objectives are

used: WER* and F-score, with the discussion focusing on the trade-offs in optimizing

each. Results are presented for only one system configuration, though they generalize

over many different system design choices.
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• Experiment 2 presents results for both OOV and name error detection using log-linear

adaptation starting with the baseline parser models introduced in chapter 4.

• Experiment 3 discusses a set of initial results using log-linear adaptation starting with

different rescoring models. One rescoring model is selected for each training dataset

condition, to use in future experiments.

• Experiment 4 presents an in-depth analysis of log-linear adaptation starting from the

models selected in the third experiment.

We conclude this section with a discussion of the findings.

Experiment 1: Log-Linear Adaptation Tuning and Model Selection

Each parser configuration yields four scores: the parser stage WER* and F-score, and the

corresponding second MaxEnt stage WER* and F-score. Therefore, when we discuss the

“best” system configuration, the question arises of how to select the best system configu-

ration when different metrics yield different performance comparisons. To investigate this

issue, we perform an experiment using one model adaptation approach, and present results

for each iteration of the perceptron training, for both the parser stage and the corresponding

second MaxEnt stage. We present results for one typical configuration of log-linear adapta-

tion for OOV detection using adaptation of error rules (corresponding to the “Error Only,

1.0” line in table 6.1 in a later experiment); many other configurations yield similar results.

WER* results for both the parser stage and the second MaxEnt stage are included in

figure 6.1. We see that the behavior of the WER* metric is very stable for the parser

stage, the metric varying only slightly at iteration 6. On the other hand, for the second

MaxEnt stage the behavior is less stable, with the minimum being attained at a few different

iterations. None of the best second stage MaxEnt configurations match the best parser stage

configuration, but the difference between the best parser stage configuration and the rest

of the scores are negligible.

F-score results for both the parser stage and the second MaxEnt stage are shown in

figure 6.2. The parser stage results are again stable, though the best configurations are
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Figure 6.1: Sample tuning of log-linear adaptation for OOV detection, P2-dev WER*
scores for the parser and second MaxEnt stages.
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Figure 6.2: Sample tuning of log-linear adaptation for OOV detection, P2-dev F-scores for
the parser and second MaxEnt stages.
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attained at iteration 3 and 1, earlier than the single best WER* score for that stage. The

second MaxEnt stage results are less stable, just as in the WER* case; the highest score

is obtained in iteration 1, which is one of the best, but not the absolute highest, F-score

result for the parser stage. The best parser stage result corresponds to a high, but again

not maximal, second MaxEnt stage result.

Examining the two plots together gives us some insight into how to tune the adapta-

tion process. First, we see that for either metric, choosing the best system according to

the second MaxEnt stage yields a parser that is pretty good; on the other hand, choosing

according to parser stage performance may yield a not-very-good second MaxEnt stage.

We will continue to report results based on tuning either stage, to highlight differences in

performance between the two stages as they occur. Second, comparing results obtained

when tuning for either metric, we see that the relative error difference over different iter-

ations is lower when measuring WER* (about 8%) vs. measuring F-score (about 10-13%).

Furthermore, choosing the iteration number based on F-score yields a WER* score that is

close to optimal, more so than the reverse. This observation holds for both the parser stage

and the 2nd MaxEnt stage. Thus, we will use the F-score results for tuning, but continue

to report both WER* and F-score for system evaluation.

In all future experiments, we refer to results obtained from tuning on the dev set parser

stage F-scores as “best parser”, and obtained from tuning on the dev set second MaxEnt

stage F-scores as “best 2nd MaxEnt”. We will compare these against results from the

first MaxEnt stage (the “Baseline MaxEnt”) and parser and second MaxEnt stages without

parser adaptation (“No-Adapt Parser”), all from chapter 4. Tuning results will also indicate

which iteration of the log-linear adaptation procedure yields the best results for each stage,

allowing comparisons of consistency of results across stages throughout the experiments.

Experiment 2: Log-linear Adaptation Starting with No-Rescoring Parser

The next set of experiments illustrates the impact of log-linear adaptation for error de-

tection, starting with the baseline CTS Small parser model without any adaptation for

rescoring (henceforth referred to as the “no-rescoring” parser model). We investigate three
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data-task pairs independently:

• BOLT-P2, OOV detection,

• BOLT-P3, OOV detection, and

• BOLT-P3, name error detection.

For each dataset-task pair, we examine the performance of the parser and second MaxEnt

stage when using different perceptron update weights in the log-linear model adaptation

procedure, and when adapting different subsets of the parser rules. For each dataset, we

present the tuning of different hyperparameters of the system on the respective dev sets.

Final results are presented on the internal and external eval sets. For OOV detection only,

we present results using both the BOLT-P2 and the BOLT-P3 datasets, side by side,

comparing the effect of different training dataset conditions separately on the internal eval

sets P2-eval and P3-eval, as well as on the shared NIST-Eval external testset. We

will reuse this same experiment structure in Experiment 4, where we discuss log-linear

adaptation starting with a rescoring parser instead.

Experiment 2a: OOV detection

We discuss OOV experiments first. We present two sets of results, for experiments using

the BOLT-P2 dataset and BOLT-P3 dataset for training, respectively.

Results for OOV detection using the BOLT-P2 data are shown in table 6.1. With both

adaptation using only error rules, and adaptation using error and NULL arc rules, we get

fairly similar results. The adapted parsers improve upon the no-adaptation baselines, with

fairly consistent results across the three log-linear adaptation weight choices. Unsurprisingly,

the smaller the adaptation weight, the more iterations it takes to achieve the optimal result.

Performance for the corresponding second MaxEnt stage classifiers also consistently improve

over the second MaxEnt stage in conjunction with the baseline parser without adaptation,

though the improvement tends to be higher when only error rules are adapted.
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Rule Set Perceptron Best Parser Best MaxEnt

Update Weight WER* F-score Iter. # WER* F-score Iter. #

Baseline MaxEnt n/a n/a n/a n/a 12.8 58.9 n/a

No-Adapt Parser n/a 14.4 51.4 n/a 11.4 62.6 n/a

Error Only

1.0 13.3 57.9 3 10.9 67.9 1

0.5 13.2 57.8 8 10.6 70.1 8

0.25 13.3 57.5 9 10.8 68.4 7

Error & NULL

1.0 13.1 57.7 4 11.2 67.4 3

0.5 13.3 57.0 6 11.1 67.4 1

0.25 13.2 56.6 9 11.4 64.8 1

All

1.0 13.1 47.4 2 12.2 61.3 10

0.5 13.4 40.4 10 11.9 62.9 10

0.25 13.0 57.8 1 12.3 63.3 1

Table 6.1: Log-Linear Adaptation for OOV detection starting from the no-rescoring parser,
P2-dev (best results in bold),

Rule Set Perceptron Best Parser Best MaxEnt

Update Weight WER* F-score Iter. # WER* F-score Iter. #

Baseline MaxEnt n/a n/a n/a n/a 13.4 26.8 n/a

No-Adapt Parser n/a 19.8 20.5 n/a 13.3 30.0 n/a

Error Only

1.0 18.1 25.4 4 12.7 38.0 5

0.5 18.0 25.5 9 12.7 37.3 10

0.25 18.1 25.1 10 13.7 33.7 4

Error & NULL

1.0 17.5 27.6 3 12.7 38.0 4

0.5 17.2 27.6 8 12.8 37.2 7

0.25 17.5 27.5 10 12.8 40.0 8

All

1.0 12.8 3.4 1 13.3 28.7 8

0.5 15.5 28.5 1 13.3 31.1 1

0.25 15.8 28.7 1 13.8 33.2 1

Table 6.2: Log-Linear Adaptation for OOV detection starting from the No-rescoring parser,
P3-dev (best results in bold).
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Results when all rules are included in adaptation are significantly different from the

other two configurations. We see that in this case, the perceptron update weight has a

much bigger impact on the results. Best results are obtained with the smallest update

weight; in this case, the parser performance is similar to configurations when smaller sets

of rules are used in adaptation, whereas the second MaxEnt stage performs worse than

the other two rule adaptation configurations. In both cases, the higher perceptron update

weight results are significantly worse, no longer outperforming the no-adaptation baseline.

For the best configuration (using update weight = 0.25), the best result is obtained after

only one round of training, with subsequent results getting progressively worse.

Results for OOV detection using the BOLT-P3 data are shown in table 6.2. As in

the analogous case using the BOLT-P2 data, we notice a few trends across all three rule

adaptation strategies. We find that the higher perceptron update weights tend to give the

best results after fewer iterations, though in general the best performance using each set of

rules in adaptation is pretty consistent, obtaining significant gains over the no-adaptation

parser baseline. The parser alone either does not outperform the first stage MaxEnt baseline

(as seen in the adaptation using error rules only) or only barely outperforms it (for error

and NULL arc rules adaptation). The second MaxEnt stage systems perform better than

all the baseline configurations, with or without parsing, though we get slightly better results

(in terms of F-score) when using the error + NULL arc rule adaptation strategy.

When we perform adaptation using all rules, compared to adaptation using one of the two

filtered sets of rules, the best results are obtained after fewer iterations, with performance

declining as the model is adapted further. Overall, parser-only results are no worse from

adaptation using fewer rules, though the second MaxEnt stage classifiers perform slightly

worse in this configuration.

Table 6.3 summarizes the results using both the BOLT-P2 and the BOLT-P3 datasets

for OOV detection, presenting results for the two internal eval sets, P2-eval and P3-

eval, respectively, for each training condition, as well as for NIST Eval for both training

conditions. We see that parser adaptation leads to improvement over the baselines using

all configurations in the parser stage; in the second MaxEnt stage, we obtain improvements

using the BOLT-P2 data, but results using the BOLT-P3 data are more mixed.
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Dataset
Adaptation P2-eval P3-eval NIST Eval

Configuration Parser MaxEnt Parser MaxEnt Parser MaxEnt

P2

Baseline MaxEnt n/a 64.7 - - n/a 30.7

No-Adapt Parser 54.2 65.7 - - 22.6 31.5

Best Parser 59.1 71.9 - - 25.6 33.9

Best MaxEnt 58.3 70.2 - - 26.1 35.2

P3

Baseline MaxEnt - - n/a 33.6 n/a 36.2

No-Adapt Parser - - 21.8 36.0 24.7 38.0

Best Parser - - 30.0 33.8 41.6 41.1

Best MaxEnt - - 28.5 35.5 31.8 28.6

Table 6.3: Log-Linear Adaptation for OOV detection starting from the no-rescoring parser:
eval sets, F-score only (best results in bold).

Comparing results across stages, we see that, in general, the second MaxEnt stage out-

performs the parser; the exception is in the BOLT-P3 training case using the NIST Eval

testset, where results are mixed, with one configuration showing tied results between the

two stages, and the other showing minor degradation in performance.

In terms of whether to select the best system based on performance in the parser stage

vs. the second MaxEnt stage, results are also inconclusive; with the BOLT-P2 data, we

observe more degradation in performance when comparing the internal and external test

sets when we select based on parser stage; when training using BOLT-P3 data the results

are reversed, in that we obtain a win from selecting based on the parser stage, whereas we

do not in the best system selected using second MaxEnt stage results.

No single approach consistently works best in all cases; however, adaptation almost

always yields some improvement over the no-adaptation cases. The best MaxEnt-based

system using BOLT-P2 data outperforms all the BOLT-P2 baselines. The only configu-

ration that outperforms the baseline for NIST Eval set using BOLT-P3 data for training

does not improve performance on the P3-eval internal set, but other configurations yield

improvements on P3-eval as well.
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Experiment 2b: Name Error Detection

Next, we discuss experiments related to the name error detection task. We present a set

of experiments based on the baseline (no adaptation) CTS Small-trained no-error parser

first. In addition to the three rule adaptation configurations used for OOV detection (error

rules only, error + NULL rules, and all rules), we add a fourth configuration, using the

reduced set of error rules most likely (based on human judgment) to generate name errors

as described in section 6.1.1.

Rule Set Perceptron Best Parser Best MaxEnt

Update Weight WER* F-score Iter. # WER* F-score Iter. #

Baseline MaxEnt n/a n/a n/a n/a 12.8 31.8 n/a

No-Adapt Parser n/a 17.1 16.4 n/a 12.5 42.7 n/a

Error Only

1.0 14.5 26.1 10 12.5 44.3 10

0.5 14.5 26.0 10 12.5 41.0 10

0.25 14.6 25.7 4 12.5 40.0 2

Error & NULL

1.0 14.4 27.0 2 12.5 42.6 3

0.5 14.4 27.3 6 12.5 41.7 10

0.25 14.4 26.2 3 12.5 42.2 6

All

1.0 14.7 25.2 1 12.6 35.3 1

0.5 14.7 24.1 2 12.5 43.4 1

0.25 13.7 32.0 4 12.4 48.8 5

1.0 13.3 34.7 10 12.5 44.9 6

Name Error 0.5 13.5 34.2 3 12.5 44.5 3

& NULL 0.25 13.5 31.4 6 12.5 41.5 1

Table 6.4: Log-Linear Adaptation for name error detection starting from the no-rescoring
parser, P3-dev.

Results for all adaptation conditions are presented in table 6.4. Using just error rules,

the parser stage results show consistent (and large) improvement over the no-adaptation
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baseline parser, though no configuration outperforms the MaxEnt baselines. Unlike in OOV

detection, here we find that even the second MaxEnt stage classifiers, after adaptation,

rarely outperform the second MaxEnt stage built on top of the parser with no-adaptation,

with only one configuration yielding a better result. The same observations apply to the

adaptation using NULL arc rules in addition to error rules; using that configuration, no

system beats the no-adaptation second MaxEnt stage.

We obtain better results when adapting all parser rules. As before, the best results are

obtained using the smallest perceptron update weight. This configuration in fact outper-

forms the baseline (i.e. without parsing adaptation) second MaxEnt stage classifier, both in

its parser stage and the subsequent second MaxEnt stage. Results using the hand-filtered

set of error rules include the configuration which yields the best parser stage-only results,

both in terms of WER* and F-score. While results using the second MaxEnt stage do not

outperform the best configurations obtained with adaption for all the rules, we find that,

in general, performance is more consistent over the range of perceptron update weights.

Dataset
Adaptation P3-eval NIST Eval

Configuration Parser MaxEnt Parser MaxEnt

P3

Baseline MaxEnt n/a 38.1 n/a 36.0

No-Adapt Parser 17.4 43.5 17.2 42.2

Best Parser 37.6 45.4 36.8 43.6

Best MaxEnt 37.8 51.8 41.7 46.2

Table 6.5: Log-Linear Adaptation for name error detection starting from the no-rescoring
parser, eval sets, F-score only.

Results comparing the two best adapted systems selected based on tuning over the

parser and second MaxEnt stages are shown in table 6.5. We compare these against the

first MaxEnt stage, as well as the parser stage and second MaxEnt stage where the parser

is trained on only the out-of-domain treebank. In this case, we find significant gain from

adaptation when comparing the parser stages alone, with F-scores that more than double in

most cases. When comparing to the baseline first MaxEnt stage, all the parser stages from
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the parser-adapted configurations perform better. We also obtain improvements from the

MaxEnt stage in each parser adaptation condition. Comparing against the baseline second

MaxEnt stage, we obtain wins with each adaptation condition, though the improvements

are sometimes small; the best system is the one selected using the second MaxEnt stage

results for tuning, which yields the best results in both parser and MaxEnt stage on both

P3-Eval and NIST Eval data.

Experiment 3: Selection of Best Rescoring Models

In chapter 5, we performed model adaptation for ASR rescoring using both self-training and

log-linear adaptation. Any of the rescoring models can be used as a starting point for the

adaptation process targeting error detection. However, it is not necessarily the case that the

best rescoring model may lead to the best error detection model. To investigate this issue

before performing a full suite of adaptation experiments for error detection, we perform

an initial experiment using log-linear adaptation for OOV detection, starting from the top

rescoring models obtained using self-training and log-linear adaptation for each training

dataset condition, as discussed in chapter 5 and shown in table 5.14. For BOLT-P2 data,

we use:

• self-training: SelfTrain-Swbd-Preproc, the self-trained model starting from the

preprocessed Switchboard treebank with adaptation using both the LMTrain cor-

pus and the P2-Train corpus;

• log-linear adaptation: LLAdapt-CTS-Small-All, the log-linear adapted model us-

ing the CTS Small treebank with adaptation for all rules in the grammar.

For BOLT-P3 data, we use:

• self-training: SelfTrain-CTS-Small, the self-trained model using the CTS Small

treebank with adaptation using both the LMTrain corpus and the P3-Train corpus;

• log-linear adaptation: LLAdapt-Swbd-Preproc-All, the log-linear adapted model

using the preprocessed version of the Switchboard treebank with adaptation for all
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rules in the grammar.

In all four cases we use adaptation using the error and NULL arc rules with a perceptron

update weight of 1.0. Results for these four configurations are shown in table 6.6, with the

baseline no-adaptation parser configurations from table 4.4 added for reference.

Dataset Rescoring Best Parser Best MaxEnt

Adaptation WER* F-score WER* F-score

BOLT-P2

No-Adapt Parser 14.4 51.4 11.4 62.6

self-training 11.6 69.3 11.4 66.7

log-linear adaptation 13.3 55.6 11.8 65.4

BOLT-P3

No-Adapt Parser 19.8 20.5 13.3 30.0

self-training 14.1 36.3 12.8 35.2

log-linear adaptation 12.8 0.0 13.1 29.3

Table 6.6: Comparison of rescoring models used to initialize log-linear adaptation for the
OOV detection task, P2-dev and P3-dev.

For the BOLT-P2 dataset, we find that starting with the best self-training rescoring

model yields much better results than starting with the best log-linear adaptation rescoring

model at the parser stage, when measuring both F-score and WER*. For MaxEnt, the

differences are smaller, though the best self-training model still outperforms the best log-

linear model. Both adaptation cases outperform the no-adaptation baseline.

For the BOLT-P3 dataset, we find that starting with the best self-training rescoring

model yields better results than starting from the best log-linear adaptation rescoring model,

even though in the rescoring task we obtained better results from the log-linear adaptation

approach. We note that the log-linear adapted model suffers from degenerate performance.

In particular, the extremely skewed distribution of pre-terminal rules, with most words being

assigned the POS tag XX as discussed in section 5.3.2, leads to the model not generating any

OOV regions (thus the OOV region detection F-score being 0); additionally, the MaxEnt

classifier trained using parse features also suffers from performance degradation, relative
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to the system trained starting with the best self-training-based rescoring model as well as

compared to the no-adaptation baseline.

In all subsequent experiments with log-linear adaptation for error detection, we use

the two best self-training models obtained for rescoring, SelfTrain-Swbd-Preproc for

BOLT-P2 and SelfTrain-CTS-Small for BOLT-P3, respectively. We refer to these two

configurations as the “best rescoring” models during subsequent experiments.

Experiment 4: Log-linear Adaptation Starting with Best Rescoring Parser

Using the best rescoring parsers obtained in experiment 3 as starting point, we now perform

a set of experiments to determine the full impact of the log-linear adaptation procedure. The

experiment structure is essentially the same as that used in experiment 2, though starting

from the best rescoring parser instead of the no-rescoring CTS Small parser.

Experiment 4a: OOV detection

As in the no-rescoring case, we include two sets of results for OOV detection, using the

BOLT-P2 data and BOLT-P3 data for adaptation and MaxEnt stage training, respectively.

Results using the BOLT-P2 data are shown in table 6.7. Using only error rules, we see

that we obtain a small, but consistent, gain from most configurations, with the parser stage

improving both over the baseline parser stage (in all configurations) and the baseline second

MaxEnt stage (in one configuration). The best adapted second MaxEnt stage configuration

slightly outperforms the best parser-only configuration, though the results are close.

We observe similar behavior when adapting both NULL arc rules and error rules. This

time, the best parser stage result actually outperforms all the second MaxEnt stage con-

figurations, though the performance of the second MaxEnt stage configurations is more

consistent across the range of perceptron update weights than the results from the parser

stage alone.

When all rules are included in the log-linear adaptation, we find that the parser stage

results are slightly more consistent across the range of perceptron update weights, though

the second MaxEnt stage results are overall generally better.
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Rule Set Perceptron Best Parser Best MaxEnt

Update Weight WER* F-score Iter. # WER* F-score Iter. #

Baseline MaxEnt n/a n/a n/a n/a 12.8 58.9 n/a

No-Adapt Parser n/a 12.9 59.6 n/a 11.3 67.4 n/a

Error Only

1.0 11.8 66.4 5 10.9 67.4 0

0.5 12.0 62.9 7 11.2 65.9 2

0.25 12.4 60.9 1 11.8 65.5 1

Error & NULL

1.0 11.6 69.3 8 11.4 66.7 8

0.5 12.2 63.3 1 11.7 66.2 5

0.25 12.0 64.2 8 11.3 66.2 5

All

1.0 11.7 66.9 1 11.4 67.2 3

0.5 12.0 64.2 1 11.9 63.1 1

0.25 12.0 65.6 4 11.7 67.2 5

Table 6.7: Log-linear adaptation for OOV detection starting from the best rescoring parser,
P2-dev (best results bold).

Rule Set Perceptron Best Parser Best MaxEnt

Update Weight WER* F-score Iter. # WER* F-score Iter. #

Baseline MaxEnt n/a n/a n/a n/a 13.4 26.8 n/a

No-Adapt Parser n/a 15.0 24.9 n/a 13.4 31.0 n/a

Error Only

1.0 14.4 36.9 2 13.3 36.2 4

0.5 14.1 36.1 3 12.8 37.1 1

0.25 14.0 36.0 1 13.3 38.8 7

Error & NULL

1.0 14.1 36.3 1 12.8 35.2 1

0.5 13.9 37.2 1 12.8 35.4 1

0.25 13.9 34.4 3 12.8 37.0 5

All

1.0 14.3 32.7 1 12.7 36.0 1

0.5 14.2 36.9 1 12.8 37.2 2

0.25 14.0 36.0 6 12.7 38.0 3

Table 6.8: Log-linear adaptation for OOV Detection starting from the best rescoring parser,
P3-dev (best results bold).
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Among the configurations using all rules for adaptation, we find that best results are

obtained with the highest perceptron update weight (1.0). When all rules are used in

adaptation, the best configurations are obtained after only a few iterations, after which

point performance begins to degrade; this is consistent with the observations presented in

experiment 2. Also consistent is the observation that in this case, the smallest perceptron

update does require more iterations to obtain the best result. Best results are obtained

when both error rules and NULL arc rules are adapted.

Results using the BOLT-P3 data are shown in table 6.8. We note that, compared to

starting from the baseline model with no rescoring-oriented adaptation, we already obtain

a significant win (from F=20.5 to F=24.9) in the parser stage, with a smaller win (from

F=30.0 to F=31.0) in the second MaxEnt stage, as seen comparing to results in table 6.2.

Using only error rules in adaptation, we find that both the parser stages and the subse-

quent second MaxEnt stages improve upon all baseline results across the range of perceptron

update weights tests, though the best parser stage result is from the highest update weight,

whereas the best second MaxEnt stage result is from the lowest perceptron update weight.

We also note that the best parser stage results are obtained after a small number of itera-

tions, whereas the MaxEnt stages require more tuning, and thus are more likely to overfit.

When using both error rules and NULL arc rules, we find that all configurations improve

over the baselines. However, F-score results are on average lower than when using only

error rule adaptation, even though the WER* results are slightly better with this rule

configuration. In this configuration, most of the best configurations are obtained after only

one iteration of the perceptron algorithm, for both parser and second MaxEnt stages.

With adaptation using all rules, again, all configurations beat the baselines, though not

significantly in some of the parser stages, and only the lowest perceptron update weight

case benefits from more than a couple of rounds of perceptron training.

Table 6.9 summarizes the results using both the BOLT-P2 and the BOLT-P3 datasets

for OOV detection, presenting results for the two internal eval sets, P2-eval and P3-

eval, respectively, for each training condition, as well as for NIST Eval for both training

conditions. Parser adaptation once again helps; we improve upon the parser stage baselines

in both training conditions, with particularly large gains in the BOLT-P3 case. For the



119

Dataset
Adaptation P2-eval P3-eval NIST Eval

Configuration Parser MaxEnt Parser MaxEnt Parser MaxEnt

P2

Baseline MaxEnt n/a 64.7 - - n/a 30.7

No-adapt Parser 54.2 65.7 - - 22.6 31.5

Best Parser 70.8 66.2 - - 40.0 31.6

Best MaxEnt 69.6 70.6 - - 40.0 44.6

P3

Baseline MaxEnt - - n/a 33.6 n/a 36.2

No-Adapt Parser - - 21.8 36.0 24.7 38.0

Best Parser - - 41.9 38.7 40.6 35.5

Best MaxEnt - - 40.8 39.2 38.2 37.8

Table 6.9: Log-linear adaptation for OOV detection starting from the best rescoring parser:
eval sets, F-score.

second MaxEnt stage performance, we see that we obtain smaller gains (or, in the BOLT-

P3 training condition, no gains). Performance on the NIST Eval set using the second

MaxEnt stage is harder to improve using the BOLT-P3 training condition, as in the case

of adaptation starting with the no-rescoring models.

Comparing across stages, we find that in three out of the four adaptation cases, we

actually obtain better results from the parsing stage than the corresponding second MaxEnt

stage. The exception is the BOLT-P2 system selected based on the best second MaxEnt

stage in the dev set, which in fact gives us the best performance on the NIST Eval stage.

However, in general, we find that we obtain more reliable results from the parser stage; all

four adaptation systems’ parser stages improve upon all the baseline second MaxEnt stages,

using both training conditions and on all three test sets, as appropriate. Thus, to select a

system, we would pick either of the training conditions, and use only the parser stage to

provide the final OOV error region decisions.
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Experiment 4b: Name Error Detection

Next, we present results for name error detection with adaptation starting from the best

BOLT-P3 rescoring model. As in the previous name error experiment, we add an extra

configuration, using the hand-selected set of error rules described in section 6.1.1 as well as

the standard three sets from previous experiments as targets of the log-linear adaptation.

Rule Set Perceptron Best Parser Best MaxEnt

Update Weight WER* F-score Iter. # WER* F-score Iter. #

Baseline MaxEnt n/a n/a n/a n/a 12.8 31.8 n/a

No-Adapt Parser n/a 17.1 16.4 n/a 12.5 42.7 n/a

Error Only

1.0 12.7 38.8 9 12.5 42.5 3

0.5 12.7 37.2 8 12.6 43.1 10

0.25 12.8 34.2 10 12.6 43.6 10

Error & NULL

1.0 12.7 38.2 5 12.5 40.8 5

0.5 12.7 38.4 9 12.5 39.2 9

0.25 12.8 32.6 9 12.6 36.9 3

All

1.0 13.0 29.5 1 12.5 40.9 3

0.5 13.1 31.6 10 12.5 41.1 9

0.25 13.2 31.7 8 12.5 42.5 5

1.0 12.6 33.5 6 12.6 39.4 9

Name Error 0.5 12.7 31.6 8 12.5 38.8 5

& NULL 0.25 12.7 29.5 4 12.6 36.4 5

Table 6.10: Log-linear adaptation for name error detection starting from the best rescoring
parser, P3-dev (best results bold).

Results for all adaptation conditions are shown in table 6.10. Comparing results using

only error rules and error + NULL arc rules with the corresponding baseline parser results

from table 6.4, we see that the parser stage results when starting from the adapted parser

outperform the results when starting with a parser with no adaptation. The improvement
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is particularly significant in terms of F-score, though we also see improvement of up to 2

WER* points between comparable configurations.

The performance improvements are more limited when adapting all the rules or only

the hand-selected name error rules. For adaptation using all rules, the parser stage still

gives an improvement in most configurations, primarily in terms of WER*, but results in

the second MaxEnt stage are lower in the systems starting from an adapted parser. For

the hand-selected name error rules, neither the parser nor the MaxEnt stage give wins in

terms of F-score, though we still get a small win in terms of WER* from starting with the

adapted parser, when comparing equivalent configurations.

Dataset
Adaptation P3-eval NIST Eval

Configuration Parser MaxEnt Parser MaxEnt

P3

Baseline MaxEnt n/a 38.1 n/a 36.0

No-Adapt Parser 17.4 43.5 17.2 42.2

Best Parser 43.2 44.8 37.4 38.1

Best MaxEnt 38.6 42.5 33.8 39.6

Table 6.11: Log-linear adaptation for name error detection starting from the best rescoring
parser, Eval sets, F-score only.

Evaluation of name error experiments starting from the best rescoring parser is per-

formed using the P3-Eval and NIST Eval sets, as shown in table 6.11. As before, we

compare the best systems according to the parser stage and second MaxEnt stage results,

respectively, with the first MaxEnt stage, as well as the parser and second MaxEnt stages

where the parser is trained on only the supervised out-of-domain treebank.

In this case, we find significant gain from adaptation when comparing the parser stages

alone, with F-scores that more than double in most cases. When comparing to the baseline

first MaxEnt stage, all the parser stages from the parser-adapted configurations perform

better. Looking at just the parser adaptation cases, we see that in all cases the parser stage

does not perform as well as the second MaxEnt stage, though the differences are sometimes

small. Comparing to the baseline second MaxEnt stage, we obtain only a small gain on
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the P3-Eval set, and no gain on NIST Eval, though the performance degradation in the

latter case is also small.

6.1.3 Experiment Summary

We conclude this section with a discussion of the overall findings. We have investigated

using log-linear adaptation of the parser models to perform error detection for two kinds of

errors, OOVs and name errors, and found that in all cases some log-linear adaptation gives

a significant boost. For OOV detection, we further find that using the parser stage alone

tends to yield more consistent performance across the internal and external evaluation sets

than using the subsequent second MaxEnt stage; for name errors, while the parser boosts

performance significantly as a result of adaptation, the best results are obtained when

incorporating parser features into the second MaxEnt stage classifier. Results from the

name error task are also different from those in OOV detection in another way; this is the

only case where starting from a parser model adapted for rescoring using self-training did

not help, even when the parser log-linear adaptation was constrained to a hand-selected set

of rules.

The shared NIST Eval test set allows us to compare the effects of log-linear adaptation

with different amounts of data for the same task. We find, somewhat surprisingly, that

more data does not in fact result in better performance on the shared NIST Eval set. If

anything, the results are slightly worse. Both the BOLT-P2 and the BOLT-P3 sets have an

artificially-increased rate of errors; however, where in BOLT-P2 there are more OOVs, in

BOLT-P3 the increased error count is due to names held out from the recognizer vocabulary

at an artificially high rate. We speculate that, even though the errors in BOLT-P3 are in

some sense more “natural”, the artificially high rate of OOVs in BOLT-P2 tends to help

the parser learn the behavior of OOVs more effectively. This may be a useful observation

for designing training sets for related tasks in this or other low-resource domains.

Finally, a note on selecting hyperparameters and other system building decisions. We

find that, in general, the best systems trained on BOLT-P2 data benefit from a higher

perceptron update weight, and fewer rules used in adaptation. On the other hand, with
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the BOLT-P3 data, the opposite is often the case. We speculate that the denser error rate

(in particular the rate of OOVs) in BOLT-P2 has to do with this phenomenon, too; in

this configuration, we start with a pretty good parser and adapt it further to only the rules

directly involved the phenomena of interest. On the other hand, the no-error parsers adapted

for rescoring using BOLT-P3 data do not perform as well, and thus more adaptation is

needed to improve results on the error detection tasks. This leads to adapting a larger set

of rules; hence, a smaller update weight is needed to avoid missing optimal configurations

during the adaptation process.

6.2 Self-Training

As with log-linear adaptation, the setup for parser self-training applied to error detection is

very similar to the approach used for rescoring. We detail specific differences from the setup

used in self-training for rescoring below. The changes include using different objectives for

adaptation, as well as different strategies for selecting trees for addition to the treebank.

We also discuss differences from the log-linear adaptation approach as necessary.

6.2.1 Approach

Objective

The objective used in parser adaptation for rescoring was WER, both when adaptation

was performed using self-training and with the log-linear model adaptation approach. For

adaptation targeting error detection tasks, the objective used in parameter updates during

the log-linear adaptation training is the modified word error rate, WER*; however, both

WER* and F-score are used in evaluating the models, with an experiment performed to

compare the effectiveness of each approach. With self-training, the objective is not used

during parameter estimation, only in evaluating models on an unseen dataset, and selecting

the best model to be used during the next training iteration. We therefore experiment with

both WER* and F-score as adaptation objectives.
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Initial Model

Just as with log-linear adaptation, we have a choice of whether to start from the baseline

model or the best model trained for rescoring. In either case, the weights of error rules

are initialized to their default, hardcoded values. However, for each condition (no rescoring

or best-rescoring), we can alternatively use the best model obtained through log-linear

adaptation as a starting point, thus starting from a better initialization point for the set of

error rule weights. In the latter case, not only the weights of the error rules may be different

from the no log-linear adaptation condition, but also various other rules could be given an

adaptation weight, too, depending on which adaptation strategy was used. Experiments

with self-training starting from both the no-error model with default error rules weights

added, and starting from the error model adapted using log-linear model adaptation, will

be presented.

Tree Selection Method

In chapter 5 we experimented with two selection methods for rescoring, allowing adaptation

using either the highest-scoring tree for each sentence, or only those trees with minimal

possible error selected from the n-best trees produced by the parser for rescoring; we deemed

the latter set the “oracle” trees.

For error detection tasks the highest-scoring tree selection method is also used. As an

alternative, instead of using the oracle trees, we experiment with a different tree selection

method, using only the highest-scoring 1-best trees which contain error regions, to steer the

adaptation towards adding more trees that will affect the error rule statistics. We refer to

this method as using the “error” trees.

6.2.2 Experiments

We perform a series of experiments to assess the effectiveness of the self-training approach

for error detection. As with log-linear model adaptation, we examine the effects of self-

training separately for both OOV and name error detection, with OOV detection assessed

using both the BOLT-P2 and the BOLT-P3 data. This allows the study of the adaptation



125

strategy under different training conditions.

In the experiments using log-linear adaptation, we found mixed results when performing

adaptation for error detection starting with the best rescoring parser vs. starting with the

no-rescoring parser. We will therefore try both configurations as a starting point for self-

training, too. Additionally, we experiment with two options, starting either from a parser

without any log-linear adaptation (thus, the error rules have default weights), or from the

best parser after log-linear adaptation for error detection. As configuration choices we

consider whether to relabel all trees or just the ones not selected in the previous iteration,

and whether to restrict the adaptation to using only trees containing error regions.

We introduce three sets of experiments, which are summarized briefly below.

• Experiment 1 discusses the issue of self-training tuning in more detail. As with log-

linear adaptation, two objectives are used: WER* and F-score. We experiment with

different adaptation strategies for one task (OOV detection using the BOLT-P2 data),

though results generalize over the other tasks and datasets.

• Experiment 2 discusses results for both OOV and name error detection using self-

training starting with the models not adapted for rescoring (i.e. no-rescoring mod-

els).

• Experiment 3 discusses results for both OOV and name error detection using self-

training starting with the best models adapted for rescoring (i.e. best rescoring

models).

We conclude this section with a discussion of the findings.

Experiment 1: Tuning on WER* vs. F-score

We first perform an experiment to address the question of whether to tune the parser

adaptation procedure using WER* or F-score, in both cases using the parser stage results

to select the best configuration. We use as an experimental condition the OOV detection
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target and BOLT-P2 data, starting from the best rescoring parser model with no log-

linear model adaptation for OOV detection. Results are presented in table 6.12. Here we

report the best parser-stage result for each system configuration (“best parser”) and the

corresponding second MaxEnt stage result (“corresp. MaxEnt”). We find that, as with log-

linear adaptation in the parsing stage, WER* is very stable, with most system configurations

yielding very similar results. This behavior also holds for the second MaxEnt stage, though

with more variation in the scores. The F-score results are also stable in the parser stage;

many of the best parser configurations according to F-score yield the best F-score results

in the second MaxEnt stage as well. Thus, we will continue to perform model selection

according to F-score results, but report both metrics for the evaluation sets. If multiple

system configurations yield the best parser stage F-score results on P2-Dev, we will select

the system with the best performance in the MaxEnt stage as a tie-breaker.

Settings Best Parser Corresp. MaxEnt

Tuning Criterion Trees Relabeling WER* F-score WER* F-score

Uniform Weight Baseline 12.8 60.3 11.0 65.2

WER* all full 12.6 64.6 11.4 64.2

F-score all full 12.7 64.9 10.9 68.1

WER* all partial 12.7 64.9 10.9 68.1

F-score all partial 12.7 64.9 10.9 68.1

WER* error full 12.6 64.9 11.2 65.7

F-score error full 12.6 64.9 11.2 65.7

WER* error partial 12.7 64.2 11.8 66.4

F-score error partial 12.7 64.4 11.0 67.4

Table 6.12: Self-training for OOV detection: comparing different tuning strategies, evalu-
ated on the P2-dev dataset.

We investigate the issue of tuning the self-training algorithm using either F-score or

the WER* metric further. We present results for a single self-train configuration—using

the BOLT-P2 data for OOV detection, selecting only trees containing OOV arcs, and
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relabeling the entire P2-Train set at each iteration. We tune two parameters, the number

of iterations and the percentage of data being used for adaptation in each iteration, the

latter selected in 5% increments over the range (5%–95%).

Results for the WER* metric are shown in figure 6.3. We see that, in general, we obtain

better results in the second iteration than the first or third iterations. We also obtain better

results with less data being added. A similar observation is made about results using the

F-score metric, shown in figure 6.4, with best results here, too, being obtained in the second

iteration. Comparing results between the two metrics, we find that both metrics select the

same best systems for each iteration, with the best model being the one obtained in the

second iteration, using 30% of the data. This supports the decision to select the best system

according to F-score, but report WER* as well to indicate the effect of the system on error

region extent detection.

Experiment 2: Self-Training Starting with the No-Rescoring Parser

In this experiment, we discuss self-training results starting with the no-error model that has

not been adapted for rescoring, using two configurations: the configuration using baseline

error rule weights (in experiment 2a), and the configuration using the best log-linear adapted

model (in experiment 2b), for each respective error detection task and training dataset. In

each case, results for both OOV detection and name error detection are presented.

Experiment 2a: Starting from the no-rescoring model with uniform error weights

First, we discuss experiments which use as starting point for self-training the no-error model

with no adaptation for rescoring or error detection, using the default error rule weights.

Results for the OOV detection task are shown in tables 6.13 (using the BOLT-P2 dataset

for training) and 6.14 (using the BOLT-P3 dataset for training). In each case, self-training

adaptation improves upon the baseline parser with uniform weights. More improvement is

obtained in the parser stage for each configuration, with improvements of over 10% absolute

F-score for both P2-dev and P3-dev. On the other hand, the improvement in the second

MaxEnt stage is smaller; for P2-dev we still obtain improvements of up to 5% absolute F-
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Figure 6.3: Self-training tuning results for the OOV detection task on P2-dev, WER*
results for different iterations and different amounts of data used at each iteration.
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Figure 6.4: Self-training tuning results for the OOV detection task on P2-dev, F-score
results for different iterations and different amounts of data used at each iteration.
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Configurations Best Parser Corresp. MaxEnt

Trees Relabeling WER* F-score WER* F-score

Uniform Weight Baseline 14.4 51.4 11.4 62.6

all full 13.2 62.9 11.1 67.6

all partial 13.2 62.9 11.1 67.6

error full 12.7 64.1 11.1 66.2

error partial 12.7 64.1 11.1 66.2

Table 6.13: Self-training for OOV detection: no-rescoring model uniform weight initializa-
tion, P2-dev.

Configurations Best Parser Corresp. MaxEnt

Trees Relabeling WER* F-score WER* F-score

Uniform Weight Baseline 19.8 20.5 13.3 30.0

all full 16.7 31.3 13.3 31.5

all partial 16.7 31.3 13.3 31.5

error full 17.3 29.0 13.2 31.2

error partial 17.3 29.0 13.2 31.2

Table 6.14: Self-training for OOV detection: no-rescoring model with uniform weight ini-
tialization, P3-dev.
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score, whereas for P3-dev the benefit from self-training is more minor, of only about 1.5%

F-score. In both cases, no additional benefit is obtained from relabeling the entire dataset

vs. only the data not already selected, with the self-training procedure yielding best results

in the first iteration. For BOLT-P3, the best configuration is obtained using only the error

trees; for BOLT-P2 the behavior is mixed, with error trees giving the best configuration in

the parser stage but all trees giving better second MaxEnt stage results.

Configurations Best Parser Corresp. MaxEnt

Trees Relabeling WER* F-score WER* F-score

Uniform Weight Baseline 17.1 16.4 12.5 42.7

all full 14.2 24.1 12.6 38.3

all partial 14.2 24.1 12.6 38.3

error full 14.3 25.2 12.4 45.3

error partial 14.3 25.2 12.4 45.3

Table 6.15: Self-training for name error detection: no-rescoring model with uniform weight
initialization, P3-dev.

Results for name error detection are shown in table 6.15. Again, significant benefit

is obtained in the parser stage using both WER* and F-score metrics, in particular with

F-score improvements of almost 9% absolute. This improvement is obtained using only

the error trees, again with no difference between relabeling strategies, due to the best

performance being obtained in the first iteration. This approach also gives a (more modest)

improvement in the second MaxEnt stage in terms of F-score, with performance essentially

tied when measuring WER*.

Experiment 2b: Starting from the no-rescoring model with best log-linear adaptation for

error weights

Next, we examine the performance of self-training when starting with the no-error model

adapted for error detection using the best log-linear adaptation configuration for each task.
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Configurations Best Parser Corresp. MaxEnt

Trees Relabeling WER* F-score WER* F-score

Uniform Weight Baseline 12.9 59.6 11.3 67.4

all full 12.5 63.8 11.5 65.3

all partial 12.5 63.8 11.5 65.3

error full 12.5 64.8 11.2 64.8

error partial 12.5 64.8 11.2 64.8

Table 6.16: Self-training for OOV detection: no-rescoring model with error rule weights
initialized using log-linear adaptation, P2-dev.

Configurations Best Parser Corresp. MaxEnt

Trees Relabeling WER* F-score WER* F-score

Uniform Weight Baseline 15.0 25.9 13.4 31.0

all full 16.3 29.2 13.6 30.9

all partial 16.3 29.2 13.6 30.9

error full 16.6 28.6 13.4 31.3

error partial 16.6 28.6 13.4 31.3

Table 6.17: Self-training for OOV detection: no-rescoring model with error rule weights
initialized using log-linear adaptation, P3-dev.
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Results for OOV detection are presented in tables 6.16 (for the configuration using the

BOLT-P2 dataset) and 6.17 (for the configuration using the BOLT-P3 dataset). In both

cases, self-training provides a slight benefit in the parser stage, in terms of F-score (with im-

provements of 3-4% absolute). In terms of WER*, self-training gives a small win for BOLT-

P2 training, but no win for BOLT-P3 training. Performance of the second MaxEnt stage

is also mixed. For the BOLT-P2 case, there is a slight degradation of performance using all

self-training configurations, while performance using WER* is at best tied. For BOLT-P3,

only a slight improvement in terms of F-score is obtained, with WER* performance again

tied. In all cases, no benefit is obtained from the different relabeling strategies, with the

best configurations all reached in the first self-training iteration; performance between the

different tree selection strategies is mixed, though the differences are never large.

Configurations Best Parser Corresp. MaxEnt

Trees Relabeling WER* F-score WER* F-score

Uniform Weight Baseline 17.1 16.4 12.5 42.7

all full 14.5 25.7 12.6 37.9

all partial 14.5 25.7 12.6 37.9

error full 15.0 22.7 12.6 36.3

error partial 15.0 22.7 12.6 36.3

Table 6.18: Self-training for name error detection: no-rescoring model with error rule weights
initialized using log-linear adaptation, P3-dev.

Results for name error detection are presented in table 6.18. As in the case of OOV

detection, self-training yields significant improvement in the parser stage, with the best

performance obtained using all trees as candidates for addition to the treebank. However,

this improvement in the parser stage does not translate into an improvement in the second

MaxEnt stage; on the contrary, performance degradation is observed in the second MaxEnt

stage when measuring F-score, with WER* performance tied to the baseline. In all cases,

the best performance is obtained in the first self-training iteration of each training condition,

so changing the relabeling strategy does not provide any additional benefit.
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Experiment 3: Self-Training Starting with Best Rescoring Parser

In the next experiment, we perform self-training starting with the best rescoring parser and

either default weights for error rules (in experiment 3a) or the log-linear adapted models

(in experiment 3b). We examine results for OOV detection as well as name error detection.

Experiment 3a: Starting from the best rescoring model with uniform error weights

For OOV detection we examine results using both the BOLT-P2 and the BOLT-P3

datasets. Results using the BOLT-P2 data are shown in table 6.19. We find that the

parser stage results across all the configurations are very close. For the second MaxEnt

stage, using all the trees at each iteration tends to yield a slight performance drop vs. rela-

beling only the low-confidence trees, though the differences are small. We also notice that,

in general, using all the trees (regardless of whether or not they contain error regions) gives

better results than using just trees with error regions, though again the results are close.

The best configurations outperform the baseline no-adaptation parser by 3-4 F-score points

in both parser stage and second MaxEnt stage.

Table 6.20 summarizes results for self-training adaptation using the BOLT-P3 dataset

starting from the baseline parser model. We see that all configurations improve upon

the baseline in the parser stage, both in terms of WER* and F-score, with only minor

differences between the configurations; slightly better results are obtained when all the

trees are considered for adaptation, rather than just those containing error regions. In both

cases only one iteration of self-training suffices to reach the best results. Examining the

second MaxEnt stage results, we see more variation, though all configurations tie or slightly

outperform the baseline; here, we obtain best results from using just trees containing error

regions, with slightly higher F-score results when relabeling only unused utterances.

Examining results cross-dataset, we see that the improvements in the parser stage are

higher in the BOLT-P3 dataset case than when using BOLT-P2 data, though the baseline

is much lower. The best absolute improvement in the second MaxEnt stage is similar in

each case, though different configurations yield best results in each dataset (using all the

trees with either full or partial relabeling for BOLT-P2, and using only the error trees with
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Configurations Best Parser Corresp. MaxEnt

Trees Relabeling WER* F-score WER* F-score

Uniform Weight Baseline 12.8 60.3 11.0 65.2

all full 12.7 64.9 10.9 68.1

all partial 12.7 64.9 10.9 68.1

error full 12.6 64.9 11.2 65.7

error partial 12.7 64.4 11.0 67.4

Table 6.19: Self-training for OOV detection: best rescoring model with uniform weight
initialization, P2-dev.

Configurations Best Parser Corresp. MaxEnt

Trees Relabeling WER* F-score WER* F-score

Uniform Weight Baseline 19.8 20.5 13.3 30.0

all full 16.2 31.9 13.4 29.9

all partial 16.2 31.9 13.4 29.9

error full 16.4 31.6 13.3 31.7

error partial 16.4 31.7 13.4 32.2

Table 6.20: Self-training for OOV detection: best rescoring model with uniform weight
initialization, P3-dev.
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partial relabeling for BOLT-P3).

Configurations Best Parser Corresp. MaxEnt

Trees Relabeling WER* F-score WER* F-score

Uniform Weight Baseline 17.1 16.0 12.5 42.7

all full 14.0 27.1 12.5 38.5

all partial 13.8 26.9 12.6 38.0

error full 13.7 26.2 12.5 41.1

error partial 13.7 26.2 12.5 41.1

Table 6.21: Self-training for name error detection: best rescoring model with uniform weight
initialization, P3-dev.

Results for name error detection starting from the baseline parser model are shown in

table 6.21. As before, we compare the baseline system (with the parser used in rescoring

adaptation) with four systems, obtained from self-training adaptation with all trees or only

trees containing error regions, and full relabeling or partial, respectively. We find that all

configurations improve over the baseline parser performance in the parsing stage, with only

slight differences between the various configurations. In the second MaxEnt stages, we find

that the error tree-only configurations outperform the configurations using all the trees as

candidates, though no configuration performs better than the baseline.

Experiment 3b: starting from the best rescoring model with best log-linear adaptation for

error detection

Results for self-training for OOV detection when the baseline parser is the best log-linear

adapted parser model and using the BOLT-P2 data are shown in table 6.22. As before,

we compare the baseline parser-based results against a variety of self-training approaches.

All systems achieved their best performance within a single self-training iteration, thus the

relabeling strategy did not affect results. Only minor differences were obtained from the

choice of using only trees with errors vs. all trees. In no case do we outperform the baseline
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Configurations Best Parser Corresp. MaxEnt

Trees Relabeling WER* F-score WER* F-score

Best LL Adapted Baseline 11.6 69.3 11.4 66.7

all full 12.0 67.5 10.7 66.7

all partial 12.0 67.5 10.7 66.7

error full 12.0 67.3 11.0 66.9

error partial 12.0 67.3 11.0 66.9

Table 6.22: Self-Training for OOV detection: best rescoring model with error rule weights
initialized using log-linear adaptation, P2-dev.

Configurations Best Parser Corresp. MaxEnt

Trees Relabeling WER* F-score WER* F-score

Best LL Adapted Baseline 14.2 36.9 12.8 36.9

all full 16.0 31.8 12.8 37.2

all partial 16.0 31.8 12.8 37.2

error full 15.9 32.9 13.1 32.8

error partial 15.9 32.9 13.1 32.8

Table 6.23: Self-training for OOV detection: best rescoring model with error rule weights
initialized using log-linear adaptation, P3-dev.
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parser, though the self-training systems match or very slightly improve upon the second

MaxEnt stage baseline.

Results for the equivalent condition using the BOLT-P3 data are shown in table 6.23.

We present two sets of results, using all trees or only trees with errors; both configura-

tions required only one iteration to attain their maximum performance, thus the relabeling

strategy did not impact performance in either configuration. No self-training configuration

outperforms the baseline parser stage; on the other hand, in their respective second MaxEnt

stages, one of the two configurations (using all the high-scoring trees) leads to minor F-score

improvements, with no degradation in terms of the WER* metric.

Looking at performance across training dataset configurations, we obtain no improve-

ment in the parser stages of either condition, and only minor improvements in the MaxEnt

stages. The F-score improvements are similar, though the BOLT-P2 condition does yield

WER* improvements, indicating that the extent of the error regions detected was improved.

This improvement is not observed in the BOLT-P3 condition.

Configurations Best Parser Corresp. MaxEnt

Trees Relabeling WER* F-score WER* F-score

Best LL Adapted Baseline 12.7 38.8 12.5 42.5

all full 13.2 29.8 12.6 37.5

all partial 13.2 29.8 12.6 37.5

error full 13.4 31.9 12.4 41.5

error partial 13.4 31.9 12.4 41.5

Table 6.24: Self-training for name error detection: best rescoring model with error rule
weights initialized using log-linear adaptation, P3-dev.

Results for self-training for name error detection starting with the best log linear-adapted

parser model are presented in table 6.24. In all configurations, performance of the parser

stage is significantly degraded vs. the model trained using log-linear adaptation, so the adap-

tation stops after only one iteration. There are no differences between relabeling strategies.

In the second MaxEnt stage, the self-trained configuration using only high-scoring error



139

trees is essentially tied, with minor performance degradation when comparing F-scores, but

a very slight improvement in terms of the WER* metric.

6.3 Analysis

6.3.1 Final Results

We performed the tuning of the various adaptation methods using the dev partitions of the

BOLT-P2 and BOLT-P3 datasets, P2-dev and P3-dev, respectively. We perform a final

assessment of the different methods on the internal P2-eval and P3-eval sets, as well as

the external NIST Eval set, for each of the tasks. For each error detection task-dataset

pair, we compare the effect of adapting the error parser starting from two distinct no-error

parser configurations:

• no resc-adapt: a no-error parser trained on only out-of-domain treebank;

• resc.-ST: a parser trained on out-of-domain treebank, with self-training applied for

rescoring (as done in chapter 5);

In both cases, the error parser is obtained by adding error rules to the no-error parser, with

error rule weights set to default values as described in section 4.1.2.

For each no-error parser configuration as described above, we examine the performance

using four different configurations for adaptation of the error parser only, as follows:

• no <Err>-adapt: no adaptation of the error model is performed, so all error rules

have default weights;

• <Err>-LL: the error model is adapted using log-linear adaptation, using the corre-

sponding no <Err>-adapt model as the starting point;

• <Err>-ST: the error model is adapted using self-training, using the corresponding

no <Err>-adapt model as the starting point;

• <Err>-LL + <Err>-ST: the error model is adapted using self-training, using the

corresponding<Err>-LL model as the starting point.
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The adaptation configurations correspond to the best configurations obtained from tuning

on the respective development sets in previous sections. In all cases, “<Err>” refers to the

task of interest, i.e. either OOV (for OOV detection) or NErr (for name error detection).

The final results for OOV detection using the BOLT-P2 dataset are shown in table 6.25.

In general, parser adaptation helps, regardless of which no-error model is used as a starting

point, in terms of both WER* and F-score. The improvements are larger in the parser stage,

with consistent gains of 5-10% absolute in terms of F-score over the no-adaptation scenarios;

in the second MaxEnt stages, improvements from adaptation are smaller, though consistent

under most adaptation scenarios. We also find that the best parser stage performance comes

close to matching the best second MaxEnt stage performance.

Comparing different configurations, we find that self-training tends to produce more

consistent improvements across the two test sets, though we do not obtain a consistent

win from starting self-training with a model already adapted using log-linear adaptation

vs. the model without adaptation for OOV detection. Starting from the no-error model

adapted for rescoring generally yields some improvement over models starting from a no-

error model without adaptation for rescoring, consistent with the improvements obtained

from adaptation for the rescoring task, as shown in chapter 5.

Similar behavior is observed for OOV detection using the BOLT-P3 dataset. Results

for this configuration are shown in table 6.26. Adaptation consistently helps both stages,

with F-score improvements of 8-10% absolute in both datasets for the parser stage, and

3-5% in the second MaxEnt stage. Performance measuring WER* is more mixed, though

generally the best adaptation configuration leads to a slight improvement. Comparing the

performance across stages, again, the best parser stage results are close, though never quite

outperform, the best MaxEnt stage results, particularly in terms of F-score.

Comparing behavior of different adaptation approaches, self-training is competitive with

log-linear adaptation, primarily in the second MaxEnt stage, with results more consistent

across the two different datasets. This result holds true for configurations starting from

either no-error model. In this case, performance between configurations using the two

starting point no-error models is evenly matched, consistent with the observation that we

did not obtain an improvement from adaptation of the no-error model for rescoring.
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A few trends hold across the two training set (BOLT-P2 and BOLT-P3) configurations:

adaptation helps; self-training gives more consistent behavior than log-linear adaptation;

the parser stage results are competitive with the second MaxEnt stage results. The main

differences between training configurations are in terms of the effect of the adaptation for

rescoring, which helps in the BOLT-P2 case but not for BOLT-P3, with the effect carrying

over to OOV detection as well. Comparing the best results from each configuration on the

shared NIST Eval set, the BOLT-P3 training configuration gives a slight win, with F-

score results consistently higher than in analogous configurations using BOLT-P2 training,

in both stages.

Results for name error detection using the BOLT-P3 data are shown in table 6.27. Some

of the trends observed with OOV detection also hold in name error detection: all adaptation

methods targeting the name error task directly help in the parser stage in terms of F-score,

and they almost always yield a small gain in terms of WER*. Adaptation generally yields

a win in the second MaxEnt stage, too, though this time performance of the self-training

configurations is not always competitive with the log-linear adaptation. Since at least

in some cases the best log-linear adaptation results are obtained using adaptation of the

reduced set of rules hand-picked to target name errors, we hypothesize that these results

show log-linear adaptation can outperform self-training when the adaptation can be focused

on specific rules.

For OOV detection using the BOLT-P3 data, the choice of initial no-error model did

not have a significant impact in the best results for OOV detection, despite not obtaining

a win from adaptation using rescoring (as shown in chapter 5). For name errors, the effect

of the lack of improvement in the rescoring task appears to be stronger, with name error-

targeted adaptation results starting from the no-error model without adaptation almost

always outperforming the name error adaptation results starting from the error model with

adaptation in the second MaxEnt stage. For both OOV and name error detection, adding

the second MaxEnt stage provides some benefit, though the benefit is larger in the name

error detection task, perhaps because syntactic features are not sufficient to capture long-

distance lexical context. The issue of capturing lexical context that is useful for name error

detection is addressed in chapter 7.



144

P
3
-E

v
a
l

N
IS

T
E
v
a
l

R
escoring

N
am

e
E

rror
B

est
P

arser
B

est
M

axE
nt

B
est

P
arser

B
est

M
axE

nt

A
daptation

A
daptation

W
E

R
*

F
-score

W
E

R
*

F
-score

W
E

R
*

F
-score

W
E

R
*

F
-score

first
M

axE
nt

Stage
n/a

n/a
11.7

38.1
n/a

n/a
5.7

36.0

none

none
14.7

17.4
11.6

43.5
7.8

17.2
5.6

42.2

N
E

rr-L
L

12.5
37.8

11.5
51.8

5.7
41.7

5.6
46.2

N
E

rr-ST
13.1

24.9
11.5

50.5
6.1

27.7
5.6

40.9

N
E

rr-L
L

+
N

E
rr-ST

13.3
26.9

11.6
47.2

6.1
31.2

5.6
41.4

resc.-ST

none
12.5

21.3
11.6

48.3
6.0

24.9
5.6

38.7

N
E

rr-L
L

11.6
43.2

11.5
44.8

5.6
37.4

5.6
38.1

N
E

rr-ST
13.0

25.2
11.6

46.2
6.0

32.1
5.6

41.7

N
E

rr-L
L

+
N

E
rr-ST

12.6
29.0

11.5
45.7

5.9
32.4

5.6
40.0

T
able

6.27:
N

am
e

error
detection

results
using

the
best

system
s,

B
O

L
T

-P
3.



145

6.3.2 Effect of Parse Features

Section 4.2.2 presented a discussion of features used in the first MaxEnt stage vs. the second

MaxEnt stage, to analyze the effect of parse features when the parser was trained on only

out-of-domain treebank data. As a follow-up, we examine the effect of domain adaptation

for parsing on the effectiveness of the parse features. Table 6.28 shows the highest-weight

features for two second MaxEnt stage classifiers built for OOV detection using the BOLT-

P2 datasets: the second MaxEnt stage built upon a parser with no adaptation (i.e. the

configuration in 4.2.2) and the best adaptation configuration, using log-linear adaptation

followed by self-training. In both cases, most of the highest (positive) weight features are

parse tuples, with three features appearing in both configurations (including one of the

dependency tuple difference features). Conversely, the feature with the lowest negative

weight (i.e. most strongly correlated with the negative label) is the POSRelDiff parse tuple

difference feature, comparing differences both in the attachment constituents and POS tags

(thus, in regions predicted by the parser as OOV, this feature is guaranteed to be non-

zero). A few dependency tuple features also have low negative weight in each model, with

the remaining features with strong negative weights all coming from the confusion network

structure.

Examining the differences between the parse features used in the two models, it can be

observed that, in the unadapted model, most dependency tuple features relate to nouns and

verbs (i.e. NP and VP constituents), whereas the structure of the relationships captured in

features from the best model using adaptation tends to be more mixed. The mixed behavior

is observed both in the highest-weight features and in the lowest-weight features; in the

former, the best adaptation model uses features related to adjectives, adverbs, particles,

and NULL arcs. The NULL arc rules, in particular, are probably useful because they

may correct the extent of OOV regions. Among the lowest negative weight features, the

adapted parser also uses features containing sentence-level constituents, perhaps indicating

high confidence in words that attach close to the top-level nodes in the parse tree.

It is interesting to note that in neither case do the inside score features figure very

prominently; in the unadapted model, the local inside score feature is in the top 20 features
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most associated with the negative class, while in the adapted model, it has lower weight,

appearing in the top 5% of the features with negative weight (i.e. associated with the

negative class). The global inside score feature is in the bottom 20% of the features in each

model, ranked by weight.

No-adaptation Best adaptation

Feature Weight Feature Weight

OOV VP VP OOV 1.98 VB VP NP OOV 1.27

NN NP NN OOV 1.67 OOV PRT PRT OOV 1.23

VP OOV 1.67 PRT PRT 1.23

IN SBAR S VB 1.58 DEL PP PP DEL 1.15

VB VP NP OOV 1.46 ADVP JJS 1.15

relOnlyDiff 1.44 OOV S S OOV 1.11

OOV NP NP OOV 1.44 IN PP NP DEL 1.05

TO S NP OOV 1.39 CLASS-24750 1.02

CLASS-24750 1.38 OOV NP NP OOV 0.98

CLASS-33639 1.35 relOnlyDiff 0.97

that -1.06 that -0.73

NP INTJ -1.06 VP S NP NNS -0.79

NN NP NP NN -1.10 NP -0.79

NNS NP NN NN -1.13 leftPost -0.82

VBZ S NP NN -1.39 VB S NP NN -0.91

leftPost -1.41 nnConf -1.05

nnConf -1.42 SBAR S -1.07

stdDev -1.56 rightPost -1.09

rightPost -1.87 stdDev -1.38

POSRelDiff -2.24 POSRelDiff -1.86

Table 6.28: Comparison of the highest-weight features in the second MaxEnt stage systems
built using a parser without domain adaptation vs. the best domain-adapted parser, BOLT-
P2 OOV detection.
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6.3.3 Comparison of Model Sizes and Parsing Speed

Finally, we present a short discussion about model sizes. We focus this discussion on models

used for OOV detection using the BOLT-P3 data, though the conclusions hold for the other

task-dataset pairs as well. For each of the error models used in table 6.26 we present the size

of the lexicon, the number of constituents, as well as the number of unary and binary rules.

The statistics are displayed in table 6.29. Statistics for two sets of models are displayed,

starting with the no-error model built using the CTS-Small treebank with no adaptation

(i.e. rescoring adaptation set to none), as well as starting with the no-error model built

using the CTS-Small treebank with self-training adaptation using the LMTrain-Small

and P3-Train data (i.e. resc.-ST).

For each model used as a starting point (the “no error rules” conditions), adding error

rules to generate the no-OOV adaptation models increases significantly the size of the unary

and binary rule set; the number of constituents increases only to add the error markers while

the vocabulary remains fixed. Performing log-linear model adaptation does not change the

model size, adjusting only the rule weights for any unary or binary rules included in the

adaptation set.

Unlike log-linear adaptation, self-training does change the model statistics. For each

self-training configuration, the lexicon size increases, reflecting the addition of new trees

(potentially containing previously-unseen words) to the treebank. The change is biggest

comparing the no-OOV-adaptation conditions, with self-training for rescoring more than

doubling the size of the lexicon while also increasing the number of unary rules (by about

10%) and the number of binary rules (by about 40%); the latter changes primarily due to

automatic constituent splitting.

Examining the effect of self-training for OOV detection, the lexicon size once again

increases, though by a smaller amount, reflecting that only the speech training data (i.e.

P3-Train) is used for adaptation in this case. This results in an increase in lexicon size

by about 20% for the model trained only on hand-labeled CTS-Small treebank. For the

model already adapted for rescoring, the lexicon increase is negligible, reflecting the fact

that the model already included many of the words used in BOLT data but not present in
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the treebank data.

While performing self-training for OOV detection still increases the lexicon size, the

process has the opposite effect on the rule set sizes. After self-training, the unary rule

set is only about 20% larger than the no-error condition (as opposed to a 15x increase

when all the default error and NULL arc rules are added); the binary rule set increases by

about 3-5% (instead of doubling when all the default rules are added). The number of rules

being added varies slightly depending on the starting model used during the self-training

procedure, reflecting the differences in the best adaptation configurations.

Rescoring OOV # words # constituents # unary # binary

Adaptation Adaptation rules rules

none

no error rules 12514 1807 134 5901

none 12514 1810 1943 9516

OOV-LL 12514 1810 1943 9516

OOV-ST 15977 1810 167 6240

OOV-LL + OOV-ST 15621 1810 174 6118

resc.-ST

no error rules 29334 1835 134 6166

none 29334 1837 1970 9835

OOV-LL 29334 1837 1970 9835

OOV-ST 29359 1837 138 6169

OOV-LL + OOV-ST 29752 1837 168 6215

Table 6.29: Statistics for the best parser models used for OOV detection using the BOLT-
P3 data.

We perform an experiment to assess the impact of the size of different components

of the parser in practical terms, measuring wall clock time of parsing the P3-Train and

NIST Eval datasets. Four parser configurations are examined, using log-linear adaptation

and self-training for OOV detection and starting with either a no-error model with no

adaptation or the no-error model adapted for rescoring using self-training. These four sets

of configurations give a good coverage of the different model sizes discussed in table 6.29.
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All four parsers were run on the same machine: a 6-core Intel Core i7 980 @3.33GHz with

24GB of RAM. Each parser was run as a single-threaded application.

Results for the parser speed experiment are shown in table 6.30. In all cases, the self-

training models are faster than the corresponding log-linear adapted models; the improve-

ment from self-training appears more prominent in the configurations starting with a no-

error model already adapted for rescoring. These two models are in fact slightly faster,

despite the larger lexicon, showing that the lexicon size is not a factor in the parser speed.

Of more importance, likely, is the fact that better models may allow for a faster generation

of the constituent trees using a more effective search through the parse chart. Parsing the

longer sentences in P3-Train ends up taking, on average, twice as long as parsing the

sentences in NIST Eval, consistent with the superlinear algorithm used in filling the chart;

with the longer P3-Train sentences, performance of both self-training models is in fact

better than performance of each log-linear model, as expected from the smaller model sizes

in the two self-training configurations.

Rescoring OOV Average Sentence Parse Speed (ms)

Adaptation Adaptation P3-Train NIST Eval

none
OOV-LL 1814 906

OOV-ST 1722 888

resc.-ST
OOV-LL 1767 885

OOV-ST 1460 747

Table 6.30: Average parser speed (ms) for parsing one sentence using models trained using
different configurations.

6.3.4 Discussion

We find that both adaptation methods significantly improve the error detection system

when the parser itself is used as an error detector, with performance almost doubling in

many cases. Results with the subsequent second MaxEnt stages using parse features do not
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give as clear of a win from adaptation, though in all task-dataset pairs examined, at least

one adaptation strategy outperforms the parser-based systems with no adaptation.

Comparing results when initializing the adaptation with the no-rescoring parser vs. the

best rescoring parser, we find that, in most cases, the parser stage results benefit from

the better starting point when applying log-linear adaptation. However, this improvement

often does not carry through to the second MaxEnt stage for OOV detection. In fact, it is

often the case that when starting with the best rescoring parser, the second MaxEnt stage

no longer provides a win in OOV detection, whereas when starting with the no-rescoring

parser the second MaxEnt stage helps. However, the differences between the best results

over all stages of the no-rescoring and best rescoring setups are small for most datasets;

thus, using the best rescoring setup is preferable when we already get a win from parsing

for rescoring, especially since it may allow the elimination of the second MaxEnt stage,

simplifying the system.

Comparing performance of the BOLT-P2 and BOLT-P3 based OOV detection sys-

tems, we find that, in almost all situations, the BOLT-P3 system slightly outperforms the

corresponding BOLT-P2 system; this holds true with both adaptation methods used sep-

arately, as well as in combination. We conclude that having more in-domain training data

for adaptation helps more than having data with a higher frequency of errors (or, more

generally, positive samples), even despite the skew in the distribution of class labels.

Comparing the two approaches for adaptation, we find that, in general, self-training

performance is more consistent than log-linear adaptation alone. This consistency tends

to manifest itself in two ways; first, with self-training systems, the second MaxEnt stage

generally improves upon the parser stage, even if the improvements are sometimes small;

second, performance across test sets is somewhat predictable, with improvements carrying

from the dev set to the internal and external eval sets. This consistency is often lacking

with the log-linear adaptation systems. On the other hand, using log-linear adaptation

outperforms self-training in some cases. Thus, the decision of when to use one method over

the other is likely task- and dataset-dependent.

One advantage of the self-training approach over log-linear adaptation regardless of

configuration is the relatively smaller size. In particular, the number of error rules is much
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smaller when the final parser model is learned through self-training, rather than using

log-linear adaptation to adjust the weights of automatically-generated rules. Since the

systems which use self-trained parsers are competitive with those built using only log-linear

adaptation, a reasonable strategy would be to first build the best possible parser using log-

linear adaptation, then do a round of self-training to reduce the grammar size. At best this

would risk a small performance degradation, but with the benefit of a significant drop in

grammar size.
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Chapter 7

LEARNING ROBUST TASK-INFORMED PHRASE PATTERN
FEATURES USING SEMANTIC SIMILARITY

In the previous chapter, we showed that with weakly-supervised adaptation, parsing

improves the ability of the system to automatically detect ASR errors, both using a parser

as an error detector and by extracting features for use in a maximum entropy classification

framework. We obtained improvements in detection performance for two types of errors,

general OOVs as well as name errors (where the name may be either in-vocabulary or OOV).

Thus, local syntactic structure is useful for detecting such errors. However, information re-

lated to whether a particular word is a name or not is sometimes located far away from the

name itself; the types of syntactic features we use do not always capture such phenomena

well, in particular when the parse output itself may have errors. The long distances sepa-

rating a name from the relevant lexical cues may occur, for example, when multiple names

occur in the same sentence. In conversational data, such phenomena may also occur due to

disfluencies or other informal constructions. Consider the following example:

okay so we’ll start in LOC Basra looking for PER Ali and i think you said PER Mathar

(7.1)

In this sentence, we have three names, one location (Basra) and two person names (Ali

and Mathar). We also highlighted the lexical cues most relevant to name presence. The

two person names belong to a list but are separated by the parenthetical phrase I think you

said. Thus, if the word Mathar were misrecognized, local lexical cues would not suffice for

identifying the error region as a name. So far we have addressed this problem using syntax.

In this chapter, we explore an alternate approach, learning long-distance lexical context

features (i.e. phrase patterns), and investigate their use in both the maximum entropy

classification framework and directly during parsing, and compare results for each case.
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A second focus of this chapter is the reliability of the classifiers. In the previous chapter,

we briefly explored the issue of overfitting in the context of the different stages of processing,

primarily in terms of which stage is more likely to lead to overfitting. Intuitively, lexical

context features are expected to be more prone to overfitting. The following two sentences

present a typical example of overfitting problems.

Train: hi my name is lieutenant PER Smith (7.2)

Eval: you should talk with colonel PER Hassan (7.3)

The lexical cues relevant to names in these two sentences are the two military ranks, lieu-

tenant and colonel. However, if the word “colonel” is never (or rarely) seen in training, its

corresponding feature will not be given a high (or any) weight in the classifiers. We will aim

to learn robust word classes which can be used to alleviate this issue. The approach used

in this thesis involves unsupervised expansion of word classes from seed words and phrases,

which are either selected using domain knowledge or learned through discriminative meth-

ods. In recent prior work with collaborators on the same data [55], word classes were

learned using word co-occurrence statistics using the Brown algorithm and using RNNLM

embeddings and k-means clustering; these classes were used in n-gram features. The new

feature learning method used in this thesis advances over the prior work, by explicitly using

semantic similarity for learning word classes using a local neighborhood approach, as well

as by employing phrase patterns, which are an extension of n-grams allowing skips between

words used in a variety of text classification tasks [63, 154, 140, 143].

The organization of this chapter is as follows. Section 7.1 introduces the proposed

approach to feature learning. We present a method for learning word class definitions using

semantic similarity, starting from either a hand-labeled or a discriminatively-learned seed

feature set. We also introduce an algorithm for learning long distance phrase patterns over

the previously-learned word classes. The feature extraction process using the new features is

presented in section 7.2. We present a brief experiment using only baseline lexical context

features in section 7.3, to motivate the approach used in this thesis. Next, we describe

experiments in name error detection to assess the impact of the proposed features when

used in the first MaxEnt classification stage of the error detection pipeline, in section 7.4.
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Section 7.5 discusses the impact of the phrase pattern features through experiments using

the parsing and second MaxEnt stage configurations. We conclude with a summary of the

findings in section 7.6.

We will answer a number of questions in this chapter. In particular, we are interested

in the following issues:

• What are the relative benefits of local vs. long-distance context in the first MaxEnt

stage classifier using words vs. word classes?

• What differences in performance do we obtain from the different methods for scoring

semantic similarity in learning word classes?

• How much impact does the context-aware first MaxEnt stage have on parsing?

7.1 Learning Semantic Similarity-based Lexical Features

We design a new method (outlined in algorithm 2) to learn task-oriented lexical features

based on word-level semantic similarity measures. Unlike purely supervised algorithms,

which incorporate the task objective directly into the feature learning, we achieve the su-

pervision in a first step of seeding the algorithm with discriminative words or phrase patterns

learned or hand-specified from a small training set. If the seed set consists of only single

words, an optional step is used to automatically extract phrase patterns from the training

set; these automatically-extracted phrase patterns thus become the new seed set. The fea-

tures defined by the seed set are generalized to improve coverage, with POS filtering applied

to preserve the syntactic structure of the seeds. The feature space dimensionality remains

unchanged; all words or phrase patterns obtained through the generalization process for one

seed feature are mapped back to that same initial feature as members of that class during

the run-time feature extraction step.

In practice, steps 2 and 3 are combined into a single algorithm, as we will discuss in the

following subsections when we describe each step of the algorithm in more detail.



155

Algorithm 2 Phrase pattern learning algorithm.
INPUT: F0 - seed set of features useful to task of interest

OUTPUT: F - feature class definitions

if F0 is composed of unigram features, as an optional step then

F1 ← automatic phrase pattern extraction(F0)

else

F1 = F0

end if

F2 =Generalize feature set F1 using semantic similarity (to improve coverage)

F3 =Filter generalized feature set F2 using POS information (to preserve syntactic class

structure)

Return: F = F3

7.1.1 Initial Feature Definition

We seed the algorithm with a set of features known to be of use to the task. This could be

done in a variety of ways. We investigate two possible approaches, discussed below.

Hand-crafted Seed Features

The first approach uses a human-generated list of features likely to indicate the presence or

absence of names in an utterance, based on inspection of a subset of the utterances in the

P3-Train set. We use a set of about 80 features observed in the P3-Train data. The full

set of features is included in appendix A. Most features follow one of a small number of

syntactic templates. A few representative examples of the seed features, grouped according

to the sequence of corresponding POS tags, are shown in table 7.1. We also include in the

table the count of features belonging to each group.

Only a few hand-crafted seed features contain more than two words (e.g. the people of ).

We explicitly allow gaps in all multiword features, thus effectively treating them as phrase

patterns. The observation that many of the hand-labeled features in fact share a common

POS structure motivates the POS filtering process used in the generalization step of the
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Syntactic Group Count Examples

VB* PP 34 start in, looking for, studying in, hurt by

NN 8 captain, lieutenant, tribe

PRP* NN 7 my name, your rank, your neighbor

DET NN 5 the school, the street, the area

Table 7.1: Examples of hand crafted seed features grouped by their corresponding POS
sequences.

feature learning algorithm. Additionally, associated with each seed feature is an indication

of which direction the matching process should apply (relative to the current slot) during

the feature extraction process described in section 7.2.

Automatically-Generated Seed Features

As automatically-generated seed features we use the features learned by an auxiliary clas-

sifier trained on reference transcripts of the BOLT-P3 dataset, targeting the presence or

absence of names (not name errors) in the sentence, as described in a paper with collabo-

rators [55]. For this auxiliary classifier, each utterance is labeled as positive if it contains at

least one name in the reference transcript. All name tokens are removed from the transcript

post-sentence level labeling. As classification features the system uses unigram features

extracted over the sentence. A feature selection step based on information gain (i.e. mutual

information with the class variable), tuned on the P3-dev set, led to this classifier using the

top 170 words. Two configurations are explored in this thesis, using either all 170 words,

or using the top 80 words according to their classifier weight, for matched conditions to the

hand-crafted feature set.

An additional, optional step involves the generation of phrase patterns from the list

of unigram features. For this we use an algorithm similar to the phrase pattern learning

approach described in a paper with collaborators at Microsoft [86]. In that algorithm, phrase

patterns were extracted separately over clusters of words, with the word clusters learned

using agglomerative clustering and TF-IDF features. In this work, the phrase patterns are
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extracted over all the seed words. Algorithm 3 below contains the outline of the procedure

used in this thesis, which applies frequency filtering to remove rare patterns. The threshold

T is set to 5, selected to obtain a set of features that is significantly larger than the initial

unigram set while still being computationally tractable during the feature extraction process.

7.1.2 Semantic Feature Expansion

We expand the set of features using a neighborhood-based approach, as detailed in algorithm

4. For each individual word wi, the corresponding expansion class C[wi] is defined using a

neighborhood-based approach, using a word level, context-independent semantic similarity

measure. The expansion class Qp for a phrase pattern p is given by the Cartesian product of

the word expansion classes Qpi. For efficiency, the word-level expansion classes are learned

while processing the phrases, and cached for use in future phrases. In the algorithm, the

function sim is designed to take into account semantic relatedness between words. The size

of Qpi is restricted based on the distribution of the similarity scores, limiting to matches of

high similarity, and optionally to a fixed size threshold to avoid triggering edge cases where

a particular seed word has many more matches of high similarity than most others. We

experiment with two sources of semantic relatedness, described in more detail next. The

POS-based class filtering is described in subsection 7.1.3.

WordNet Similarity

Many researchers have used WordNet [100] as a source of semantic relatedness for various

NLP tasks [156, 101, 89]. A number of different similarity metrics have been defined to take

advantage of the WordNet ontology. In this work, we use a word-level similarity measure

defined by Lin [80], which provides a score with range [0, 1] where 1 corresponds to maximum

similarity. As threshold we require the per-word semantic similarity score to be above 0.9,

which was chosen because it leads to expansion classes that are intuitively meaningful, while

ensuring that most classes have between 5 and 50 members. The size threshold was set to

50 but in practice it was rarely triggered.
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Algorithm 3 Pattern extraction from automatically-generated seed words
Input: S - set of utterances s = wns

1

Input: F - set of initial unigram features f1 . . . fk

Input: T - minimum number of times pattern must be seen for it to be selected

Output: P - dictionary of phrase patterns pi extracted and their counts P [pi]

Initialize P = φ

for sentence s = (wns
1 ) do

Extract the longest subsequence sc = wi1 . . . wik such that each wij = fl for some fl ∈ F

if sc ∈ P then

increment P [sc]

else

add sc to P , P [sc] = 1

end if

for each unique subsequence sd of the sequence sc, optionally also do

increment P [sd]

end for

end for

for pattern pi ∈ P do

if P [pi] < threshold T then

remove pi from P

end if

end for

Optionally, remove from P any pattern sd which is a substring of another pattern sc (i.e.

is never maximal)

return P
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Algorithm 4 Class expansion from seed words or patterns
INPUT: P - dictionary of phrase patterns extracted

INPUT: V - recognizer vocabulary

INPUT: sim - similarity metric

INPUT: POS - word-to-POS mapping

INPUT: tsim - similarity threshold, used to restrict to only high-similarity matches

INPUT: tsize - size threshold, used to restrict the number of matches to a predefined

maximum

OUTPUT: Q - set of expanded phrase pattern definitions

initialize expansion set Q = φ

initialize feature expansion cache C = φ

for all patterns p ∈ P , where p = (wkp

1 ) do

for i = 1 : kp do

define Qpi as the expansion set for wi

if C[wi] exists then

Qpi = C[wi]

else

Qpi = {w ∈ V : sim(w,wi) > tsim & POS(w) = POS(wi)

if |Qpi| > tsize} then

truncate Qpi to tsize highest similarity words wi

end if

C[wi] = Qpi

end if

end for

Qp = cartesian product Qp1 × . . .×Qpkp

Q = Q ∪Qp

end for

return Q
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RNNLM-based Similarity

An alternative method to obtain semantic similarity information is through word embed-

dings [99]. We experiment with a set of word embeddings learned using an RNNLM trained

on the LMTrain dataset, as described in a paper with collaborators [55].1 The embeddings

were learned using the RNNLM toolkit described in [98]. Training data is randomly shuffled

and 10% sentences are used as a held-out set for language modeling tuning. For training,

10 levels of backpropagation through time were used, i.e. gradients of errors in the network

were propagated back 10 times through the recurrent weights. The hidden layer was set

to a size of 150 hidden units, based on suggestions from [96]. To obtain a similarity score

from the word embeddings, we compute the Euclidean distance between the two embedding

vectors, d(x, y):

d(x, y) =

(∑
i

(x[i]− y[i])2
) 1

2

(7.4)

where x[i] and y[i] are the ith components of the embedding vectors corresponding to words

x and y, respectively. The distance is normalized to the range [0, 1] using a sigmoid function:

d′(x, y) =
1

1 + exp(−d(x, y))
(7.5)

then take the similarity as

sim(x, y) = 2(1− d′(x, y)) (7.6)

with the extra factor needed to map back over the [0, 1] range. As with the WordNet simi-

larity approach, we select only matches with high similarity score. The similarity threshold

set to 0.975, which was found to generate classes with between 5 and 50 members in most

cases. The size threshold was also set to 50; in practice, the RNNLM-based semantic sim-

ilarity expansion hit this threshold more often than the WordNet similarity did, though it

was still rare.

7.1.3 POS Filtering

The analysis of the hand-crafted seed patterns shows that a large proportion of the features

can be grouped into a small number of syntactic templates. To preserve the syntactic struc-

1We thank Ji He for generating the RNNLM embeddings.
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ture of the seeds in the extended feature set, we apply POS filtering to the neighborhoods

obtained using semantic similarity measures. Specifically, the words selected as possible

class members are required to match the POS tag of the seed word. The match is done

using a relaxed POS definition, with related POS tags from the Penn Treebank set grouped

into a broader POS category as shown in table 7.2; POS tags not shown in the table are

preserved as individual tags. While any given word may have multiple POS tags depend-

ing on context, the expansion classes are context-independent. Therefore, in this work, we

assign each word the most frequent POS tag according to the distribution of tags in the

LMTrain corpus, with the tags generated automatically.

POS Group POS Members

noun NN, NNS

proper noun NNP, NNPS

pronoun PRP, PRP$

adjective JJ, JJR, JJS

adverb RB, RBR, RBS

verb MD, VB, VBD, VBG, VBN, VBP, VBZ

w-pronoun WDT, WP, WP$, WRB

preposition IN, TO

Table 7.2: POS tag groups and their POS members, as used in POS filtering.

There is no POS tagger available to us that is trained on in-domain data. Instead, we

investigate two parsing approaches, in both cases leveraging work on domain adaptation for

parsing to obtain reliable POS tags.

Rescoring-Adapted Constituent Parser

The first approach involves reusing the domain adaptation for parser-based ASR rescoring.

We use the best self-trained parser model (CTS-ST-P2-Train) to parse the LMTrain

data and use the POS tags from the 1-best parse trees to accumulate POS statistics for
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each word in the LMTrain corpus. We refer to this approach as the Stanford POS tagger,

after the name of the base package we are using for these experiments.

Dependency Parser

As an alternative to the rescoring-adapted constituent parser, we use the POS tagger [104]

developed by collaborators at AMU. This POS tagger is developed as part of a dependency

parser [105] which was also adapted to the BOLT domain using self-training, though with

a focus of improving general parse quality rather than specific tasks. As in the previous

case, we parse the entire LMTrain corpus, and use the POS tags obtained from the parse

trees to accumulate POS statistics for each word. We refer to this approach as the AMU

POS tagger.

7.2 Feature Extraction

Since one of the goals of this work is to reduce the likelihood of overfitting, the feature set

size remains fixed (determined by the initial seed set). In the class representation of the

feature space, we define each feature based on the word classes to which the corresponding

initial seed set feature words belong. Each feature takes positive value if it is observed in the

1-best path of the confusion network ASR output. That is, during the feature extraction

process, if any combination of words from the classes corresponding to a seed feature are

present in the data in the order specified by the seed feature, the corresponding class pattern-

based feature is activated. If no phrase pattern corresponding to a particular seed feature is

observed in an utterance, the feature corresponding to that seed is not activated (i.e. gets

value 0).

The feature extraction process is presented in algorithm 5. In this algorithm, s denotes

the sentence for which feature extraction is performed, q is a phrase pattern consisting of

pivot words q1, . . . , qnq and p is the corresponding seed phrase pattern; it is also used to

denote the feature which is actually activated if q matches s. The matching process is

implemented as a standard string regular expression matching, with q being denoted by the
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Algorithm 5 Extraction of phrase pattern features
INPUT: Q - dictionary of generalized class-based phrase pattern definitions

INPUT: s - ASR 1-best hypothesis for an utterance

OUTPUT: sannot - ASR 1-best utterance annotations for phrase pattern features

define C - feature cache

initialize C = φ

initialize sannot = φ, the annotation set for s

for each pattern q = (qnq

1 ) ∈ Q do

if C[q] exists then

set feature p corresponding to phrase pattern q as positive in sannot

else

apply q as a regular expression match over s

if q matches s then

set C[q] = true

set feature p corresponding to q as positive in sannot

end if

end if

end for

Return sannot
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regex q1(.∗)q2(.∗) . . . qnq .2 For efficiency, the algorithm caches seen phrase patterns, so that if

multiple initial seed features yield the same phrase pattern as one of the generalized features,

and that phrase pattern is found to match the current utterance, the regex matching process

does not need to be repeated for each seed feature to which that phrase pattern maps.

7.3 Performance of Baseline Context Features

As an initial experiment, we augment the set of features used in the MaxEnt classifiers (both

first and second stage) with a set of n-gram features designed to capture lexical context.

We use n-grams of order up to three, over a window of ±3 slots centered at the current slot,

as described in a paper with collaborator Ji He [55].3

Table 7.3 shows results for the name error detection using lexical context features in

both MaxEnt stages, with a parser without any adaptation trained on the CTS Small

treebank. This configuration yields significant improvements over the first MaxEnt stage

without lexical context features, for both internal test sets. However, the improvement in

the NIST Eval set is much smaller, likely due to the lexical mismatch between this dataset

and the internal test sets. The improvement carries over to parsing, though parsing alone

still does not lead to any gains over the MaxEnt systems. With lexical context added,

however, parsing no longer helps improve MaxEnt-based detection, with the first MaxEnt

stage results being essentially tied with the lexical context-based baseline for the internal

test sets, and leading to performance degradation on the external NIST Eval set.

7.4 No-Parser Experiments

We present a series of experiments that illustrate the effectiveness of the feature learning

algorithms, both in terms of improving overall performance, and reducing the overfitting

issue. We present results using the seed feature sets and the expanded feature set for each

2The matching process is applied over the entire sentence for automatically-generated phrase patterns;
for the hand-labeled seed patterns and their extension classes, the matching is performed according to the
direction indicated in the seed pattern, which can be L (left of current slot), R (right of current slot), C
(enveloping the current slot), or a combination.

3An initial implementation of the code used to extract n-gram context features was provided by Wen
Wang at SRI International.
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PPPPPPPPPPPPP
Dataset

Stage first MaxEnt parser second MaxEnt

WER* F-score WER* F-score WER* F-score

P3-Dev 12.4 50.7 13.8 27.5 12.4 51.8

P3-Eval 11.5 53.7 12.8 26.2 11.5 50.5

NIST Eval 5.6 40.0 6.2 26.2 5.7 34.0

Table 7.3: Name error detection using n-gram lexical context and the CTS Small treebank.

set of seed features. In this section we focus on using the new features only in the first

MaxEnt stage, to gauge their effect in isolation from parsing.

7.4.1 Initial Feature Definition

First, we discuss the impact of the different seed features used in the phrase pattern learning

algorithms. We discuss results for a number of different seed feature sets, as follows:

• Hand-crafted - the set of 80 hand-annotated phrase pattern features.

• Auto words, matched count - a set of 80 single words with the highest weight in

the sentence-level name detector, to compare the performance with the same number

of features as the Hand-crafted features.

• Auto words, full count - all 170 words with non-zero weight in the sentence-level

name detector.

• Auto patterns, matched count - patterns extracted from the 170 words used in

the auto words full count configuration, using frequency pruning (requiring each

pattern to be seen at least five times in the training data) to reduce the count to

match the number of hand-crafted features. The optional step of also incrementing

the count of all sub-patterns in algorithm 3 is not used in this case (about 80 features

over 30 words).
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• Auto sub-patterns > 5 - patterns extracted from the 170 words used in the auto

words full count configuration as well as all possible sub-patterns, using a frequency

pruning (requiring each pattern to be seen at least five times in the training data) to

reduce the feature count (to about 1200 features).

• Maximal patterns, matched count - we filter the set of Auto sub-patterns to

only those patterns which appear as the maximal pattern in at least one sentence in

the training data; we further apply frequency pruning to drop the feature count to

match the number of hand-annotated phrase pattern features (about 80 features).

• Maximal patterns > 5 - in this configuration, unlike the previous maximal patterns

setting, we use a looser count threshold, requiring each pattern to appear at least five

times in the training data (about 450 features).

Each of these configurations is added to the first MaxEnt stage feature set. We compare

them with the original (no added features) configuration, as well as the configuration with

all n-gram context features added.

Results are shown in table 7.4. We note that performance in terms of WER* is very

consistent, with only minor variations (maximal difference between any two configurations

of under 4%) across the different configurations and for each of the three test sets. The

different systems yield bigger performance differences in terms of F-score, with each system

using one of the new feature configurations outperforming the baseline first MaxEnt stage

with no context features. Adding the word n-gram context features to the baseline feature

set outperforms the new features on the two internal sets, but in most cases not on the

NIST Eval set, due to overfitting to the BOLT-P3 data, which is not a perfect match to

the NIST Eval data. Three configurations lead to consistent performance improvements

(over the no-context baseline) in all three test sets: the auto words, full count features,

the auto sub-patterns, > 5 features, and the Max patterns, > 5 features.
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Feature P3-dev P3-eval NIST Eval

Set WER* F-score WER* F-score WER* F-score

original (no context) 12.8 31.8 11.7 38.1 5.7 36.0

local n-gram context 12.4 50.7 11.5 53.7 5.6 40.0

Hand-labeled 12.5 39.2 11.6 33.5 5.6 36.5

Auto words, matched count 12.6 37.7 11.5 43.5 5.6 39.7

Auto words, full count 12.5 44.1 11.5 47.2 5.5 45.0

Auto patterns, matched count 12.6 36.4 11.6 40.4 5.5 45.6

Auto sub-patterns > 5 12.5 43.1 11.5 46.9 5.6 42.9

Max patterns, matched count 12.6 35.3 11.6 34.1 5.5 45.2

Max patterns > 5 12.5 40.5 11.5 46.4 5.5 44.3

Table 7.4: First MaxEnt stage results using only seed features

7.4.2 The Role of Long-Distance Context

The next set of experiments is aimed at further examining the role of different types of

lexical context. In particular, we examine whether the performance benefit obtained from

pattern features is due to extracting the features over the entire sentence vs. locally (from

neighboring words), as well as whether the benefit is due to phrase pattern features vs. reg-

ular n-grams. For sentence context, in addition to the Auto words, full count (shortened

to Auto words here) and Auto sub-patterns, >5 (shortened to Auto sub-patterns

here) configurations, we add the Auto n-grams configuration, using only n-gram features

extracted over the same starting set of words as the Auto sub-patterns configurations,

but not allowing skips between words. We limit the value of n to 4, with only one n-gram

found using the maximum length. For local context, we experiment with only the Auto

words and Auto n-grams configurations, since phrase pattern features are by definition

not restricted to local context in their use of arbitrary skips between pivot words. To these

we add the baseline configuration using all local n-gram context features, not just those

built over the Auto words vocabulary.
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Results are presented in table 7.5. In all three cases, results using the local context are

not as good as allowing for features to be extracted over the full utterance, when comparing

matched feature sets. This shows that allowing the long-distance context to be captured is

useful. Results comparing auto words and auto n-grams are mixed, though in general the

single words do slightly better when used in local context. The auto sub-pattern features

give the best results when using the full sentence as context, outperforming Auto n-grams

on all test sets.

7.4.3 Semantic Feature Expansion

The next two experiments examine the effectiveness of the different seed feature sets when

used to perform feature expansion with semantic similarity. The first of these experiments

focuses on comparing the different sources of POS tags for POS filtering. The second

experiment examines the performance of the different sources of semantic similarity when

used with the different seed sets. In each case, we are interested in determining which

seed set yields the best configuration, as well as determining any trends in terms of which

similarity measure or POS tag source yields better results.

Experiment 1: Differences in performance due to different sources of POS tagging data

In the first experiment, we perform the semantic feature extraction starting from the hand-

labeled seed set and use each source of semantic similarity together with each source of POS

tagging data. Results are shown in table 7.6. In all but one case, using POS tags from the

AMU parser leads to better performance than using the Stanford parser POS tags, when

measuring F-score, with WER* performance the same or mixed. This behavior holds when

performing semantic class expansion using other seed word or pattern sets (not included

here). In the next experiments, we include only the AMU parser-based results for brevity.

Experiment 2: Semantic similarity word class expansion using different seed sets

Next, we discuss experiments using semantic similarity-based word class expansion starting

with different seed feature sets. We report results for all the seed feature configurations
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Semantic POS P3-dev P3-eval NIST Eval

Similarity Tagger WER* F-score WER* F-score WER* F-score

RNNLM AMU 12.6 37.8 11.5 44.1 5.6 40.6

RNNLM Stanford 12.7 35.6 11.7 36.5 5.6 38.7

WordNet AMU 12.5 38.1 11.6 41.8 5.5 42.3

WordNet Stanford 12.6 37.6 11.6 38.9 5.5 44.1

Table 7.6: First MaxEnt stage results using hand-labeled seed patterns

used in section 7.4.1. For each seed feature set, we include three configurations: using only

the seed features with no class expansion, as well as with class expansion using either the

RNNLM or WordNet similarities. For both class expansion setups we use the AMU POS

tags. Results are shown in table 7.7.

First, we discuss performance separately for three different groups of seed features: using

the hand-labeled seed set, using the auto-words seed sets, and using the various auto patterns

seed sets. For the hand-labeled set, we find that both class expansion configurations perform

as well as or better than the seed-only configuration for the two eval sets; performance is

mixed between the RNNLM and the WordNet-based results, with the RNNLM performing

worse on the NIST Eval set, better on P3-Eval, and essentially tied with the WordNet-

based configuration on the P3-Dev set.

For the two auto-words configurations, we see that performance in general is more mixed.

Neither class expansion approach outperforms the seed-only configuration on the NIST

Eval set. In general, the RNNLM-based expansion gives better results than the WordNet-

based expansion on the internal dev and eval sets, but underperforms on the NIST Eval

set. The WordNet-based results are therefore more consistent, particularly in the Auto-

words, full configuration, where there is a 10-point difference between P3-Eval and NIST

Eval using the RNN configuration but only a 2-point difference using WordNet.

Moving to the four pattern-based configurations, performance is again mixed. The

RNNLM-based class expansion generally does better than the WordNet-based expansion
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Seed Set Similarity # Patterns P3-dev P3-eval NIST Eval

Hand-labeled

Seed Only 80 39.2 33.5 36.5

RNNLM 21k 37.8 44.1 40.6

WordNet 4k 38.1 41.8 42.3

Auto-words, matched

Seed Only 80 37.7 43.5 39.7

RNNLM 1.5k 40.5 43.4 34.6

WordNet 1.3k 38.3 40.7 38.1

Auto-words, full

Seed Only 170 44.1 47.2 45.0

RNNLM 3.3k 43.1 51.5 40.2

WordNet 2.4k 39.8 46.9 44.6

Auto-patterns, matched

Seed Only 80 36.4 40.4 45.6

RNNLM 38k 39.2 41.4 41.4

WordNet 120k 35.6 40.8 42.3

Auto-subpatterns, > 5

Seed Only 1.1k 43.1 46.9 42.9

RNNLM 6.4M 38.0 31.7 32.7

WordNet 1.6M 41.2 43.3 37.4

Maximal patterns, matched

Seed Only 80 35.3 34.1 45.2

RNNLM 7k 35.5 43.7 47.1

WordNet 8.5k 36.4 39.0 42.2

Maximal patterns, > 5

Seed Only 460 40.5 46.4 44.3

RNNLM 4.2M 39.0 41.6 38.8

WordNet 320k 40.5 44.2 39.8

Table 7.7: F-score results for different seed set configurations and both semantic similarity
sources, using the AMU parser-based POS tags in all cases.
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on the P3-Dev and P3-Eval, but underperforms on the NIST Eval set; the exception is

in the case of Maximal patterns, matched where the RNNLM in fact performs consis-

tently better than both the seed-only set and the WordNet configuration on both eval sets,

with the internal dev set results competitive. For the two configurations with the largest

class expansion sets, Auto-subpatterns, > 5 and Maximal patterns, > 5 neither class

expansion method yields a win.

A few trends emerge across all the different configurations. In general, the RNNLM

expansion does better than WordNet expansion for the internal dev and eval sets, but

underperforms for the NIST Eval set; this is consistent with the observation that the

RNNLM embeddings are trained on data that is a good match to the BOLT-P3 training

set, so features derived from these embeddings are more likely to overtrain. On the other

hand, WordNet is a domain-independent resource, so features derived from it tend to be

more robust. Second, we notice that most of the expansions that lead to very large pattern

sets are likely to underperform, relative to their respective seed sets. Thus, it is likely that

tuning the class expansion size for word-based features may not lead to the best configuration

for pattern-based features. Third, while the class expansion configurations do not always

lead to an improvement over the seed set, in a number of seed set configurations, at least

one of the two class expansion methods leads to improvements; we will use some of these

configurations for parsing experiments, as discussed in section 7.5.

Comparison of Word Classes Learned by the Best Semantic Expansion Configurations

We perform a qualitative evaluation of the class expansion using the two algorithms (RNNLM

and WordNet) with AMU filtering. Table 7.8 contains some example seed words, together

with the highest-similarity words found using each semantic similarity algorithm. Examin-

ing the classes learned by each algorithm, we find that, perhaps not surprisingly, the matches

obtained from WordNet are like the seed word in terms of their type; for example, street is

like other kinds of ontological objects which people use as land transportation surfaces; on

the other hand, RNNLM matches are similar to the seed in terms of some intrinsic property;

for example, for the seed word street, that property seems to be that all the matches are
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other types of locations.

Seed Word Similarity Most Similar Matches

guarding
WordNet held, defending, holding, patrolled, policing

RNNLM banish, appreciating, terrorizing, dismantled

street
WordNet thoroughfare, routes, roads, way, highway, alley

RNNLM city, pharmacy, corner, restaurant, field, site

Table 7.8: Sample feature classes learned using each semantic similarity source.

These examples support our hypothesis about the behavior of the two class expansion

approaches in terms of overall performance vs. generalizability. With the RNNLM trained

on (mostly) domain-matched data, it follows that the semantic similarity derived from it

would better capture the word uses in the training set, particularly with the hand-labeled

features, which were also designed to match the training set. On the other hand, the

WordNet ontology was designed as a general-purpose tool, and thus it generalizes well,

particularly with a more diverse set of seed features learned in a data-driven way.

7.5 Parsing Experiments Using Phrase Pattern Features

In section 7.3 we found that the best phrase pattern features outperform the n-gram context

features on the NIST Eval set, when used in the first MaxEnt stage in conjunction with

the baseline set of features described in section 4.1.1. In this section, we perform a series

of experiments to assess the impact of the feature learning algorithms on the parser and

second MaxEnt stages of the name error detection pipeline. We expect the impact be two-

fold, with improved priors on the error arcs seen by the parser improving the parser stage

predictions, and the combination of parse features and name context features improving the

second MaxEnt stage predictions as well. We experiment with four configurations for the

first MaxEnt stage. Each configuration uses the baseline first MaxEnt stage set of features

in conjunction with one of the following:



174

• n-gram word context with n = 3;

• the hand-labeled phrase patterns seed set using the RNNLM similarity for class

expansion;

• the auto-words, full seed set using the WordNet similarity for class expansion;

• the maximal patterns, matched seed set using the RNNLM similarity for class

expansion.

In all feature expansion cases, the AMU POS tags are used to perform filtering of the

generalization classes.

The new first stage MaxEnt systems are used to provide input to the parsing stage, as

before. The second MaxEnt stage uses the augmented feature set consisting of the baseline

first MaxEnt stage features; the parse features; and the set of lexical context/phrase pattern

features as used in the corresponding first MaxEnt stage for that system.

For parser adaptation, we experiment only with log-linear adaptation, which was shown

in chapter 6 to give the best results on the name error detection task. We use two no-error

models as starting points, again as we did in chapter 6: the baseline parser model trained

on the CTS Small treebank with no adaptation for rescoring, and the best model obtained

through self-training adaptation for rescoring (i.e. the two models used in chapter 6 as well).

At the beginning of the adaptation process, all error rules have the default weight.

For each feature set we provide two sets of results: selecting the best configuration based

on the parser stage results, or based on the second MaxEnt stage results, respectively, to

illustrate the effect of tuning based on one stage or the other, both in terms of consistency

of results across test sets, and in terms of the overall performance.

Experiment 1: Log-linear adaptation starting with no-rescoring parser

Results using the no-rescoring parser based on the CTS Small treebank are presented

in table 7.9. We observe that, in general, the n-gram context configuration outperforms

the two proposed feature sets on the P3-dev and P3-eval sets; however, it significantly
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underperforms on the NIST Eval set. This result is consistent with the first MaxEnt stage

results using this configuration. On the other hand, the three proposed feature sets recover

the performance drop we see when using n-gram context features, both when tuning on the

parser stage and when tuning on the second MaxEnt stage. In general, better results are

obtained when tuning with the second MaxEnt stage, though the results are less consistent

across the three test sets. On the other hand, when tuning on the parser stage, the differences

in performance between the three test sets are minor, particularly when using the hand-

labeled seed set. All three new feature sets yield F-score results on the NIST Eval that

improve over the corresponding first MaxEnt stage, as well as the first MaxEnt stage using

n-gram context features. Performance of the both pattern seed features is competitive with,

or slightly better than, the word-only seed features, with the hand-labeled seed set obtaining

the best performance on the NIST Eval set.

Feature Set Tuning Stage P3-dev P3-eval NIST Eval

Parser ME 2 Parser ME 2 Parser ME 2

n-gram context Parser 52.4 53.0 47.1 51.1 32.4 34.8

n-gram context MaxEnt II 44.8 53.5 46.4 49.0 43.5 37.6

hand-labeled Parser 30.5 42.0 31.6 44.4 36.5 48.5

hand-labeled MaxEnt II 26.5 47.1 30.9 46.1 34.7 43.4

auto-words, full Parser 32.2 43.0 34.1 42.2 36.0 41.4

auto-words, full MaxEnt II 31.0 47.3 37.2 51.3 36.0 46.4

auto-pats, matched Parser 30.0 47.8 34.2 46.9 32.2 44.8

auto-pats, matched MaxEnt II 30.0 47.8 34.2 46.9 32.2 44.8

Table 7.9: Parser F-score results for log-linear adaptation, various phrase pattern features
and starting from no rescoring adaptation

Experiment 2: Log-linear adaptation starting with the best rescoring parser

Results when adaptation is performed starting with the best rescoring parser are presented

in table 7.10. In this case, results are more mixed. Neither the n-gram context configuration
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Feature Set Tuning Stage P3-dev P3-eval NIST Eval

Parser ME 2 Parser ME 2 Parser ME 2

n-gram context Parser 37.5 47.0 29.7 41.1 28.6 41.5

n-gram context MaxEnt II 36.8 50.4 29.6 41.4 31.6 40.9

hand-labeled Parser 37.3 43.6 36.4 41.4 35.1 39.1

hand-labeled MaxEnt II 35.1 47.3 36.8 41.7 34.8 39.1

auto-words, full Parser 38.1 39.1 43.7 52.6 37.2 40.5

auto-words, full MaxEnt II 32.0 46.0 30.5 43.8 31.4 41.0

auto-pats, matched Parser 35.7 39.5 35.9 45.6 36.9 42.2

auto-pats, matched MaxEnt II 28.6 44.6 35.1 43.1 36.6 42.8

Table 7.10: Parser F-score results for log-linear adaptation, various phrase pattern features
and starting from best rescoring adaptation

nor the three proposed feature sets yield improvements over the corresponding no-rescoring

parser configurations on the internal dev and eval sets. The n-gram context features still

cause significant overfitting on the dev set, though the performance this time is worse on both

eval sets. We also notice significant overfitting in most cases when the best configuration is

selected using the second MaxEnt stage dev set results. The auto-words, full configuration

performs overall the best, but underperforms in the second MaxEnt stage on the NIST Eval

dataset. On the other hand, the auto-pats, matched configuration performs relatively

consistent across all three test sets. This configuration also yields the best overall results

on the NIST Eval set, while performing competitively on the P3-Dev and P3-Eval sets.

Experiment 3: Best parser configurations

In the previous two experiments, we included the best results using log-linear adaptation

of the parser stage. For each feature set configuration, we performed the full set of parser

adaptation experiments with different rule sets and perceptron update weights, as we had

previously done in chapter 6. We provide another view into that tuning process here, to show

the impact of the word context and phrase pattern features, respectively, on the parsing
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Initial Parser Feature Set Tuning Stage Adaptation Rule Set; Update Weight

No-rescoring

n-gram context
Parser name-related error & NULL rules; 0.25

MaxEnt II all error & NULL rules; 1.0

hand-labeled
Parser name-related error & NULL rules; 0.5

MaxEnt II name-related error & NULL rules; 0.5

auto-words, full
Parser all rules; 0.5

MaxEnt II name-related error & NULL rules; 0.5

auto-pats, matched
Parser name-related error & NULL rules; 0.5

MaxEnt II name-related error & NULL rules; 0.5

Best rescoring

n-gram context
Parser name-related error & NULL rules; 1.0

MaxEnt II name-related error & NULL rules; 1.0

hand-labeled
Parser error rules only; 1.0

MaxEnt II all error & NULL rules; 0.25

auto-words, full
Parser error rules only; 0.5

MaxEnt II all rules; 0.5

auto-pats, matched
Parser error rules only; 0.5

MaxEnt II all error and NULL rules; 0.5

Table 7.11: Best parser adaptation configurations
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adaptation process.

Table 7.11 shows the adaptation configurations that led to the best results as presented

in tables 7.9 and 7.10. We see that, in many configurations, the best results are obtained

using adaptation of the same rule set: the set of error rules targeting name error regions,

together with the NULL arc rules. In particular, this adaptation configuration achieves the

best performance in most of the “no-rescoring” configurations for each feature set. This

observation demonstrates the importance of focusing the adaptation process on rules most

likely to be involved in generating name error regions. In a couple of cases, the same

configuration gave the best results both when tuning based on the parser stage and when

tuning on the second MaxEnt stage results, emphasizing the robustness of the system when

context features are used in conjunction with parsing.

Experiment 4: Comparison of Parsing vs. Lexical Context Feature Improvements

We conclude the experimental section of this chapter with a discussion of the effect of

parse features and long-distance context features on the MaxEnt stages of the name error

classification pipeline. Results for the first MaxEnt stage with baseline features, the best

first MaxEnt stage results using context features, the best second MaxEnt stage results

using only parse features, and the best second MaxEnt stage results using parse features

and lexical context features are compared for each of the three datasets. For this analysis,

the “best” configurations are selected based on the performance of each system on the

external NIST Eval set.

Stage Lexical Parse P3-Dev P3-Eval NIST Eval

ME I no n/a 31.8 38.1 36.0

ME I yes n/a 41.2 43.7 47.1

ME II no yes 48.8 51.8 46.2

ME II yes yes 42.0 44.4 48.5

Table 7.12: Comparison of the effect of parsing and lexical context on name error detection.
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Results are shown in table 7.12. All three configurations adding lexical or parse infor-

mation improve upon the first MaxEnt stage with no lexical or parse features in all three

stages. Comparing lexical context alone vs. adding parse information, we find that the

classifier using parse features is overall more consistent than the classifier using lexical con-

text across the three different test sets, with performance on the NIST Eval set almost

matching that of the lexical context system. Combining parse features and lexical context

features results in slight improvements over the lexical context alone, as well as over the

parse-only features for NIST Eval, though the parser-based system still performs better

on the two internal datasets.

7.5.1 Analysis

Building upon the use of the proposed feature sets in the first MaxEnt stage of the error de-

tection pipeline, we have found that the later pipeline stages also benefit from the additional

context—the parser stage from the improved name error slot-level priors, and the second

MaxEnt stage from the proposed features in conjunction with more reliable parse features.

This led to improvements in log-linear adaptation of the parser. The parser adaptation

was also found to be more robust, with less variation in the configurations leading to best

performance using the parser stage vs. the second MaxEnt stage.

7.6 Discussion

In this chapter, we have developed new algorithms for learning phrase pattern features in a

task-informed way, using semantic similarity measures and syntactic filtering.

Building upon the intuition that capturing lexical context is essential in detecting name

errors, we have experimented with n-gram and phrase pattern features that capture local

and long-distance context, and used them in the first MaxEnt stage for name error detec-

tion. The experiments presented in this chapter show that long-distance word-level context

provides additional benefit over using only the local context captured by n-gram features.

Capturing longer-span information through phrase patterns yields even better results in

some configurations, in particular on the external NIST Eval set.
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Comparing the two sources of semantic similarity for learning word classes, we find that

neither performs significantly better in all cases, though the WordNet-based classes tend to

be more reliable than the RNNLM classes. There are a number of reasons why WordNet

may be more effective as a source of semantic similarity than the RNNLM embeddings.

WordNet is a domain-independent resource, whereas the RNNLM embeddings are trained

on the LMTrain data; this may explain why RNNLM-based classes appear to overfit more.

RNNLM classes also tend to be larger than the WordNet-based classes, which may lead to

more spurious patterns being generated, thus affecting the quality of each word class when

used as a feature.

Additionally, the semantic similarity classes were found to be less useful with large seed

sets and phrase pattern features, when the product space approach leads to a very large

number of patterns being generated, irrespective of the similarity source. In such cases, a

more conservative expansion, tuned to the product space approach, may be needed.

Results using only lexical context were found to perform as well as, or in some cases

better than, the best parser systems developed in chapter 6. Thus, we experimented with

integrating the new features into the full parsing framework. We have found that using the

more reliable priors from the improved first MaxEnt stage does yield some benefit to pars-

ing. Additionally, the second MaxEnt stages combining the new class-based phrase pattern

features and parse features yield additional improvements in the name error detection task.



181

Chapter 8

CONCLUSIONS

8.1 Summary

This thesis has presented a novel approach of leveraging parsing technology to improve

speech recognition, both for rescoring and for error detection tasks. We developed a multi-

stage error detection and rescoring pipeline for ASR output in the form of word confusion

networks. To improve the effectiveness of the parsers, we applied domain adaptation tech-

niques, with adaptation objectives aimed at directly optimizing performance of error detec-

tion and rescoring rather than parsing in and of itself; the domain-adapted parsers provided

improvements in both sets of tasks over the unadapted parsers. Finally, we developed a

new method for learning robust long-distance text features, which led to improvements at

all stages of the error detection pipelines.

The specific contributions of this thesis include:

A new multi-stage ASR error processing pipeline

To address the first goal of this dissertation, we have developed a novel error processing

pipeline as part of a larger speech-to-speech translation system. The standard PCFG model

is augmented with rules to generate ASR NULL arcs and ASR errors. We use one parser

model augmented with NULL arc rules to discriminate among the possible paths through

the confusion network and produce a new ASR hypothesis. A three-stage pipeline for

detecting errors integrates a parser augmented with both NULL arc rules and with error

rules, both as a full-fledged error detector and to provide additional features for a maximum

entropy classifier. We found that even when a parser trained on out-of-domain treebanks

leads to no improvements over the ASR one-best when used in rescoring, it can still be

useful for error detection, as a source of features.
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Parser domain adaptation techniques for ASR rescoring

We present two domain adaptation approaches for improving ASR rescoring using parsing

technology, including self-training and adaptation with a secondary, log-linear model aug-

menting the base PCFG model. The log-linear model adaptation is a novel contribution of

this work. Another novel contribution is the use of word error rate as an objective for parser

adaptation, which is a form of weak supervision that allows us to perform the adaptation

using entirely unlabeled (for parsing) in-domain data. We have found that the self-training

approach tends to outperform the log-linear adaptation approach in limited in-domain adap-

tation settings; the self-training approach is less sensitive to algorithm parameter tuning.

Parser domain adaptation improvements for ASR error detection

We apply the two parser domain adaptation approaches for ASR error detection, focusing on

OOV detection and name error detection. Log-linear adaptation for parsing applied to the

two error detection tasks leads to consistent improvements for both tasks, both in the parser

stage and when parser-derived features are used in the subsequent MaxEnt classifier. Self-

training provides additional gain when used subsequent to log-linear adaptation, resulting

in smaller and more robust models.

A novel method for learning task-informed long-distance text features

Analysis of previous classification results lead to the observation that the presence of names

in utterances is correlated with complex, long-distance lexical context; we model the lexical

context in the form of phrase pattern features. We develop a new method for learning such

features, starting from either a small set of hand-labeled patterns or from an automatically-

learned set of single-word features. Both feature seed sets lead to improvements in name

error detection in all stages of the pipeline, and are found to be more robust than local

n-gram context features.
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8.2 Future Directions

There are a number of possible directions for future research related to the methods pre-

sented in this thesis. We discuss some of them here. First, we suggest a number of im-

provements to the parser adaptation methods proposed in this thesis. Next, we discuss

improvements to the proposed feature learning approach. Finally, we discuss some possibil-

ities for tighter integration between the error detection tasks, as well as possible directions

for use of parsing information in the downstream components of the full speech-to-speech

translation pipeline.

8.2.1 Parser Domain Adaptation Enhancements

We envision a number of possible modifications to the parser domain adaptation strategies

presented in this thesis. The self-training algorithm requires strict improvements at each

iteration, otherwise the algorithm terminates. However, the various experiments using

log-linear adaptation show that a weaker constraint can provide better results. We could

experiment with weakening the self-training convergence constraint as well.

For self-training targeting error detection, we found that optimizing for F-score rather

than the modified WER* metric yielded better results. The same method could be applied

to the log-linear adaptation approach, too. A more complex modification to the log-linear

adaptation algorithm involves modifying the training to adapt only the weights of those

rules that are part of a derivation which has an error region contained in its yield.

Another direction of research involves using co-training, rather than self-training, to

improve parsing performance. One such direction involves using the AMU dependency

parser framework, modified to generate dependency trees over confusion networks instead

of 1-best hypotheses, in addition to the factored parser approach used for self-training.

This approach is particularly useful for rescoring; for error detection tasks, the dependency

grammar would also require modifications to allow the generation of error regions.

A third direction of study involves adapting the POS tagging component of the parser

separately from the higher-order rules in the model. Such an approach would allow for

using more data that may be closely-matched to the BOLT domain in terms of topic, but
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not style, and which may not have hand-annotated parses. This approach allows targeting

the adaptation specifically to improve topic mismatch between the parser and the target

domain (for example using the LMTrain data for the BOLT domain) without learning

higher-level grammar rules that do not fit the style of the target domain.

8.2.2 Feature Learning Improvements

Much of the feature learning work focused on using existing semantic similarity resources,

such as RNNLM embeddings or the WordNet hierarchy, as off-the-shelf components. How-

ever, by targeting the semantic similarity models at the tasks of interest, we hypothesize

that we would learn more useful metrics. One direction of study involves learning a set

of RNNLM embeddings over a dataset with all names mapped (automatically) to a sin-

gle NAME token; such a modification would lead, we believe, to more robust connections

between names and words likely to indicate their presence in an utterance. Further mod-

ifications to the RNNLM model involve adding parse structure information, for instance

dependency parse structures, into the neural network model.

A second direction of research involves addressing some of the issues discovered during

experiments with automatically-generated phrase patterns. In particular, tuning the class

size may alleviate the performance degradation observed when using the class expansion

methods with phrase patterns automatically-generated using a product space approach.

Different tuning strategies may be employed, for example by sweeping the class size thresh-

old and rebuilding the MaxEnt models for each threshold, using heuristics related to the

distribution of the similarity scores, or hybrid methods.

In comparing the two sources of semantic similarity, it became apparent that RNNLM

embeddings perform well on domain-matched data but lead to larger classes, whereas Word-

Net embeddings lead to small classes and tend to generalize better. To leverage the benefits

of each method, one approach is to combine the classes generated from the two meth-

ods, for example by selecting as the class for each word the overlap of the two semantic

similarity-based neighborhoods, or by computing the union while restricting the size of the

RNNLM-based neighborhoods significantly.
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Additional syntactic information could be leveraged to improve the definition of lexical

context features. Syntax is already used to filter out neighborhood elements with mis-

matched POS tags; instead of using POS information alone, the classes could be filtered

using dependency information instead. In such a setup, the neighborhood would be de-

fined not only using semantic information, but also syntactic information, in the form of

constituent or dependency neighbors.

Syntax is also useful in feature extraction. One direction of research involves limiting

the extent of phrase pattern features to within particular types of constituents (for instance,

not allowing a phrase pattern to cross boundaries of sentence subtrees, i.e. subtrees rooted

at S or SBAR nodes).

8.2.3 System-Level Issues

Finally, we discuss some possible future directions to improve the functionality of the ASR

rescoring and error detection system as it is integrated into the larger BOLT speech-to-

speech translation application. Two directions are considered, to improve parsing speed

and to improve the handling of ASR errors in the dialog system component.

The error detection system as currently designed is instantiated separately for each error

type of interest. However, the use of multiple constituent parsers is relatively expensive,

even in distributed computation settings where multiple parsers are run in parallel. A

number of approaches may be used to combine the processing and thus reduce some of the

overhead of parsing. We envision a shared error detection pipeline using a first MaxEnt

stage that detects all error types of interest jointly. The parser grammar would be modified

to explicitly model all error types, with a separate set of rules for each type (instead of a

single error type as we do now); the second MaxEnt stage would use a separate classifier

for each error type to allow for additional specialization according to the different features

extracted from the parser.

A second direction involves tighter integration with the dialog manager component of the

larger BOLT system. The current implementation of the error processing system exposes

the type (i.e. OOV or name error) and extent of an error region to downstream components,
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such as the dialog manager; however, the syntactic category of the error region as detected

by the parser is not exposed. Domain adaptation of the parser has led to improvements in

the performance of the parser as an error detector in its own right; thus, it may be possible

to use the syntactic category of the error regions detected by the parser as a label for the

error regions detected in the (more accurate) second MaxEnt stage, if the overlap between

the two regions is high enough, even if not complete.

8.3 Final Thoughts

The work performed in this thesis was geared towards speech-to-speech translation, but the

problems of ASR error detection and automatic correction of ASR errors are of interest in a

wide variety of contexts. Many other speech applications, ranging from personal assistants

on mobile devices, to automatic generation of doctor notes for hospital patients, could

benefit from the detection of incorrect regions of ASR output, particularly when the system

may encounter rare terms, or when incorrect transcription has a high cost in terms of the

system taking the wrong action. The methods used in this thesis are of interest to more than

just speech applications, though; task-supervised parser domain adaptation may be applied

equally successfully when the parser is used to provide features for sentiment analysis, or to

study the differences of how people interact in various conversational settings, face-to-face

or online. Long distance features, too, are useful for detecting more than just names; as long

as a class of content words with specific semantic properties can be defined, their usage will

be defined by the words around them. Such methods may be applied in keyword spotting

tasks; they may also be of interest to intelligence-gathering applications. This thesis thus

takes only a small step – of a likely-long journey – towards the larger goal of using both

what people say, and how they say it, to help them achieve their intended tasks.
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Appendix A

HAND-CRAFTED SEED PHRASE PATTERNS FOR NAME ERROR
DETECTION

Pattern Direction Pattern Direction Pattern Direction

back in R his name R study in R

been in R house of R the area C

been to R hurt by R the city C

be in R i’m from CR the forces C

be with R i’m R the mosque C

bring to CR in city C the name R

brought into R killed by R the people of R

called R lieutenant R the school C

came from R live in R the tribe C

came to R lives in R toward R

came with R lives R tribe L

captain R living in R visit from CR

coming from R looking for R visit in CR

coming through R mister R visiting with R

coming to R my name R visit R

corporal R my name is R was in R

doctor R named R went to R

drive to R name is R work in R

from to CR on street C works in R

go back to R on the R works for R

going down R party L works with R
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Pattern Direction Pattern Direction Pattern Direction

going to R sergeant R your name R

go to R start in R your neighbor R

grew up in R stay in R your neighbor R

have in CR street L your rank R

here in R studying in R


