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Robot-assisted minimally invasive surgery combines the expertise of highly skilled surgeons

with the enhanced precision and dexterity of assistive robots. Currently deployed surgical

robots provide surgeons with enhanced visualization, filter out hand tremors, and incorpo-

rate data integration and analytics to facilitate improved patient care. Most surgical robots,

however, are still constrained to being teleoperated by a surgeon, with limited advances to-

wards integrating automation in the operating room. The use of automation in surgery has

the potential to extend the current benefits of robotic surgery by integrating more consis-

tent care, thereby reducing variability. While studies have explored automating subtasks

performed by a surgeon, the role of the first assistant has often been underappreciated in

the context of automation. The role of the bedside assistant is pivotal to ensuring the

smooth progression of procedures, maintaining a clear surgical field, and providing critical

support to the primary surgeon. To this end, delegating some subtasks performed by the

first assistant to automated systems under cooperative autonomy can reduce the risk of

human error and optimize resource allocation. Building on the viability of camera sensors

as a reliable input, the goal of this thesis was to aid the development of an autonomous suc-

tion assistance tool by developing the infrastructure for surgical scene understanding. This

work developed surgical segmentation models for performing efficient binary, parts, and in-

strument segmentation, established approaches for addressing the paucity of labeled data

in surgical settings, and developed a framework to benchmark approaches to cooperative



autonomy through the lens of an assistive suction task.
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Chapter 1

INTRODUCTION

Over the last decade, advancements in the field of machine learning have contributed to

the improved performance of robots in everyday environments [1] [2] . Autonomous robots,

in contrast to manipulators currently used in manufacturing, are tasked with solving a

variety of problems under uncertainty and incomplete knowledge [3]. This multifaceted role

encompasses the process of (a) perceiving the environment in which they are placed, (b)

planning that is predicated on processing the perceived input, and (c) executing actions at

each time step. Current robotic systems are capable of discerning their environment using

various sensors, the most ubiquitous being vision [4]. Robotic vision uses input from image

sensors to perform a range of tasks such as object detection, semantic segmentation, depth

estimation, and 3D reconstruction, among others [5–7]. Output from these perception tasks

is used for decision-making to drive robot action.

Paralleling the advancements of machine learning, the integration of digital technology

for medical applications has permeated different stages of patient care [8]. The utility of

computer-assistance in procedural fields (such as surgery and endoscopy) and for aftercare

has been consistently evolving [9]. This has been observed through the use of technology

for monitoring patient vitals [8], novel imaging techniques [10], and even robotic technol-

ogy [11]. The use of computer-assisted interventions in the operating room has helped

with early diagnosis of diseases [12], and increased efficiency [13] and advances in surgical

technique [14]. The field of surgical robotics has seen rapid progress since the mid-1980s,

translating initial efforts in lab studies to widely marketed, commercially successful de-

vices [14]. Robotic surgery offers improved ergonomics [15,16] for the surgeon, more degrees

of freedom compared to minimally invasive laparoscopic surgery, decreases surgeon’s hand

tremor that could result in undesired interactions with delicate tissue or organs [17], and

facilitates enhanced visualization capabilities [18]. Surgeons are more willing to integrate
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robotic surgery into the operating room, and there has been a steady growth in its adoption

by hospitals in recent years [19].

In this introductory chapter, we provide the rationale and significance of this thesis,

along with an overview of the subsequent chapters. First, we motivate surgical scene under-

standing, a process that involves perceiving and analyzing dynamic interactions observed

during a surgical procedure, from a clinical perspective. Next, we highlight the primary

questions that are proposed and how they have been addressed in this thesis, referencing

the chapters that are relevant to each question. We conclude with information about the

resulting contributions, potential extensions, and future directions for this work.

1.1 Motivation

Despite the potential of surgical robotics, they have disproportionately advanced some areas

of surgery more than others. The fields of general surgery, urology and gynecology have

benefited the most from Robot-assisted Minimally Invasive Surgery(RMIS). The da Vinci

Surgical System [20,21], a laparoscopic robot by Intuitive Surgical Inc., has seen a consistent

increase in its adoption, for instance, observing an 18% increase in its use in 2022 compared

to 2021 [22]. The fields of thoracic surgery, cardiac surgery, orthopedics, and retinal surgery

are some others that have seen increased adoption of surgical robots [23]. While the ex-

ploration of advanced techniques in surgical robotics is further advanced in laparoscopic,

orthopaedic, and ophthalmic surgeries, fields like neurosurgery are relatively less explored

due to the constrained operative space. An analysis of innovations in endovascular and

cerebrovascular neurosurgery detailed in [24] shows that most advances have been related

to imaging modalities and surgeon-controlled navigation systems such as the Pathfinder,

Neuromate, and SpineAssist. Similarly, despite the methodological advances being made

in surgical scene understanding, the surgical specialties addressed in datasets are rather

limited [25].

In our work, we study surgical scene understanding as a step toward deploying assistive

robotics for neurosurgery in Chapter 2. The integration of digital technology into the

operating room has resulted in the collection of a large volume of surgical data. There is

untapped potential in using the collected data towards improved generalizability for Robot-



3

Figure 1.1: The surgical scene captured during laparoscopic surgeries using an endoscope

is starkly different from the scene during a microneurosurgical procedure recorded with

a microscope due to lighting conditions, types of blur, types of instruments, etc. Most

importantly, neurosurgical procedures are performed in a constricted operational volume.

assisted surgery and, more broadly, Computer-Assisted Surgery. To this end, we explore

data-efficient learning techniques for surgical scene understanding in the context of current

laparoscopic and microneurosurgical procedures in Chapter 3 and 4.

Additionally, the types of surgeon-robot interactions studied have either focused on

teleoperation or supervised control [26], where the surgeon is in control of robot’s actions,

or traded control [27, 28] or fully autonomous control [29], where a robot is responsible

for a surgical task/sub-task. The viability of simultaneous collaborative control between a

surgeon and robot to complete a shared goal has been relatively unexplored [30]. The work

done through this thesis is focused on applications in human-robot interaction experiments

that center the surgeon’s needs while the robot assists to complete a shared goal by working

within the same surgical workspace.

An important component of successful robot deployment is the seamless interaction

between humans and robots. To advance cooperative assistive automation for robotic

surgery, we need to develop components that learn from surgical interactions, create im-

proved imaging- and instrument-oriented subsystems, and establish a surgeon-centric inter-

face to integrate validated computational insights. Postulating that more complex proce-
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Figure 1.2: With the introduction of assistive technology, surgical procedures have shifted

from a team-centric interaction framework to a robot-centric framework. It is important

to prioritize human-centered design to ensure effective team communication. (Illustrations

adopted from pch.vector)



5

dures would benefit most from incorporating supervised automation and robotics through

improved precision, minimal invasion, and consistent surgical technique, it is crucial to

design systems that are not only precise and safe but also centered on user needs. Fur-

thermore, with the increase in the quality of care and technique, it is essential to provide

interventions with reliable outcomes and minimal variability between the teams providing

them. Collaborative automation has the potential to be the next generation of assistive tools

for surgeons, focusing on the automation of surgical subtasks and centering on user needs.

To achieve this goal, it is important to comprehend the spatial relationships between the

camera viewpoint (endoscope or microscope), surgical instruments, and patient anatomy.

The main contribution of this thesis is to provide models that can generate reliable surgical

scene understanding (techniques developed in Chapters 2, 3, and 4) to move closer to as-

sisting with autonomous suction using a surgical robot while working collaboratively with

a surgeon in a shared workspace. This system is described in Chapter 5.

1.2 Research Outline and Contributions

I aim to design systems and sub-modules that facilitate autonomous collaborative robotic

assistance in surgery with a specific focus on cooperative task completion. Towards this

goal, I use tools from computer vision and machine learning to address three questions – (1)

How do we identify the objects present in a safety-critical scene such as surgery? (2) How

do we achieve generalizable performance even when there is a scarcity of labeled surgical

data? (3) How do we establish collaboration between surgeons and robots for cooperative

autonomy?

1.2.1 Phase 1: Evaluate the Potential of Image Sensors for Identifying Surgical Instru-

ments in Robotic Procedures

Most surgical procedures rely on camera technologies such as endoscopes or microscopes to

relay internal anatomy to the surgeon and surgical team when there is no direct visual line of

sight. The images and videos recorded by these cameras serve as a rich source of information

from surgical sites, including information about the surgical process, patient anatomy and
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the types of tool-tissue interactions that occur during the procedure. Extracting informa-

tion from this data-rich input using machine learning can help advance computer-assisted

and robot-assisted interventions. Automated instrument recognition in surgical frames can

aid the development of intelligent applications in instrument tracking, pose estimation, aug-

mented reality overlay, visual servoing, and analysis of surgical phase [31]. In addition to

improving the performance of downstream surgical tasks, the position information of in-

struments also helps analyze intraoperative data, identify potential collisions, and provides

context-aware guidance for surgeons by reasoning about surgical phases [11], thus poten-

tially reducing human errors and enhancing safety. Tracking instruments also facilitates

addressing myriad challenges in computer-assisted interventions. For example, the track-

ing of surgical instruments can be used for interventional workflow analysis and overlaying

additional graphical information.

• Semantic Segmentation of Surgical Scenes Identifying instruments in an image

using bounding boxes is not sufficient due to the coarse boundaries generated around

the regions of interest. The dense prediction of tool versus background through seman-

tic segmentation [32] is crucial in surgical contexts as it enhances safety by parsing the

whole scene without suppressing occluded or slanted objects. Semantic Segmentation

is relatively better positioned to avoid false positives, generates more precise image

boundaries, is more adaptable to varying conditions within the surgical site, and fa-

cilitates further processing from the extracted information. Therefore, in phase 1, we

focused on generating pixel-wise labels to delineate surgical instruments from their

background and from each other using supervised machine learning. Deep Learning

(DL) models, a subset within machine learning, learn end-to-end mapping from input

to pixel-level labels and avoid the need for manual feature engineering, a limitation

of classical computer vision. We demonstrate that a hybrid transformer and convolu-

tional neural network (CNN) approach can provide efficient and robust segmentation

for surgical instruments.
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1.2.2 Phase 2: Demonstrate the Viability of Using Machine Learning under a Paucity of

Labeled Data

Supervised machine learning techniques require a large volume of labeled data to train mod-

els. While unlabeled video data from surgical procedures is relatively easy to obtain, it is

a challenge to acquire data labels for surgical tasks due to the domain-knowledge required

from annotators. This limits the applicability of supervised deep learning techniques for

different types of surgical scenes. Tasks such as semantic segmentation are also labor in-

tensive due to the fine-grained annotation required for training. Pixel-wise annotations are

expensive and time-consuming to generate, especially factoring in time from highly qualified

professionals. Is surgical instrument recognition possible in domains where manual annota-

tions are scarce? We address this through two different approaches as described in Aim 2a

and Aim 2b.

• Aim 2a: Interactively Querying Data Labels Using Active Learning

A limitation to obtaining labeled data that is generalizable is the imbalanced nature

of classes that occur in these datasets and the redundancy in available information

from sequential frames [33]. This introduces a bias in performance towards more

commonly represented classes such as background or frequently used instrument types

such as suction. Therefore, selecting frames that would be most informative for our

machine learning framework, while reducing the amount of training data required,

would be beneficial. Towards this goal, we develop an approach using active learning,

a machine learning technique in which the learning algorithm attempts to maximize

the performance gain for a model while querying the human-annotator for the fewest

data labels [34]. Does interactively querying data for annotation result in improved

performance of a machine learning model with less labeled data? This question is

addressed in Chapter 3.

• Aim 2b: Improving Generalizability of Downstream Tasks Using Founda-

tion Models and reference-based surgical instrument segmentation
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Effective representation of surgical image data has the potential to benefit a number

of downstream tasks such as surgical phase recognition and objective skill analysis.

The scale of labeled data available to learn from using supervised training is limited

in the medical field. A pre-trained model, trained on the large unlabeled dataset,

allows us to freeze the initial layers and finetune on a smaller labeled dataset for our

task, benefiting from transfer learning [35]. In Chapter 4, we demonstrate the use of

foundation models to perform fine-grained referring surgical instrument segmentation.

1.2.3 Phase 3: Develop a framework for Human-Centric Surgical Robot Focused on Sub-

task Automation

Surgical robots can offer different levels of automation [36] and hence various modes of

human-robot interaction [37]. The classification schemes for automation proposed by the

research community [36], however, have been centered at a task-level and fall short on

accounting for surgeon needs [23]. In the operating room, surgeons work with a surgical team

to effectively execute a surgical procedure. The primary surgeon controls the surgical robot

from a remote console while a bedside assistant provides support by giving and grabbing

suturing needles, extracting specimens, clipping when needed, and providing suction and

irrigation to maintain visibility by clearing blood from the surgical field. This relationship

is a key feature of successful surgical procedures.

• Aim 3a: Framework for benchmarking Cooperative Autonomy in Surgery

Automation of robotic assistants for surgery prioritize shared control, where the robot

alternates with a primary surgeon to perform the task, under the guidance of the sur-

geon [27]. Other research in surgical robotics is moving towards supervised autonomy

by automating surgical tasks performed by surgeons through learning from demon-

stration [38]. These methods currently do not account for the instruments used by a

first assistant operating simultaneously. There are potential benefits to autonomously

assisting the surgeon to safely perform surgery and to supporting interactions be-

tween a surgeon and the robot [23]. These include automation of repetitive tasks and

reducing fatigue for the surgical team.
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Effective implementation of a collaborative robotic assistant will need three important

attributes: surgical scene understanding, plan generation, and execution of surgical

action. This project focuses on the essential metrics to develop surgeon-centric assis-

tive robots and describes a framework to benchmark tasks where surgeons and robots

perform actions in parallel towards a shared goal. Our system is described in Chapter

5.

• Aim 3b: Social Shaping of Surgical Robotics and the Implications on Sur-

gical Robot Design

Surgical robots have revolutionized the way surgery is performed. However, they have

also displaced the primary surgeon from near the patient cart to a surgical console,

resulting in a shift in the surgeon’s direct control at the bedside and emphasizing

the need for a proficient surgical team [39]. As robot-assisted surgery is used more

regularly in surgical care, there has also been an increase in the desire to integrate

surgical automation. Recognizing users as continually evolving in the construction of

technology is vital while accounting for ways in which technology plays a role in the

construction of team dynamics. This research views the robotic operating room as

a socio-technical system where the surgical team adapts to technology by modifying

their communication. How does the surgical robot design impact team communication

in the operating room? What are factors that need to be accounted for to center needs

of humans in surgical robot design? We attempt to answer these questions through

Aim 3b in Chapter 6. We present an analysis of literature on surgical robot design to

establish the factors relevant to automated assistance and teamwork.

Each chapter contains a focused literature review. We conclude by providing a conclusion

and future directions in Chapter 7.
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Chapter 2

LOCATING SURGICAL INSTRUMENTS IN ROBOTIC AND
MICRO-NEUROSURGICAL PROCEDURES

Digital cameras have revolutionized the way surgery is performed today, where they

are ubiquitous in the modern operating room. Endoscopes and labor scopes are commonly

used in robotic surgery and microscopes are used in microsurgery. Additionally, a variety

of cameras are used for both therapeutic and diagnostic procedures [31]. We are able to

collect intraoperative information from the operating room with the use of cameras, but

this data has been under utilized outside the scope of educational references.

Computer vision applied to surgery has the potential to facilitate safe surgical interven-

tions through pre-operative planning, surgical navigation, assistance and guidance during

surgical procedures, and for post-operative analysis [40]. Surgeons rely on endoscopic im-

ages to operate on patients during minimally invasive surgeries (MIS) due to direct access

to the surgical site being limited. In the last decade, robotic technologies have been used to

overcome the limitations of conventional MIS tools and provide increased dexterity, control,

and maneuverability required for precise surgical tasks [14].

2.1 Background

Depending on the type of procedure and the stage within a surgery, there could be multiple

instruments present in the field of view to operate on a surgical site. These instruments are

constantly in motion, tending to both planned and unexpected events that occur over the

course of a procedure. A challenging aspect of performing surgical scene analysis using im-

ages are the presence of confounding factors in surgical settings that include motion blur due

to rapid movement, bleeding, specular reflections, occlusions, and smoke [41]. Computer-

assisted surgery has been increasing in popularity due to the myriad benefits it provides

surgeons. Given the highly dynamic nature of operating rooms, providing redundant infor-

mation could enhance safety while providing a flexible working environment for surgeons.
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Imaging information from surgical procedures provide information about the events at dif-

ferent temporal levels. This could be classification of procedures at the video-level [42], for

recognizing surgical phases at a coarse level [43], to recognize the steps within a phase [44],

for event recognition (such as bleeding) [45] or content recognition at a frame-level or inter-

frame level using semantic segmentation or tracking [46,47].

Surgical tool segmentation and identification helps alleviate some of these challenges by

locating the position of instruments in each frame. Tool tracking is an enabling technology

and serves as a core component to realizing autonomous assistance in surgery from cog-

nitive or physical support (level 1) to high autonomy (level 4) or even fully autonomous

surgery (level 5) [23]. These tasks could potentially provide real-time visual feedback to

surgeons [48], especially in robotic surgery, by highlighting the position and movement of

surgical instruments within an operative field and enabling spatial situational awareness.

They could also enhance surgical precision, reduce human error and optimize the surgical

workflow. Automated segmentation and tracking of surgical instruments during surgery,

however, can be a challenging task due to the dense placement of objects in the operat-

ing room, making it harder to introduce tracking devices, and/or the variation in lighting,

shadows, instrument overlap, reflections from tissue on instrument (and vice versa), a range

of textures, and occlusions from blood, fogging or surgeon interference in the frame making

it challenging for vision-based techniques [49].

2.2 Datasets

The volume of data generated in an operating room is large but not all information ac-

quired is recorded or permanently stored for learning purposes [50]. Despite stereoscopic

endoscopes and microscopes providing high resolution streams at 30 Hz, efficient storage of

high-resolution video data for surgical procedures is challenging. The data collected during

procedures can be harnessed for research purposes, leading to the development of improved

surgical techniques, training programs, and best practices. This, in turn, fosters continuous

improvement in surgical practices and instrument designs. The untapped potential of surgi-

cal data in the operating room warrants further exploration into its capabilities for different

types of surgical applications.
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Figure 2.1: NeuroID Dataset consists of data that could accomplish two tasks - (1) binary

instrument segmentation to distinguish instrument from background and (2) instrument

identification where each instrument class has a separate label. The image shows (L-R)

(i)the original frame, (ii)labels input using polygonal annotation in the LabelMe tool, (iii)

Binary segmentation map and (iv)Instrument segmentation map

NeuroID dataset

Neurosurgical tumor resection involves a delicate balance of excising maximal amount of

tumor while also ensuring there is no risk of neurological damage. Surgical procedures for

neurosurgery use instruments that enable increased precision. Therefore, the type of instru-

ments used in microneurosurgical procedures are starkly different from the more commonly

explored laparoscopic surgical instruments which constitue a majority of surgical instrument

datasets [33, 51].

We generated the NeuroID dataset [52] from six videos recorded in-vivo at the Har-

borview Medical Center in Downtown Seattle. An application to the Institutional Review

Board at the University of Washington was approved to collect de-identified data with

patient consent. The surgical procedures involved left frontal cavernoma, right sphenoid

wing meningioma, left petroclival chondrosarcoma, brainstem cavernoma, and right sphe-

noorbital meningioma. These procedures used up to five instruments simultaneously in the

surgical field and the videos included segments where there were no surgical instruments in

the frame.

Each video has a resolution of 720 x 480 px and runs at 29.97 frames per second. The

images for the surgical tools dataset were collected every 14th frame to record information
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at an approximate rate of 2 frames per second. A total of 3000 images have been manually

annotated with the help of neurosurgery fellows. Bounding polygons were used to generate

segmentation ground truth for tool versus tissue and labels for each tool-type. The dataset

contains 8 different classes of instruments labeled for purposes of instance segmentation.

The instrument categories include electrocautery, pickup, grasper, cutter, curette, drill,

suction, and others. We generated annotations for the dataset using the LabelMe annotation

tool [53]. A sample annotation is shown in Fig. 2.1 and a distribution of instrument precense

in a representative subgroup is depicted in Fig. 2.2. We also have an expanded NeuroID-

v2.0 dataset, which includes frames from additional surgical procedures that are unlabeled.

This results in a dataset of 6000 images in total.

Challenges: On the data collection front, obtaining data for neurosurgical procedures

was difficult due to personnel availability, mechanics of obtaining patient consent, and fewer

surgeries actively involving tools simultaneously operated by the surgeon and the surgical

assistant. Surgeries with instruments solely operated by the surgeon were not as rich in

information and were less relevant to our goal of collaborative surgical assistance. Addi-

tionally, due to idiosyncratic depth of tumor (between 1 to 5cm) and its location in the

frame, the level of focus blur and extent of blurred area are also highly variable among the

videos.

2.3 Robotic and Microneurosurgical Instrument Segmentation

2.3.1 Prior Work

Broadly, there are two categories of approaches for instrument detection: marker-based ver-

sus marker-less. Marker-based approaches make use of physical modifications or indicators

on an instrument to identify the type of instrument and its location. Using marker-based

approaches would add to additional costs for manufacturing and sterilization of markers

instruments. It also adds to the complexity of a procedure by requiring constant calibration

for trackers to obtain position information relative to the global coordinate frame. Scalabil-

ity of the solution is hence more applicable to marker-less solutions [54]. Bouget et al. [55]

detect surgical tools by learning the local appearance and global shape from the training
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Figure 2.2: NeuroID has 8 different classes of instruments. The classes are imbalanced in

the dataset, with suction being more prominent than other tools.

data. A random forest model is trained over ten feature channels and the shape model is

learned using linear Support Vector Machine. The parameters are searched exhaustively and

hence slow for run time implementation. This work is also one of two cases that developed a

neurosurgical dataset for identifying instruments at the time of publication. There has been

one other publication following ours that has worked on neurosurgical instruments [56]. A

list of surgical tool datasets currently available publicly are summarized in [57].

Recent research has been more oriented towards using machine learning and deep learn-

ing for surgical tool segmentation. [58] proposed using classical computer vision techniques

where the CIELAB color space and Otsu’s thresholding [59] were used to identify in-

struments and hemorrhage candidate areas in an image. In recent years, a number of

image-based techniques to identify surgical tools have been proposed, primarily using con-

volutional neural networks [33, 60–63]. [64] uses Convolutional Neural Networks with an

encoder-decoder architecture. Pakhomov et al. [65] modified a deep residual learning net-

work ResNet-101 and used dilated convolutions with stride to perform a binary segmentation

task for differentiating surgical instruments and tissue. The output image dimensions are

restored by incorporating a deconvolutional layer. Both these methods were trained on

datasets with pixel-wise segmentation, restricted to the field of Minimally Invasive Surgery.
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(a) EndoVis2017 t-SNE (b) NeuroID t-SNE

Figure 2.3: We visualize the EndoVis2017 and NeuroID datasets using t-SNE to demonstrate

the similarities and differences in the data points between them.

The other challenge for using deep learning on current datasets is the large number of pa-

rameters in the network used in proportion with the smaller size of the dataset, which may

lead to overfitting. In this chapter, we present our work in developing two efficient neural

network approaches to surgical instrument segmentation. The first model is based only

on convolutional neural networks (CNN), which are great at performing on local features,

while the second approach called SurgSeg-HViT is a hybrid Transformer-CNN model that

combines the advances in vision transformers [66] with CNNs.

2.3.2 Dataset

For the rest of this thesis, we evaluate our methods on a more broadly available benchmark

dataset from the Endoscopic Vision Instrument Segmentation Challenge [67] at the Medical

Image Computing and Computer Assisted Invervention (MICCAI) 2017 conference to ensure

standardized comparisons with the state-of-the-art methods. This dataset will be referred

to as EndoVis2017 in the subsequent sections.

A key difference Endovis2017 and NeuroID is in the diversity of data points included in
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the datasets. This is captured in a t-SNE plot of the two datasets in Fig. 2.3. The data points

from the different videos for EndoVis2017 lie close to each other, whereas the datapoints for

endovis are farther apart. This also indicates the practicality of using NeuroID to evaluate

out-of-distribution scenarios by holding out specific videos.

2.3.3 Methods

Figure 2.4: Network architecture for segmentation. The encoder-decoder inspired network

initially encodes a compact feature representation of the image and uses the corresponding

upsampling layers to recover spatial resolution.

In this work, we used models following an encoder-decoder structure as proposed in

U-net [68] for the tool vs non-tool binary segmentation task and multi-class segmentation

tasks such as parts and instrument type identification.

The encoder network consists of successive convolutional layers, pooling layers and Rec-

tified Linear Unit (ReLU) activations, capturing a compact feature map in an encoded latent
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representation. The pooling layers from the encoder are replaced with upsampling layers

in the symmetric decoder network for recovering spatial information. The concatenation of

higher resolution features from the downsampled path with the features in the upsampled

section (Fig. 2.4) provides precise localization. The performance of the default encoder

and decoder were rather limited. By leveraging the benefits of transfer learning [69] we

evaluated variations in U-net, including a VGG11 encoder, VGG16 encoder network [70],

and a ResNet34 encoder to be similar to LinkNet34 [71]. Since these networks were still

quite large, we proposed using a lightweight backbone by incorporating a more versatile

MobileNetV2 [72] backbone. The U-net with VGG16 backbone consists of 3x3 kernels and

uses 1x1 convolutions intermittently to change the dimensionality in the filter space whereas

the MobileNetV2 network presents an inverted residual structure.

All the networks were pre-trained on the ImageNet dataset [73]. For upsampling in the

decoder network, we used bilinear interpolation for the Vanilla U-net, fractionally strided

convolutions/transposed convolution with the for VGG networks as proposed by Ternaus-

Net [74], and using nearest neighbor interpolation for Mobile-UNet.

MobileNetv2 uses depthwise separable convolutions, linear bottleneck between layers and

shortcut connections between the bottlenecks. It uses fewer parameters and runs faster in

comparison to VGG-16, without a large loss in accuracy. The obtained pre-trained weights

were initially trained for faster inference speeds as opposed to higher accuracy. This initially

resulted in relatively lower performance. We updated our decoder for MobileUNet based on

results from [75] to create a computationally efficient solution. This uses a data-dependent

upsampling technique called DUpsampling that incorporates better feature aggregation and

downsamples the fused features to the lowest resolution before merging them.

The energy function is minimized to maximize probability of accurate predictions. The

loss function is binary cross entropy loss for binary segmentation and a combination of

dice and categorical cross entropy loss for parts and instrument type segmentation. We

perform K-fold cross-validation to avoid overfitting. The dataset was augmented [76] using

horizontal flip, vertical flip, normalize, padding and random crop to increase its size and

learn invariance properties. A threshold of 0.3 was used to determine if the pixel was

tool or background. All pixel values below the specified threshold were set to 0, while all
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values above the threshold were set to 255 to produce final prediction mask for the binary

segmentation task, similar to [61]. The networks were trained for 50 epochs, with a batch

size of 4. The networks used Adam optimizer with an alpha of 0.0001.

2.3.4 Analysis

On applying the instrument segmentation algorithm detailed above, it was possible to eval-

uate the performance of the model on all three tasks.

To quantify the relative performance of the neural networks with respect to the hand-

crafted heuristic baseline [67], the Dice coefficient and Intersection over Union (IoU) metrics

were used to calculate quality of binary segmentation (Table 2.1) and multi-class segmen-

tation for parts in Table 2.2 and instrument type in Table 2.4.

The Intersection over Union (IoU) for a single class c is defined as:

IoUc =
|Pc ∩Gc|
|Pc ∪Gc| =

TPc

TPc + FPc + FNc
(2.1)

where Pc and Gc are the predicted and ground truth regions for class c, respectively.

TPc, FPc, and FNc denote true positives, false positives, and false negatives for class c.

For pixel-wise computation:

IoUc =

∑N
i=1 pi,c · gi,c∑N

i=1max(pi,c, gi,c)
(2.2)

where pi,c and gi,c are binary indicators (0 or 1) for pixel i belonging to class c in

prediction and ground truth, respectively, and N is the total number of pixels.

The mean IoU across all C classes is:

mIoU =
1

C

C∑
c=1

IoUc (2.3)

Similarly, the Dice coefficient (also known as F1 score or Dice-Sorensen (DSC) coefficient)

for a single class c is:

Dicec =
2|Pc ∩Gc|
|Pc|+ |Gc| =

2 · TPc

2 · TPc + FPc + FNc
(2.4)
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For pixel-wise computation:

Dicec =
2
∑N

i=1 pi,c · gi,c∑N
i=1 pi,c +

∑N
i=1 gi,c

(2.5)

The mean Dice coefficient across all C classes is:

mDice =
1

C

C∑
c=1

Dicec (2.6)

Table 2.1: Performance metrics for binary segmentation task. Best results are shown in

bold, second best are underlined.

Method Vanilla UNet UNet11 TernausNet LinkNet34 UMobilenet

Mean IoU 0.88 0.90 0.91 0.90 0.90

Mean Dice 0.93 0.95 0.95 0.94 0.95

Parameters 9.16M 13.06M 18.56M 24.34M 8.32M

FLOPs 55.40G 12.91G 23.21G 7.45G 6.32G

The deep-learning methods used were in an end-to-end pipeline, where the segmentation

was performed by taking a raw image as input to generate the final segmentation output. By

incorporating a network with fewer learnable parameters and modifying the downsampling

technique, we were able to improve performance while generating a more efficient network.

We observed that UMobileNet performed as well as the state-of-the-art model (at the time

of publication) on binary segmentation with a fraction of the parameters required fro the

model. However, we ran into challenges with multi-class segmentation, particularly for

instrument type segmentation tasks. All U-net type models performed poorly in identifying

instruments, with the best model performing at 0.37. A potential reason for this could be

the overwhelming presence of background pixels interfering with the segmentation of thin

instrument classes. This is particularly true for the more rarely occurring instruments such

as Grasping Retractor and Vessel Sealer.
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Table 2.2: Performance metrics for instrument parts segmentation with per-class Dice scores

(4 classes: background, shaft, wrist, claspers)

Method Vanilla UNet UNet11 TernausNet LinkNet34 UMobilenet

mIoU 0.71 0.74 0.75 0.74 0.73

mDSC 0.78 0.81 0.82 0.81 0.80

Per-class Dice Scores

Background 0.99 0.99 0.99 0.99 0.99

Shaft 0.82 0.85 0.86 0.84 0.83

Wrist 0.69 0.73 0.74 0.73 0.73

Claspers 0.63 0.66 0.68 0.66 0.65

Table 2.3: Performance metrics for multi-class instruments segmentation task (8 classes).

Best results are shown in bold, second best are underlined.

Method Vanilla UNet UNet11 TernausNet LinkNet34 UMobilenet

Mean IoU 0.33 0.36 0.35 0.37 0.37

Mean DSC 0.35 0.38 0.37 0.39 0.39

Std IoU 0.12 0.15 0.14 0.15 0.15

Std DSC 0.14 0.16 0.15 0.16 0.17

While post-processing techniques such as conditional random fields or grab cut [77]

could be applied to further improve performance, we wanted to further understand how we

could learn from the rich, high-dimensional image data for multi-class segmentation in an

end-to-end framework.
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2.4 Improving Instrument Type Identification Using Hybrid Transformer-CNN
architecture

While convolutional neural networks provide a significant improvement from classical ma-

chine learning techniques for image segmentation, there are limitations to their use due to

the challenges in deriving global context in images, as they are unable to model long-range

dependencies. The computer vision community has recently benefited from the advances in

the transformer models [78] proposed by the Natural Language Processing community, and

derived a version suitable for images called the Vision Transformer [66]. The key contribut-

ing factor is the use of self-attention in transformers, which provides global context to the

models [79]. A limitation is, however, the models are compute-intensive, making their use

in segmentation tasks for real-time use challenging.

Various approaches have identified techniques to combine the utility of transformers

with the advantages of CNNs to develop segmentation models [80–83]. Inspired by these

approaches, we develop an efficient hybrid transformer-CNN model for surgical instrument

segmentation called SurgSeg-HViT.

The core model architecture for SurgSeg-HViT is presented in Figure 2.5, and is inspired

from the U-net architecture. The primary difference here is an encoder that has both

convolution and vision transformer components. For the ViT blocks, we make use of the

MobileViT model [84], while the CNN components are located within the MFConvGating-

SC block. The decoder is a mirror of the encoder, much like in U-Net models, with the

cascading decoder structure incorporating multi-scale information. The MFConvGating-

SC block uses GSConv [85], which merges standard convolution and depthwise separable

convolution by shuffling the channels. The convolution information is combined at different

resolutions, as shown in Figure 2.7. The importance placed on both the channel-level

features and spatial-level features provides improved feature selection capabilities in the

MFConvGating-SC block. A skip connection is added to the block to avoid the vanishing

gradient problem.

The feature incentive blocks and the long local block are incorporated based on [81].

The downsampling technique used is Haar wavelet downsampling from [86] instead of
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Figure 2.5: SurgSeg-HViT model architecture for a hybrid Transformer-CNN surgical in-

strument segmentation task

maxpooling, which proves to be more sensitive to capturing high frequency information.

This is done by using the Haar Wavelet Transform, where a feature map of the input is

split into their frequency components. This is indicated using the blue arrows in Figure 2.5.

Similarly, upsampling (indicated in orange) uses the technique from [87], which combines

commonly used upsampling techniques to provide refined boundary information. These

modules are particularly helpful for surgical segmentation since the edges of structures

are poorly defined. Overall, the model architecture for SurgSeg-HViT is based on efficient

components from [81,83,85,86], and [87], which makes the model lightweight in the different

blocks used. Additionally, the Dynamic Gating Block (DGB) described in Figure 2.6 is used

to improve feature fusion by using a dynamic approach to weighting channels.
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Figure 2.6: Dynamic Gating Block (DGB)

Figure 2.7: MFConvGating-SC Block enables multi-fusion at different resolutions and offers

spatial and channel gating for improving model performance.
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2.4.1 Analysis

For training, a combination of binary cross-entropy loss, dice loss and Jaccard loss are used,

with a heavier weighting of 0.6 to dice loss, while Jaccard and BCE have a weighting of

0.2. We compare SurgSeg-HViT method for surgical instrument type identification with the

previously evaluated U-net models using the mean Intesection over Union and mean Dice-

Sorenson metrics. The model shows a significant increase in performance for the surgical

instrument segmentation task, with an mIoU of 62.74 and mDSC of 63.16.

Table 2.4: Performance on Endovis2017 dataset for instrument type segmentation task

Method Vanilla UNet UNet11 TernausNet LinkNet34 UMobilenet SurgSeg-HViT

Mean IoU 0.33 0.36 0.35 0.37 0.37 62.74

Mean DSC 0.35 0.38 0.37 0.39 0.39 63.16

Std IoU 0.12 0.15 0.14 0.15 0.15 0.31

Std DSC 0.14 0.16 0.15 0.16 0.17 0.33

Qualitative results of the different models on the Endovis2017 dataset are provided

in Figure 2.8 for Binary segmentation, Figure 2.9 for parts segmentation, and 2.10 for

instrument segmentation. We also observed an average inference time of 30.58 frames per

second, which enables the use of SurgSeg-HViT in real-time applications. Therefore, through

this project, we were able to achieve a much higher performance on surgical instrument type

segmentation.
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Figure 2.8: Qualitative results on MICCAI EndoVis2017 Dataset for Binary Segmentation
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Figure 2.9: Qualitative results on MICCAI EndoVis2017 Dataset for Parts Segmentation
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Figure 2.10: Qualitative results on MICCAI EndoVis2017 Dataset for Instrument Segmen-

tation
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Chapter 3

DATA EFFICIENT LEARNING FOR SURGICAL VISION

3.1 Background

The modern operating room is a complex and continuously changing environment that

requires innovative intraoperative clinical support mechanisms to enable safe procedures.

Surgical Data Science [88] has been gaining a lot of traction since the advent of deep neural

networks for its ability to process large volumes of data and provide insights about the

surgical scene. Considering the safety-critical nature of surgery and surgical robotics, it be-

comes important to identify approaches for surgical scene analysis that scale efficiently and

incorporate domain-specific knowledge simultaneously. As established in the previous chap-

ter, surgical procedures rely on visual output from either endoscopes or microscopes that

provide valuable information about patient anatomy and current surgical state, enabling

surgeons to safely navigate the surgical workspace.

A large part of the progress in surgical data science has relied on a relatively small volume

of data compared to the field of general computer vision. While there is no shortage of data

from surgical procedures, generating data annotations has been challenging due to the cost

involved with surgeon time and expertise [50]. Additionally, it is essential to manage and

process the influx of data without spending enormous amounts of money on compute and

storage. There are also concerns around the distribution of data within these datasets due

to lack of data involving rare conditions, privacy concerns of patients or the surgical team,

high cost of data capture and the variability of conditions (recording equipment, lighting,

etc.,) at data collection sites. Therefore, it is important to identify approaches to efficiently

process unlabeled data that could potentially reduce the required manual annotation effort,

automate some aspects of data usage for model training, and expedite the training cycle.

In chapter 2, we adopted techniques such as data pre-processing, data augmentation [76],

and transfer learning [35,69] to optimize the use of available labeled data. Some other issues
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with supervised learning techniques is around the inability to handle class imbalance [89]

effectively. Surgical datasets have a long-tail distribution of classes where certain classes

occur more frequently. This causes a bias towards the majority class and rare but important

classes could be ignored. Shifts in data distribution [90] over time could also cause model

performance to decrease if corrective measures are not taken. Another challenge is with

incremental learning [91] where the model knowledge is continuously updated as new data

becomes available. Incorporating efficient model training and data processing frameworks

for surgical robotics would contribute to model generalization, reduce computational and

storage requirements, and result in systems useful for real world clinical needs.

Towards this goal, we propose two approaches to efficiently train machine learning mod-

els for surgical scene analysis through semantic understanding - one with active learning

and the other using foundation models. In this chapter, we detail the use of active learning

to query data points from a large unlabeled data pool by using uncertainty estimation. In

Chapter 4, we will describe an approach based on transfer learning and foundation models

for reference-based surgical instrument segmentation.

3.2 Active Learning

3.2.1 Prior Work

Active learning (AL) is an area within machine learning that speeds model training by

querying the most informative images for the model from an unlabeled data pool [92]. Active

learning uses either (i) Uncertainty-based methods [93–97], (ii) Diversity-based methods

[98, 99], (iii) Hybrid methods using a combination of uncertainty and diversity estimation

techniques [100,101], or (iv) Expected model change [102,103]. These methods could either

be applied to a whole image or could select regions of an image to annotate. The uncertainty-

based methods estimate the images for which the neural network model is least certain how

to label.

While most of the active learning methods have focused on identifying samples for image

classification [93–96,99,104], the approaches to identify samples for semantic segmentation

have been limited [97, 103, 105–109]. Most of these focus on pool-based active learning,
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where the most informative annotation samples are chosen from a pool of unlabeled data as

opposed to stream-based active learning, where samples are obtained one at a time instead.

This stems from deep learning models learning from a mini-batch of labeled data to train

more efficiently and avoid local minima [110].

Ensemble methods [95] have been used to estimate uncertainty between model predic-

tions. However, these require a lot of compute and memory. Uncertainty metrics that are

commonly used for active selection from image data sets include entropy and least-confident

posterior probabilities [111]. Another metric is to choose samples which have the least dif-

ference between prediction confidences of the first most probable label and the second most

probable label [104]. These can be used directly with deep learning models but have to be

implemented carefully to avoid heavy memory demand.

[97] based their work on cost-sensitive active learning and used Monte Carlo Dropout

to estimate uncertainty combined with effort estimation from the click patterns during

annotation by a human oracle. While the click information from many datasets may not be

available, we focus on the region-based study of images from this work. A more interesting

development to this paper was from [107] who exploited the multiple views of the same

scene to estimate uncertainty of superpixels.

Another development has been the use of reinforcement learning for querying images.

Casanova et al. [108] propose an active learning strategy using deep reinforcement learning

where a learned policy would select a informative image regions from the unlabeled dataset.

They use a Deep Q-Network(DQN) [112] to maximize the Intersection over Union(IoU).

In this work, we evaluate the use of uncertainty as the acquisition metric to identify

informative surgical image samples to be manually labeled, and the incorporation of a

diversity metric to improve the selection of data points.

3.2.2 Methods

Given a segmentation model fθ : X → Y parameterized by θ, we aim to iteratively select

the most informative frames from an unlabeled video pool DU to expand our labeled dataset

DL. Due to the robust performance of DeepLabV3+ [113] on segmentation benchmarks, we



31

Figure 3.1: Overview of Active Learning for Surgical Instrument Segmentation. A pre-

trained machine learning model is used to query frames from an unlabeled data pool by

using a selection criterion.

use it as our fθ of choice for identifying surgical tools from endoscopic images. The backbone

is initialized with weights from a model that was pretrained on data from the ImageNet

classification task. The rest of the layers are initialized with Kaiming initialization [114].

We use two base uncertainty metrics to sample images. The first is using Monte Carlo

Dropout (MCD), proposed by [115]. Dropout [116] is a type of regularization added to

neural networks to prevent overfitting. Including spatial dropout [117] in convolutional

neural networks implies we drop entire channels with a selected probability value of pdropout.

Due to the nature of their design where nodes can create bottlenecks for different sections,

we use dropout at inference time to emulate the behavior of ensembles without adding to

the computational cost of training and inference. Predictions are generated using forward

inference for N iterations and uncertainty of the model is estimated by calculating entropy

over the N predictions for each sample. The Monte Carlo Dropout method is given by:

Si = −
∑
n

M∑
i=1

p(yni |xi; θSEG) log pMC(y
n
i |xi; θSEG) (3.1)

Here,
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pMC(y
n
i |xi; θSEG) =

1

D

D∑
d=1

pSM (yni |xi; θdSEG) (3.2)

Here, D denotes the number of forward iterations to run dropout at test time, M is the

total number of examples, x is the input, y is the output, θdSEG is the segmentation model

parameters. Depending the uncertainty value, represented by Si, the top-k frames will be

selected in vanilla MCD. The other base uncertainty metric we use is the entropy of class

predictions.

Si = −
∑
n

M∑
i=1

p(yni |xi; θSEG) log p(y
n
i |xi; θSEG) (3.3)

We study the use of vanilla MCD and Entropy, along with variations including region-

based estimates and combinations with diversity methods such as coreset. Coreset [99]

is an approach used to represent datapoints by assigning a centroid and computing the

distance of data points to the centroid. By using a hyperparameter to define the budget for

images with similar representations, we can limit the number of samples selected from each

cluster. Weighted uncertainty metrics combine randomization with top-N image selection

to provide a top-k subset. Here, the images the model is most uncertain about are weighted

more heavily than images where the model confidence for predictions are high. The variants

of region-based inference consider the uncertainty of 32x32 patches in each image instead

of estimating the uncertainty of the whole image. Hybrid entropy fuses uncertainty metrics

(entropy and MCD) with coreset.

3.2.3 Analysis

We evaluate our approach on the publicly available 2017 Robotics Instrument Segmenta-

tion dataset [33] The dataset publicly shared 1800 images with labels. We use 1500 images

for training and validate on 300 images. Our baseline method is random selection, where

images are selected at random for each iteration and added to the training pool. Results

in Fig. 3.3 show the performance of all models for each active learning iteration. The mod-

ified uncertainty-based models outform the vanilla uncertainty acquisition functions. The

diversity-based Coreset methods performs the least favorably. This could be due to the
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Figure 3.2: Qualitative results using Active Learning showing the uncertainty in the top

batch of images selected for labeling by the model.
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Figure 3.3: Active Learning Results: Overall performance of the model is achieved by using

a maximum of 630 images (instead of 1500) for training a model with active learning.

selection of data points that are distinctly different from each other. Since the dataset is

relatively small, the model is potentially unable to extract enough information for repre-

senting the entire dataset. Table 3.1 shows the amount of time taken to select images in

each iteration of the active learning cycle.

Table 3.1: Time and mIoU values for different active selection strategies. The estimated

time taken to calculate uncertainty is indicated in seconds for 1 image.

Active Learning approach mIoU Time(in secs)

Baseline (random) 0.728 0.00019

Entropy 0.7344 0.04076

Monte Carlo Dropout 0.73408 0.11579
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3.3 Balanced Expected Gradient Length with Density-Weighted Selection

Following our work, additional studies on active learning for surgical instrument segmen-

tation were proposed [118, 119]. A limitation similar to our analysis in diversity sampling

impacted the performance of sampled data. The coreset from our hybrid work and kNN+

diversity sampling technique used in [118] spread the images as far as possible. A more

refined approach would be to use a weighting approach to sampling diverse datapoints to

ensure sufficient samples of uncertain images are included in the annotation pool.

To address this limitation, we propose a Balanced Expected Gradient Length with

Density-Weighted Selection (BEGL-DWS) framework for surgical instrument segmenta-

tion. BEGL-DWS has three key components: (i) class-balanced uncertainty quantifica-

tion accounts for the varying sizes and frequencies of different surgical tools, (ii) pixel-level

gradient length estimation focusing on instrument boundaries and articulation points, and

(iii) density-weighted batch selection to ensure temporal and visual diversity across surgical

phases. The complete procedure is outlined in Algorithm 1.

Surgical scenes exhibit significant class imbalance, with the background occupying the

majority of pixels while individual instruments—particularly thin tools like sutures or

needles—represent only small regions. Moreover, the frequency of different instruments

varies substantially across surgical phases, with some specialized tools appearing only briefly

during specific procedural steps. To address this challenge, we compute adaptive class-

specific weights based on the current labeled set:

αc = (freqc + ε)−β (3.4)

where freqc represents the relative frequency of instrument class c in DL, ε is a small constant

for numerical stability, and β ∈ [0.5, 1] controls the strength of balancing. The weights are

normalized such that
∑

c = 1Cαc = 1.

For each unlabeled surgical frame X ∈ DU , we compute the expected gradient length

as a measure of model uncertainty, which is particularly effective for capturing uncertainty

around instrument boundaries, articulation joints, and regions with motion blur or occlu-

sion. The gradient length provides a geometry-aware uncertainty estimate that naturally
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Algorithm 1: BEGL-DWS: Balanced Expected Gradient Length with Density-

Weighted Selection

Input : Segmentation model fθ with features z and predictions p; unlabeled set DU ;

labeled set DL; batch size B; AL rounds N

Input : Top-pixel ratio ρ ∈ (0, 1); class weight power β ∈ [0.5, 1]; k-neighbors k; density

weight λ ∈ [0, 1]

Output: Trained model fθ after N rounds

1 Initialize: Train fθ on initial DL

2 for n ← 1 to N do

3 freq ← ComputeClassFreq(DL)

4 for c ∈ {1, . . . , C} do

5 αc ← (freq[c] + ε)−β

6 end

7 α ← α/
∑

c αc

8 Q ← ∅; E ← ∅
9 foreach X ∈ DU do

10 qX , φX ← ComputeBEGL(X, fθ, α, ρ)

11 Q ← Q∪ {qX}
12 E ← E ∪ {φX}
13 end

14 S ← DensityWeightedSelect(E ,Q, B, k, λ)

15 DL ← DL ∪ SurgeonLabel(S)
16 DU ← DU \ S
17 fθ ← Train(fθ,DL)

18 end

19 return fθ

emphasizes the complex contours and thin structures characteristic of surgical instruments.

We first identify the most uncertain pixels by selecting the top ρ proportion of pixels based

on prediction entropy:

Hi,j = −
C∑
c=1

pi,j,c log pi,j,c (3.5)
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These high-entropy pixels typically concentrate along instrument boundaries, at occlusion

interfaces, and in regions where instruments overlap or interact with tissue. For these

selected pixels Pρ, we compute the class-balanced expected gradient length:

qX =
1

|Pρ|
∑

(i,j)∈Pρ

∑
c = 1Cαc · pi,j,c · |∇θ	(fθ(X)i,j , c)|2 (3.6)

where 	 denotes the segmentation loss and the gradient is computed with respect to the

model parameters θ.

Finally, to ensure diversity in the selected batch and avoid annotating redundant frames

from similar surgical contexts, we employ a density-weighted selection strategy. For each

candidate frame with embedding φi and BEGL score qi, we compute its density in the

feature space using k-nearest neighbors:

di =
1

k

∑
j∈Nk(i)

exp

(
−|φi − φj |22

2σ2

)
(3.7)

where Nk(i) represents the k-nearest neighbors of frame i and σ is a bandwidth parameter.

High density values indicate frames from common surgical phases or frequently occurring

instrument configurations, while low density values suggest unique surgical scenarios or rare

instrument combinations.

The acquisition score constitutes a hybrid approach, combining uncertainty and diver-

sity:

si = qi · (1− λ · di) (3.8)

where λ ∈ [0, 1] controls the trade-off between uncertainty and diversity. This scoring mech-

anism ensures that selected frames span different surgical phases, instrument combinations,

and challenging scenarios, maximizing the information gained from each annotation round.

We apply this learning technique for both Endovis2017 and NeuroID datasets. We seed

the models with 440 images, test on 1200 images, validate on 360 images, and treat the rest

as unlabeled pool. This approach is compared with a subset of methods and the results

are shown in Figure 3.4. We can see a distinct difference in performance compared to the

cluster of metrics we observed in Figure 3.3.
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Figure 3.4: Results of BEGL-DWS on EndoVis2017 and NeuroID datasets

3.4 Evaluation of Noisy Labels on Active Learning

The ability to quickly and correctly annotate large datasets is crucial to supervised machine

learning. Machine Learning (ML) models may be used in high-stakes decisions, but the time

and cost of expert labor make obtaining labeled data expensive. The process of labeling

data for an ML task navigates a trade-off between the ability to collect data quickly and

the effect of the resulting dataset quality on model performance.

An annotation system that augments the capabilities of human annotators with Artificial

Intelligence (AI) could improve this labeling process if the Human-AI team annotates with

higher efficiency and accuracy than either the human or AI alone. In terms of efficiency,

annotation tools in which the human evaluates and modifies annotations generated by an

AI can decrease human workload and make the annotation process faster [120–122].

However, in terms of accuracy of the resulting model, the effect is unclear. Although in an

ideal Human-AI team, the human and AI would catch each other’s mistakes to achieve higher

performance together, work in Explainable AI (XAI) suggests that increasing AI-assistance

often does not lead to better performance than relying on just the AI or human alone [123–

125]. The tendency of people in Human-AI teams to rely on the AI’s prediction even when it

is wrong, a phenomenon known as overreliance, could affect the final dataset when using AI

assistants for labeling data. Although models can be robust to some noise [126], changing
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Figure 3.5: We explore the downstream effects of a human oracle relying on AI-assisted

annotation tools by simulating noisy labels

dataset quality could also affect the final model’s performance.

In our work, we aim to understand how overreliance within Human-AI data annotation

teams affects the resulting model. As the underlying goal is to reduce the burden of data

labeling, we choose the ML approach of active learning (AL) because it prioritizes labeling

of difficult-to-learn data points and attempts to reduce the amount of data needed for train-

ing the model. Active learning (AL), specifically pool-based active learning, is a learning

protocol that samples the most informative data points for a model by querying from an

unlabeled data pool [34]. The objective is to maximize a combination of task performance

and data efficiency at the annotation level. Studies evaluating active learning for classifica-

tion and segmentation validate the advantages of using a well-defined querying policy over

randomly sampling data for annotation [94,101,108,127].

Although overreliance is a known and pervasive problem, it is difficult to study its general

effects for two reasons. First, the negative impact of overreliance also depends on how often

the AI is wrong. Overreliance is not an issue with an oracle AI, but could cause harmful

outputs with a low-quality AI predictor. Therefore, to make our results applicable to a

wide variety of situations, we synthetically alter the quality of the AI’s output by injecting
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noise into the labels. Second, the amount of overreliance varies greatly depending on the

task type and presentation [123–125, 128]. We simulate various levels of overreliance by

changing the percentage of labels taken from human labels and those taken from the AI.

Using the MedMNIST [129] and CIFAR100 [130] datasets, we will simulate the effects

of these various overreliance conditions on the final model’s performance using two noise

injection techniques.

Unlike prior work, this approach combines the techniques developed in the active learn-

ing space with the human behavioral challenges explored in XAI studies. Work at this

intersection is valuable because data-annotation schemes have a different set of motivat-

ing factors than other human-in-the-loop systems. Unlike the decision making scenarios

of many XAI studies, data annotation methods must consider not only accuracy, but also

speed, efficiency, and expense.

3.4.1 Methods

We conducted a series of experiments to examine the impact of human over-reliance on

AI-generated noisy labels in an Active Learning scenario for both a medical task and a

generic coarse-grained computer vision task. Specifically, we created a synthetic exper-

imental framework in which we generated ”AI predictions” using the Noisy Completely

at Random (NCAR) algorithm with controllable noise ratios. We then simulated human

reliance on these synthetic AI-generated labels in an active learning setting by randomly

sampling from a dataset that contained ground truth labels. By adjusting the proportion of

labels obtained from human annotators (i.e. the ground truth labels) versus those generated

by AI (i.e. generated by NCAR), we simulated varying levels of over-reliance and assess

their effect.

Active Learning: In a pool-based Active Learning (AL) framework, there is often a

large volume of unlabeled data DU , and an oracle, usually a human, that annotates assigned

data points xu. Iteratively, AL aims to sample the most informative samples, xu, based on

a pre-determined budget from DU . The sampled data points are sent to the oracle, labeled

as xi, and subsequently added to the labeled set DL. Active learning uses an acquisition
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function, which is based on a desired uncertainty and/or diversity metric, to choose samples

from an unlabeled pool. In a general form, all the informative samples selected by the

algorithm are added to the labeled set for model training in the next iteration is given by

Di+1 = Di + xi. We use uncertainty metrics to sample data points under the assumption

that the most informative examples are the ones that the model is least certain about.

We use three acquisition functions to compare active learning methodologies - Random

Sampling, Entropy Sampling and Bayesian Active Learning by Disagreement (BALD). In

the Random Sampling Strategy, data points are naively selected at random from the un-

labeled dataset DU . Since the likelihood of all samples being equally informative is low,

we use this approach as our baseline. For entropy sampling, we estimate uncertainty by

calculating uncertainty from predicted probabilities as given in equation 3.3.

For the BALD approach, we use Monte Carlo Dropout (MCD) to estimate uncertainty.

Dropout [116] is a type of regularization added to neural networks to prevent overfitting.

Due to the nature of their design where nodes can create bottlenecks for different sections,

we use dropout at inference time to emulate the behavior of ensembles without adding to the

computational cost of training and inference. BALD determines data points that maximize

the mutual information between the model parameters and model output. We estimate

mutual information in combination with MCD, given by equation 3.1.

Noisy Label Generation We use two statistical noisy label generation methods: Noisy

Completely at Random (NCAR) and Noisy at Random (NAR) [131] to simulate AI pre-

dictions. A dataset of n samples can be denoted by (x1, y1), (x2, y2), . . . , (xn, yn), where xi

is the i-th input feature vector and yi is the corresponding true label. The set of possible

classes is denoted by C = c1, c2, . . . , cK , where K is the total number of classes. To simu-

late label noise using the NCAR method, a fixed proportion of the true labels are randomly

flipped to incorrect labels. Specifically, a parameter p ∈ [0, 1] represents the probability of

flipping each label. Then, each sample i, is randomly flipped its true label yi to a new label

y′i uniformly at random from the K−1 possible incorrect labels, excluding the true label yi,

so NCAR produces symmetrical noise. NAR on the other hand produces asymmetrical label

noise, where the occurrence of the noise is tied to the sample’s true class such that a noise

transition matrix that holds the information of how each class is confused with every other



42

Figure 3.6: Noisy injection uses information from two techniques for noisy label identi-

fication – Noisy Completely at Random (NCAR) and Noisy at Random (NAR). NCAR

simulates mislabeling where all classes are equally likely to be reassigned. NAR uses a

weighted transition matrix for classes.

class in the format of a confusion matrix. The noise transition matrix can be computed by

training a k-means clustering on the training data to measure how each true label matches

with the clusters. More formally, for NAR, each sample i, is flipped its true label yi to a

new label y′i by using the probability values given in the noise transition matrix so y′i is

sampled asymmetrically. Figure 3.6 shows the noise injection process.

3.4.2 Experiments and Results

Using OrganMNIST from MedMNIST [129] as our preliminary dataset of choice, we simu-

late the effects of the various overreliance conditions on the final model’s performance. We

train multiple active learning models, each using a different combination of the following

attributes. We vary the reliance rate φ of a human annotator and the noise in our labels
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among {0, 0.2, 0.5, 0.8}, and we vary the active learning strategy among random, entropy,

and BALD. To inject noise, we use the NCAR and NAR methods for OrganMNIST and

the NCAR method for CIFAR-100 (following the similar trend that NCAR and NAR do

not yield substantial differences for OrganMNIST, and to save some computational time in

our experiments.).

We utilize a modified ResNet-18 convolutional neural network which accommodates the

small sizes of the images in our dataset by using fewer max pooling operations. For each

active learning strategy, we sample 3% of the samples from our unlabeled dataset for 5

iterations. We use cross-entropy loss for all scenarios, and re-initialize the network after

every active learning iteration to train from scratch. We then compare all experiments to

the baseline, which is trained once on a data subset with the same size covered by the

active-learning runs. At each step, we train the model on the data subset for 100 epochs or

until a training accuracy of 0.92 is reached.

OrganMNIST is in the medical domain, which has images of 28x28 dimensions each.

We choose a medical dataset specifically as labeling medical data often requires expert

human annotators so could benefit from AI-assisted data labeling. CIFAR-100 has slightly

higher-resolution color photos with 32x32x3 inputs and is a larger dataset, albeit with fewer

samples per class. Initially, we planned to conduct experiments using only medical datasets

and chose to use ISIC. However, we pivoted from experimenting on ISIC due to confounding

errors caused by the corruption of the label base by actual noise labels, duplicates in the

test set, and significant class imbalance [132]. This led us to realize that our assumption of

”oracle human labels” falls short on ISIC specifically, where the results seem to get better

by random noise (potentially fixing the already corrupted labels along the way)

3.4.3 Discussion

Although overreliance is a known and pervasive problem, it is difficult to study its general

effects for two reasons (1) the negative impact of overreliance also depends on how often the

AI is wrong, (2) the amount of overreliance varies greatly depending on the task type and

presentation [123–125,128]. To make our results applicable to a wide variety of situations, we
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Figure 3.7: We evaluate the downstream effects of a human oracle relying on AI-assisted

annotation tools by simulating noisy labels using NAR. The performance of a model trained

on the entire OrganMNIST dataset is included in all the experiment results for comparison.

synthetically alter the quality of the AI’s output by injecting noise into the labels. Through

our results on OrganAMNIST, we observe that for a higher degree of simulated over-reliance

there is a correlation with a decrease in performance. The effect is more prominent for higher

levels of noise, implying that the model performance within AI-assisted annotation tools is

of importance. In cases where only a small amount of noisy labels were passed (cases with

20% reliance or 20% noise), the model performance can have a small boost. We believe this

could be a result of the regularizing effect from noisy labels indicated in [133]. In these

scenarios, incorporating AI predictions could help improve efficiency in data annotations

through a small increase in performance, as long as over-reliance is minimal.

Furthermore, while we expected the sparsity of the Monte Carlo Dropout approaches

to result in better model performance than other sampling techniques, we did not have

the chance to dive deep into the impact of model performance as a function of the chosen

acquisition function. Conducting further studies on the effect of the uncertainty acquisi-
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tion functions and contrasting performance with other diversity-based or hybrid acquisition

functions may open new research opportunities. Finally, translating the study design to

other tasks such as segmentation, object detection, and pose estimation would be interest-

ing avenues of exploration.

3.4.4 Acknowledgements

The work on noisy labels in active learning was jointly done in collaboration with Madeleine

Grunde-McLaughin, Wisdom O. Ikezogwo, and Mehmet Saygin Seyfioglu.



46

Chapter 4

TOWARDS GENERALIZING PERFORMANCE FOR SURGICAL
SCENE UNDERSTANDING USING SELF-SUPERVISED LEARNING

Active learning helps reach improved performance with fewer data samples but it still

needs a large volume of annotated data initially to reliably generalize for unseen surgical

conditions and new types of surgeries. Active learning also has the potential to skew a model

based on the type of data points chosen for annotation, missing on valuable information

from data points that are not accounted for due to sampling budget constraints.

Self-supervised learning (SSL) is an active area of research in machine learning and

computer vision that has the potential to substantially reduce the dependency on manually

annotated data, which is expensive and time-consuming to generate in surgical domains.

SSL overcomes the need for large volumes of annotated data by harnessing the inherent

structure and relationships within the data to provide supervisory signals for extracting

representations. By pre-training on the generated representations, SSL can potentially

enable training with significantly fewer labeled data points. A simplified difference between

supervised and self-supervised learning is presented in Fig. 4.1.

Furthermore, depending on the type of surgical task and data, surgical data annotation

suffers from inter-annotator variability. This makes the data annotation process tedious

since labels have to obtained from multiple annotators and techniques to resolve disagree-

ments have not been standardized. Having to consistently generate annotations with a

human-in-the-loop can be limiting with respect to the demands of continual learning, which

is resolved by techniques in self-supervised learning. SSL also allows scaling models by

pre-training on large volumes of unlabeled data. The pre-trained model can be used for

finetuning a variety of downstream tasks using fewer labeled data points.

The advances in generative AI and foundation models have provided a new class of

pretrained models that have been trained on internet-scale data. Transfer learning enables
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Figure 4.1: An overview of the self-supervised learning structure. Instead of relying only

on annotated data, the use of pre-trained models and transfer learning enables improved

generalization abilities.
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Figure 4.2: Model Architecture for performing reference-based surgical instrument segmen-

tation.

improved domain adaptation by learning domain-invariant features from the large pool

of unlabeled data and provides robustness to noise in annotations. This is due to the

reliance of foundation models on representing high-level features (often associated with

human vision) and contextual information, which captures versatile data representations in

the learned embeddings. This is unlike supervised learning scenarios where correctness of

the annotation labels is prioritized and the need for experts to be involved is paramount.

Additionally, the possibility of the model results being skewed due to the type of images

selected for annotation is lesser in transfer learning.

4.1 Background

Self-supervised learning has experienced rapid traction within the computer vision com-

munity in recent years [134]. The potential to solve problems without bearing the cost of

annotating a large volume of data is enticing. SSL is an approach where a proxy loss is

minimized, which is used as a supervisory signal for capturing information that is inher-

ently represented in the data. This can be established by (1) defining a auxiliary task such

as image rotation [135], arranging image patches [136], colorization [137], reconstructing
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image patches [138] and geometric transformations [139], or (2) contrastive methods [140]

that focus on how data is represented in the embedding space by generating positive and

negative pairs of samples that are processed by a discriminative loss function to generate

a training signal, or (3) Cluster-based and distillation-based methods [141, 142] focused on

clustering latent image representations in the embedding space.

During surgical procedures, surgical video is typically recorded for review or for educa-

tional purposes. The storage of raw video data is memory-intensive but the information

presented in each case could be valuable for downstream learning. A majority of studies

in the surgical vision community have relied on labeled data, typically much smaller in

size than the datasets used by the broader computer vision community [143]. This has

limitations in accounting for variations in patient anatomy, skills of the operating surgeon,

devices used for image acquisition, types of surgical instruments, different surgical phases

and clinical workflows, and patient demographics.

Yengera et al. [144] use the prediction of remaining time in a surgical video as a proxy

task to represent information relevant to surgical phase recognition. The hypothesis is

that the discriminative features learned in the embedding space will implicitly capture

information about the steps completed thus far and the steps left until a procedure is

completed. Similarly, [145] demonstrate the use of temporal coherence and compare three

methods for pre-training using SSL. Imprecise kinematic information was used by [146] to do

3D pose estimation of surgical instruments, utilizing a reconstruction loss. Motion2Vec [147]

learns a motion-centric representation of surgical demonstration from videos by grouping

them into categories (actions, sub-goals, options) using metric learning in a Siamese network.

Depth estimation, in monocular and stereo endoscopy, has been of growing interest in

the surgical vision community. A number of publications have focused efforts on depth

estimation using self-supervised learning [148–153]. Relatively fewer research teams have

directly exploited information by prioritizing image frames in surgical vision for other appli-

cations. A research team from Germany used self-supervised learning to establish rotation-

equivariant keypoint detection and invariant description of endoscopic scenes using an ap-

proach termed RIDE [154]. The authors use image pairs to which known homographies are

applied. The learned representations were tested on datasets for surgical tissue tracking
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and endoscopic stereo correspondence matching [155].

4.1.1 Reference-based surgical instrument segmentation

Accurately segmenting surgical instruments from endoscopic video is a foundational ca-

pability for intraoperative visual intelligence, enabling reliable AR overlays, context-aware

assistance, and safety monitoring in robot-assisted minimally invasive surgery [156]. Over

the past decade, community benchmarks, particularly the EndoVis challenges, have stan-

dardized problem formulations and evaluation, catalyzing progress on binary, type-level, and

part-level segmentation of instruments [33,157]. Early deep models adapted general-purpose

segmentation architectures, such as U-Net variants described earlier in this thesis, to ex-

plored residual backbones and multi-scale design for improved accuracy and runtime [74].

Subsequent work pushed toward clinical practicality with real-time instance segmentation

and attention mechanisms under challenging endoscopic conditions [158].

Recently, segmentation foundation models have shifted the landscape. The Segment

Anything Model (SAM) demonstrated strong zero-shot capabilities with promptable masks

[159], followed by SAM 2, which extends to images and videos with a streaming memory

design [160]. Domain transfer to medicine has required significant adaptation as shown

by MedSAMm which achieves broad cross-modality performance via large-scale medical

finetuning [161]. However, endoscopy remains a elusive for open-world models to segment

accurately due to availability of fewer samples in the original training data, and due to

factors such as specularities, smoke, blood, motion blur, telephoto optics, and intricate

forceps-scissor-jaw geometries. In surgical vision specifically, class-promptable adaptations

such as SurgicalSAM efficiently tune SAM to instrument categories [162], while part-aware

prompting (SP-SAM) leverages collaborative part-to-whole cues to better capture fine end-

effector boundaries [163]. These studies suggest that combining promptable foundations

with surgical priors (category taxonomy, kinematic parts, tool functional zones) is key for

robust MIS segmentation.

Parallel advances in referring image segmentation offer an alternative path, where the

use of text description specifies the target region instead of fixed labels. Transfer learning us-
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ing CLIP-based transfer aligns text-to-pixel for open-vocabulary masks [164]. The study by

Yang et al. [165] demonstrates language-aware visual encoding that fuses tokens throughout

a transformer encoder, and transformer-only designs improve long-range reasoning between

language and vision [166]. Beyond single-object expressions, generalized referring experes-

sion segmentation supports multi-/no-target expressions and richer relations [167]. Most

relevant to surgical tools, multi-granularity reference expressive sefmentation (MRES) ex-

plicitly extends from object-level to part-level referring masks [168], similar to the part-based

compositionality of articulated instruments (shaft, wrist, jaws). Bringing refeering image

segmentation into minimally invasive surgery could enable natural-language-driven segmen-

tation of specific instruments and substructures. For example we could provide prompts

such as “the distal cutting edge of the curved scissors touching the cystic duct”, addressing

cases where class-only prompts are insufficiently precise.

However, two technical challenges remain. The first is estimating the boundary more

accurately. Given the critical need for safe guidance of surgical instruments, it is critical

for the thin structures, such as wires, jaws, tips, to not be over-smoothed by region-based

objectives. Therefore, it is salient to include boundary-centric metrics and losses to com-

plement the region IoU [169, 170]. Additionally, open-vocabulary grounding must account

for domain shift and ambiguity in terms used for referring instruments. Therefore, for the

purpose of MIS, our proposed methodology decouples be the promptable segmenter adapted

to surgery from the referring module that resolves granular, part-aware linguistic queries,

and maps them to discriminative visual prototypes.

We study referring surgical instrument segmentation propose an approach that uses a

part-aware, promptable foundation. Our approach develops a Part-aware Referring SAM

pipeline that (i) adapts SAM to surgical videos, (ii) injects part-level priors via collabora-

tive prompts and hierarchical decoding to sharpen end-effector boundaries, and (iii) uses a

lightweight CLIP-initialized head for open-vocabulary and text-driven selection of instru-

ments and sub-parts. We further incorporate boundary-sensitive training and evaluation

to quantify improvements at the thin, safety-critical interfaces. In comprehensive experi-

ments on Endovis2017, we show that our proposed part-aware referring improves both mask

quality over the state-of-the-art part-aware segmentation model.
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4.2 Method

Given an endoscopic image frame, we predict a dense instrument-part map, Y, with labels

{0 : background, 1 : shaft, 2 : wrist, 3 : jaws}. We build a part-head over frozen Segment

Anything (SAM) image embeddings and expose two text-to-class gating mechanisms, a

training-free CLIP gate and a learned text projection, to bias predictions toward the referred

part. We condition inference on a referring phrase that includes the type of instrument and

the part of the instrument, such as ”needle driver tip”. Additionally, we utilize the adapter

in [171] to refine SAM for a surgical instrument segmentation task.

For each image we compute a dense SAM embedding with 256 channels using a frozen

SAM image encoder. A lightweight head turns the embedding into per-pixel class logits

using the following operations:

Z = ReLU(GN(Conv1×1(E))) ∈ R× C × h× w (4.1)

L = Conv1×1(Z) ∈ R
4×h×w, (4.2)

Lup = bilinear upsampling(L) (4.3)

The two 1×1 projections with GroupNorm and ReLU preserves the localization of SAM

while keeping compute and parameters minimal.

4.2.1 Referring Interface for part segmentation

We use two techniques to map a free-form phrase, t, to a target part, c - (i) Mapping lexicons

(using synonyms for parts), and (ii) Encode a frozen CLIP-text encoder and compare it to

canonical prompts using cosine similarity.

4.2.2 Text-to-Class Gating

Beyond selecting the class (c), we treat text as a class-prior bias added to the per-pixel

logits. Given w ∈ R
4 from CLIP similarities, we add a spatially uniform bias

L̃up = Lup + α · 1H,W . (4.4)
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with α=2.0 by default at inference and 1H,W an all-ones map broadcast over (H,W ).

We freeze CLIP and learn a single linear layer W of 4 dimensions for the classes. W

maps the normalized text embedding to 4-way class biases and the relationship is given by

L̃up = Lup + α · b(t)1H,W . (4.5)

where b(t) = φ(t)W . The linear adapter better aligns domain lexicon with the surgical part

taxonomy at negligible compute cost.

4.2.3 Prompt Diversity Schedule

To expose the learned gate to varied phrasing, we employ a simple scheduler over synonyms:

(i) random-per-batch (default): draw a random synonym for a random part each batch; (ii)

resample-per-epoch: at epoch start, build a balanced pool with at least K unique synonyms

per part and iterate cyclically. This prevents overfitting to a single canonical wording and

stabilizes the text loss.

4.2.4 Losses

Let Y be the ground truth and L̃up be the gated logits.

Segmentation: We use cross-entropy and dice loss, similar to those described in chapter

2 and 3. Here,

Lseg = CE
(
L̃up, Y

)
+ Ldice

(
L̃up, Y

)
, (4.6)

where Dice is computed class-wise and averaged over parts.

Prompt supervision: We sample a prompt-label pair (t, c�) from the synonym pool

and impose

Ltext = CE(b(t), c�) . (4.7)

Therfore,

Ltotal = Lseg + λLtext (4.8)

4.3 Experiments

For training and inference, we use a frozen Segment Anything Model. The images are resized

to 640, with random horizontal flip (p=0.5). We train the part head and the text projection
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with AdamW (lr 1×10−4, wd 1×10−4), mixed precision, gradient clipping (1.0), batch size

8, for 25 epochs. Validation uses plain logits (no gating) to report intrinsic segmentation

quality.

4.4 Analysis

We use SAM for image features and CLIP for text embeddings. The learned adapter adds

a single D×4 linear component, where D is the resolution. We run our experiment using

two NVIDIA GPUs (Titan X and Titan RTX). We implement the architecture in PyTorch.

We summarize the results from performing reference-based segmentation on the En-

doVis2017 dataset in the table below.

Table 4.1: Reference-based Surgical Instrument Segmentation on the EndoVis2017 Dataset.

Method Mean IoU
Instrument Categories

BF PF LND VS GR MCS UP

TernausNet 35.27 13.45 12.39 20.51 5.97 1.08 1.00 16.76

ISINet 55.62 38.70 38.50 50.09 27.43 2.10 28.72 12.56

TrackAnything (1 Point) 54.90 47.59 28.71 43.27 82.75 63.10 66.46 55.54

TP-SIS 63.37 66.42 45.46 75.20 73.44 29.95 44.02 34.67

Mask2Former + SAM 66.21 66.84 55.36 83.29 73.52 26.24 36.26 45.34

SurgicalSAM 69.94 68.30 51.77 75.52 68.24 57.63 86.95 60.80

SP-SAM 73.94 68.89 53.16 83.80 73.20 72.40 84.91 41.05

Ours 75.82 70.45 55.28 85.67 74.85 74.18 87.23 43.10
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Chapter 5

HUMAN-CENTRIC SURGICAL ROBOT FOCUSED ON SUB-TASK
AUTOMATION

In robot-assisted surgery, the most widely used systems, such as the da Vinci Surgical

Robot (Intuitive Surgical Inc. [20]), are predominantly teleoperated. Surgeons control these

robots from a console, performing maneuvers with a back-drivable manipulator or joystick

that are replicated by a patient-side robot. The robot executes commands in near real-time

and does not independently perform surgical tasks or sub-tasks. Surgeons are responsible for

data analysis and planning during both pre-operative and intraoperative stages, as well as

for all decisions and motions that guide the robot. The introduction of autonomous robotic

assistance may improve surgical safety, speed, and efficiency. Automating repetitive tasks

can enhance workflow by leveraging the dexterity and precision of surgical robots [172].

Some commercially available robotic systems, such as the ROBODOC (currently sold

as the TSolution-One by Think Surgical) [173] used for orthopaedic surgery, and the Neu-

roMate [174] robot used for electrode implantation for deep brain stimulation (DBS) and

stereotactic neurosurgical procedures, employ autonomy under the supervisory guidance of

surgeons. ROBODOC integrates preoperative planning using 3D Computed Tomography

(CT) scans with real-time feedback for bone preparation, implant alignment, and posi-

tioning for hip and knee arthroplasty. NeuroMate provides pre-operative planning features

that enables precise targeting of trajectories and a steady robotic arm with virtual fixtures,

which is teleoperated by the surgeon to mitigate accidental movements. These robotics

demonstrate the benefits of automation in advancing surgical techniques and illustrate how

autonomous operations can augment the surgical workflow.

Yang et al. [36] repurposed the standard J3016 set by the Society of Automotive Engi-

neers to define levels of autonomy for self-driving cars [175] and established a framework for

six levels of autonomy for surgical robotics. Level 0 implies no autonomy in the clinical set-
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ting, where a robot is entirely teleoperated by the surgeon. Here, the surgeon performs tasks

ranging from pre-operative planning, generating surgical options to perform the procedure,

selecting the appropriate option, and finally executing the surgical procedure. This has

been an established approach to integrating robots into the operating room. On the other

hand, Level 5 denotes full automation, where a surgical platform operates autonomously

to complete the aforementioned tasks, a level that does not include a surgeon in the loop.

There is no current research that employs principles of full automation. It is preferable

to develop surgeon-in-the-loop systems to ensure safe operation of surgical robots. In this

regard, Levels 1 to 4 have surgeon oversight while robots execute tasks. Level 1 includes

robot assistance where the surgeon maintains continuous control of robot operations, and

assistance is primarily to provide cognitive or mechanical assistance. The ROBODOC is

a level 1 system, as the surgeon drives the robot milling operation until a virtual fixture

is reached, similar to NeuroMate. Task autonomy enables robots to execute specific tasks

autonomously, even without a comprehensive understanding of the surgical workflow. This

is covered under level 2, where the robot is not capable of replanning and relies on the sur-

geon to initiate task execution. Level 3 is conditional autonomy; the robot has an improved

understanding of surgical workflow and creates a plan, which it then replans and executes

following the surgeon’s approval. The most desired level of autonomy sought by researchers

is currently Level 4. Here, the robot has the ability to utilize preoperative data to devise

a surgical plan, execute the plan, and account for changes using intraoperative analysis

and replan if necessary. Given the dynamic nature of surgical procedures, the capacity to

make modifications is salient. A limitation of this structure is that, unlike self-driving cars,

surgical procedures involve more than one operator in the surgical workspace, providing

oversight during the overall procedure.

While [36] accounts for the type of decision-making (or lack thereof) performed by a

robot, the role of a surgeon can vary within each level depending on the type of surgery,

context of the surgical task and the type of pathology. [176] and [177] together provide

a user-centric classification of autonomy by codifying the type of interactions between a

surgeon and the surgical robot. We extend these and propose six level of autonomy based

on how control is effected - (1) Direct control : where the surgeon drives decision-making and
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executes the procedure using a surgical robot, typically through teleoperation or manual

guidance, (2) Supervised autonomy : where the surgeon makes high-level decisions on tasks

that the robot would autonomously execute under their supervision, (3) Shared-control :

where the surgeon and the robot make decisions cooperatively, (4) Traded control : where

the procedure is decomposed into sub-tasks that are interchangeably completed by the

surgeon and the robot but the robot still functions under the oversight of the surgeon, (5)

Restricted unconditional autonomy : where robots are capable of identifying and dealing

more rapidly than human surgeons with designated emergencies, or (6) Full autonomy :

where the robot makes autonomous decisions without the supervision of a surgeon. Direct

control is similar to what occurs in Level 0. Shared control is typically viewed as level

1, as the surgical systems designed thus far have only been designed to guide surgeons’

movements. Supervised autonomy and traded control can encompass levels 2, 3, and 4.

The restricted unconditional autonomy state is situated at the intersection of levels 4 and

5. Full autonomy corresponds to level 5.

Successful Human-Robot Interaction within an operating room relies on interactions not

just between the robot and the surgeon but also with the surgical team. The surgical team

plays a crucial role in the success of surgeries, to the extent that effective communication

between teams can significantly impact the outcome of a surgery, either positively or neg-

atively [178] [179]. With the exception of the SARAS project [180] and SACHETS [30],

research in surgical automation has predominantly centered on tasks performed by the sur-

geon and has not accounted for the presence of another user in the surgical workspace.

To address this gap, this chapter describe a benchmarking system to develop collaborative

autonomy. The framework utilizes the surgical scene understanding components described

in the previous chapters towards autonomously performs assistive suction on a tabletop ex-

periment setup, mimicking the functions of a surgical first assistant and providing support

alongside the surgeon during robot-assisted interventions.

5.1 Autonomy in Surgical Robotics

Building on the benefits observed in robotic minimally invasive surgery through teleoper-

ation, there is growing interest in introducing autonomous execution of surgical sub-tasks



58

Table 5.1: Summary of autonomous surgical task and sub-task studies and the perceived

level of autonomy upon successful in vivo implementation

Autonomous Surgical Task/Sub-task References Level of autonomy [23] [36]

Autonomous Debridement [182] [186] [187] [188] [189] [190] Level 3

Tumor Ablation [191] [192] [193] [194] [195] Level 2

Tissue Manipulation [196] [197] [198] [199] [200] [201] [202] [195] Level 2

Tensioning and Cutting [203] [204] [205] [29] [206] Level 2

Suturing [207] [208] [209] [181] [210] [211] [212] [213] [214] [215] Level 2 & 3

Autonomous Camera Control [183] [184] [216] [217] [218] [219] Level 2

Fundamental Laparoscopic Surgery Training Tasks [185] [220] [221] [206] Level 2

Autonomous Suction [30] [186] [222] [223] Level 2

to support the surgical workflow [179]. Automating repetitive and tedious tasks could po-

tentially reduce the workload for users, ensure consistency in treatment, and decrease the

duration of the surgery.

There has been considerable effort in automating sub-tasks performed by surgeons

through shared control, traded control, or supervised autonomy. Some common appli-

cations of autonomy have included automating surgical subtasks, such as suturing [181],

autonomous debridement [182], autonomous control of the endoscope [183,184], and a Fun-

damentals of Laparoscopic Surgery (FLS) task - peg transfer [185].

Krupe et al. [224] proposed autonomous 3-D positioning of surgical instruments using

visual servoing. The authors utilized light-emitting diodes on the instrument tip and incor-

porated an instrument holder to project laser dots, thereby localizing the instrument with

respect to the patient’s anatomy. This is an example of a level 1 system. Other level 1

systems could encompass enhanced visualization [225] and haptic feedback [226].

Autonomous endoscope control has been an active area of research aimed at alleviating

the cognitive demands placed on surgeons to simultaneously control surgical instruments

and the endoscope. [183,184,219] have focused on using an instrument-centric approach and

controlling the position of the endoscope based on the position of other surgical instruments

used during the procedure. Authors of [218] study the visual attention of surgeons and

demonstrate that predicting surgical actions can guide the choice of visual attention for
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autonomous endoscope control.

In [185], Hwang et al. develop a superhuman peg transfer where the autonomous frame-

work performs better than an experienced surgical resident. The system incorporates an

enhanced calibration technique to enhance the measurement accuracy of the end effector

and a nonlinear trajectory optimization module to facilitate bilateral handover and complete

the task. Other projects from the same group focused efforts on autonomous debridement

of viscoelastic tissue phantoms [182,188,189].

A particularly interesting project from Johns Hopkins University is the Smart Tissue

Autonomous Robot, commonly referred to as STAR [207,207,227]. TThe project performs

an autonomous intestinal anastomosis procedure under a supervised autonomy model for

collaboration. The surgeon selects from automatically generated surgical plans, and the

STAR robot autonomously executes a range of tasks, including tissue tracking, compensat-

ing for breathing motion, selecting a plan, and replanning if required, as well as predicting

tool collisions, among others. The overall system architecture evidences the potential ben-

efit that can be realized by integrating multiple sub-components of autonomous surgical

control.

We include some of the studies on autonomous debridement, suturing, autonomous

endoscope control, knot tying, cutting, tissue manipulation, and tumor ablation that we

reviewed regarding surgical autonomy in Table 5.1. Achieving level 4 autonomy requires

reliable models of the patient and a definition of the task to be performed. While various

components of developing reliable patient models, registering patient position and anatomy

intraoperatively, processes to define steps in a surgical task, methods to execute surgical

tasks, and safety strategies have been independently researched, there have been no research

prototypes exploring high autonomy yet.

5.2 Metrics to Estimate Uncertainty and Communication of Competence Within
Human-Robot Teams for Surgery

With robot-assisted minimally invasive surgical systems installed in over 8,000 locations (in-

cluding, but not limited to, the da Vinci Surgical Robot) [228], understanding their impact

in the operating room and on OR team proficiency becomes crucial. While the community
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has explored potential research directions in human-robot interaction for surgery [14] [229],

analysis around how we evaluate interactions involving a surgical robot has been lacking.

Additionally, developments in the field of machine learning have led to the creation

of new tools for surgical robotics research, as summarized in [230], [172], and [23]. In

conventional surgeries, surgeons can self-assess their approach to a procedure at every stage

by considering the operating conditions and accounting for their own abilities, limitations,

and the specific goal of the given procedure. As more autonomous capabilities are integrated

into the operating room, it is vital to study how surgeon-robot teams interact under varying

levels of autonomy [36].

Humans interacting with robots tend to form conceptual models of robot behavior. By

surveying the perspectives of surgeons participating in surgical robotics research, Aaltonen

and Wahlstrom [231] present methods to address user experience challenges and highlight

the need for an extensive study of trust, safety, ergonomics, and security. Developing assis-

tive robotic systems for surgery requires an understanding of how trust between a surgeon

and the robot develops, especially in situations of uncertainty and vulnerability. In [232], the

analysis from real surgeries highlights the importance of interfaces that help reduce uncer-

tainties in a surgeon’s decision-making. Towards this goal, our work proposes a metrology-

based framework to center experiences of the surgeon and develop effective mechanisms for

communicating robot competence by deriving from surveying surgeons, evaluating results

from past user studies in surgeon-robot teams at the University of Washington [191,233–236],

and by reviewing existing the human-robot interaction metrics [237–240] used in the surgical

robotics literature. This effort is motivated by the need for a common basis for evaluating

surgeon-robot interactions, which will subsequently enable advances in collaborative surgical

robots [28, 182,241].

We provide descriptions of the uncertainty and attributes categories identified from

participatory discussions grounded in the surgical robotics literature, which are provided

below:

Alignment of uncertainty and performance: This is used to estimate the corre-

lation between the estimated variance of a model output and the true observations from

performing a specific sub-task [242].
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Risk-averse reward: A robot’s performance must be evaluated based on both correct

and incorrect actions, as well as the robot’s inaction. The robot’s confidence estimates

can be used to determine whether performing a task is more or less beneficial than not

performing it and deferring to the surgeon or surgical team instead [243].

Uncertainty reduction: It is important to estimate scenarios where the robot is

uncertain about its predictions or actions. Methods such as online active learning can be

used to identify uncertain scenarios where the robot actions have to be fine-tuned [244].

Reliability: This measures the success of a robot in achieving a specific goal, whether for

an overall task or for intermediate subtasks. One could also use time to estimate reliability,

as well as the mean time between failures and the mean time to failure [245] [182].

Communicability: The level of abstraction or amount of detail being communicated,

the length of information being provided, its simplicity, and comprehensive nature will all

determine whether the established communication channels work as intended or not [246].

Medium of Communication: The interfaces that we could use to communicate with

surgeons is aplenty. It is essential to determine whether this would be textual, image-based

(such as saliency maps or 3D reconstructions), Augmented/Virtual Reality headsets, Haptic

Feedback [241], or through other mechanisms [231].

Information communicated: This would include information regarding new data

points observed by the robot, potential estimates of failures in subsequent actions, or the

probability of success versus failure, etc.

5.3 A framework for benchmarking sub-task collaboration in surgical robotics

5.3.1 Prior Work

Systems where surgeons and robots collaborate to complete tasks have been studied through

a traded control framework. In these settings, the surgeon and robot take turns completing

a surgical task that is positioned as a shared goal. [247] uses Hidden Markov Models for

context modeling and temporal curve averaging based on Dynamic Time Warping to learn

motion from demonstrated data for pin transfer and suturing tasks. With context modeling,

the transition phases between surgeon-operated and autonomous operations are established.
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The primary surgeon operates robotic systems from a remote surgical console. Teleop-

erated robots filter tremors, scale surgeon movements for precision, and enhance dexterity

and ergonomics. The first assistant, positioned near the patient, provides essential intraop-

erative support. In both robotic and conventional procedures, the first assistant maintains

a clear surgical field, manages irrigation, assists with tissue manipulation and retraction,

controls bleeding, and handles surgical instruments. First assistants play a critical role by

anticipating the surgeon’s requirements, coordinating with the surgical team, and facilitat-

ing efficient and safe procedures [248]. Therefore, it is important to ensure the first assistant

has a manageable workload [249,250].

Sirasala et al. [251] propose a collaborative approach in which a scrub nurse hands sur-

gical instruments to surgeons. The CISOBOT from the University of Malaga [252] and

HuBot from Imperial College London [253] presented conceptual frameworks for assistance

to surgeons and demonstrated the performance of their algorithms for shared control to

solve Hand-Assisted Laparoscopic Surgeries (HALS) problems and for the completion of a

peg transfer task and simulated robotics myomectomy, respectively. Both studies showed

improved performance in the efficiency of the procedures under autonomous assistance. [254]

studied the teleoperation, supervised control, traded control, and full autonomy collabora-

tion models for segmenting a simulated tumor site. The authors found that using a robot

offers improved task accuracy and consistency in segmenting boundaries, and shared control

between a human and a robot decreases overall task completion time.

Among the tasks performed by the first assistant, surgical suction and irrigation is a

repetitive task, but one that plays a critical role in providing the surgeon a clear field of

view. Unlike other surgical scenarios that can be grouped into dedicated surgical phases,

the accumulation of blood in the surgical site can occur rapidly and unexpectedly. Excessive

bleeding (a.k.a hemorrhaging) and the resulting obstruction of the surgical field have been

associated with increased surgical risks [255,256]. Suction, in particular, plays a pivotal role

in controlling hemorrhaging, thereby enhancing the efficacy of the surgery. Efficient, skilled

assistants who synchronize with the surgeon and the surgical team, however, can take hun-

dreds of cases to develop [257]. This becomes even more challenging in resource-constrained

settings where first assistants may not be readily available. A study by Martinez et al. [258]
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studied transferring control of suction-irrigation to surgeons to compensate for the inter-

ruptions. While the authors found improved times for surgeon-operated suction, cognitive

workload demands and surgeon fatigue were important factors that were not evaluated.

Despite the critical nature of suction, the automation of suction has received little at-

tention in the surgical robotics literature compared to other surgical subtasks, such as

suturing and debridement. [223] showed a proof-of-concept setup for autonomous suction,

where the authors detected the contour of a region with blood and tested a trajectory

planning algorithm to reach the site for suction. The Advanced Robotics and Controls

research group (ARCLab) at the University of California, San Diego, has developed an

autonomous suction system aimed at achieving hemostasis, a process that stops bleeding

from a wound [222] [259]. The authors of [259] developed a probabilistic model to locate

the potential source of the bleed and used tracking across frames to generate the desired

trajectory for providing suction. While these approaches use instrument segmentation to

detect and remove pixels belonging to an instrument from each frame, they do not account

for any dynamically moving instruments in a surgical scene.

Barragon et al. [30] propose an autonomous suction tool to reduce the cognitive de-

mands placed on surgeons to control suction tools during laparoscopic surgery. Users would

perform a suturing task while the suction tool was either operated through teleoperation

by the users themselves or functioned autonomously. The authors use a Fully Convolu-

tional Network with a VGG-16 backbone to perform semantic segmentation of the scene,

identifying locations where a pool of blood would accumulate. The suction tool followed

a straight-line trajectory from the base position to a target position where the simulated

bleeding was identified. The study found that the autonomous modality resulted in users

completing their tasks faster than when suction had to be teleoperatively controlled. A

limitation of this work is the need for surgeons/users to monitor and adapt to the motion

of an autonomous instrument in the surgical workspace.

Project SARAS (Smart Autonomous Robotic Assistant Surgeon) [180] is another study

that explores the automation of tasks typically performed by bedside assistants. The SARAS

solo-surgery platform cooperatively performs a surgical peg transfer task, where the surgeon

performs the task until the ring is handed to the robot. The robot completed the task by
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Figure 5.1: Experimental setup of the human-robot collaborative experiment setup. A

user will operate a laparoscopic grasper instrument to perform peg transfer. This will be

controlled by hand, and access to the taskbed will be via a port on a cardboard to simulate

remote center of motion. (a) The RAVEN II surgical robot will work as the surgical assistant

alongside the user to perform suction on a modified FLS task base. (b) Mimic Mantis will

be used to teleoperate the robot. Teleoperation will be performed by a member of the study

team.

inserting the ring into a peg. The project proposes using action recognition, a supervisory

controller, and a controller to integrate trajectory optimization [260, 261]. The proof-of-

concept systems developed by the SARAS project evidence the benefits of automating sub-

tasks performed by a surgical assistant. While performing cooperative tasks where the

human and robot work together to complete the same task over a period of time, tasks like

suction cannot be performed under a shared control framework. Additionally, studies such

as [262] demonstrate that autonomously completing surgical tasks in parallel results in a

reduction of at least 40% in the completion time of surgical subtasks.
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To address this gap, we propose using an autonomous surgical robot that provides suction

assistance, capable of navigating a surgical scene with dynamic obstacles, such as other

surgical instruments. The proposed system is of Level 2 automation, integrating a type of

shared control with respect to the surgeon and supervised autonomy with respect to the first

assistant. With the goal of standardizing user-centric descriptions of autonomy, we refer to

the interactions established through a project of this nature as cooperative autonomy.

5.3.2 Cooperative Autonomy Study Framework

Surgeons plan and execute surgical tasks by augmenting knowledge about patient anatomy

and surgical technique with common sense reasoning and implicit knowledge about objects

and associated physical properties. For a surgical robot to perform autonomously under

dynamic conditions, it requires a combination of surgical scene understanding and some a

priori knowledge about the environment it is located in.

Fundamentals of Laparoscopic Surgery is a training curriculum followed by surgeons in

training to learn the physiology and technical skills required for basic laparoscopic surgery.

It was developed by the Society of American Gastrointestinal and Endoscopic Surgeons

(SAGES) in 2004 [263]. The curriculum provides a list of distinct and specific tasks that

are relevant to laparoscopic surgery, including peg transfer, pattern cutting, endoloop place-

ment/ligating loop, extracorporeal suturing, and intracorporeal suturing. The Fundamen-

tals of Laparoscopic Surgery peg transfer task [264] was chosen due to its importance in sur-

gical training for robotic surgery, its practicality for dry-lab experiments, and its widespread

use as a benchmark task in surgical robotics research.

Our framework uses a modified task board for peg transfer to simulate a collaborative

goal setup, introducing cavities to emulate blood pooling. A prototype of the 3D printed can

be seen in Fig. 5.2. The system setup includes a stereo camera directed at the surgical scene

as shown in Fig. 5.1(a). For evaluating collaborative autonomy, the study requires a human

subject, typically a surgeon, to move pegs based on a pre-defined pattern provided for each

experimental run. In parallel, the surgical robot performs suction in one of two modes: (i)

in Mode 1, the robot is operated through manual teleoperation by a member of the study
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(a) Task Board Model (b) Printed Task Board

Figure 5.2: We design a modified peg-transfer task with cavities at the base of the board.

This board is a tabletop experiment testbed to benchmark autonomy for surgeon and as-

sistant tasks performed in parallel.

team, and (ii) Mode 2 engages the robot in providing autonomous suction. To teleoperate

the surgical robot, we use a Mimic Mantis device (as shown in Fig. 5.1(b)) for positioning

the suction tool. We assume that the use of any 3 Degrees-of-freedom (DoF) leader device

should yield similar results, considering the device will be operated by a member of the

study team. The autonomous mode operates by detecting the presence of blood pooling

and surgical instruments using surgical scene analysis as described in the previous chapters.

A separate model is trained for the segmentation of blood in cavities, which serves as the

goal region for performing suction. To provide reliable suction, we use a mixed-pattern path

generation as defined in [265] to identify control points on the contour of the segmented

region and follow an optimal trajectory between points to achieve complete coverage.

The overall system is developed by bringing together different components built on

perception, motion planning, and control modules, including instrument tracking for surgical

scene understanding, control point generation [266], and anytime planning [267] to generate

collision-free trajectories for the robotic arm. We impose constraints to limit the velocity
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of the suction tool and maintain a minimum safety distance between the surgeon and robot

tools to avoid collisions. An ideal user study will involve 8 trials of peg transfer by the user,

with 4 trials dedicated to suction being performed in mode 1 and 4 trials of suction via

mode 2. The sequences to perform each trial will last a maximum of 4 minutes.

The framework is beneficial in evaluating two hypotheses from the data collected using

the cameras and robot kinematic data, which are as follows:

• H1. (Surgical Efficiency) Automated Suction provides more efficient removal of

blood compared to manual teleoperation.

• H2. (Surgeon Workload) Automation of suction reduces the workload of the

primary surgeon.

Counterbalancing measures such as randomizing the order in which participants work

with the baseline (teleoperation) versus the proposed algorithm for human-centered dynamic

obstacle avoidance will mitigate order effects (familiarity, novelty, learning, fatigue, and

habituation) [268].

5.3.3 Stereo vision and calibration

While visually perceiving a scene, analyzing the semantic information, as well as geometric

knowledge of the scene, ensures safe execution of robot actions. We perform a camera

calibration procedure to map pixel coordinates of the task board to x and y position of the

robot end-effector using a checkerboard of known dimensions using OpenCV. To determine

the location of the surgical instrument in the camera frame, we estimate the relationship

between the robot base frame and the camera frame. This relationship is established using a

checkerboard pattern placed at a known location from the base of the surgical robot. Using

the findChessBoardCorners function in OpenCV, we detect the location of corner points

and map it to the known 3D location of the points with respect to the robot base frame. By

registering the robot manipulator to the camera frame, we transform the location of objects

from pixel space into 3D coordinates for the robot to access. All transformations between

coordinate frames are represented with homogeneous transformation matrices.
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Figure 5.3: Overview of RAVEN IITM Surgical System

5.3.4 Hardware

We use the RAVEN-II surgical robotics platform to demonstrate the setup of the framework.

RAVEN-II [269] is an open platform designed for collaborative research in minimally invasive

surgical procedures. Developed in 2012 by researchers at the University of Washington and

the University of California - Santa Cruz, the RAVEN-II features two 3-degree-of-freedom

(DoF) spherical positioning mechanisms. Surgical instruments with up to 4 DoF can be

interchangeably attached, providing each arm with up to 7 degrees of freedom. The robot

uses a cable-driven mechanism and was originally designed for teleoperative control, similar

to the da Vinci surgical robot. When considering its application to autonomous tasks, it is

necessary to address the limitations that affect positional precision. Limitations affecting

positional precision include cable stretching, friction, mechanical backlash, and an imperfect

kinematic model. Figure 5.3 presents an image of the RAVEN-II surgical robot and its

controllers.

The RAVEN-II is used in conjunction with the Collaborative Robotics Toolkit (CRTK)

[270], an interface specification that standardizes message formats for teleoperated and

cooperatively controlled surgical robots. CRTK was inspired by the Canonical Robot Com-

mand Language(CRCL) [271] used similarly for industrial robots and automatic guided

vehicles(AGV). CRTK was developed to enhance the compatibility of surgical robotics re-
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(a) Modified Suction Instrument (b) Suction Filter and vacuum

Figure 5.4: We use a RAVEN tool to accommodate a neurosurgical suction tool by incor-

porating a 3D-printed adapter. Blood from cavities will be removed using a vacuum pump

and filter attached to the suction instrument.

search platforms with the da Vinci Research Kit(dVRK) [272]. dVRK utilizes components

from first-generation da Vinci Surgical systems (Intuitive Surgical Inc.) along with software

developed by Johns Hopkins University [273] and controllers created in collaboration with

Johns Hopkins University and Worcester Polytechnic Institute. The goal of CRTK is to

facilitate reproducible research by standardizing the specifications used across the different

surgical robotics research platforms.

The peg transfer board is placed firmly on top of an 8020 using a 3D printed base (shown

in Figure 5.4(a)). Considering a suction tool is symmetric about its roll axis, and the task

requires only positional control of the tool tip, the movement of the RAVEN-II surgical

robot is restricted to the first three DoFs. This allows the use of an operating mode called

Rick’s tool on the RAVEN, which constraints robot commands to be executed by the first

three joints for a RAVEN tool. The tool, however, was initially designed as a grasper. To

accommodate its use for a suction task, we designed a 3D printed adapter to attach the

suction tube. Additionally, to ensure safe operation under unexpected contact at the tool
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Figure 5.5: Location of Pegs on the task board, determined from point cloud data

tip, we attach a short piece of tubing to introduce compliance. The modified tool is attached

to the right arm of the RAVEN-II surgical robot.

5.3.5 Collaborative Peg Transfer Task

The pegs on the task board present themselves as a static obstacle in the scene and are

less likely to move while performing collision checks. To localize the pegs in the scene, we

develop an algorithm that uses a density-based approach to transform 3D point cloud data

into a 2D density map and estimate statistical peaks.

The algorithm for estimating peg locations is provided in Algorithm 2. This process

assumes a known mesh of the task board is available in STL format. We sample points

uniformly from the mesh to isolate regions with pegs by filtering based on the Z-coordinate

values. Since the pegs are of a known height of 23.5mm and known X and Y positions, we
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(a) Estimating board location (b) Board Region-of-interest (AruCo)

Figure 5.6: Board Localization in camera frame

constrain the search space to the location of the board. A 2D grid G over the XY-plane with

a resolution of δ (in mm) discretizes the space. The value of δ is determined based on the

size of the filtered point cloud. Following this, we estimate the density of points in the grid

and apply a Gaussian Filter to reduce noise. We then apply peak detection and thresholding

to identify the peaks. To reduce the likelihood of false positive peak detection, we constrain

the peaks to occur within the known geometry of the board. To get the final set of peaks,

we apply Density-Based Spatial Clustering of Application with Noise (DBSCAN) [274] to

further refine multiple detections that are in close proximity to each other into one by

estimating the centroid of nearby peaks.

We include the results of peak detection in Figure 5.5. The board localization is also

performed using computer vision, by estimating the location using an Aruco marker and

refining its pose via Iterative Closest Point [275]. A sample output is shown in Figure 5.6.

5.3.6 Motion Planning

The proposed framework comprises of two motion planning components that assess the

effectiveness of a cooperative autonomy system. The first component evaluates the accuracy
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of complete coverage planning for providing suction at a bleed point, which supports the

methodology for testing Hypothesis 1 (H1). The second component implements dynamic

motion planning to avoid interference with the surgeon’s instrument during movement to the

suction site and retraction upon task completion. Assistive autonomy is advantageous only

if it does not disrupt the surgeon’s actions or increase cognitive workload. Consequently,

selecting suitable algorithms, such as those utilizing anytime planning and model predictive

control, is essential for evaluating H2.

5.3.7 Metrics for evaluating collaborative autonomy

Hypothesis 1 (H1) evaluation relies on estimating the amount of residual blood in the

surgical scene. The analysis to determine the efficiency in providing suction is performed

by using image frames from a camera that captures the surgical site from a top-down view.

Surgical procedures are typically assessed through Objective Structured Assessment of

Technical Skills (OSATS) [276] scored by surgical experts overseeing sessions. Despite OS-

ATS being an effort towards objective skill assessment, there has been inter-rater variability

that results in evaluations being subjective nevertheless. Kumar et al. [277] show a strong

correlation between surgical skill analysis and motion metrics. Hence, to objectively mea-

sure the difference between performance in the two setups, we perform motion analysis using

metrics associated with instrument handling and time and motion [278]. We define them

as follows:

• Average Smoothness is the average change in acceleration of the suction instrument

tip. We use Spectral Arc-Length as the smoothness measure [279].

• Suction Path Length is the total distance traveled by the suction instrument tip (2D

& 3D)

• Surgeon Path Length is the total distance traveled by the surgeon’s instrument tip

(2D & 3D)

• Average Velocity of the suction instrument tip (2D & 3D)
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• Average Acceleration of the suction instrument tip (2D & 3D)

• Total Operative Time for Robot and Surgeon combined is the total completion time

for the combined experiment

• Robot Operative Time is the time for completion for the robot

• Surgeon Operative Time is the time for surgeon to complete the peg transfer task

• Idle Time is the total time for which the instrument is still. This used the information

about instrument velocity and uses a pre-defined threshold to designate idleness. We

start with 5mm as defined in [278] and will modify as appropriate for RAVEN II

during the development process.

• Economy of Volume estimates the ratio of space traveled by the instrument to path

length defined by

EoV =
3
√
[max(X)−min(X)] · [max(Y )−min(Y )] · [max(Z)−min(Z)]

pathlength
(5.1)

• Number of collisions In each case of surgical suction, we calculate the number of

collisions between the surgical instruments to provide suction.

Additionally, for Hypothesis 2 (H2), the results from a self-reported evaluation to mea-

sure task load - National Aeronautics and Space Administration Task Load Index (NASA

TLX) [280] and Surgery-specific workload measure (SURG TLX) [281] - after users interact

with the system will provide a comprehensive analysis. This accounts for mental demand,

physical demand, temporal demand, performance, effort, frustration and total workload

score. A paired t-test to evaluate the differences in performance metrics indicated above

and workload metrics between the two conditions will provide statistical insights.
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5.4 Conclusion

The authors propose a framework to benchmark cooperative autonomy for surgical robotics.

The surgical system incorporates various components involving surgical scene understand-

ing, motion planning, feedback control, and user studies.
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Algorithm 2: Density-Based Peg Detection from Point Cloud
Require: STL mesh M , z-range [zmin, zmax], grid resolution δ, threshold factor τ , Edge exclusion

distance dedge, max pegs maxpeak, Proximity threshold ε

Ensure: Set of peg positions P = {(xi, yi)}
1 P ← SamplePoints(M,N) // Sample N points from mesh

2 Pfiltered ← {p ∈ P : zmin ≤ pz ≤ zmax} (xmin, ymin, xmax, ymax)← BoundingBox(Pfiltered)

3 Initialize density map D ∈ R
�(ymax−ymin)/δ�×�(xmax−xmin)/δ� with zeros

4 for each point p ∈ Pfiltered do

5 i← �(px − xmin)/δ�
6 j ← �(py − ymin)/δ�
7 D[i, j]← D[i, j] + 1

8 end

9 D̃ ← GaussianFilter(D,σ) Dmax ← MaximumFilter(D̃,window size)

10 threshold← τ ·max(D̃) Peaks← ∅
11 for each cell (i, j) in D̃ do

12 if D̃[i, j] = Dmax[i, j] and D̃[i, j] > threshold then

13 x← xmin + (i+ 0.5) · δ y ← ymin + (j + 0.5) · δ
14 Peaks← Peaks ∪ {(x, y)}
15 end

16 end

17 Peaksfiltered ← ∅
18 for each peak (x, y) ∈ Peaks do

19 if x > xmin + dedge and x < xmax − dedge and

20 y > ymin + dedge and y < ymax − dedge then

21 Peaksfiltered ← Peaksfiltered ∪ {(x, y)}
22 end

23 end

24 if |Peaksfiltered| > maxpeak then

25 Clusters← DBSCAN(Peaksfiltered, ε,minPts = 1)

26 P ← ∅
27 for each cluster C ∈ Clusters do

28 x̄← 1
|C|

∑
(x,y)∈C x ȳ ← 1

|C|
∑

(x,y)∈C y

29 P ← P ∪ {(x̄, ȳ)}
30 end

31 else

32 P ← Peaksfiltered

33 end

34 return P
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Chapter 6

SOCIAL SHAPING OF SURGICAL ROBOT DESIGN

Robotic surgery has been broadly advertised for its minimal invasion, reduced risk of in-

fection, faster recovery, and lessened scarring to patients. With over 251,000 US deaths each

year owing to preventable adverse events by clinicians [282, 283], robotics and autonomous

surgery are marketed to surgeons as a potentially safer tool due to their increased dex-

terity and vision in hard-to-reach regions. Studies have found that approximately 70% of

preventable medical errors are due to the breakdown of communication and collaboration

between the operating room teams [178, 179, 284]. The strict hierarchical structures and

asymmetrical power dynamics between members of the medical team can deter them from

reporting these medical errors [179, 285]. This highlights the importance of the “social”

being co-located with the “technical” while working with safety-critical systems. In the

context of surgical robotics in the operating room, social means the people involved and

technical refers to the structure and processes that shape interactions. While the robot-

assisted surgery scholarly literature emphasizes the increased technical performance afforded

by a robot [286, 287], it does not fully consider its impact on the working environment for

the actors involved.

Researchers have discussed concerns over job losses in the medical sector with the in-

troduction of intelligent, autonomous robots in the operating room [288] and the ethics of

including robotic caregivers [289, 290]. However, analysis of the changes to the roles of the

medical staff introduced by the surgical robot has been limited [39,291]. The surgeon, who

is now hunched over a display monitor to view the input from an endoscopic camera, is

no longer located in close proximity to their patient or their team. The room is arranged

around the patient, who is located towards the center and placed adjacent to a massive

robot base with four surgical arms. The surgical team is spread around the room, prepared

to step in as required. Fosch-Villaronga et al. [292] explore the shifting relationship of
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the different stakeholders as increasing levels of autonomy is introduced into the operating

room. The authors argue that potential benefits to surgical automation cannot be realized

unless more clarity on responsibilities between the different actors is achieved.

Surgical robots and the paradigm shift they represent raise a host of ontological, ethical,

and technological questions. We argue that the consequences of the use of surgical robots

in operating rooms calls for a sociological examination of their creation. By using Social

Construction of Technology (SCOT) [293], this aim will analyze literature around the ac-

tors involved with designing technical systems, specifically about surgical robotics design,

to obtain a more robust understanding of the dynamics between technological and social el-

ements that shaped its current development and use. Here, the surgical robot is not viewed

as a tool but rather as a socio-technical relation that integrates the mechanical equipment

and working tools, the operators, the patient and other stakeholders. We present an initial

summary of the social origins of surgical robotics below.

6.1 Social Origins of Surgical Robotics

While analyzing the Human-Robot Interaction design for a surgical robot, it is important to

understand the historical context of the system’s development. We will focus on the origins

of teleoperated robots for surgery due to their large-scale adoption and its evolving status

as the standard of care for minimally invasive surgery [294]. While a number of publications

focus on the chronology of robots in the field [295,296], they do not engage with the design

implications of surgical robots due to funding agencies.

The field of intelligent robotics has made headway from being a concept to being actively

integrated into our society over the last century. The idea of robots performing exceptionally

complex tasks such as surgery on patients seemed like science fiction, and it was for a

long time. In 1925, Dr. Hugo Gernsback, most famous for his science fiction magazines1,

published what is possibly the first concept of a teleoperated device for medical applications

in Science and Invention [297]. Gernsback’s ‘teledactyl’ illustration (shown in Figure 6.1(a))

1We would like to acknowledge Gernsback’s contribution to science fiction while not negating his venality,
corruption, and disregard for the financial rights of authors. Interested readers can find more information
in Resnick, Mike; Malzberg, Barry (Dec 2009 – Jan 2010). ”Resnick and Malzberg Dialogues XXXXVI:
The Prozines (Part 1)”. The SFWA Bulletin. 43 (5): 27–28.
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Figure 6.1: Teleoperated robotic surgery concept: (a) from Hugo Gernsback’s illustration

in 1925, (b) proposed by NASA Advanced Concepts and Missions Division in 1972

envisioned the use of robotic arms and wireless technology, where a doctor and his team

would provide remote consultation for a patient. The patient is depicted to have a human

assistant present in the room to help as required. To quote the concept as described in the

publication, “Here we see the doctor of the future at work, feeling the distant patient’s arm.

Every move that the doctor makes with the controls is duplicated by radio at a distance”.

Teleoperated systems allow users to use their expertise from a distance for scenarios that

are either inaccessible or dangerous for human operators to be present in.

The first known research publication on the medical application of robotics came nearly

50 years after Gernsback’s idea. In 1972, a research group from the National Aeronau-

tics and Space Administration (NASA) Advanced Concepts and Missions Division provided

a conceptual design of a robotic teleoperation system2 and the use of dedicated medical-

purpose communication satellites [298]. Telepresence offers the potential for medical teams

to treat their patients even if they are geographically separated. NASA was interested in

using interactive telepresence [299] to provide surgical care for astronauts by interfacing via

2The use of teleoperation in robots has been referred to as a “master-slave” setup in the literature. This
community is looking to use alternate terminology instead (Link: https://www.eetimes.com/its-time-for-
ieee-to-retire-master-slave/)
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remotely operated robots controlled by expert surgeons located on Earth. The advance-

ments in telecommunication technologies and cameras, combined with the progress made

in space programs and robotics for handling nuclear material, provided the fundamental

characteristics of the remote system design:

Use of Manipulators for Remote Medical Emergency Care: Recent advances in

the technology of human extension by remote manipulation, concepts derived

largely from the U.S. space program, make possible professional medical care,

including surgery, in situ at the emergency site and remote from an environment

specializing in acute care (such as a hospital emergency facility or Clinic). Fig-

ure 2 (Figure 6.1(b) in this chapter) illustrates such a remote surgical system.

A proposal, currently under consideration, suggests the use of human exten-

sion through remote manipulation to upgrade the quality of medical care at

both remote and accessible areas and to make the most effective use of scarce

skilled medical practitioners throughout this nation and the world for the relief

of human suffering. [298]

Despite the early conversations around developing these systems, the field of Robot-

Assisted Surgery (RAS) was only propelled by private-public partnerships some 15 years

later [300, 301]. Many of the robotic systems developed around this period were primarily

used for tool holding/positioning. For example, the Automated Endoscopic System for

Optimal Positioning (AESOP) from Computer Motion (Goleta, CA) was used to hold an

endoscopic camera during the procedure [302].

Research groups started developing and testing the viability of building surgical robots

due to increased interest and availability of funding in the late 1980s. Experiments were

performed to verify the use of remote healthcare paradigms. A general-purpose 1986 telep-

resence system using a Head Mounted Display (HMD) and DataGloves [300], for visualiza-

tion and instrument control respectively, provided a method for virtual interactions with

digital displays. This was repurposed by US Army Colonel (COL) Richard Satava, MD, and

Phil Green, Ph.D., where they replaced the DataGloves on the user side with surgical in-

struments and used a stereoscopic monitor instead of the HMD [303]. This became the first
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“telepresence surgery system”. Following a few different iterations, the first prototype to

impact remote patients was the Green Telepresence System, assembled in 1991 at Stanford

Research International(SRI) [304,305]. The Green Telepresence System contributed to the

current surgical robot design we see in procedures. Minimally invasive laparoscopic surgery,

with manual instruments and a wall-mounted monitor, was gaining traction around this pe-

riod due to reduced scarring for patients and quicker recovery time. While the telepresence

system was conceived for open surgery, the momentum from the surgical community led to

the transition of its use for laparoscopic procedures [301]. The leading researchers [306,307]

in surgical robotics suggested laparoscopic interventions as “transitional” technology in the

history of surgical evolution. In subsequent years, telepresence surgery research groups

conducted experiments with systems to perform intercontinental surgery [308–310], un-

derwater surgery to analyze latency effects [311], and operated on rats in micro- and zero

gravity [312,313].

Following NASA’s concept of telesurgery, the Department of Defense (DoD) was inter-

ested in providing care to battlefield injuries, and telepresence surgery offered a possible

solution by removing distance as a factor in providing immediate and intensive treatment.

The use of teleoperated robots was also intended to address the issues of restricted acces-

sibility and limited support personnel. Providing care at the site of injury and/or during

transport was viewed as more favorable than evacuating the injured to the closest battalion

aid station. The robots were envisioned not to be a tool but rather an information sys-

tem. It would combine different capabilities such as telecommunications, remote imaging,

computer-enhanced manipulation, image acquisition, and guidance [314].

Based on the experiences at SRI and NASA, in 1999 the Defense Advanced Research

Projects Agency (DARPA) and US ArmyMedical Research and Materiel Command (MRMC)/

Telemedicine and Advanced Technology Research Center (TATRC) aimed to develop the

Digital Human Robotic Casualty Treatment and Evacuation Vision with robotic systems.

One of the resulting projects was a deployable trauma care system called the ‘Trauma Pod’.

This system, according to original plans, would allow combat surgeons to perform life-saving

operations on wounded soldiers from a distance by 2025 [315]:
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The main goal was to “enhance battlefield casualty care by developing au-

tonomous and semi-autonomous mobile platforms through the integration of

tele-robotic and robotic medical systems. The initial phase has successfully au-

tomated functions typically performed by the scrub nurse and circulating nurse...

The next phase of the program will develop methods for autonomous airway con-

trol and intravenous access... Finally, these systems will be miniaturized and

incorporated into a tactical platform capable of operating in a battlefield or mass

casualty environment.” [316]

In 2005, DARPA Defense Sciences Office selected and funded SRI to lead the Trauma

Pod project. It achieved its stated goal of automated tool change on the da Vinci within 10

seconds. While the project has not been deployed on the battlefield, prototypes have shown

initial success [317]. The U.S. Army continues to be interested in technologies for remote

care delivery on the battlefield through work at TARTC.

Though initial experiments and prototypes were aimed at long-distance telesurgery, only

a few cases have performed long-distance procedures following the commercialization of sur-

gical robots [318–321]. Some of the key challenges with remotely operated robots for surgery

has been the communication lag time, limited bandwidth, latency, and loss of signal. De-

spite their shortcomings for long-distance procedures, these projects created the basis for

the most commercially viable and successful surgical robot, the da Vinci from Intuitive Sur-

gical Inc. (Sunnyvale, CA) [21] and the discontinued ZEUS Robotic Surgical System. These

robots provide a reliable assistive teleoperation platform for surgeons to operate on patients

by offering reduced hand tremors, increased range of motion, and virtual magnification of

the surgical area during procedures.

With the field initially being catapulted by research interests in space and military care,

the robotic systems were designed for remote care and focused on human-robot interaction

processes centered around the surgeon and the patient. When these devices were com-

mercialized, they were integrated into existing operating rooms where medical teams were

involved, comprising a number of other actors such as the assistants to the surgeon, scrub

nurse, circulating nurse, technicians, and anesthesiologists among others. Due to the per-
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ceived flexibility in design, surgical robots have been used for procedures they were not

intended for [322]. In subsequent sections of this chapter, we will describe the effect of

integrating teleoperated robotic systems into present-day operating rooms, and identify the

relationships between robot design and the impact on the surgical team.

6.1.1 Human-Robot Interaction

The rapidly growing adoption of surgical robots in the operating room [19] promises myriad

benefits [286, 323]. While the advantages to patient outcomes (reduced scarring and pain,

shorter hospitalization [36]) and surgeons (enhanced dexterity and ergonomics, greater pre-

cision [287]) are regularly discussed, studying the effect of introducing a complex interactive

system into the operating room team setting has been limited [291, 324]. Though the ex-

act benefits of robotic surgery over minimally invasive surgery for patients have not been

clearly established, with studies showing negligible benefits due to increased costs [325,326],

hospitals are interested in increasing their use of robot-assisted procedures due to benefits

offered to surgeons [19]. To successfully integrate robotic surgery into the operating room,

the personnel involved have to adapt individually and as a team. Important factors include a

dedicated robotic team [327] and additional staff [328]. Surgical work is highly collaborative,

with surgical members relying on the skills of the entire team [329, 330]. Design choices in

RAS could potentially result in unintended consequences for a team setting which may not

be obvious to the system developer. While the interpretive flexibility [293] of the da Vinci

system has extended its application beyond laparoscopic surgery, the use of the artifact in

ways that could lead to potential patient safety hazards should not be discounted [331].

6.1.2 Teamwork in Operating Rooms

A 2022 scholarship analyzing medical errors determined that approximately 70% of all

medical errors are a result of communication breakdown within the healthcare team! [332].

Research by patient safety experts has identified communication and teamwork to be crit-

ical in preventing and mitigating medical errors [333]. Considering Medical Errors were

determined to be the third leading cause of deaths in the United States [282] and Pre-
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ventable Medical Errors (PME) account for over 400,000 patient deaths according to a

recent study [179], it is important for surgical robotics researchers to consider social factors

in their design approach. Here, medical error is defined as “... an unintended act (either of

omission or commission) or one that does not achieve its intended outcome, the failure of

a planned action to be completed as intended (an error of execution), the use of a wrong

plan to achieve an aim (an error of planning), or a deviation from the process of care that

may or may not cause harm to the patient.”

More recently, a study by Rogers et al. [334] analyzed surgical errors that led to mal-

practice claims with communication breakdown contributing to 24% of the claims. A dif-

ferent research group deduced that team communication challenges led to 43% of adverse

events [335]. While the studies were conducted on different conditions and outcomes, it

is evident that team dynamics are crucial while working in a safety-critical environment.

Even if the communication failures do not result in what is professionally designated as “ad-

verse” [336], it could still affect the team’s ability to work effectively under uncertainty [337].

With the doctor being located farther away from the patient in an operating room, there

are different factors that shape how the team interaction is changing. We have categorized

the literature into overarching themes that can be addressed using better design processes

- team communication, spatial configuration, and situational awareness.

Verbal and Non-verbal Communication:A surgeon requires the help of team mem-

bers to effectively perform procedures [338, 339] on the patient-side while owing to the

physical separation. Studies comparing communication in traditional laparoscopic surgery

to robotic surgery determined that the latter required significantly greater oral communica-

tion from the surgeons to compensate for the distance from the patient [340–342]. The team

finds it challenging to hear the directions from the surgeon due to the immersive nature of

the surgeon’s console [343]. The surgeon is required to bend down to get a continuous visual

stream of the surgical site and the positioning results in a muffled voice. Additionally, this

requires the team to pay much closer attention to verbal communication from the surgeon,

which could otherwise result in potential PMEs. An observational study from Griffith Uni-

versity [344] found that communication failure could be a predictor of deviations to the

estimated time of a surgical procedure.
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Randell et al. [324] conducted a multi-site interview study with operating room teams

to analyze the impact of surgical robots on decision making and the contexts in which these

impacts are likely to occur. The realist evaluation approach used by the group involves

“gathering data in order to explain how different contexts trigger particular changes in the

reasoning and responses of users (‘mechanisms’) which, in turn, give rise to a particular

pattern of outcomes” (Pg. 6). Participants of the study were presented with ideas from

the literature and compared them with their personal experience of using robot-assisted

surgical platforms. The findings stressed the importance of a positive relationship between

the surgeon and the operating room team, without which there could be complications or

increased distractions. This is bolstered by [345], which studies communication between

the chief surgeon and surgical assistant performing robot-assisted procedures. The level of

interdependency in tasks performed by the surgeon and their assistant is reduced, which

may alleviate some of the challenges with team communication between them [346]. Finally,

trainees play a more passive role in robotic surgery, spending a majority of time observing

the surgeon as opposed to actively participating [347].

In addition to verbal cues, the increased separation of the team also limits the non-

verbal cues surgeons can use for communication including gestures, eye gaze, and body

orientation [348, 349]. This also poses a challenge for a surgeon’s ability to use non-verbal

cues when verbal cues are insufficient.

Spatial Configuration: The large size of today’s surgical robot reconfigures how the

team operates around the patient within the OR. According to [350], the spatial configu-

ration was determined to be a “performance-shaping” factor for surgery. The reconfigured

setup for robotic surgery requires the surgeon to communicate surgical tool requirements

more explicitly. These directional cues can result in confusion, additional time, and possible

patient injuries [345]. The ability of the team to anticipate decisions is challenging in these

reconfigured workspaces. For example, the anticipatory behavior that is characteristic of

scrub nurses for team coordination does not hold as well during robotic procedures. Addi-

tionally, changing to open surgery or performing emergency interventions becomes challeng-

ing due to the physical constraints presented by the robot, which occupies a large volume of

space within the operating room and has to be carefully navigated to avoid disruptions [338].
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A study by [291] reports findings from two years of ethnographic observation and video

analysis through fieldwork performed at two hospitals. The primary focus is to address

“How do teleoperated surgical robots reconfigure the spatial arrangement of surgical teams

in the operating room?” and “How does this spatial reconfiguration affect and remediate the

work of broader surgical teams, including in their material, experiential, and affective di-

mensions?”. The authors conclude that adding a robot reconfigures the spatial arrangement

of surgical teams in three ways - (1) placing the surgeon at a distance from the team, (2)

scattering team members around the patient and (3) introducing a visual barrier between

team members.

Situational awareness: Situation awareness is defined as the “perception of elements

of the environment within a volume of time and space, the comprehension of their meaning

and the projection of their status in the near future” [351]. [352] and [353] found that in-

creased situational awareness in surgeons could result in fewer errors during surgery. The

positioning of members from the clinical team affords them with different information de-

pending on their role within the team to inform decision-making. The surgeon is now

dependent on the team for information due to physical and contextual isolation [354].

Open surgery has shown better shared awareness within the team, resulting in an un-

interrupted flow of information [329]. The study by Randall et al. [324] highlighted the

importance of a team in ensuring the surgeon is situationally aware by communicating the

state of not only the patient but also the robot. The team has to understand decisions from

the context of the surgeon, which is impeded by the immersive viewers provided primarily

for surgeons. Though there are multiple displays present in the operating room display-

ing the movement of instruments, the informational resources are not equally available for

everyone in the team. This should be viewed as a two-way dependency and hence studies

should not only focus on making the surgeon situationally aware through design decisions,

but also propose ways to increase situational awareness for the entire team. To deal with

complications, the team should have a shared situational awareness of the procedure [338].
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6.1.3 Machine Learning and Human-Robot Interaction in Teams

Surgical expertise includes the decision-making process [355] within the operating room.

Previous experiences with respect to surgical scenarios allow the surgeon and the team to

use a shared mental model for providing optimal patient outcomes. Selection and use of such

a model includes focusing on relevant cues, providing expectations, and identifying goals

and tactics/techniques appropriate for the scenario [356]. Research studies have strongly

demonstrated that the technology and physical proximity of team members play a key role

in collective decision making [357–359].

Over the last few years, there has been an increased interest in integrating machine learn-

ing (more generally referred to as Artificial Intelligence or AI) with surgical robots and the

operating room. Collecting large volumes of data has never been easier and researchers are

mining video, audio and instrument motion data to gather relevant patterns to propel aug-

menting or automating parts of a surgical procedure [29,360], provide increased contextual

awareness for surgeons [361,362], or for evaluating the skill level of surgical procedures [363].

Human-AI partnerships require a human operator to develop insights into the decisions

made by the “technical agent” (or AI), by forming a mental model for shared decision-

making. Bansal et al. [364] posit that updates from developers to the agent could affect

this shared mental model, even if the performance accuracy of the AI increases. They hy-

pothesize that human-AI teams become susceptible to failures when there are discrepancies

introduced by a system that does not account for the human users’ mental model devel-

oped from previous interactions. By performing empirical studies on three different machine

learning applications, including one in a clinical setting, the authors show that developing

a synergetic mental model improves performance of the human-AI team. However, model

updates only focused on AI performance may degrade net team performance. Relating this

to our application within the operating room, updates sent to a surgical robot’s machine

learning model may increase the overall performance of the device, but the implications of

these model updates on the surgeon and the broader team’s performance, and especially

patient outcomes, need to be studied. As surgical procedures start using automated tech-

niques, it is important to include the robot as an independent actor as opposed to a tool.
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Drawing from observations in [365], we hypothesize that the clinical staff and operating

room technicians will play a central role in the success of autonomous robotic agents within

the operating room.

Deutsch et al. suggest that the immersive nature of current robotic systems in the op-

erating room reduces distractions for surgeons [366]. This could be a benefit for surgeons

to avoid case-irrelevant discussions, which could result in additional intraoperative stress

and increase a surgeon’s mental fatigue [367]. However, a different study found that com-

plex technological systems could result in more frequent distractions due to the equipment

and distractions associated with the work environment [368], negating one of the proposed

advantages for initial users of the robot.

6.2 Discussion

The widespread use of surgical robotics as we know it today was built on top of research

interest and funding from space and military agencies. The interest from NASA and the De-

partment of Defense combined with private-public partnerships led to a number of startups

being founded to work on robot-assisted surgical technology. Despite the large number of

robots prototyped for medical applications in research labs, very few make it to the market.

Most failed due to the strict policies implemented by organizations like the Food & Drug

Administration (FDA) which closely monitor the safety and effectiveness of medical systems

being deployed [369].

Beyond the approval and commercialization of these robots, understanding how the

technology is diffused provides an insight into the role of early adopters. Companegi et. al

make [370] use of quantitative and qualitative methods to study how surgical robotics spread

in Italy between 1999 and 2010. The authors analyzed the “motivational drivers” that led

to the adoption of surgical robotics and the mechanisms involved in the dissemination of

“implementation experiences”. Their work describes how central actors versus peripheral

actors frame a new piece of technology and how they communicate about the technology to

the public. This social group of peripheral adopters, constituting themselves as “exemplary

users”, plays a primary role in the shaping of technology and its eventual adoption by

users. The information gathered from interviews with adopters versus non-adopters shows
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the influence of restrictions placed by regional governments and the presence of budgetary

restrictions, among other factors. They determined that some of the main events that

aided diffusion of Robot-Assisted Surgery was live surgical demonstrations with robots at

national conferences, starting conferences centered around robotic surgery, and the creation

of societies that would work on communication and dissemination of knowledge. This

highlights the role of institutional infrastructures that contribute to determining hierarchies

and consolidating social position within a community.

Our review of surgical robots, initially designed for the military and space and then

integrated into operating rooms, determined that physical distance between the members of

the team and the robot has changed how human-human and human-robot interactions occur

in the OR. These challenges in team settings include developing shared mental models [371,

372], limited “perception” despite fusing information from multiple sensors [371, 372], and

reduced situational awareness [371, 373, 374], absence of nonverbal cues [375], and reduced

influence of members beyond the central actors [376]. These challenges persist even though

the team is still collocated inside the operating room, in contrast to proposed long distance

teleoperated robots.

The challenges of coordinating a surgical team with advanced robotics, reviewed in this

paper, present a unique set of opportunities to improve surgical robot design by supporting

breaking down strict hierarchical structures within clinical teams. The procedures require

the team to be more collaborative and vocal about any surgical and/or technical concerns

using verbal communication. This shifts the power dynamics and empower individual mem-

bers [291]. Deutsch et al. suggest that the immersive nature of current robotic systems in

the operating room reduces distractions for surgeons [366]. This could be a benefit for

surgeons to avoid case-irrelevant discussions, which could result in additional intraopera-

tive stress and increase a surgeon’s mental fatigue [367]. However, a different study found

that complex technological systems could result in more frequent distractions due to the

equipment and distractions associated with the work environment [368], negating one of the

proposed advantages for initial users of the robot. Furthermore, the lack of tactile feedback

continues to be a limitation that researchers need to consider in their design process [377].

This would present increased situational awareness to the surgeon, reducing some of the
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stress within a surgical team.

The side effects of viewing society (for example, as its needs are expressed through the

regulatory process, or as financial impacts are exposed through business practices) as an

externality in the design process are disadvantageous, especially in a safety-critical system

where we should aim to reduce cognitive load. The social context of the system’s use and

its implications on users are only being considered after the entire development process,

when the surgical robots are ready to be deployed and little can be changed. Robot design

is more than the simple production of technological artifacts and includes “narratives about

social order, human behavior and psychology, and common norms, beliefs, desires and

expectations” [378], also known as technoscientific imaginaries. Therefore making conscious

and/or unconscious decisions while developing technology can “open certain social options

and close others” [379].

With new technological advancements, such as Augmented Reality (AR) for surgery [236],

that aspire to integrate into the operating room, developers should make proactive design

decisions for a team setting. While it is easier to partake in the “single point” notion of

interaction between humans and robots, designing with a sociological perspective will make

the design more relevant and useful [380]. The future of HRI will be shaped by the different

levels of autonomy in surgical robotics. The authors in [36] propose six different levels of

autonomy that utilize varying magnitudes of user involvement. The authors describe the

regulatory challenges involved with each of these levels, including the role played by the

FDA in the approval process of robotic technology for healthcare. The FDA, and compa-

rable regulatory agencies worldwide, will shape when and who gets to experience medical

technology. Designing robotic interfaces by accounting for social and team dynamics factors

may thus allow to gently nudge teams towards effective collaboration practices in cognitive

and affective terms [291].

6.3 Conclusion

In this chapter, we have reviewed the literature on different societal factors involved in

shaping the design of the most widely used surgical robot, challenges involved with the

adoption of the technological artifact, attributes of teamwork that have been modified due
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to the introduction of robots in ORs, and summarized how machine learning and shared

mental models will play a key role in this evolving standard of care.
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Chapter 7

CONCLUSION AND FUTURE DIRECTIONS

The goal of my research is to develop tools for surgical scene understanding to enable

collaborative human-robot interaction for surgical assistance.

In Phase 1, my research focuses on developing a surgical instrument segmentation frame-

work to identify instruments located in an image at a pixel-level. We demonstrate the inte-

gration of transfer learning, data augmentation and a parameter-efficient backbone with a

convolutional neural network developed based on a U-net type encoder-decoder architecture

to improve the performance for both endoscopic robotic instrument segmentation and mi-

croneurosurgical instrument segmentation. We also released the NeuroID dataset for public

access through this work.

In Phase 2, we implemented and evaluated a framework using epistemic uncertainty for

active learning and identifying data points for annotation in surgical instrument segmen-

tation tasks. Using this approach, we were able to reduce the amount of annotated data

required to achieve desired performance. This also helps increase the efficiency of samples

acquired for labeling. Our work also studies the different visualization tools that aid in un-

derstanding where the model currently fails using uncertainty estimation and could improve

the understanding of the model for users. This analysis benefits other applications that uti-

lize segmentation models such as biomedical image segmentation, self-driving vehicles and

general robotic tasks such as manipulation.

While improved performance is achieved with fewer data points using active learning,

a large number of annotated data points are still needed to transfer performance to new

surgical settings and conditions. To overcome these shortcomings, we tap into the benefits

of pre-training by using a foundation model. The objective was to use pre-training to use

low-dimensional representations of a large volume of data for finetuning to surgical data and

solve downstream surgical tasks of interest. We proposed an improved model to perform
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reference-based surgical instrument segmentation by utilizing the annotation data available

in benchmark datasets. We also provided an analysis on potential pitfalls of using AI for

assistive data annotation and the implication of noise in the labels.

In Chapter 05, we describe a benchmarking framework that incorporates surgical scene

understanding components to enable robotic assistive suction while working cooperatively

a surgeon. In future work, the performance of the autonomous system will be compared

against that of human assistance via teleoperation of the same robot assistant to assess the

system’s benefits in terms of surgical performance and workload demands. Although beyond

the scope of my PhD, I believe that the derived methodology could be eventually extended

to work with a context-aware system, where the robot has knowledge about the current

phase within a surgery. This would help transform the system from Level 2 autonomy to

level 3 autonomy.

In order to realize synergistic human-robot interaction (HRI) both at the surgeon-robot

level and surgical team-robot level, it is important to understand the current landscape

of HRI in surgery. The goal of work done in Chapter 06 was to survey the current sur-

gical robotics literature and outline design factors to consider while building robots for

autonomous functions in the operating room.

7.1 Future Directions

• Based on experience from Chapter 3 and 4, a potential direction of interest is in explor-

ing how we perform data annotation in the age of foundation models. Considering

the multifold improvements in performance for many downstream tasks from using

pretrained models trained on internet-scale data, and the ability to generate labels

while using point or text prompts, the efficiency or using select regions or phrases for

prompting could be studied.

• To move towards higher levels of autonomy, the system proposed in Chapter 5 would

benefit from integrating contextual information about the surgery [381–383] through

techniques like surgical workflow analysis [384] or activity recognition for emergency

response proposed in [385].
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• A long-term limitation for developing surgical robot learning at scale had been the

availability of a reliable physics-based simulator, addressed recently by the release of

ORBIT-Surgical from Nvidia [386]. It would be interesting to use this state-of-the-

art physics simulator to study safety concepts for collaborative assistance in suturing

through a data-driven approach.

• Inferring the intention of the user by modeling their behavior could yield interesting

insights into performing cooperative autonomy.
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[45] Weicheng Kuo, Christian Häne, Esther Yuh, Pratik Mukherjee, and Jitendra Malik.
Cost-sensitive active learning for intracranial hemorrhage detection. In International
Conference on Medical Image Computing and Computer-Assisted Intervention, pages
715–723. Springer, 2018.

[46] Mohamed Alsheakhali, Mehmet Yigitsoy, Abouzar Eslami, and Nassir Navab. Surgical
tool detection and tracking in retinal microsurgery. In Medical Imaging 2015: Image-
Guided Procedures, Robotic Interventions, and Modeling, volume 9415, page 941511.
International Society for Optics and Photonics, 2015.

[47] Iro Laina, Nicola Rieke, Christian Rupprecht, Josué Page Vizcáıno, Abouzar Eslami,
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Léonard, and Axel Krieger. A confidence-based shared control strategy for the smart
tissue autonomous robot (star). In 2018 IEEE/RSJ International Conference on
Intelligent Robots and Systems (IROS), pages 1268–1275. IEEE, 2018.

[228] Philip H Pucher, Mikael H Sodergren, Amy C Lord, Julian Teare, Guang-Zhong
Yang, and Ara Darzi. Consumer demand for surgical innovation: a systematic review
of public perception of notes. Surgical Endoscopy, 29:774–780, 2015.

[229] Alaa Eldin Abdelaal, Prateek Mathur, and Septimiu E Salcudean. Robotics in vivo:
A perspective on human–robot interaction in surgical robotics. Annual Review of
Control, Robotics, and Autonomous Systems, 3:221–242, 2020.

[230] Tamas Haidegger, Stefanie Speidel, Danail Stoyanov, and Richard M Satava. Robot-
assisted minimally invasive surgery—surgical robotics in the data age. Proceedings of
the IEEE, 110(7):835–846, 2022.

[231] Iina E Aaltonen and Mikael Wahlström. Envisioning robotic surgery: Surgeons’ needs
and views on interacting with future technologies and interfaces. The International
Journal of Medical Robotics and Computer Assisted Surgery, 14(6):e1941, 2018.

[232] Mikael Wahlström, Laura Seppänen, Leena Norros, Iina Aaltonen, and Jarno Ri-
ikonen. Resilience through interpretive practice–a study of robotic surgery. Safety
Science, 108:113–128, 2018.

[233] Uikyum Kim, Dong-Hyuk Lee, Woon Jong Yoon, Blake Hannaford, and Hyouk Ryeol
Choi. Force sensor integrated surgical forceps for minimally invasive robotic surgery.
IEEE Transactions on Robotics, 31(5):1214–1224, 2015.

[234] Fangbo Qin, Yangming Li, Yun-Hsuan Su, De Xu, and Blake Hannaford. Surgical
instrument segmentation for endoscopic vision with data fusion of cnn prediction and
kinematic pose. In 2019 international conference on robotics and automation (ICRA),
pages 9821–9827. IEEE, 2019.



117

[235] Haonan Peng, Xingjian Yang, Yun-Hsuan Su, and Blake Hannaford. Real-time data
driven precision estimator for raven-ii surgical robot end effector position. In 2020
IEEE International Conference on Robotics and Automation (ICRA), pages 350–356.
IEEE, 2020.

[236] Niveditha Kalavakonda, Laligam Sekhar, and Blake Hannaford. Augmented reality
application for aiding tumor resection in skull-base surgery. In 2019 International
Symposium on Medical Robotics (ISMR), pages 1–6. IEEE, 2019.

[237] Aaron Steinfeld, Terrence Fong, David Kaber, Michael Lewis, Jean Scholtz, Alan
Schultz, and Michael Goodrich. Common metrics for human-robot interaction. In
Proceedings of the 1st ACM SIGCHI/SIGART conference on Human-robot interac-
tion, pages 33–40, 2006.

[238] Robin R Murphy and Debra Schreckenghost. Survey of metrics for human-robot
interaction. In 2013 8th ACM/IEEE International Conference on Human-Robot In-
teraction (HRI), pages 197–198. IEEE, 2013.

[239] Dan R Olsen and Michael A Goodrich. Metrics for evaluating human-robot interac-
tions. In Proceedings of PERMIS, volume 2003, page 4. Citeseer, 2003.

[240] Enrique Coronado, Takuya Kiyokawa, Gustavo A Garcia Ricardez, Ixchel G Ramirez-
Alpizar, Gentiane Venture, and Natsuki Yamanobe. Evaluating quality in human-
robot interaction: A systematic search and classification of performance and human-
centered factors, measures and metrics towards an industry 5.0. Journal of Manufac-
turing Systems, 63:392–410, 2022.

[241] Georgios Fagogenis, Margherita Mencattelli, Zurab Machaidze, Benoit Rosa, Karl
Price, F Wu, V Weixler, Mossab Saeed, John E Mayer, and Pierre E Dupont.
Autonomous robotic intracardiac catheter navigation using haptic vision. Science
robotics, 4(29):eaaw1977, 2019.

[242] Hang Su, Juan Sandoval, Mohatashem Makhdoomi, Giancarlo Ferrigno, and Elena
De Momi. Safety-enhanced human-robot interaction control of redundant robot for
teleoperated minimally invasive surgery. In 2018 IEEE International Conference on
Robotics and Automation (ICRA), pages 6611–6616. IEEE, 2018.

[243] Eleonora Tagliabue, Daniele Meli, Diego Dall’Alba, and Paolo Fiorini. Deliberation
in autonomous robotic surgery: a framework for handling anatomical uncertainty. In
2022 International Conference on Robotics and Automation (ICRA), pages 11080–
11086. IEEE, 2022.



118

[244] Francesco Cursi, Valerio Modugno, Leonardo Lanari, Giuseppe Oriolo, and Petar
Kormushev. Bayesian neural network modeling and hierarchical mpc for a tendon-
driven surgical robot with uncertainty minimization. IEEE Robotics and Automation
Letters, 6(2):2642–2649, 2021.

[245] Adrian Kampa. The review of reliability factors related to industrial robots. Robotics
and Automation Engineering Journal, 3(5):1–5, 2018.

[246] Suren Kumar, Madusudanan Sathianarayanan, Sudha Garimella, Pankaj Singhal, Ja-
son J Corso, and Venkat Krovi. Video-analytics for enhancing safety and decision-
support in surgical workflows. In Frontiers in Biomedical Devices, volume 56000, page
V001T10A020. American Society of Mechanical Engineers, 2013.

[247] N. Padoy and G. D. Hager. Human-machine collaborative surgery using learned
models. In 2011 IEEE International Conference on Robotics and Automation, pages
5285–5292, May 2011.

[248] Rishi Nayyar, Siddharth Yadav, Prabhjot Singh, and Prem Nath Dogra. Impact of
assistant surgeon on outcomes in robotic surgery. Indian journal of urology: IJU:
journal of the Urological Society of India, 32(3):204, 2016.

[249] Olivia Sgarbura and Catalin Vasilescu. The decisive role of the patient-side surgeon
in robotic surgery. Surgical endoscopy, 24:3149–3155, 2010.

[250] Francois Lagrange, Gaelle Fiard, Clement Larose, Pascal Eschwege, and Jacques Hu-
bert. Role and training of the bedside surgeon in robotic surgery: A survey among
french urologists-in-training. Research and Reports in Urology, pages 17–22, 2022.

[251] Shiva Sirasala, Venkata Jammalamadaka, Moritz Spiller, Thomas Sühn, Alfredo Il-
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aowei Hu, Gabija Maršalkaitė, Odysseas Zisimopoulos, Muneer Ahmad Dedmari, Fen-
qiang Zhao, Jonas Prellberg, et al. Cataracts: Challenge on automatic tool annotation
for cataract surgery. Medical image analysis, 52:24–41, 2019.

[390] W-Y Hong, C-L Kao, Y-H Kuo, J-R Wang, W-L Chang, and C-S Shih. Cholecseg8k:
a semantic segmentation dataset for laparoscopic cholecystectomy based on cholec80.
arXiv preprint arXiv:2012.12453, 2020.

[391] Aneeq Zia, Kiran Bhattacharyya, Xi Liu, Max Berniker, Ziheng Wang, Rogerio Ne-
spolo, Satoshi Kondo, Satoshi Kasai, Kousuke Hirasawa, Bo Liu, et al. Surgical tool
classification and localization: results and methods from the miccai 2022 surgtoolloc
challenge. arXiv preprint arXiv:2305.07152, 2023.

[392] Surgical robot instrument pose estimation. https://www.synapse.org/#!Synapse:
syn51471789/wiki/622255. Accessed: 2023-07-11.

[393] Charles Bibby and Ian Reid. Robust real-time visual tracking using pixel-wise posteri-
ors. In David Forsyth, Philip Torr, and Andrew Zisserman, editors, Computer Vision
– ECCV 2008, pages 831–844, Berlin, Heidelberg, 2008. Springer Berlin Heidelberg.

[394] Shaoqing Ren, Kaiming He, Ross Girshick, and Jian Sun. Faster r-cnn: Towards real-
time object detection with region proposal networks. Advances in neural information
processing systems, 28, 2015.

[395] Luca Bertinetto, Jack Valmadre, Joao F Henriques, Andrea Vedaldi, and Philip HS
Torr. Fully-convolutional siamese networks for object tracking. In Computer Vision–
ECCV 2016 Workshops: Amsterdam, The Netherlands, October 8-10 and 15-16, 2016,
Proceedings, Part II 14, pages 850–865. Springer, 2016.

[396] Loubna Bouarfa, Oytun Akman, Armin Schneider, Pieter P. Jonker, and Jenny
Dankelman. In-vivo real-time tracking of surgical instruments in endoscopic video.
Minimally Invasive Therapy & Allied Technologies, 21(3):129–134, 2012.



132

[397] Austin Reiter, Peter K Allen, and Tao Zhao. Appearance learning for 3d tracking of
robotic surgical tools. The International Journal of Robotics Research, 33(2):342–356,
2014.

[398] Mark Sandler, Andrew Howard, Menglong Zhu, Andrey Zhmoginov, and Liang-Chieh
Chen. Mobilenetv2: Inverted residuals and linear bottlenecks. In Proceedings of the
IEEE conference on computer vision and pattern recognition, pages 4510–4520, 2018.

[399] Ange Lou, Kareem Tawfik, Xing Yao, Ziteng Liu, and Jack Noble. Min-max similarity:
A contrastive semi-supervised deep learning network for surgical tools segmentation.
IEEE Transactions on Medical Imaging, 2023.

[400] Qimin Cheng, Qian Zhang, Peng Fu, Conghuan Tu, and Sen Li. A survey and analysis
on automatic image annotation. Pattern Recognition, 79:242–259, 2018.

[401] Myasar Mundher Adnan, Mohd Shafry Mohd Rahim, Amjad Rehman, Zahid
Mehmood, Tanzila Saba, and Rizwan Ali Naqvi. Automatic image annotation based
on deep learning models: a systematic review and future challenges. IEEE Access,
9:50253–50264, 2021.

[402] Radek Mackowiak, Philip Lenz, Omair Ghori, Ferran Diego, Oliver Lange, and
Carsten Rother. Cereals - cost-effective region-based active learning for semantic
segmentation. In British Machine Vision Conference, 2018.

[403] Samarth Sinha, Sayna Ebrahimi, and Trevor Darrell. Variational adversarial active
learning. 2019 IEEE/CVF International Conference on Computer Vision (ICCV),
pages 5971–5980, 2019.

[404] Olivier Bachem, Mario Lucic, and Andreas Krause. Practical coreset constructions
for machine learning. arXiv: Machine Learning, 2017.

[405] Yi Yang, Zhigang Ma, Feiping Nie, Xiaojun Chang, and Alexander Hauptmann.
Multi-class active learning by uncertainty sampling with diversity maximization. In-
ternational Journal of Computer Vision, 113:113–127, 2015.

[406] Ashish Kapoor, Eric Horvitz, and Sumit Basu. Selective supervision: Guiding super-
vised learning with decision-theoretic active learning. In International Joint Confer-
ence on Artificial Intelligence, 2007.

[407] Alexander Vezhnevets, Joachim M. Buhmann, and Vittorio Ferrari. Active learning
for semantic segmentation with expected change. 2012 IEEE Conference on Computer
Vision and Pattern Recognition, pages 3162–3169, 2012.



133

[408] Andreas Kirsch, Joost Van Amersfoort, and Yarin Gal. Batchbald: Efficient and
diverse batch acquisition for deep bayesian active learning. Advances in neural infor-
mation processing systems, 32, 2019.

[409] Mansheej Paul, Surya Ganguli, and Gintare Karolina Dziugaite. Deep learning on a
data diet: Finding important examples early in training. Advances in Neural Infor-
mation Processing Systems, 34:20596–20607, 2021.

[410] Suraj Kothawade, Nathan Beck, Krishnateja Killamsetty, and Rishabh Iyer. Sim-
ilar: Submodular information measures based active learning in realistic scenarios.
Advances in Neural Information Processing Systems, 34:18685–18697, 2021.

[411] Suraj Kothawade, Vishal Kaushal, Ganesh Ramakrishnan, Jeff Bilmes, and Rishabh
Iyer. Prism: A rich class of parameterized submodular information measures for
guided data subset selection. In Proceedings of the AAAI Conference on Artificial
Intelligence, volume 36, pages 10238–10246, 2022.

[412] Jordan Ash, Surbhi Goel, Akshay Krishnamurthy, and Sham Kakade. Gone fish-
ing: Neural active learning with fisher embeddings. Advances in Neural Information
Processing Systems, 34:8927–8939, 2021.

[413] Mohamed-Rafik Bouguelia, Slawomir Nowaczyk, KC Santosh, and Antanas Verikas.
Agreeing to disagree: Active learning with noisy labels without crowdsourcing. Inter-
national Journal of Machine Learning and Cybernetics, 9:1307–1319, 2018.

[414] Christopher H Lin, M Mausam, and Daniel S Weld. Re-active learning: Active learn-
ing with relabeling. In Thirtieth AAAI Conference on Artificial Intelligence, 2016.

[415] Chicheng Zhang and Kamalika Chaudhuri. Active learning from weak and strong
labelers. Advances in Neural Information Processing Systems, 28, 2015.

[416] Noel C. F. Codella, David Gutman, M. Emre Celebi, Brian Helba, Michael A.
Marchetti, Stephen W. Dusza, Aadi Kalloo, Konstantinos Liopyris, Nabin Mishra,
Harald Kittler, and Allan Halpern. Skin lesion analysis toward melanoma detection:
A challenge at the 2017 international symposium on biomedical imaging (isbi), hosted
by the international skin imaging collaboration (isic). In 2018 IEEE 15th International
Symposium on Biomedical Imaging (ISBI 2018), pages 168–172, 2018.

[417] Qiaoning Zhang, Matthew L Lee, and Scott Carter. You complete me: Human-ai
teams and complementary expertise. In Proceedings of the 2022 CHI Conference on
Human Factors in Computing Systems, pages 1–28, 2022.



134

[418] Raymond R Bond, Tomas Novotny, Irena Andrsova, Lumir Koc, Martina Sisakova,
Dewar Finlay, Daniel Guldenring, James McLaughlin, Aaron Peace, Victoria McGilli-
gan, et al. Automation bias in medicine: the influence of automated diagnoses on
interpreter accuracy and uncertainty when reading electrocardiograms. Journal of
electrocardiology, 51(6):S6–S11, 2018.

[419] Ming Yin, Jennifer Wortman Vaughan, and Hanna Wallach. Understanding the effect
of accuracy on trust in machine learning models. In Proceedings of the 2019 chi
conference on human factors in computing systems, pages 1–12, 2019.

[420] Rayan Krishnan, Pranav Rajpurkar, and Eric J Topol. Self-supervised learning in
medicine and healthcare. Nature Biomedical Engineering, 6(12):1346–1352, 2022.

[421] Max Allan, Alex Shvets, Thomas Kurmann, Zichen Zhang, Rahul Duggal, Yun-Hsuan
Su, Nicola Rieke, Iro Laina, Niveditha Kalavakonda, Sebastian Bodenstedt, et al. 2017
robotic instrument segmentation challenge. arXiv preprint arXiv:1902.06426, 2019.

[422] Vladimir Iglovikov and Alexey Shvets. Ternausnet: U-net with vgg11 encoder pre-
trained on imagenet for image segmentation. arXiv preprint arXiv:1801.05746, 2018.

[423] Alexey Shvets, Alexander Rakhlin, Alexandr A. Kalinin, and Vladimir I. Iglovikov.
Automatic instrument segmentation in robot-assisted surgery using deep learning.
arXiv preprint arXiv:1803.01207, 2018.

[424] Daniil Pakhomov, Vittal Premachandran, Max Allan, Mahdi Azizian, and Nassir
Navab. Deep residual learning for instrument segmentation in robotic surgery. arXiv
preprint arXiv:1703.08580, 2017.

[425] Faizal A Haji, David Rojas, Ruth Childs, Sandrine de Ribaupierre, and Adam
Dubrowski. Measuring cognitive load: performance, mental effort and simulation
task complexity. Medical education, 49(8):815–827, 2015.

[426] David W Aha. Goal reasoning: Foundations, emerging applications, and prospects.
AI Magazine, 39(2):3–24, 2018.

[427] Michele Ginesi, Daniele Meli, Andrea Roberti, Nicola Sansonetto, and Paolo Fior-
ini. Autonomous task planning and situation awareness in robotic surgery. In 2020
IEEE/RSJ International Conference on Intelligent Robots and Systems (IROS), pages
3144–3150. IEEE, 2020.

[428] Andy S Ding, Alexander Lu, Zhaoshuo Li, Deepa Galaiya, Masaru Ishii, Jeffrey H
Siewerdsen, Russell H Taylor, and Francis X Creighton. Automated extraction of
anatomical measurements from temporal bone ct imaging. Otolaryngology–Head and
Neck Surgery, 167(4):731–738, 2022.



135

[429] Marco Minelli, Alessio Sozzi, Giacomo De Rossi, Federica Ferraguti, Francesco Setti,
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Appendix A

NEUROID DATASET FRAMES

Figure A.1: Sample frames from 5 videos in the NeuroID Dataset. These indicate the

diversity in surgical conditions for the procedures recorded at the Harborview Medical

Center - Seattle.




